Semantic Web Technologies in the Provision of Personalised Patient Education

Susan Quinn (MSc)

Faculty of Computing, Engineering and the Built Environment of the University of Ulster

Thesis submitted for the degree of Doctor of Philosophy
February 2018

I confirm that the word count of this thesis is less than 100,000 words.
# Table of Contents

List of Figures .................................................................................................................. vii

List of Tables .................................................................................................................... x

Acknowledgements .......................................................................................................... xi

Abstract ............................................................................................................................ xii

Abbreviations ................................................................................................................... xiii

Note on Access to Contents .............................................................................................. xv

Chapter 1 ......................................................................................................................... 1

1.1 Engaging Patients with Health Management ........................................................... 1

1.1.1 Patient Skills to Use Health Information ............................................................. 2

1.1.2 The Use of Information Technology in Healthcare .............................................. 4

1.2 Research Issues ........................................................................................................ 6

1.3 Research Aim and Objectives .................................................................................. 7

1.4 Contributions to Knowledge .................................................................................... 9

1.5 Thesis Structure ....................................................................................................... 9

1.6 Research Outputs .................................................................................................... 12

Chapter 2 ......................................................................................................................... 14

2.1 Introduction .............................................................................................................. 14

2.2 Health Information Seeking .................................................................................... 14

2.2.1 Patient Education ............................................................................................... 14

2.2.2 Online Health Information Seeking .................................................................... 16

2.2.2.1 Associated Issues .......................................................................................... 16

2.2.2.2 Online Health Information Seeking Behaviours ............................................ 17

2.2.3 Health Literacy .................................................................................................... 19

2.2.3.1 Obtaining and Processing Health Information .............................................. 20

2.2.3.2 Seeking Health Information Online ............................................................... 21

2.2.3.3 Ehealth Interventions .................................................................................... 22
<table>
<thead>
<tr>
<th>Section</th>
<th>Title</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>2.2.4</td>
<td>Summary</td>
<td>22</td>
</tr>
<tr>
<td>2.3</td>
<td>Personalisation</td>
<td>23</td>
</tr>
<tr>
<td>2.3.1</td>
<td>Personalised Healthcare Applications</td>
<td>24</td>
</tr>
<tr>
<td>2.3.2</td>
<td>Implicit and Explicit Personalisation</td>
<td>26</td>
</tr>
<tr>
<td>2.3.3</td>
<td>User Modelling</td>
<td>30</td>
</tr>
<tr>
<td>2.3.4</td>
<td>Context</td>
<td>32</td>
</tr>
<tr>
<td>2.3.5</td>
<td>Summary</td>
<td>34</td>
</tr>
<tr>
<td>2.4</td>
<td>Ontologies</td>
<td>35</td>
</tr>
<tr>
<td>2.4.1</td>
<td>Ontology Representation Languages &amp; Reasoning Technologies</td>
<td>36</td>
</tr>
<tr>
<td>2.4.2</td>
<td>Ontology Engineering</td>
<td>41</td>
</tr>
<tr>
<td>2.4.3</td>
<td>Biomedical and Health Ontologies</td>
<td>42</td>
</tr>
<tr>
<td>2.4.4</td>
<td>Knowledge-Driven Approaches to Ehealth Literacy Applications</td>
<td>44</td>
</tr>
<tr>
<td>2.4.5</td>
<td>Summary</td>
<td>45</td>
</tr>
<tr>
<td>2.5</td>
<td>Conclusion</td>
<td>46</td>
</tr>
<tr>
<td>3.1</td>
<td>Introduction</td>
<td>48</td>
</tr>
<tr>
<td>3.2</td>
<td>Related Work</td>
<td>49</td>
</tr>
<tr>
<td>3.2.1</td>
<td>Online Health Information Seeking and Uncertainty Management</td>
<td>49</td>
</tr>
<tr>
<td>3.2.2</td>
<td>Health Literacy and Ehealth Literacy</td>
<td>51</td>
</tr>
<tr>
<td>3.2.2.1</td>
<td>Online Health Information Seeking Behaviour</td>
<td>52</td>
</tr>
<tr>
<td>3.3</td>
<td>Methodology</td>
<td>54</td>
</tr>
<tr>
<td>3.3.1</td>
<td>Participants</td>
<td>55</td>
</tr>
<tr>
<td>3.3.2</td>
<td>Health Literacy</td>
<td>55</td>
</tr>
<tr>
<td>3.3.3</td>
<td>Ehealth Literacy</td>
<td>56</td>
</tr>
<tr>
<td>3.3.4</td>
<td>Health Questions</td>
<td>56</td>
</tr>
<tr>
<td>3.3.5</td>
<td>Statistical Analysis</td>
<td>61</td>
</tr>
<tr>
<td>3.4</td>
<td>Results</td>
<td>61</td>
</tr>
<tr>
<td>Section</td>
<td>Page</td>
<td></td>
</tr>
<tr>
<td>------------------------------------------------------------------------</td>
<td>------</td>
<td></td>
</tr>
<tr>
<td>3.4.1 Health Literacy, Ehealth Literacy and Health Questions</td>
<td>61</td>
<td></td>
</tr>
<tr>
<td>3.4.2 Health Information Seeking Behaviour</td>
<td>67</td>
<td></td>
</tr>
<tr>
<td>3.4.2.1 Time Spent on SERPs and Information Pages</td>
<td>68</td>
<td></td>
</tr>
<tr>
<td>3.4.2.2 Health Question Answers</td>
<td>74</td>
<td></td>
</tr>
<tr>
<td>3.4.2.3 Search Queries</td>
<td>75</td>
<td></td>
</tr>
<tr>
<td>3.4.2.4 Accessing Search Results</td>
<td>77</td>
<td></td>
</tr>
<tr>
<td>3.5 Discussion</td>
<td>78</td>
<td></td>
</tr>
<tr>
<td>3.5.1 Study Limitations</td>
<td>83</td>
<td></td>
</tr>
<tr>
<td>3.6 Conclusion</td>
<td>83</td>
<td></td>
</tr>
<tr>
<td>3.6.1 Recommendations for Future Research</td>
<td>85</td>
<td></td>
</tr>
<tr>
<td>3.7 Future Work</td>
<td>86</td>
<td></td>
</tr>
<tr>
<td>Chapter 4</td>
<td>88</td>
<td></td>
</tr>
<tr>
<td>4.1 Introduction</td>
<td>88</td>
<td></td>
</tr>
<tr>
<td>4.2 Related Work</td>
<td>90</td>
<td></td>
</tr>
<tr>
<td>4.2.1 Web-Based Applications for Diabetic Patients</td>
<td>90</td>
<td></td>
</tr>
<tr>
<td>4.2.2 Ontological Models of Diabetes</td>
<td>92</td>
<td></td>
</tr>
<tr>
<td>4.3 A Web-Based Architecture for Personalised Patient Education</td>
<td>94</td>
<td></td>
</tr>
<tr>
<td>4.4 An Ontological Model for Personalised Diabetic Patient Education</td>
<td>96</td>
<td></td>
</tr>
<tr>
<td>4.4.1 A Methodology for Ontology Design</td>
<td>96</td>
<td></td>
</tr>
<tr>
<td>4.4.2 User Modelling</td>
<td>99</td>
<td></td>
</tr>
<tr>
<td>4.4.3 Associations Between the Ontological Models</td>
<td>104</td>
<td></td>
</tr>
<tr>
<td>4.5 Rule-Based Personalisation</td>
<td>108</td>
<td></td>
</tr>
<tr>
<td>4.6 Technical Components of the Web-Based Architecture</td>
<td>114</td>
<td></td>
</tr>
<tr>
<td>4.7 Testing</td>
<td>114</td>
<td></td>
</tr>
<tr>
<td>4.8 Discussion</td>
<td>121</td>
<td></td>
</tr>
<tr>
<td>4.8.1 Issues Associated with Engineering the Patient Education Ontology</td>
<td>122</td>
<td></td>
</tr>
<tr>
<td>4.9 Conclusion and Future Work</td>
<td>122</td>
<td></td>
</tr>
</tbody>
</table>
# Chapter 5

5.1 Introduction ........................................................................................................... 124
5.2 Related Work ........................................................................................................... 125
5.3 Methodology for Domain Expert Evaluation ....................................................... 127
  5.3.1 Design of an Ontology Modelling Screencast ............................................. 128
  5.3.2 Design of the Ontology Engineering Tasks ............................................... 130
  5.3.3 Profile of Invited Contributors ..................................................................... 133
5.4 Results of Domain Expert Evaluation ................................................................. 133
  5.4.1 Participants ...................................................................................................... 133
  5.4.2 Analysis of the Knowledge Contributions from Ontology Engineering Tasks 137
    5.4.2.1 Symptoms, Treatments and Complications ........................................... 138
    5.4.2.2 Physical Activities .................................................................................. 140
    5.4.2.3 Patient Health Characteristics ............................................................. 141
    5.4.2.4 Summary ................................................................................................. 142
  5.4.3 Participant Engagement with the Ontology Engineering Tasks .................... 142
    5.4.3.1 Completion of the Technical Tasks ........................................................ 143
5.5 Application-Based Evaluation ............................................................................. 147
  5.5.1 Test Profile ...................................................................................................... 148
  5.5.2 Results of Application-Based Evaluation .................................................... 148
5.6 Discussion .............................................................................................................. 150
  5.6.1 Study Limitations .......................................................................................... 152
5.7 Conclusion ............................................................................................................. 153
  5.7.1 Issues Associated with Engineering Health Ontologies ............................. 154
5.8 Future Work .......................................................................................................... 155

# Chapter 6

6.1 Introduction .......................................................................................................... 157
6.2 Related Work............................................................................................. 159
6.3 Methodology ............................................................................................ 162
  6.3.1 Participants............................................................................................ 162
  6.3.2 Diabetic Patient Education................................................................. 164
  6.3.2.1 Generic Patient Education Booklet.................................................. 165
  6.3.2.2 Web-Based Personalised Patient Education....................................... 166
  6.3.3 Eye Tracking.......................................................................................... 169
  6.3.4 User Engagement Scale (UES)............................................................. 169
  6.3.5 Health Questions................................................................................... 170
  6.3.6 Statistical Analysis................................................................................ 171
6.4 Results ....................................................................................................... 171
  6.4.1 Engagement with the Generic Booklet and the Personalised Education . 172
    6.4.1.1 User Engagement Scale ................................................................. 172
    6.4.1.2 Gaze Behaviour.............................................................................. 174
    6.4.1.3 Static Images.................................................................................. 175
    6.4.1.4 Text Content ................................................................................ 178
  6.4.2 Gaze Pattern Analysis for the Experimental Group.............................. 179
    6.4.2.1 Personalised and Static Images....................................................... 179
    6.4.2.2 Personalised Components of the Web-Based Education................ 182
6.5 Discussion .................................................................................................. 184
  6.5.1 Engagement Behaviour of the Control Group and Experimental Group
    Members...................................................................................................... 184
  6.5.2 Attention Towards the Web-Based Personalised Education ................. 187
  6.5.3 Study Limitations.................................................................................. 189
6.6 Conclusion .................................................................................................. 189

Chapter 7 ....................................................................................................... 192
  7.1 Introduction .............................................................................................. 192
7.2 Research Objectives .................................................................................. 192
7.3 Summary of Knowledge Contributions .................................................... 196
7.4 Limitations ................................................................................................. 201
7.5 Future Developments ................................................................................ 202
7.6 Recommendations for Similar Research Studies ....................................... 205
7.7 Recommendations for Health Information Provision .................................. 206
7.8 Conclusion ................................................................................................ 208
References ....................................................................................................... 211
Appendix A ..................................................................................................... 258
Appendix B ..................................................................................................... 260
Appendix C ..................................................................................................... 262
Appendix D ..................................................................................................... 263
Appendix E ..................................................................................................... 267
List of Figures

Fig. 2.1. Taxonomical model of ontology sub-tree which represents diabetes medications. .......................................................... 36

Fig. 3.1. Protocol for online health information seeking experiment. ...................... 55

Fig. 3.2. HCI Browser and HCI Parser components, (a) screen capture of HCI Browser interface for submitting a health question answer, (b) log file containing records for web page visit, health question answer and post-task question choice, and (c) excerpt of spreadsheet record for health question including duration, answer, search queries and first web page visited during searching. ........................................... 60

Fig. 3.3. Bar charts indicating frequencies of (a) NVS scores and, (b) eHEALS scores. ................................................................................................................................. 62

Fig. 3.4. Scatterplot with linear regression line illustrating correlation between NVS scores and eHEALS scores. .................................................................................. 63

Fig. 3.5. Frequencies of health question scores for study population. .................... 65

Fig. 3.6. Scatterplots with linear regression line illustrating correlations between (a) question score and NVS score, (b) question score and qualification level, and (c) question score and eHEALS score. ................................................................................. 66

Fig. 3.7. Total submitted and correct answers for health questions. ....................... 67

Fig. 3.8. Boxplots of completion times for correct and incorrect answers, including p-values from t-test comparison. .............................................................................. 68

Fig. 3.9. Pie charts indicating (a) percentage of total time spent on visits to different categories of web resource, and (b) percentage of total distinct visits to different categories of web resource. ................................................................. 73

Fig. 4.1. Architecture to provide web-based personalised patient education. (1) Spring MVC handles communication with the client, (2) processing logic handles interactions between server-side components, (3) domain knowledge is represented in an ontology, (4) a reasoning engine is utilised to execute personalisation rules, (5) suitable content is retrieved from the educational repository, and (6) delivered to the patient as a web page. ................................................................................................................. 95

Fig. 4.2. Stages of engineering for the patient education ontology. Design and implementation phases are grey and evaluation stages are yellow. .......................... 97

Fig. 4.3. An excerpt of the Patient Model illustrating (a) classes, (b) datatype properties, and (c) object properties. ................................................................. 101
Fig. 4.4. Overview of the Patient Model, indicating main profile classes (grey) and associated asserted datatype (forked arrows) and object (boxes) properties. .................. 103
Fig. 4.5. Association characteristics of the Patient Model, Educational Content Model and Activity Model. ................................................................. 104
Fig. 4.6. Subsumption relationships within the Medical Conditions Model (a) treatments, (b) symptoms, and (c) complications. ........................................ 107
Fig. 4.7. Structure of a SWRL rule [428]. ...................................................... 108
Fig. 4.8. Patient Model instance with object and datatype properties (asserted and inferred). .................................................................................. 116
Fig. 4.9. Screen shot of personalised diabetic education for older female patient with eyesight impairment. ................................................................. 117
Fig. 4.10. Screen shot of personalised and contextualised diabetic education for low active male patient.............................................................................. 119
Fig. 4.11. Screen shot of personalised education for female diabetic patient with advanced health literacy and eHealth literacy competencies. .................. 120
Fig. 5.1. Excerpts from online multimedia presentation focusing on (a) superclass-subclass relationships, (b) subsumption relationships with multiple layers, and (c) relationships between unrelated ontology classes........................................... 130
Fig. 5.2. Screen shots of ontology engineering tasks that focus on (a) subsumption relationships, (b) classifying terms within an ontological model, (c) assigning cardinality, and (d) classification of classes within an ontological model........... 132
Fig. 5.3. Distribution of information technology expertise amongst study participants. .................................................................................................. 134
Fig. 5.4. Distribution of expertise for diabetes (blue) and obesity (grey) amongst study participants. .............................................................................. 135
Fig. 5.5. Word cloud visualisation of terms contributed through the ontology engineering tasks. .................................................................................. 136
Fig. 5.6. Pie chart indicating percentage of total knowledge contributions for survey sections. ....................................................................................... 137
Fig. 5.7. Subsumption relationships within the enhanced physical activity model, including classes to represent (a) light intensity activities, (b) moderate intensity activities, and (c) vigorous intensity activities............................... 141
Fig. 5.8. Percentage of participants that completed tasks, organised by sub-groups defined by previous technical experience of using an ontology (dark grey), a
programming or scripting language (light grey), a database (blue), and a mark-up
language (black). ................................................................. 146

**Fig. 5.9.** Averaged contributions related to expertise rating categories for diabetes
(light blue), obesity (grey), and information technology (black). ....................... 147

**Fig. 5.10.** Screen shot of personalised diabetic education for male patient which
includes information focused on asserted and inferred treatments. ................... 149

**Fig. 6.1.** Protocol for eye tracking experiment. ................................................ 162

**Fig. 6.2.** Information technology expertise ratings for control and experimental
groups. ........................................................................................................... 164

**Fig. 6.3.** Diabetes expertise ratings for control and experimental groups. ........... 164

**Fig. 6.4.** Portion of a page from the generic education booklet [464] which focuses on
physical activity. ............................................................................................ 166

**Fig. 6.5.** Structure of web-based personalised education indicating subject matter of
the five web pages. ........................................................................................... 166

**Fig. 6.6.** Screen shot of education web page that focuses on physical activity, and
contains static, personalised and contextualised content. .................................. 168

**Fig. 6.7.** Arrangement of Tobii X60 Eye Tracker and screen during an experiment. 169

**Fig. 6.8.** Boxplots of the scores for aesthetics (AE scale) and perceived usability (PUs
scale) for the generic booklet and web-based personalised education.................. 173

**Fig. 6.9.** Bar chart indicating percentage of total fixations on text, static images and
personalised images for the personalised education, and percentage of total fixations
on text and static images for the generic booklet. .............................................. 175

**Fig. 6.10.** Boxplots indicating total number of fixations on static images for
experimental and control group. ....................................................................... 176

**Fig. 6.11.** Boxplots indicating total fixation times (in seconds) on static images for
experimental and control group. ....................................................................... 177

**Fig. 6.12.** Visualisation of fixations on personalisation education for a member of the
experimental group, (a) gaze plot indicating gaze path, and (b) heat map indicating
quantity of fixations on different education components.................................... 179

**Fig. 6.13.** Boxplots indicating total fixations on personalised and static images for
experimental group. .......................................................................................... 180

**Fig. 6.14.** Boxplots indicating total fixation times (in seconds) on personalised and
static images for experimental group. .................................................................. 181
List of Tables

Table 3.1. Health questions presented to a participant during an online health information seeking experiment. ................................................................. 57
Table 3.2. Results of multiple regression for NVS scores. ................................. 63
Table 3.3. Results of multiple regression for health question scores. .................. 64
Table 3.4. Results of t-test comparison of the completion times for the health questions, indicating t statistic and p-value. ........................................ 69
Table 3.5. Results of t-test comparison of SERPs visit duration during health questions, indicating t statistic and p-value. .................................... 69
Table 3.6. Results of t-test comparison of information page visit duration during health questions, indicating t statistic and p-value. ......................... 71
Table 3.7. Ten most frequently visited domains throughout the study, with brackets indicating rank order of total visits and use as an answer source. ................. 74
Table 3.8. Twenty most frequently occurring search query terms in rank order, including synonyms and misspellings of term. .......................................... 77
Table 4.1. An excerpt of the key profile classes in the Patient Model. ................. 102
Table 4.2. Subset of SWRL rules used in Personalisation and Contextualisation layer. ............................................................................................................. 112
Table 5.1. Accumulated knowledge contributions by subject, with brackets indicating percentage of total contributions. ............................................. 139
Table 5.2. Ten most frequently suggested patient health characteristics and associated cardinalities, with brackets indicating rank order. .......................... 142
Table 5.3. Completion rate of ontology engineering tasks, with brackets indicating percentage of participants from discipline group. ................................. 144
Table 6.1. Health questions presented to a participant during an eye tracking experiment ........................................................................................................... 171
Table 6.2. Fixation metrics for the personalised images included in the web-based personalised education. ................................................................. 183
Acknowledgements

I would like to express my sincere thanks and appreciation to my Supervisor team of Dr Raymond Bond and Prof. Chris Nugent. Their guidance, support and encouragement has been an invaluable aspect of my PhD experience. It has been a pleasure to work with you both.

I would also like to thank my family, my mother, brothers Jim and Francis, sister Mairead, and Conor. Their unwavering belief in me has been a continuous support at every step of my PhD journey.
**Abstract**

Health information is a valuable resource for citizens which can assist them to navigate healthcare services, and make medical and lifestyle decisions. Increased Internet availability has facilitated convenient access to a wide range of health information resources. However, whilst health knowledge has become increasingly available, many individuals face obstacles when attempting to engage with the information obtained. Research challenges exist in finding strategies to formulate health education that will enhance its usability and efficacy for all citizens. This thesis considers the human factors associated with utilising health information, and the technological challenges associated with delivering health information. This investigation was fulfilled through the completion of four research studies.

The research initially concentrated on the use of online health information. The first study investigated the online health information seeking behaviours of health consumers, and determined whether these behaviours could be associated with an individual’s health literacy and eHealth literacy skills. The focus then shifted to consider the characteristics of generic patient education and it was proposed that a novel personalisation strategy could enhance the usability and attractiveness of the education. The second study focused on the development of a web-based architecture that created personalised education for diabetic patients. Semantic web technologies, including an ontology and a rule-based personalisation component, were incorporated into the architecture. Subsequently the third study concentrated on the ontological knowledge base and sought to strengthen the validity of this knowledge model. A novel methodology for collaborative evaluation of the ontology was described and evaluated. The final study examined user engagement with different formats of patient education. The study compared the engagement behaviours of individuals that were using either a generic education booklet or electronically generated personalised patient education.

The thesis proposes that appreciating the characteristics and aptitudes of citizens can assist with developing effective digital health information services.
<table>
<thead>
<tr>
<th>Abbreviation</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>AE</td>
<td>Aesthetics</td>
</tr>
<tr>
<td>AOI</td>
<td>Area of Interest</td>
</tr>
<tr>
<td>BMI</td>
<td>Body Mass Index</td>
</tr>
<tr>
<td>eHEALS</td>
<td>The eHealth Literacy Scale</td>
</tr>
<tr>
<td>EU</td>
<td>European Union</td>
</tr>
<tr>
<td>IDF</td>
<td>International Diabetes Federation</td>
</tr>
<tr>
<td>JSP</td>
<td>JavaServer Pages</td>
</tr>
<tr>
<td>NHS</td>
<td>National Health Service</td>
</tr>
<tr>
<td>NVS</td>
<td>Newest Vital Sign</td>
</tr>
<tr>
<td>OHISB</td>
<td>Online Health Information Seeking Behaviour</td>
</tr>
<tr>
<td>OWL</td>
<td>Web Ontology Language</td>
</tr>
<tr>
<td>PU's</td>
<td>Perceived Usability</td>
</tr>
<tr>
<td>RDF</td>
<td>Resource Description Framework</td>
</tr>
<tr>
<td>RDFS</td>
<td>RDF Schema</td>
</tr>
<tr>
<td>SD</td>
<td>Standard Deviation</td>
</tr>
<tr>
<td>SERP</td>
<td>Search Engine Results Page</td>
</tr>
<tr>
<td>SMOG</td>
<td>Simple Measure Of Gobbledygook</td>
</tr>
<tr>
<td>SNOMED CT</td>
<td>Systematized Nomenclature of Medicine-Clinical Terms</td>
</tr>
<tr>
<td>SPARQL</td>
<td>SPARQL Protocol and RDF Query Language</td>
</tr>
<tr>
<td>SWRL</td>
<td>Semantic Web Rule Language</td>
</tr>
<tr>
<td>UES</td>
<td>User Engagement Scale</td>
</tr>
<tr>
<td>UK</td>
<td>United Kingdom</td>
</tr>
<tr>
<td>UMT</td>
<td>Uncertainty Management Theory</td>
</tr>
<tr>
<td>URL</td>
<td>Uniform Resource Locator</td>
</tr>
<tr>
<td>Acronym</td>
<td>Description</td>
</tr>
<tr>
<td>---------</td>
<td>------------------------------</td>
</tr>
<tr>
<td>US</td>
<td>United States of America</td>
</tr>
<tr>
<td>WHO</td>
<td>World Health Organization</td>
</tr>
<tr>
<td>XML</td>
<td>Extensible Mark-Up Language</td>
</tr>
</tbody>
</table>
Note on Access to Contents

"I hereby declare that with effect from the date on which the thesis is deposited in Research Student Administration of Ulster University, I permit

1. the Librarian of the University to allow the thesis to be copied in whole or in part without reference to me on the understanding that such authority applies to the provision of single copies made for study purposes or for inclusion within the stock of another library.

2. the thesis to be made available through the Ulster Institutional Repository and/or EThOS under the terms of the Ulster eTheses Deposit Agreement which I have signed.

IT IS A CONDITION OF USE OF THIS THESIS THAT ANYONE WHO CONSULTS IT MUST RECOGNISE THAT THE COPYRIGHT RESTS WITH THE AUTHOR AND THAT NO QUOTATION FROM THE THESIS AND NO INFORMATION DERIVED FROM IT MAY BE PUBLISHED UNLESS THE SOURCE IS PROPERLY ACKNOWLEDGED".


Chapter 1

Introduction

1.1 Engaging Patients with Health Management

The role and responsibilities of a patient within a healthcare system have changed in recent decades. Earlier models of healthcare were characterised by a paternalistic format whereby the physician acted to make decisions about their patients’ needs and instructed the patient accordingly [1, 2]. However, recent models of healthcare provision have advocated for greater patient engagement with managing their own healthcare and participation in decisions about their care [3-8]. For example, many of the recent health frameworks in the United Kingdom (UK) emphasise that patients should be supported in becoming more knowledgeable about how to manage their health, and to gain a sense of confidence and control over their health and wellbeing [5, 9, 10]. Furthermore, patients should be involved in shared health decisions, making informed choices about their treatment [5, 9-11]. Making informed decisions necessitates that patients have access to accurate, relevant and comprehensible information about their health and the services available to them [4, 10-14]. Effective use of health information can positively influence quality of life, as patients with greater health knowledge may be less anxious, can have a better understanding of how to avoid health risks, and tend to adapt better to changes in their health status [9, 15-18]. Moreover, informed patients may also use health services less often than those with reduced health knowledge, having fewer unscheduled hospital admissions and tending to choose less invasive treatments [17, 19, 20].

For many patients, medical professionals are still a principle source of trusted healthcare advice [21-25]. Moreover, patient information leaflets still constitute a key method of distributing evidence based health education to patients [1, 24, 26, 27]. However, the channels from which health information is consumed are diversifying, and health consumers are increasingly gathering information from newspapers and magazines, television and radio programmes, and talking with friends, relatives or peers [21-23]. Moreover the Internet is also a prominent resource for health information seekers [22, 23, 28, 29]. However, gaining access to health information does not ensure that an individual will be able to attain the full benefits of this resource. Primarily the acquired information needs to be relevant and applicable to a patient’s health needs, however
even if this is so, the usefulness of the information can be diminished if it is not fully comprehensible for the patient. This may be due to the subject matter under review; health information is complex and the terminology used can be unfamiliar to non-medical personnel. However, equally of relevance are the skills of the patients themselves as, for example, the utility of health information can be reduced if individuals do not possess the requisite cognitive skills to interpret and apply the information.

Health education is a fundamental process in strategies to inform and engage patients with effective health management. Associated research in areas including health communication and health informatics have expanded in recent years, however challenges remain in understanding the behaviours employed to interact with novel channels of health information such as Internet based health applications. This project aims to contribute to research efforts associated with the use of electronic formats of health information. The project focuses on the human behaviours associated with using online health information, and on the technologies used to provide online health information applications. The following two sections will provide further background on how human factors can influence the utility and efficacy of health information, and how information technology is being used to support health service provision.

1.1.1 Patient Skills to Use Health Information

The capability of an individual to make health decisions and manage health problems is very much influenced by their skills to obtain suitable health information and effectively apply this to their health situation. The skills to interpret and use health information is regarded as an individual's health literacy. Perceptions of the meaning, determinants and outcomes of being health literate are diverse [30], however one widely cited definition of health literacy is provided by the Institute of Medicine, “the degree to which individuals have the capacity to obtain, process and understand basic health information and services needed to make appropriate health decisions” [31]. This description highlights a commonality of most definitions whereby health literacy is conceptualised as a set of personal skills which assist an individual to use health information to make daily and longer term health choices, and supports interactions with healthcare services [30, 32, 33].
Having an adequate level of health literacy can empower an individual to have positive health behaviours. However, several national surveys have highlighted a significant prevalence of limited health literacy amongst populations worldwide. The European Health Literacy Survey (HLS-EU) assessed health literacy competency within eight European Union (EU) member states and discovered that nearly half of the respondents had skills that were quantifiably insufficient [34]. Analogous findings have emerged from research in the United States of America (US). The 2003 National Assessment of Adult Literacy (NAAL) [35] revealed that 36% of American adults had basic or below basic health literacy. Disparities in health literacy proficiency are often associated with personal, socio-economic, and health attributes. The characteristics that are most frequently associated with inadequate health literacy skills include being older [34-38], and having reduced income [34, 36, 37], less education [34, 36-38] and reduced health status [34, 39]. Inadequate health literacy has been linked to negative health practices including a lack of use of disease prevention services, increased health risks, reduced medication compliance and poorer health outcomes including higher mortality rates [36, 40-43]. A prevalence of low health literacy amongst population groups can also increase demand for healthcare resources, placing an increasing financial burden on national healthcare budgets [36, 40, 44-46]. In consequence, it is no surprise that health literacy is gaining increasing attention in both clinical care and health policy research and government health policies [33, 36, 47, 48]. In the US, improving health literacy is a key objective of the Healthy People 2020 agenda [49], while the National Action Plan to Improve Health Literacy [50] aims to involve organisations, policy makers and communities in strategies to enhance health information provision. Several EU health strategies have recognised health literacy as a significant determinant of citizen empowerment in health matters [8, 51], and the World Health Organization (WHO) has recommended increased investment in health literacy research [36].

Various projects have identified a relationship between health literacy and amount of health knowledge [52-55]. Moreover, research findings would also suggest that limited health literacy is an impediment to becoming better informed about health and wellbeing. When compared to patients with adequate health literacy skills, those with reduced skills often find it difficult to process, understand and recall medical information and instructions [56-61]. Comprehending health information is a foundational step towards becoming an informed patient, thereby high levels of limited
health literacy amongst patients can present an obstacle to efforts to increase patient engagement with their own health matters. It has been recommended that healthcare professionals should modify and tailor the information they provide in accordance with the health literacy aptitudes of their patients [62-65]. However, difficulties remain in identifying optimal methods of delivering health information that are efficacious for patients with varying levels of health literacy. Information technology may provide a means to develop digital solutions that can facilitate automated adaptable health information provision. This is a key proposition of this research project and will be discussed in greater detail in subsequent chapters of this thesis.

1.1.2 The Use of Information Technology in Healthcare

As indicated in Section 1.1, the sources used by health consumers to obtain health information are expanding. Most notably, increased Internet access has facilitated expanding use of online health information resources. For example, in a survey of US adult Internet users, health information seeking was found to be the third most popular online activity that is measured [28], with 72% having used the world wide web to search for health information [23]. Research amongst the 28 EU member states revealed comparable behaviours. The results of a 2014 Eurobarometer denoted that 59% of the citizens surveyed had searched online for health-related information, with 10% of this group having done so at least once a week [22]. The Internet provides access to a volume of health resources encompassing a wide range of prevalent and less known health concerns. Governments and medical institutions have also recognised the utility of web-based platforms to deliver authoritative health advice. For example, NHS Choices [66], the digital information channel of NHS England, provides cost free health information and health management tools. Since its launch in 2007, traffic to the portal has continuously grown and it currently receives 50 million visits each month [67]. In the US the National Library of Medicine maintains MedlinePlus [68], a portal which provides links to free health information on over 1000 topics along with access to a medical encyclopaedia and dictionary. The value of trustworthy online health information has also been recognised in the Healthy People 2020 agenda, which includes a commitment to increase the quantity of quality healthcare related websites [49].
In addition to providing online information channels, the adoption of information technology in healthcare is a common strategic focus in many countries worldwide. *Ehealth* has been described as “the use of ICT in health products, services and processes combined with organisational change in healthcare systems and new skills, in order to improve health of citizens, efficiency and productivity in healthcare delivery, and the economic and social value of health. eHealth covers the interaction between patients and health-service providers, institution-to-institution transmission of data, or peer-to-peer communication between patients and/or health professionals” [69]. A survey by the WHO found that 58% of the 125 responding member states had national strategies for eHealth which included objectives for health information provision and telecare [70]. Ehealth services have been proposed as a method of sustaining healthcare delivery in the face of ever increasing patient demand, and as a means to support a patient-centred approach to care [5, 8, 49, 71]. Electronic services can reduce the burden on frontline services provided by GP surgeries or accident and emergency departments [72], and can also contribute to longer term benefits for healthcare budgets [73].

Providing services online may also increase accessibility and convenience for patients. For example, the UK government has expressed a commitment to increase the availability of online services for booking GP appointments and ordering repeat prescriptions [5, 71, 74]. Ehealth solutions have the potential to enhance patient experience and health outcomes, however in order to use these services, many patients will be required to possess a level of digital aptitude. Consequently, there will be variability amongst patients in the ability to consume and obtain the full benefits from eHealth services. The concept of *digital exclusion* describes the situation of many members of society whereby they do not have sufficient Internet access or adequate digital skills and confidence to engage with eHealth services [72]. In many cases, there is an overlap between being at risk of poor health and being digitally excluded [72, 74]. This has led to concerns that digital exclusion may contribute to health inequalities amongst population groups [72, 75]. Proposed solutions to tackle disparities in digital experience include the development of digital health skills amongst targeted population groups [72]. Moreover, there are calls for developing eHealth solutions that can be usable by health consumers with varying level of digital skills [75, 76]. The use of information technology to support health information provision is a key research focus of this project. Furthermore, it is also proposed that understanding the skills of health
consumers to utilise electronic sources of health information may contribute to developing effective electronic solutions.

1.2 Research Issues
Section 1.1 established the context of this research project by indicating how health knowledge can assist a patient to effectively manage their health. Also described were the various challenges that can exist for patients with relation to becoming informed about their healthcare choices, and in gaining access to digital health tools. Based on this discussion a number of research issues have arisen which are described below.

- Many contemporary healthcare settings adhere to a model of care whereby patients are encouraged to engage with healthcare services and participate in shared decisions about their health. However, making informed health choices can only take place when a patient is knowledgeable about their health. Nevertheless, patients will vary in their capability to understand and apply health knowledge. Subsequently, various challenges exist in realising methods to deliver health information that will improve accessibility and enhance the clarity of the information for patients.

- Several large scale surveys have identified significant levels of inadequate health literacy amongst populations. Having limited health literacy can reduce an individual’s aptitude to understand, retain and utilise health information. Accordingly, this may impact a patient’s ability to engage with health services, and fulfil their health needs. This suggests that it could be beneficial for patients to receive education that has been adapted as suitable to their health literacy skills. Moreover, formulating health education to attract the attention and interest of the reader may also encourage higher levels of engagement. Achieving these aims may require analysis of novel strategies and technical approaches to present education that is utilisable for a range of patient abilities. Developing electronic solutions will require the use of technologies that can express the complexity of medical data related to the pertinent entities in the health domain. Furthermore, the usability of electronic solutions may be enhanced if they are manageable for patients with different levels of digital experience.
• The application of information technology in healthcare provision is regarded as a means to improve access to health services, enhance patient experience and alleviate the pressure on healthcare budgets. However, although services such as online health information portals are highly utilised, there is variability amongst patients in their technical proficiency to use online tools and services. Providing electronic services that are useful and convenient requires an understanding of the digital skills of patients. Online information platforms are a means to provide immediate assistance for non-emergency situations, therefore it is valuable to understand the behaviours and strategies of information seekers when searching for and using online health information. This may highlight the skills and abilities that are associated with successful online interactions, and may also highlight which sources and formats of online information are attractive for health consumers.

1.3 Research Aim and Objectives
The increased availability of Internet enabled devices in many societies worldwide has facilitated a rise in the use of electronic health information applications. Accordingly, the use of digital platforms to support healthcare provision has also been adopted by many governments and health institutions. Consequently, there is a need to appreciate the actions and behaviours of citizens when interacting with online health information application and services. With relation to these issues, the aim of this research study is as follows.

To use software tracking and user log analysis to appraise the health seeking behaviours and skills involved in utilising and engaging with web-based health information applications, and in turn to develop a computer-enhanced personalised patient education system using ontologies and related technologies.

It is intended that the project aim will be achieved by fulfilling the following objectives.

Objective 1.
To develop an understanding of current research activities focused on the communication channels, strategies and technologies used in the provision of electronic health information. This will involve conducting a comprehensive review of associated literature in order to appreciate the methods by which health information is
communicated, and the human activities associated with obtaining and using health information. The review will also concentrate on technologies and software languages that have been employed in the development of electronic health applications. The review will uncover current research in these areas and the challenges being faced. This will enable the identification of areas suitable for further investigation throughout this research study.

*Objective 2.*
To use software tracking and log analysis to classify and quantify the behaviours of health information seekers when searching for and using online health information, and assess whether these behaviours are associated with health literacy or eHealth literacy skills.

*Objective 3.*
To design and implement a web-based technical solution that will provide electronic patient education that is tailored as suitable for the personal health needs and skills of patients.

*Objective 4.*
To develop a novel approach for collaborative evaluation of an ontology in the health domain, and evaluate whether this approach is accessible for ontology engineering novices.

*Objective 5.*
To appraise the comprehension and engagement behaviours exhibited by individuals when interpreting generic patient education material and computer-aided personalised patient education material, and evaluate whether there are any similarities or distinctions in engagement patterns between both approaches.

*Objective 6.*
To assess whether the engagement behaviours exhibited by individuals will vary in response to viewing different aspects of personalisation included in a patient education artefact.
1.4 Contributions to Knowledge
Fulfilling the preceding objectives will result in the following contributions to knowledge within the areas of electronic health information provision, personalisation and semantic web technologies.

1) The design and implementation of a methodology to track and quantify the online health information seeking behaviours, and measure the health literacy and eHealth literacy skills of health information seekers.

2) The implementation of an extensible web-based architecture, comprising an ontological knowledge base and rule-based personalisation, which will deliver education that has been tailored to the preferences, personal health needs, health literacy and eHealth literacy competencies of individual patients.

3) The design and implementation of a method for collaborative ontology evaluation that supports domain experts with variable modelling experience to complete ontology engineering tasks and contribute domain knowledge.

4) The design and implementation of a methodology to record subjective and objective measures of engagement with patient education artefacts.

1.5 Thesis Structure
This chapter introduces the context, research aim and objectives of this research study. The subsequent chapters, as summarised below, detail the research completed to fulfil the listed objectives.

Chapter 2 - Health Information Applications: Techniques, Technologies and User Behaviours
This chapter introduces the impetus of this PhD by reviewing literature pertaining to three main themes, (1) health information, (2) personalisation and, (3) semantic web technologies. The topic of health information seeking is introduced by describing several channels by which individuals can acquire health information, and the skills involved in locating and using health information. Subsequently the use of personalisation to enhance the efficacy of health applications is examined. The review
finishes by examining the use of ontologies in healthcare applications, and highlights recent research activities that focus on ontology engineering. For each of the three themes, pertinent advances in research and associated issues are highlighted.

Chapter 3 - Quantifying Health Literacy and eHealth Literacy Using Existing Instruments and Browser-based Software for Tracking Online Health Information Seeking Behaviour

This chapter appraises the information seeking strategies employed by individuals when searching for and using online health information. The chapter describes a study in which 60 participants were recruited to complete online search tasks. A novel methodology for scrutinising online health information seeking is presented. Various health information seeking behaviours are quantified and search task accuracy is measured. Subsequent analysis establishes whether any of the noted online health information seeking behaviours are associated with an individual’s level of health literacy and eHealth literacy skills.

Chapter 4 - Ontological Modelling and Rule-Based Reasoning for the Provision of Personalised Patient Education

This chapter evaluates the use of semantic web technologies to create personalised health services. The chapter describes the design and implementation of a web-based architecture that provides personalised education for diabetic patients. An underpinning component is an ontological knowledge base which captures clinical aspects of diabetes, and a user model representation of a diabetic patient. The various stages of ontology engineering are detailed. The development of a rule-based personalisation component is also described. The chapter describes how these components function to output various personalised features within the education experience. Testing of the architecture is depicted by the use of vignettes which illustrate how the produced education can fulfil the personal health needs, competencies and preferences of different patients.

Chapter 5 - A Two-Staged Approach to Evaluating an Ontology for Delivering Personalised Education to Diabetic Patients

This chapter examines collaborative approaches to ontology engineering. The chapter describes the two stages of evaluation applied to the personalised patient education
ontology. The main focus is on the first evaluation phase whereby domain experts with variable levels of technical modelling knowledge were invited to participate in the evaluation of the ontology. The design and realisation of a methodology to assist participants with completing ontology engineering tasks is described. Analysis of the participants’ modelling decisions is detailed, along with descriptions of how this knowledge was used to evaluate and enhance the ontology. Subsequently, an evaluation of the viability of involving ontology engineering novices in evaluation processes is provided. The second stage of evaluation incorporated the refined ontology within the architecture to assess whether it functioned to support the provision of personalised patient education.

Chapter 6 - An Evaluation of User Engagement with Generic and Personalised Patient Education for Diabetic Patients

This chapter appraises patterns of human engagement with different formats of patient education. The chapter describes a between subjects study which examined engagement with a patient education booklet authored by a registered UK charity, and education produced by the personalised patient education system developed in this PhD. A methodology for quantifying attributes of engagement is presented. Appraisal of the engagement behaviours of the participants when viewing the educational artefacts is detailed. Subsequent analysis focuses on the personalised education and examines levels of engagement with different personalised features.

Chapter 7 - Conclusion and Scope for Future Work

This chapter describes how the aim and objectives have been fulfilled through the various research studies completed as part of this research project. The manner in which the contributions to knowledge have been achieved, and the conclusions drawn from the research are also detailed. The thesis is completed with a discussion of recommendations for future research directions.
1.6 Research Outputs

The research completed during this PhD has been disseminated through the following conference and journal publications.

Peer-Reviewed Journal Articles


Peer-Reviewed Conference Proceedings


**Software**

The first research study, which is described in Chapter 3, included the development of a parsing tool to process online health information seeking log files. This tool was developed using Java and is available to download from the github website [77].
Chapter 2
Health Information Applications: Techniques, Technologies and User Behaviours

2.1 Introduction
Chapter 1 established the context of this research project by highlighting the various challenges that health consumers can encounter when attempting to engage with health information and electronic health tools. This chapter further describes the background to the research by presenting a review of related work, and highlighting current issues. This chapter describes a review of health information seeking behaviour research and the challenges of measuring and improving digital health literacy amongst citizens. In turn, given the proposed hypothesis that personalised patient education could increase patient engagement and their health literacy, this chapter presents a review of personalisation techniques with a focus on knowledge engineering using ontologies.

Section 2.2 addresses health information seeking by health consumers. This includes descriptions of the various sources of health information available, and the methods by which health information is accessed and processed. Section 2.3 describes the use of information technology to provide personalised health applications, in particular through the use of semantic web technologies. The benefits of incorporating personalisation and contextualisation in health applications are described, and moreover, the various challenges to achieving personalisation are also highlighted. Section 2.4 concentrates on the use of ontologies in personalised healthcare applications. This includes the semantic web technologies available for ontology development and examples of ontology-based frameworks. Ontology engineering is also covered, including more recent research directions which focus on collaborative engineering projects.

2.2 Health Information Seeking

2.2.1 Patient Education
Printed patient education materials are often used to augment verbal information provided during visits to physicians, or after surgery [26, 27, 78-80]. Thereby many patients will be required to read and use written health information at the point of need.
Nevertheless, the effectiveness of this educational approach may be hampered due to an individual’s inability or motivation to engage with the material. A patient may have difficulty understanding the medical terminology and images used, or may feel overwhelmed, anxious or confused by the volume of information introduced [65, 79, 81]. These factors may result in the individual finding it difficult to identify important points or misinterpreting fundamental information [82, 83]. The readability of written education has been widely investigated. In many cases the materials examined were found to be at a higher readability level than the national recommendation [84-86]. In addition to the words and grammar used, the quality and usefulness of patient education may also be reduced by the inclusion of images that do not supplement the written text or do not draw the interest of the reader [85, 86]. Additional content deficiencies include a lack of detail related to pertinent patient information [87], no clear indication of the purpose of the document [85], and the inclusion of information that did not comply with national recommendations [85, 87].

However, despite these limitations, patient feedback regarding printed materials has been mixed. For many patients the documents produced by health organisations are regarded as an accurate and trustworthy form of health information [24, 65]. Moreover, an investigation of patient experiences of foot surgery information leaflets found that most individuals rated the quality and comprehensibility of the materials very favourably [27]. However, in contrast, other studies have found that the terminology used in educational materials can be challenging for patients to understand, and that some patients would prefer simple and familiar language [65, 79, 86]. Further variation is found with relation to the volume of content included. While some patients have suggested that more detailed information should be included [27], others have expressed a desire to be able to choose between different levels of complexity and detail in the information supplied [78].

Despite the continued availability of printed health materials many patients are increasing the communication channels by which they consume health information. For many information seekers Internet resources serve as a complement to health services and information gathered from physicians, printed media, friends or family [88]. The motivations of online health information seekers will be further described in the next section.
2.2.2 Online Health Information Seeking

Health information seekers are increasingly using online health information to answer health-related questions. The Internet provides a convenient, cost effective and private means of gaining access to health knowledge, and the motivations for seeking information are diverse. Information seekers have used the Internet as a diagnostic tool, seeking to understand symptoms, illnesses and injuries, medications and treatments [22, 23, 89, 90]. Many have also sought advice from online peers, and have spent time reading or watching the health experiences of others, and posting questions, comments and stories about their own health situation [22, 23, 91]. Online health information seeking is often carried out in preparation for a visit to a physician, or afterwards to supplement, clarify, or in some cases challenge the advice given [88, 92-95]. For many individuals health information is sought for reassurance, to lessen uncertainty, and to help them to reconcile with a new health situation [88, 92, 96]. Many individuals are satisfied with the information found, rendering it relevant and useful to their needs [22, 94, 97], moreover increased knowledge has helped some patients to gain a sense of competency and control in their health situation [98, 99].

However, whilst many benefits have been attributed to the use of online health information, doubts have also been raised about the quality, accuracy, reliability and veracity of various online health resources [100-102]. Furthermore, there are concerns that not all health information seekers will have sufficient skills to appraise the quality of online health information [103]. Moreover, as many health consumers admit that they do not always discuss the health information they find with their physicians [23, 97] there is an increased potential for patients to misunderstand health information and to place their trust in unreliable information. For example, a survey by [104] found that 11.2% of the respondents had refused or discontinued treatments prescribed by doctors and dentists after considering online health information. For many information seekers, especially those that have higher levels of health anxiety, online searching may result in increased confusion, fear, and worry [92, 105, 106].

2.2.2.1 Associated Issues

Intention to seek and use Internet based health information has been positively associated with a health consumer’s perceived usefulness of online health information [90, 107, 108]. However, even for those that are willing to engage with online resources,
challenges can exist. Searching for health information can be a time-consuming activity and health consumers can be overwhelmed and confused by the volume of information available [22, 88, 109, 110]. For many individuals difficulties are faced in understanding the health information found. The readability of a piece of text refers to the reading comprehension level that a person must have to understand it [111]. Multiple studies have identified online health websites, including those of professional medical associations, that contain written content that exceeds recommended readability levels [112-114]. There are concerns that incomprehensible information may discourage a consumer from seeking medical care [114] or encourage them to utilise less reliable sources [112]. Furthermore, there can also be variability in the accuracy and reliability of the health information found. Studies addressing the quality of online health information have found a volume of websites containing information that was outdated, inaccurate and did not comply with official health advice and medical guidelines [100-102, 115]. Willingness to use online health information has been correlated with a consumer’s level of trust in the information found [90], however consumers do not always use the recommended standards to judge the trustworthiness of a health website. In a study of web searching habits, Silence et al. [116] found that website aesthetics and design influenced their subjects’ initial impressions of a website, as those with poor design were quickly rejected. A professional appearance was associated with trustworthiness by the participants of [117]. Features such as privacy policy, third party endorsement and advertisements have also been found to affect consumer credibility perceptions [118], while the presence of informational features such as testimonials, statistics and author credentials have also been positively correlated with increased website credibility [119]. However, although there is inconsistency in the factors by which consumers judge website credibility, some of the most consistent findings relate to branded health websites. Health consumers are often found to be wary of commercially oriented websites [22, 116, 120] whilst consistently associating reliability and expertise with the online platforms of reputable medical centres and organisations [88, 116, 117, 119, 120].

2.2.2.2 Online Health Information Seeking Behaviours

The volume of publications focused on health information seeking has increased in recent years [121], however despite the growing research, commercial and governmental interest in the topic there is still little consensus on the constituents of
health information seeking behaviours [121, 122]. A significant amount of research has focused on the strategies used to locate information resources. One frequently employed methodology is an observational study whereby areas of investigation are set and the behaviours exhibited by the subjects are recorded through screen capture, logs, interviews and observation. The quantifiers used to evaluate online health information seeking behaviour can include search accuracy (e.g. the quantity of tasks correctly fulfilled), search strategy (e.g. using a search engine or entering a URL), search queries entered, time spent on search results pages or website visits [123-127].

A search for health information often begins through a search engine [116, 117, 123]. This usually requires the information seeker to formulate a search query to express their information needs. However ill-defined search queries may contribute to deficient search results that do not match the consumer’s information needs [125, 128-130]. It has been proposed that search query analysis can highlight how consumers conceptualise and express health concepts, and can be used to assist with content provision and the design of websites and information retrieval systems [131, 132]. One frequently used method for appraising search queries is through analysing web browser logs. This renders the benefit of reflecting the natural behaviours of health consumers during searching activities [133]. Much research has focused on the length and composition of health search queries. Various analysis of web browser logs have determined that medical and health search queries tend to be short (e.g. an average of 2.3 terms per query) [117, 128, 130, 132, 134]. However, the length of search queries leading to a health website aimed at the parents of injured children was much longer at 6.27 terms per query [131]. The authors proposed that this increase was due to a significant proportion of question-type queries, which suggests that visitors to the site had specific information queries. Studies of health information seeking on the MedlinePlus website found that information seekers often used natural language to construct search queries [135, 136]. Health consumers often rely on prior knowledge when constructing search queries [125] however they may lack specialised domain knowledge and can understand and express health concepts in a different manner to health professionals [137-139]. This can contribute to difficulties when searching for health information online [132, 137].
Another prominent area of investigation focuses on activities related to search engine result pages. Nevertheless, there is disparity in the findings. While some studies denoted that participants chose results from the first search results page and only occasionally read beyond this page [117, 130, 140], the authors of [124] reported that an average of 5.4 search pages were viewed by their study participants. Further review of the motivations of health consumers explained why this was so; a number of consumers believed that the first page contained the results most relevant to their search [130, 140], however, in contrast, the subjects of [124] indicated that rank order did not necessarily reflect the aptness or credibility of the results. Variation has also been exhibited in the methods used to appraise search results lists. Whilst some participants have displayed a systematic approach to evaluating search results lists, for example by scanning through the results and considering the headers, summaries and URLs, or looking for specific keywords and source identifiers [124, 141-143], in other studies the subjects appeared to select a result at random from the list [126, 130].

2.2.3 Health Literacy

As highlighted in Chapter 1 an individual’s capability to locate, understand and apply health information is very much influenced by their health literacy skills. However, health literacy is a complex concept which comprises a diversity of communicative and cognitive skills. Nutbeam [144] conveyed the multifaceted nature of health literacy by proposing three forms of health literacy; functional, interactive and critical health literacy. Functional health literacy encompasses an individual’s competencies in reading, writing and numeracy which enable access and understanding of written health information [144]. Interactive health literacy includes the listening and speaking skills required to process different formats of health resources and communicate effectively with healthcare personnel [144]. Critical health literacy comprises cognitive skills that enable a patient to critically appraise, extract and retain health information and to apply it to one’s particular health needs [33]. Critical health literacy skills can empower an individual towards autonomous management or increased control of their health status, for example by undertaking disease prevention strategies [30, 144, 145]. An individual’s health literacy skills combine to assist them to function effectively within a clinical care environment, and to exercise health judgements in daily lifestyle. However other definitions have further extended health literacy dimensions to include an individual’s ability to affect health outcomes not only for themselves but for their
family or community also [33]. For example being health literate enables one to engage with public health issues, or to contribute to solutions which can affect health literacy at a population level [30, 76].

2.2.3.1 Obtaining and Processing Health Information

In many cases health literacy proficiency is correlated with the level of knowledge that an individual has about their own health [40, 53]. Furthermore, it is often found that patients with lower health literacy can have reduced recollection of medical information. For example, in a study in which patients with hypertension were asked to report their prescribed medications, a large proportion of patients with inadequate health literacy were unable to name any of the medications listed in their medical record [59]. Moreover, research has suggested that the health information needs of lower health literacy persons are not always being fulfilled by medical professionals. In two distinct studies which addressed the perceptions of health information provision for patients receiving cancer treatment, it was found that women with more limited health literacy competencies had higher levels of unfulfilled information needs, lower levels of perceived information provision and less satisfaction with the information provided than those with more adequate levels of health literacy [62, 146].

Disparities in health literacy skills between population groups are often associated with variance in health information seeking behaviour. It has been suggested that individuals with advanced health literacy are more proactive health information seekers [147] and may have access to a wide range of health information resources such as books, magazines, newsletters and Internet resources [14, 35, 37]. In contrast, those with reduced health literacy are more inclined to rely on healthcare personnel and friends as a preferred source of health information [14, 54, 148]. Some patients with inadequate functional health literacy have suggested that a lack of reading skills can dissuade them from accessing written materials [14], moreover the complexity of written materials may also be discouraging for some individuals [149]. Health literacy skills are often correlated with an individual’s ability to process and reason upon text and numerical based health materials, such as medication information [56, 150].

Research efforts have also examined the manner in which written health information is read and processed. For example, von Wagner et al. [57] used an interactive information
tool to investigate the relationship between health literacy and the cognitive effort required to process complex health information. A comparison of behaviours found that subjects with more limited health literacy skills sought less information than those with advanced health literacy. Moreover, it was also found that the average amount of time spent reading information links was larger for the lower health literacy group, implying that this group had expended great effort to read the information. Meppelink and Bol [58] investigated the associations between health literacy, attention patterns and recall of health information. They found that an increase in the amount of time spent reading the webpage resulted in improved recall only for the subjects that had adequate health literacy skills. The authors suggest that health literacy proficiency may influence the efficiency with which information can be processed.

2.2.3.2 Seeking Health Information Online

Health consumers of varying health literacy aptitudes are using the Internet to obtain health information, however usage is more frequent amongst adults with more advanced skills [14, 35, 37, 151]. For example, Sarkar et al. [152] found that subjects with reduced health literacy skills were less likely to logon to a health patient portal and used the portal functions to a lesser extent than participants with more advanced skills. Much research has concentrated on how trust in online resources is mediated by health literacy skills, however there is little consensus on the findings. An investigation of the use of nutritional health information found that subjects with adequate and more limited levels of nutritional literacy expressed no differences in trust of online health information [153]. An investigation of health information source usage amongst patients with adequate health literacy skills found mixed attitudes [65]. Whilst some respondents indicated that the Internet could provide helpful and reliable health information, others expressed doubts regarding trustworthiness and perceived that online information could cause worry. A mixed-methods study of health literacy and the evaluation of online health information found that although adults with low health literacy were aware that the quality of online health information was variable, they were less aware of established criteria by which to assess the quality of information and were more likely to use non-established criteria [154].
2.2.3.3 Ehealth Interventions
The use of health-based electronic tools targeted for different health literacy competencies is an increasing research focus [75, 155]. Various strategies have been applied to improve the comprehensibility of health information and promote beneficial health behavioural change. As previously noted, consumers with limited health literacy can have difficulty understanding written information, thereby several interventions have adapted the composition and presentation of text content to enhance its readability and understandability [156, 157]. Multiple modalities such as video, animations, and images are often included to assist with engaging the user [155-159]. A novel approach by [160] utilised an animated virtual nurse in an interactive system which provided information about post-discharge self-care for hospital patients. Less health literate patients found the provided information useful, and the system easy to use. The efficacy of electronic interventions is often measured with relation to improved health knowledge or health behaviours, or clinical quantifiers such as weight, blood pressure or psychological symptoms [155]. However, while in many cases electronic interventions are associated with positive health outcomes, in other cases the results are mixed [75, 155, 158].

2.2.4 Summary
People often search for health information to fulfil an information need related to a health concern. However, the communication channels utilised by health consumers are expanding. Increased availability of the Internet has enabled rapid access to a volume of health-related content focusing on a diversity of health matters. Nevertheless, gaining entrance to this wealth of health knowledge can require the health consumer to have a level of proficiency in using electronic searching tools. Moreover, whilst various certification schemes exist to help consumers differentiate trustworthy health resources [161, 162], in many cases, the responsibility of judgment falls to the information seeker themselves. This would suggest that further analysis of consumer skills for locating and using online information could be useful.

Patient participation in choices about their health can be supported by the provision of relevant and comprehensible health education. Patient education is often enacted through the availability of medically verified written information documents. However, the usefulness and efficacy of these materials can be reduced by the inaccessibility of
the content. This may be due to the format and composition of the language and images used, however simultaneously the health literacy skills of patients may comprise an impediment to engagement with health materials. Furthermore, health literacy can affect how an individual reads and processes health information. Electronic applications have been investigated as an approach to assist less health literate individuals to engage with health information. The efficacy of many research applications in this area would suggest that further investigation of electronic tools could be beneficial. Patients are characterised by diversity with relation to information needs and health literacy skills. This suggests that a personalised approach to providing health information could assist with fulfilling the varying information needs of patients. The next section will further discuss how personalisation has been employed in digital healthcare services, and the associated methods of implementation.

2.3 Personalisation

Chronic diseases including diabetes, heart disease and respiratory diseases are the most prominent causes of death and disability globally [163]. The increasing prevalence of these conditions has been associated with health risk behaviours including unhealthy nutrition, smoking and reduced physical exercise [163, 164]. However, these behaviours are modifiable [164]. Approaches to encouraging positive behavioural change include the use of tailored health communications. Tailoring is a process in which information about an individual is used to adapt the composition and delivery of a health message, in order to increase the likelihood of achieving the desired outcome of the message [165, 166]. Health interventions may be tailored using factors such as demographic characteristics, psychological factors such as responsiveness to health information or willingness to change, or the risk behaviours of the user [167, 168]. Various reviews and meta-analysis of printed and electronic health behaviour interventions have found tailored interventions to be efficacious in encouraging positive behavioural change in relation to smoking cessation, physical activity and healthy nutrition [169-172]. Tailoring is often achieved by employing a combination of three strategies; adaptation, feedback and personalisation [165, 167, 173]. Adaptation involves matching the provided content to the status, needs or interests of an individual [165, 166, 173]. Feedback mechanisms utilise user information, collected prior to or during interactions, to provide responses which relate to the user’s current behaviours, attitudes or goals [165, 173]. Personalisation processes focus on increasing the personal
relevance of the information for each user [165, 173]. A major focus of this research project includes development of a solution to provide personalised health information, therefore the remainder of this section will concentrate on various strategies to achieve personalisation in healthcare applications.

2.3.1 Personalised Healthcare Applications

Personalisation is a tailoring mechanism that involves incorporating recognisable attributes of an individual into the content so as to enhance the self-relevance of the information for that individual [165, 173]. It has been suggested that enhancing the personal relevance of a health message may increase attention towards the message, and motivate central processing, and heighten receptivity to the message [165, 167, 170, 173, 174]. For example, a comparison of the effectiveness of tailored and non-tailored text in health materials found that personalisation and feedback were more strongly associated with smoking cessation activities when compared to non-tailored materials [175].

Many healthcare solutions utilise personalisation to focus on the specific needs and goals of a user [176]. For example, the GlucoFit application [177] produces personalised daily and weekly exercise goals to encourage a diabetic patient to lead a more healthy and active lifestyle. Similarly, the METABO Diabetes-Lifestyle Recommender (Med-StyleR) [178] encourages long-term lifestyle changes by producing personalised nutritional and activity recommendations for a user. Patient-specific information such as daily food intake, physical activity, glucose level, age, gender and weight are utilised to recommend recipes that are suitable to each individual’s specific needs and condition.

Personalising content can produce information that is more relevant or applicable to a user’s behaviours, thereby increasing the usefulness of the service. For example [179] describes a website that delivered personalised feedback with the aim of reducing alcohol consumption amongst college students. Feedback was tailored as appropriate for a student’s consumption patterns, associated beliefs, lifestyle and risk behaviours, and applicable website content was also highlighted. A controlled clinical trial found that female student that used the website had reduced alcohol consumption and less risk negative consequences when compared to female students that used a standardised
education website. Personalisation can also improve service provision by reducing information overload, and eliminating the need to search through large amounts of information [180, 181]. For example, [182] describes a web-based application which selects and ranks diabetes related articles from online databases in accordance with a user’s profile and search terms. Thereby the volume of information provided to the user is reduced whilst the specificity of the provided information is increased.

Personalisation has also been found to foster user engagement with online applications. For example, various studies have identified increased user attention towards tailored objects included with generic content. Bang and Wojdynski [183] used eye gaze analysis to evaluate visual responses to personalised and non-personalised advertisements displayed alongside a news article. They found that participants gazed at the personalised image more frequently and for a longer amount of time when compared to the level of attention directed towards the non-personalised advertisement. This pattern of behaviour remained consistent even when users were involved in a high cognitive demand task. A similar study which examined reactions to adaptive advertising on an ecommerce based website also identified a higher rate of visual responses towards personalised advertisements when compared to attentiveness towards randomly generated advertising content [184]. Investigators have also evaluated how users engage with health information messages. Ruiter et al. [174] employed event-related potentials (ERPs) and response times to evaluate the attention resource allocation of participants when using either electronically tailored or non-tailored nutritional information. They found that increased attention resources were directed towards the tailored messages, and that the participants that read the personalised information also tended to be slower to switch attention from the tailored content when another stimulus was presented. A comparable study by these authors [185] also uncovered an early automatic preference exhibited by the participants who were reading the tailored information.

The use of tailoring in web-based health behaviour change interventions has also been associated with increased user engagement with the intervention. Danaher et al. [186] compared user interactions with a tailored, multimedia based smoking cessation application and a static text-based cessation website. Usage data indicated that the tailored application had received a significantly larger quantity of distinct visits, and
that the users of the tailored application had spent longer viewing the website content when compared to those assigned to use the static website. Strecher et al. [187] assessed whether user engagement with a tailored smoking cessation program could be influenced by including different levels of personalisation. An association was discovered between higher levels of content tailoring and increased user access to different sections of the program. Comparable participant behaviour was exhibited in a study which utilised a tailored and non-tailored intervention to encourage fruit and vegetable consumption [188]. The participants that used the tailored version of the intervention exhibited greater engagement both in terms of the breadth of content accessed and length of time spent accessing the materials.

2.3.2 Implicit and Explicit Personalisation

A prominent objective of a personalised service is to be able to predict a user’s future needs in order to rapidly adapt the service [180, 189, 190]. The preference is for personalised services to adapt automatically with as little as possible direct interaction by the user [189, 191, 192]. Achieving personalisation is reliant on gathering and maintaining an accurate, comprehensive and reliable set of data about the user [191, 193, 194]. *Explicit personalisation* allows users to create and manage their own preferences set by manually entering information or configuring a pre-defined profile [180, 189, 191]. Examples of this include initialising a profile for an eCommerce or social networking site or recommender system [194, 195]. Explicit personalisation affords the user control of their profile, however, it may be cumbersome and time consuming for the user to maintain their profile and may detract them from the benefits of using the system [189, 191]. *Implicit personalisation* techniques overcome these concerns by automatically capturing information from the user while they are using a service, using this data to recognise and learn user behaviours, and tailoring the service accordingly [180, 189, 191]. By monitoring the user in different situations the user data can be dynamically updated, behaviour changes automatically detected and adaptations fed to the user. Examples of implicit personalisation include the use of purchase history to provide individual purchase recommendations in e-commerce applications [196] or the mining of social networks to suggest new associations [180]. While implicit approaches can enable quicker adaptation to behavioural changes [191] it has been suggested that inferences drawn from the data can be unreliable due to the erratic nature of user interests [197]. User data is a fundamental element of personalisation therefore
many systems will incorporate both implicit and explicit methods of collecting and analysing data. This combination approach is utilised in many major online service providers such as Amazon and Google that utilise user supplied information such as profiles and feedback, alongside implicit mechanisms [196, 198].

**Recommender Systems**

Issues surrounding the accumulation of user data have been a recent research focus [199]. Updating the set of information stored for a user is essential to adapting the service to new user behaviours [189, 200], and significant challenges exist in finding mechanisms to facilitate learning about the user. Recommender systems (RSs) are often used in ecommerce and social networking sites to determine which content would be most appropriate for a user’s needs [196, 201]. These systems use explicit and implicit methods to collect user data and build up a model of the user’s interests and preferences [192]. The user profile is then used to create personalised recommendations. The most prominently used techniques in RSs are Collaborative Filtering (CF) and Content-based Filtering [192].

CF is widely used to match users with retail items, social groups or news items [196, 198, 201, 202]. It collects user ratings and uses these to learn about the user. These ratings can be explicitly supplied by the user, for example about movies or books, or implicit indications of preference inferred from purchases [203]. Recommendations are generated from the ratings given to items by users that have similar profiles [197]. Due to its flexibility CF can be applied to a range of items and is widely used in online commercial services such as Amazon, Barnes and Noble and Netflix where there is an emphasis on providing rapid and accurate recommendations [196, 203]. CF has also been used to generate personalised recommendations for users of Google News [198]. One drawback of using CF is that it can require a substantial volume and variety of ratings to work effectively [192, 203, 204]. Additional problems faced by CF systems include the *new user problem* which occurs when the system has insufficient data about a user to generate recommendations for them [203]. Similarly the *new item problem* occurs when an item has not received enough ratings for it to be recommended to users [203]. *Reduced coverage* issues occur when user ratings relate to portions of the available items and the system is then unable to make recommendations of unrated items [203]. *Neighbour transitivity* is a situation in which associations cannot be made
between similar users if they have not rated the same items [203]. Another limitation of CF is that it can have difficulty in determining recommendations for users that have distinctive tastes and preferences [204]. While CF has a collaborative approach to generating recommendations content-based filtering is focused on matching a user’s preferences with content features [205]. This approach analyses the content of favourably rated items to identify features, which are then correlated with the user’s preferences. The content features are then used to identify items with similar features and these are recommended to the user. Although content-based filtering can be successful in matching a user to suitable items it also has some limitations. As the recommendations are directly associated with the user’s tastes the range or variety can be quite limited [204]. In addition, the new user problem may arise in which a user cannot be given accurate recommendations until the system has sufficient data to learn their preferences [204]. This discussion has highlighted the strengths and limitations of both recommendation methods. Hybrid recommender systems attempt to overcome these issues by using both approaches to determine recommendations for a user [197, 206].

To date RSs research has largely concentrated on areas such as ecommerce, entertainment, and social media [207], and there has been less focus on the application of RSs to health informatics [208-210]. However, the use of Health Recommender Systems (HRS) is a growing research area [211]. For example, Roitman et al. [210] describe a recommendation system which aims to increase patient safety by providing tailored health information to aid medication related decisions. Web-based health content is classified using several criteria including key-words, credibility and severity. The information can then be matched to a patient’s clinical status as specified by their personal health record profile. Sanchez Bocanegra et al. [212] describe a semantic-based recommender system which enriches online health information provision by adding trustworthy health content links to YouTube videos. Keywords are extracted from video metadata and matched with SNOMED-CT terms, which are then used to identify credible health education links on MedlinePlus. Other prominent areas of focus include the use of HRS to provide nutritional [213, 214] or lifestyle advice [215, 216]. Farrell et al. [215] propose a novel similarity based approach to recommending health lifestyle changes. They suggest that the uniqueness of human behaviours can limit the effectiveness of traditional CF approaches that utilise group ratings. Instead they
propose using an individual’s past behaviours to extract patterns of behaviour that could be applied to create recommendations that assist with achieving health goals.

**Issues Associated with Recommender Systems**

Recommender systems will filter choices in accordance with the stated or inferred behaviours, characteristics or preferences of an individual. Consequently, the presented content will normally match an individual’s specific needs, tastes or habits. However, there are concerns that the use of recommender algorithms may restrict the variety and range of choices available to an individual, and limit access to novel and atypical ideas or experiences [208, 217, 218].

The concept of the *echo chamber* effect (or *filter bubble* effect) refers to a situation whereby individuals are exposed to ideas or content which is closely aligned to their own beliefs, experiences or behaviours, with limited exposure to ideas or opinions that deviate or conflict with their own [217, 219]. For example, group networks formed on social media applications can act as echo chambers whereby discourse within the group largely reflects and reinforces the viewpoints of the group members [219]. In recent years echo chamber dialogues have been evident in various social media based political and scientific discussion groups [220-222]. Search engines typically personalise search results by utilising a user’s browsing history, profile or geolocation [223, 224]. The main objective of this personalisation is to tailor the results to suit the user’s perceived needs. In the sphere of online health information seeking there is a concern that personalisation algorithms could reduce the variety and scope of health information provided to the user [224]. Subsequently a user may interpret the provided information as confirmation of their preconceptions about a health topic, without the consideration of ancillary information or opposing viewpoints [224]. Moreover, tailoring health search results can reduce the opportunity for serendipitous discovery of novel or supplementary information related to a health topic. There are also fears that the reinforcement of erroneous or misleading health information within online echo chambers could negatively influence health decisions [224]. Research on the effects of echo chambers on public discourse is notably increasing in the areas of politics [220, 222] and environmental issues [221], however a review of the literature did not uncover any studies which specifically focused on online health information seeking.
2.3.3 User Modelling

In order for user data to support service personalisation it must be managed in a formalised structure [191]. *User modelling* is the process of establishing which user characteristics are relevant to a service and designing a structure, a *User Model*, to represent these. Kobsa [225] defined user models as “collections of information and assumptions about individual users (as well as user groups) which are needed in the adaptation process”. The user may be represented through a wide range of attributes including their behaviours, health status, capabilities and skills, interests and preferences [180, 226, 227]. The user’s knowledge of the service and their goal and objectives for using the system can also be modelled [228]. The user model is essential to facilitate adaptation of the service to the needs of the user, and the quality of personalisation can be affected by the accuracy, granularity and relevance of the data stored [225, 226, 229-231]. In order to preserve the accuracy of the user model it is normally stored and maintained in a separate layer from the personalisation logic [193, 232]. A *User Profile* is an instance of the user model which retains the unique attribute values for an individual user.

User modelling techniques are characterised as having a *data-driven* or a *knowledge-driven* approach [226, 233]. Data-driven approaches utilise data mining and machine learning techniques to detect user behaviour, identify user properties and produce profiles of the user [226, 234]. Large sets of user data are collected and pre-processed to extract noise and inconsistencies. Machine learning and data mining techniques are then used to identify patterns of user behaviour and produce a base model of a user [226, 234]. This is followed by validation of the user model which is usually implemented using domain knowledge, visualisation tools and can include a user model designer [226]. A wide range of machine learning algorithms can be used to identify behavioural patterns. For example [235] uses Markov Models with web server log files to learn about user interests and to predict which page they will access next. Other algorithms that can be used include Bayesian Networks and Artificial Neural Networks [226]. Although these provide effective approaches to user modelling there are a number of associated problems including the requirement for a large input dataset [226, 233] and with collaborative approaches there can be issues with determining the distinctive habits of individuals in a group [236]. Knowledge-driven approaches use expert knowledge and real world observations to construct a model of the problem domain and logic rules
These approaches produce fixed models of users and match each user to the most comparable model. Reasoning engines are utilised to infer situations that can be used to shape the service delivered to the user. A prominent knowledge-based approach is the use of ontologies to formally represent a knowledge domain and support reasoning mechanisms [233]. An ontology is a model of a domain, it describes the concepts of the domain and the relationships between these concepts [238, 239]. A more detailed description of ontologies is provided in Section 2.4. In personalised services ontologies are often used to model both the user and their context.

**Ontological User Models**

One benefit of using ontologies is that they can be re-used in different personalisation systems. This can reduce the costs associated with developing a user model and also supports data exchange between applications that use the same ontology. A review of the literature revealed several generic user model ontologies that can be used in a range of domains. For example, the General User Modeling Ontology (GUMO) [240] is a top-level ontology for managing user and context models. It is a Web Ontology Language (OWL) ontology that represents the user in three dimensions. The first dimension, *auxiliary*, categorises the user characteristic into a generic grouping, the second dimension, *predicate*, specifies a particular aspect of this group and the third dimension, *range*, indicates a factor of user interest [240]. Incorporating this structure renders GUMO the expressiveness to represent user interests, preferences, goals and location. GUMO can be utilised in decentralised personalisation systems where it can support standardisation of user models between systems. This suggests that generic user ontologies could be used to support personalisation in different environments.

**The Cold Start Problem**

One of the major challenges for personalisation systems is acquiring sufficient amounts of user data to support personalisation mechanisms. The *cold start* problem normally occurs with new users for whom there is insufficient data to initialise a user model [189, 193, 241]. A similar situation can also occur with infrequent users for whom limited data has been accumulated. Solutions proposed in the literature include the sharing of user data between personalisation systems. This would enable systems to automatically initialise user models for new users and may relieve the user of the burden of having to
enter profile information. Acquiring a richer set of user data could also enable a service to expand the functionality it provides [229, 242].

A variety of approaches to user model interoperability have been proposed. Standardisation-based user modelling is based on the use of standardised, generic ontologies for user modelling [193, 229, 242, 243]. Each system uses a common user model ontology thereby facilitating standard representation and transfer of user data between systems. A number of ontologies are available including GUMO. Many of these can be extended to suit the particular requirements of the personalisation application. There are, however, several issues that may limit the adoption of this approach. The ontologies which are available may be too large or generic to suit the scope of a system [229] and if a new ontology is required it can be time consuming to develop and reach consensus on a new model for data exchange [193]. Centralised approaches use a user modelling server to store and maintain a user model which can be accessed by distributed applications [193, 229]. Servers can provide advanced features for management, querying and security of user data and can also provide larger collections of user data than would be gathered by stand-alone systems [229, 244]. Additional advantages of having a central repository of user data include the ability to check the consistency and coherence of information gathered by the different applications [232]. This approach does, however, have several disadvantages. Having a centralised model requires an application to adapt to the central data model [193] and moreover a central store of data is a single point of failure [229]. This risk can be mitigated by having mirror servers [229].

2.3.4 **Context**

If a user moves to a different environment they may encounter factors that will have an effect on personalised service provision. Alternatively, if changes are introduced into the environment of a static user this may also impact the level of personalisation available. Contextualisation, “the capability to offer the right information and services, tailoring them to the right device, to the right user, at the right time and location” [195] is a process for managing contextual factors and using these to adapt service provision accordingly. The use of contextualisation in personalisation systems is an evolving research area [199, 245, 246]. To understand how context information could be used in personalisation systems we firstly need to identify the features of a user’s environment
that constitute their context and determine how a user’s needs change in response to changes in these features.

A review of the literature indicated that conceptualisations of context are wide ranging and include changes associated with the user, or factors that are external to the user including location and environment. Indeed there is no definitive consensus of what constitutes context [189]. The definition of context proposed by Dey [247] is “any information that can be used to characterise the situation of an entity”, which is, “a person, place, or object that is considered relevant to the interaction between a user and an application, including the user and applications themselves.” Many definitions of context include spatial and environmental elements such as time, location, weather, temperature, noise level and lighting [248-250]. Changes in these factors can obviously alter a person’s objective in using a personalised service. Context awareness can be devised from localisation mechanisms, mobile device characteristics, network availability, environmental factors, mobility patterns and transportation use [195, 251, 252]. This information can be used to adapt the service to the preferences of the user. A task is described as an activity that the user completes to achieve a specific goal [248]. Many definitions of context place significance on the task that the user is carrying out when using a service [248, 250]. For example, [253] presents a smart-phone application that provides context-based reminders for persons with memory impairments. This application enables a user to enter tasks and evaluates contextual factors such as time and location so that a user may be prompted to carry out a task within a certain time period or whenever they are close to a location convenient for fulfilling a task.

**Modelling Context**

The aim of a context-aware service is to detect and gather information about changes in a user’s context and dynamically adapt the service provided without any user intervention [246, 254, 255]. A system’s capability to provide a contextualised service is determined by the type of context information that is being monitored and how it is modelled [191, 254]. There are many challenges associated with collecting and modelling context data. Context information can be collected from heterogeneous sources and can differ in accuracy, completeness and format [233, 245]. Data modelling approaches must therefore account for uncertainties and deficiencies in the data. A
context data model should have the flexibility to represent different types and granularity of context data and inter-relationships [245, 250, 256].

A Context Model is a formal, structural model of context data [254]. Various techniques for modelling context data can be used, including object-role based and ontology-based models. Object-role models produce a context model in graphical notation [255, 256]. This model captures context as classes, facts and properties and relationships as edges in between. A strength of this approach is that it presents an understandable model of context for the developer and can be used at different stages of the software development cycle [245, 256]. A suggested limitation is that it does not differentiate between different types of context data [245]. Ontologies are perceived as a formalised, expressive and reusable means of capturing context information [233, 246, 255-257]. Furthermore, using ontologies to represent context data facilitates the use of reasoning to ensure the correctness of the model and deduce new knowledge from the model.

2.3.5 Summary

The use of information technology to deliver healthcare solutions has the potential to expand the availability, accessibility, sophistication and cost-effectiveness of tailored communications [167-169]. Many electronic healthcare tools incorporate personalisation and contextualisation with the aim of motivating patient engagement, and several reviews have suggested that personalised health interventions could be a viable approach for promoting positive health behaviours. However, while the efficacy of personalised interventions has been established there is a shifting research focus towards considering which particular conditions of personalisation are most effectual and why this is so [166, 170, 171, 175]. Proposed research directions include analysis of the effectiveness of different tailoring mechanisms to achieve particular goals [171]. This would suggest that challenges still remain in the evaluation of personalisation systems.

Personalisation is facilitated by user information and a key challenge is to find ways to gather and model information about the user. A widely used solution is the implementation of user models, uniform software structures that hold user attributes and the relationships between these. Approaches to user modelling can include a data-driven or a knowledge-based approach. Data-driven approaches concentrate on data mining
and machine learning approaches to identify user characteristics while knowledge-driven approaches utilise domain expert knowledge to build models of the user [193, 226]. Ontologies provide expressivity to capture a range of user data and establish constraints on relationships between data. This facilitates the capture of an accurate and reliable model of the user and the use of reasoning technologies to infer new knowledge about the user. The collection of context data is also vital to identifying changes in the user’s situation and adapting the service to suit their new requirements. Semantic technologies can be used to infer associations between context and user data. This research project concentrates on the knowledge-driven approach and the use of ontologies to develop user models. The next section will focus on ontologies and describe how these can be used to capture knowledge in health domains. The application of semantic web technologies to support personalisation processes in healthcare applications will also be investigated.

2.4 Ontologies

The use of ontologies and rule languages to support personalisation mechanisms is one of the key focuses of this research project. As previously discussed, ontologies are a prevailing approach to user modelling [193, 243], and are also widely used in context modelling [245, 254, 256]. Corcho et al. [258] defined ontologies as “formal, explicit specifications of shared conceptualizations”. An ontology comprises a world view of a domain that is conceptualised through an arrangement of concepts, specifications (definitions) and inter-relationships, and shared agreement on the meaning of these components [256, 259].

An ontology is represented as a vocabulary and is encoded in a formal ontology language [256, 259, 260]. Within the ontology the domain concepts are represented as classes [261, 262]. Domain concepts may be perceived as entities within the domain that are significant to the application. Classes are arranged in a taxonomy of superclass-subclass relationships which are referred to as subsumption relationships [262]. A class may have properties that define its relationships with other components of the ontology. Object properties denote relationships between classes whilst datatype properties denote attributes or data values of a class [262]. Properties can also be used to define restrictions on a class, for example a property may define the cardinality of a relationship between two classes. An instantiation of a class which contains data and
object values is referred to as an instance [261]. Fig. 2.1 illustrates a class hierarchy containing classes and relationships. This is a sub-tree of an ontology that models information about diabetes medications. As can be perceived a subclass is a more specialised definition of a superclass.

![Fig. 2.1. Taxonomical model of ontology sub-tree which represents diabetes medications.](image)

### 2.4.1 Ontology Representation Languages & Reasoning Technologies

Personalisation, which can be recognised in many Internet-based services, is facilitated by the abundance of online information that is available about the user. Data can be gathered from user contributions such as reviews or ratings and can then be correlated to a user’s interests or preferences. Online activities such as purchasing items, booking tickets and building a network of friends on a social networking site can also be used to deduce knowledge about the user. There are, however, challenges to utilising this wealth of data. Whilst computational algorithms can retrieve and organise information, the meaning of information can only be deduced by humans. Information processing would produce more usable results if computers were able to process semantics and analyse information in the same way humans do. The Semantic Web proposes a solution to this problem through technologies that associate information with semantics [263-266]. The Semantic Web is a W3C architectural plan for the web, that will enable machines to process information in correspondence to its (human assigned) meaning [264, 265]. The underpinning principles of the Semantic Web were described in a 2001 article by Berners-Lee et al. [263]. A primary theme involves the reformulation of online data sets...
so as to facilitate semantic interpretation. Much of the content of Web 2.0 exists in a variety of structured, unstructured and semi-structured formats, which can prove challenging for automated searching technologies. However, implementing semantic web based solutions requires data to be available in structured formats that will add meaning to information, and thereby facilitate automated reasoning on the data by inference technologies. Ontologies are regarded as an underpinning component of the semantic web as they provide a standardised means to represent the structure of knowledge and define the semantics of this knowledge [263, 267]. Moreover, the application of inference technologies enables reasoning on the ontology, and the deduction of novel information [266, 267]. By adding meaning to data, ontologies also enable the integration of heterogeneous data sets, and facilitate interoperability between different systems [268-270]. Moreover ontologies also have the potential to enhance the accuracy of web searches [263]. There have been a number of W3C recommendations for human and machine understandable languages that can be used to construct ontologies. These include Resource Description Framework (RDF) [271], RDF Schema (RDFS) [266] and Web Ontology Language (OWL) [239].

RDF is a language which uses Extensible Mark-Up Language (XML) syntax to make assertions about web resources. It is domain independent and allows developers to describe resources using their preferred vocabulary [266]. Resources are identified using URIs and are described through a data model called a triple. In a triple a resource is the subject, and is associated with a predicate which has an object. Each RDF triple can be represented as a directed graph or encoded as a document statement. One of the primary purposes of RDF is to assist data exchange [265] and this is facilitated by the use of RDFS. RDFS adds meaning to RDF by describing how the vocabulary should be interpreted [266]. In this way it enables machines to share RDF information by mapping from one schema to another. It provides a more complete vocabulary when compared to RDF and can define classes, properties and class hierarchies. An endeavour by W3C working groups to provide more flexibility and expressiveness to describe web resources resulted in the development of OWL. OWL is layered on top of XML, RDF and RDFS and uses XML style syntax, whilst also having a greater range of features to capture complex information. In addition to defining class hierarchies and object and data type properties, OWL also allows class constraints to be defined. These include cardinality restrictions, transitive and inverse properties, class disjointness and class
The original OWL standard was superseded in 2009 by the OWL 2 specification [272]. OWL 2 is available in two sublanguages. *OWL 2 Full* is an extension of RDFS and uses the full expressiveness of the language. However, as it is interpreted under RDF-Based Semantics it does not have full reasoning support. *OWL 2 DL* is a subset of OWL 2 Full and provides a more limited use of the OWL constructs, but in contrast to OWL 2 Full it is decidable. OWL 2 includes three *profiles*. The *OWL 2 EL* profile [273] was designed to facilitate efficient reasoning on larger ontologies (such as biohealth ontologies) which comprise a large quantity of class and property axioms. The *OWL 2 QL* profile [273, 274] provides the expressiveness to represent conceptual models including UML class diagrams and ER diagrams. It facilitates querying of a relational database through an ontology. The *OWL 2 RL* profile [274] provides a syntactic subset of OWL 2 that can be implemented using rules. This profile affords scalable reasoning capabilities alongside significant expressivity. Querying support for RDF based information is provided through the SPARQL Protocol and RDF Query Language (SPARQL) [275]. SPARQL implements queries as graph patterns which execute on RDF triple stores, and also provides functions for advanced querying expressions including result aggregation. In addition to the realisation of several semantic web standards, a notable collection of software tools have been created to support ontology authoring, visualisation and manipulation. A detailed list of tools is maintained by the W3C at [276].

Expressing an ontology in a formal language such as RDF or OWL facilitates the use of a software reasoning tool to check the correctness and consistency of the model [266, 277]. For example a reasoner can be used to find duplicate instances and inconsistent classes whose conditions determine that it can never have any instances [265, 277]. A reasoner can also be used to infer new knowledge from the ontology by discovering new relationships between classes [278]. *Classifying* an ontology involves checking whether a class could have more than one parent class and produces an *inferred* class hierarchy of all possible subsumption relationships [262, 265]. This may be helpful for engineering and maintaining large generic ontologies [262]. In addition, a reasoner can identify relationships between disparate concepts [279].
Usage of Semantic Web Ontologies

The use of ontologies in various scientific and biomedical research fields is regarded as one of the major successes of the semantic web movement [267]. The bioinformatics research community in particular has been characterised by significant interest in ontology-based solutions [280]. This research domain is characterised by a need to integrate high volumes of data from disparate sources and support high throughput scientific methodologies [281]. Ontologies have provided a means to define common vocabularies for distinct data sources, enabling data sharing and reuse, and moreover are frequently employed as a means for annotating data and resources, and supporting knowledge management for decision support systems [268, 281-284]. Several large biomedical domain ontologies are also available including the Gene Ontology (GO), the International Classification of Diseases (ICD), and the Systematized Nomenclature of Medicine-Clinical Terms (SNOMED CT) [268, 270, 281, 282]. The proliferation of large domain ontologies alongside smaller specialised ontologies has led to several projects which promote ontology reuse. The Unified Medical Language System (UMLS) [285] has facilitated the merging of existing ontologies in order to alleviate the problems associated with ambiguous representation of domain concepts across comparable ontologies. In contrast, the Open Biological and Biomedical Ontology (OBO) Foundry [286] provides shared principles for ontology development and reformulation, and encourages reuse of existing ontological components.

Other areas of scientific research are recognising the benefits of using semantic web technologies as a means to support data discovery and increase the accessibility of scientific data. Narock and Wimmer [287] noted growing adoption of semantic web technologies in the geosciences (astronomy, earth science, hydrology, and solar-terrestrial physics), with a particular focus on the development, usage and validation of ontologies and frameworks. Other application areas of semantic web technologies include industrial activities. Critiques of manufacturing systems have identified the use of ontologies, reasoners and semantic web frameworks, to capture expert knowledge, facilitate information reuse, connect heterogeneous systems and reconfigure manufacturing processes [288-290]. Ontologies and semantic web services have also been applied to support knowledge management, integration and querying in various enterprise applications [291]. Interest in semantic web solutions is also expanding in the commercial and media sectors. For example, a metadata based infrastructure (including
the use of ontologies, RDFa and SPARQL querying) was created to assist content management and publishing on the BBC sports site for the 2010 World Cup and 2012 Olympics [292, 293]. The electronic retailer Best Buy employed the eCommerce ontology GoodRelations [294] to publish metadata about their website, with the aim of increasing online visibility [295]. This resulted in a 30% increase of search traffic [295].

This review provides a short critique of the expanding use of semantic web based ontologies in a range of application areas. However, there are some drawbacks to using RDF or OWL based ontologies to express application or domain knowledge. These will be discussed in the next section.

Issues Associated with OWL DL Ontologies

OWL DL is based on a description logic (DL), and provides both a formal semantics for expressing knowledge, as well as decidability. However, it has been suggested that the expressive power of DL based languages can be inadequate to accurately represent certain categories or characteristics of biomedical knowledge [296-298]. For instance, OWL DL object properties are binary relationships which link only two individuals. However, certain cases of biomedical knowledge can require ternary or higher degree relationships to be represented [298]. For example, certain biological entities may exist in different states at different times and thereby require that a third, temporal dimension of an assertion be recorded [296, 297]. An ontological model of a domain is defined as being an explicit and unambiguous assertion of knowledge within a domain. However the domain of biology is characterised by inherent uncertainties regarding phenomena, and exceptional or probabilistic events [298]. Challenges exist in representing uncertainties and presumptive knowledge in DL based languages. Schulz et al. [297] refer to the existence of background knowledge, “statements that are assumed to be at least typically (but not necessarily universally) true” for any domain. For instance, one category of background knowledge is default knowledge. Default knowledge about a biomedical entity relates to canonical information that is expected to be true but can be deviated from in some cases [297, 299]. In general humans are able to understand default knowledge by making implicit assumptions about exceptional cases. For instance, [297] uses the example of anatomical canonical information which defines that a hand typically has a thumb. Nevertheless, having default knowledge of anatomy denotes that this is not always the case. However, OWL DL class definitions assert
conditions that are true for all class instances in all cases (e.g. an individual of class hand always has a relationship with an individual of class thumb) [298], and do not provide the expressiveness to accurately capture atypical or exceptional conditions that may occur [297].

Another category of information that can be difficult to capture in an OWL DL ontology are dispositions [297]. Dispositions are statements regarding events or conditions which have a tendency to occur for an entity under certain conditions, however the entity can also exist without the disposition ever being realised [296, 297]. For example, antibiotic medications can cause an allergic reaction in patients under particular circumstances, however this outcome may never occur. Representing dispositions in an OWL DL ontology can require complex statements which are computationally expensive. Consequently this can affect the scalability of the ontology and can impact the efficiency of reasoning tools on the ontology [296, 297]. It has been suggested that using Ontology Design Patterns (ODPs) can overcome some of the limitations of OWL DL with relation to modelling object relationships that involve more than two individuals, and capturing knowledge related to exceptional situations that can occur with biological entities [298].

### 2.4.2 Ontology Engineering

Biomedical and healthcare ontologies may be developed through the re-use of established vocabularies or through the construction of an original ontological model. Ontology engineering has been defined as “the set of activities that concern the ontology development process, the ontology lifecycle, the principles, methods and methodologies for building ontologies, and the tool suites and languages that support them” [258]. An ontology is typically developed through a series of activities during which an understanding of the domain is achieved, followed by phases of specification, conceptualisation, formalisation, implementation, evaluation and maintenance [300]. Many of the activities are iterative whereby previous stages are revisited as the ontology is continuously revised and refined. Several formal methodologies have been devised which define the stages of development and the tasks to be undertaken at each stage [261, 300, 301]. Formal methodologies have been extensively applied to guide the engineering of biomedical and health domain ontologies. For example, the 101 method [261] was employed during the development of ontologies that focused on heart rate
turbulence [302], the enactment of clinical guidelines within a medical organisation [303], and antimicrobial-microorganism [304].

Ontology development is a knowledge focused process which involves ontology engineers and domain experts. However engineering an ontology can be time consuming, labour intensive, and error prone [305-307]. This has led to an increasing research focus on developing more efficient methods and tools that will support collaborative ontology engineering activities. Collaborative processes are being increasingly used for the development of large ontologies where engineering would be unfeasible for a small team [308]. For example, the development of large biomedical ontologies is facilitated by increasing contributions from scientists [308, 309]. Much of the literature in this area addresses the implementation of collaborative tools and methodologies and the practices and skills of contributors [310, 311]. For example, a study to evaluate the social dynamics behind collaborative processes is described in [312]. The authors propose that by analysing quantitative data from collaborative projects insights can be made into the social, lexical and behavioural facets of this approach. Social aspects can include whether contributors work alone or in collaboration. Lexical aspects can relate to stabilisation of the ontology, for example whether the size of the vocabulary is constant or continues to grow. Behavioural facets can relate to whether higher level concepts are defined first (a top-down approach) or development begins with more granular concepts (a bottom-up approach). The authors suggest that understanding characteristics such as these can contribute to ontology evaluation and thereby can help to improve the quality of ontologies.

2.4.3 Biomedical and Health Ontologies

Ontologies provide the expressiveness to represent a diverse range of clinical data and the associated interconnections between data. The benefits of using ontological modelling to specify medical concepts are highlighted by Kökciyan et al. [313]. They addressed the issues associated with ambiguity and inconsistency in radiology reports by developing an ontology (ONLIRA) to describe liver imaging observations. Moreover, they also detail how ontological features such as classes, properties and constraints enabled a thorough and precise model of the liver, hepatic veins, liver lesions and associated relationships to be constructed.
Ontologies have been widely utilised as a means of standardising medical terminologies and providing validated semantics for medical and health based data [268]. For example, one of the most prominently known healthcare terminologies is the Systematized Nomenclature of Medicine-Clinical Terms (SNOMED CT) [314], a multilingual clinical vocabulary that can capture a range of clinical information, and also provides the core terms used for the electronic health record. Large terminologies can be re-used and extended as appropriate for individual medical applications. For example, Soguero-Ruiz et al. [302] used SNOMED CT to represent a model of heart rate turbulence that could be included in the EHR. They mapped clinical, anatomical, electrophysiological and pharmacological features of the HRT domain to SNOMED CT concepts and extended the representation by adding 19 new concepts. Constructing the HRT ontology within the SNOMED CT model provided a standardised and accessible tool that could be applied to support decision making in cardiovascular risk stratification. Biomedical ontologies can also be used to provide a common vocabulary for different knowledge standards, and are often used to facilitate data sharing between heterogeneous medical systems. For example, Ryan [315] describes how mapping between SNOMED and the Health Level 7 (HL7) standard could underpin data exchange by coding HL7 messages using SNOMED. Furthermore, a solution that uses HL7 and SNOMED for the reuse of Clinical Decision Support Systems (CDSS) in different Health Information Systems is described in [316].

A reasoning component can utilise an ontology and rules to make inferences about associations in the data [256]. Semantic rules may be specified using semantic web rule languages such as Semantic Web Rule Language (SWRL) [317] and SPARQL Protocol and RDF Query Language (SPARQL) [275]. Some examples of systems that combine the use of ontology and rules are the following. Bright et al. [304] constructed an ontological model of the domain of antimicrobial prescribing. SWRL rules were developed to infer knowledge from the ontology, which was then used to derive alert messages that indicated an incompatible scenario for antimicrobial prescribing. Contextual information is often used in healthcare systems to support the fluctuating needs of a patient in different environments. This is especially important in home-based telemonitoring scenarios where patient specific information must be supplemented with contextual information in order for a physician to make informed decisions [318]. The development of an ontology that supports a telemonitoring service for patients with
chronic conditions is described by Lasierra et al. [318]. A Monitoring Task class defines the measurements to be collected by a patient including vital sign measurements and information regarding the context in which a measurement was taken. SPARQL rules are used to determine the sequencing of tasks whereby a monitoring task may trigger a specific analysis task which evaluates whether a measurement is within a specific range. Semantic reasoning can also facilitate personalised supervision for each patient as a physician can define distinct observation parameters for an individual and thereby tailor the service to the health needs of that patient. An ontology-based architecture that uses contextual information to personalise non-pharmacological interventions for people with dementia (PwD) is presented by Navarro et al. [319]. The ontology captures the knowledge required to identify behavioural and psychological symptoms of dementia (BPSD). This includes aspects of the PwD such as their health and cognitive status, personal characteristics, and the physical and social context in which a BPSD occurred. SWRL rules are utilised to reason on this information and match a BPSD with an intervention that is suitable for the context and characteristics of the PwD.

2.4.4 Knowledge-Driven Approaches to Ehealth Literacy Applications

Ontological knowledge models have also been used in applications that support access to health information for persons with varying levels of eHealth literacy. Gradie et al. [320] present SciReader, a web-application that aids reading comprehension of medical and scientific documents by enabling readers to automatically view definitions of unfamiliar words in the text. The vocabulary employed in the application is derived from several ontological and dictionary sources including the Gene Ontology, Open Biomedical Ontologies, WordNet and the NCI Thesaurus. The authors propose that SciReader can enhance medical literacy by augmenting understanding of the health information for the user, and reducing reading time. Demelo et al. [321] focused on the difficulties that users can face in articulating their health information needs. They developed Ontology-Driven Visual Search and Triage Interface for MEDLINE (OVERT-MED), a browser-based tool which automatically responds to search term entry by suggesting related health search queries. The queries include terminology derived from the Human Phenotype Ontology (HPO), and the interface also provides an option to link to the HPO web browser to find definitions for unrecognised terms. It is suggested that use of this tool can assist users with augmenting their knowledge and vocabulary related to a specific health domain. Several applications have attempted to
tailor online health information as appropriate for the health status and capabilities of the user. Al-Busaidi et al. [322] propose an ontology-based architecture that will provide online health information which corresponds to a patient’s health information needs, as defined in their patient medical record. An ontology is utilised to represent patient medical record data and associate this with terminology used to describe online health information resources. The ontology is then utilised to expand online searches for health information by supplementing a user’s search queries with synonymous health terms. The authors denote that this mechanism may provide a user with additional useful information which has not been specified by their original search criteria. Rohrer et al. [323] propose an ontology-based recommender system which uses website quality characteristics to match online health content to a user’s profile and information searching goals. The system includes an ontology network which comprises a collection of ontologies which represent pertinent factors including health domains, web pages, quality factors and user profiles. The recommendation process evaluates web page quality dimensions, including readability and timeliness, so as to match web resources to a user’s personal characteristics and the context in which they are searching for information.

2.4.5 Summary
Ontologies provide a human and machine readable method for representing a model of the knowledge in a domain, and have been widely utilised in the biomedical and healthcare domains to represent data semantics for a wide range of clinical and contextual data. Semantic web technologies provide a means not only to create an ontology but also to reason on the ontology and facilitate personalisation processes. As discussed, ontology-based architectures have facilitated healthcare provision for a range of health conditions and have also enabled interoperability between different clinical systems. This would suggest that semantic web based technologies could be applied to novel healthcare scenarios that focus on personalised healthcare provision. The use of an ontology to capture the domain of health education will be further investigated in Chapter 4 of this thesis.

Developing an ontology can be a complex and time consuming undertaking. However, several methodologies have been defined to guide engineering processes. Nevertheless, larger engineering projects may involve a quantity of specialists that may also be
geographically dispersed. The breadth of interest in collaborative approaches suggests that research is focused on finding new methods to facilitate ontology development. These approaches aim to reduce the costs associated with ontology development and enhance the accuracy of ontological models. This would suggest that research knowledge contributions could focus on identifying practical collaborative methods to assist with ontology engineering processes.

2.5 Conclusion

This chapter provided a review of the literature associated with the three main focus areas of this research project. Section 2.2 concentrated on health information seeking and described two channels through which health information can be consumed; printed patient education materials and Internet based resources. The Internet provides a convenient method of accessing health information for many consumers, however, access to this information may be limited for individuals that do not have sufficient technical searching skills. Moreover, due to the largely unregulated nature of the information available, it is also vital that health consumers have the skills to scrutinise and differentiate between the quality of different online resources. To date observational studies have evaluated the online skills of health consumers, however less studies have appraised the associations between health literacy skills and online health information seeking. Chapter 3 addresses this knowledge gap by describing a study of online health information seeking that investigates relationships with both health literacy and eHealth literacy skills.

Although generic patient education materials provide medically verified information, they may not always fulfil the personal information needs and literacy skills of all patients. A solution to alleviate these issues may be enabled through the concept of personalisation, a strategy that has been used to shape the provision of healthcare applications to the needs, preferences and capabilities of individual patients. Section 2.3 provided examples of how personalisation has been realised in various healthcare applications. However, providing a personalised health service requires a range of knowledge related to the health domain and the target user. Sections 2.3 and 2.4 provided an analysis of the benefits of using ontologies to capture clinical and health data. Furthermore, semantic web technologies provide a means by which to develop a framework which incorporates a knowledge base and personalisation mechanisms.
Chapters 4, 5 and 6 address the use of personalisation in health education provision and describe a technical framework to achieve personalised education, and an evaluation of patient engagement with personalised education.
Chapter 3
Computing Health and eHealth Literacies Using Existing Instruments and Browser-based Software for Tracking Online Health Information Seeking Behaviour

3.1 Introduction
Health information seeking is often differentiated from passive acquisition of health knowledge and has been described as undertaking purposeful activities to obtain health information, often to fulfil specific goals [122, 324]. Moreover it is being increasingly recognised that motivation to engage with health information seeking may be influenced by the personal characteristics and aptitude of the information seeker, and the context in which the search takes place [121, 122]. Whilst some patients prefer to receive health information directly from their physician or to use printed content such as patient information leaflets [14, 21, 24, 116], increased access to the Internet has introduced many health consumers to new sources of health knowledge. Many government and health organisations have embraced this new channel of healthcare delivery and operate web portals that provide scientifically based health information at the point of need. However, the open nature of the World Wide Web has also facilitated the publication of a volume of unregulated health content which can be easily reached through use of a Web browser. With increasing use of the Web to obtain health information [22, 23], it is important to understand the strategies employed by information seekers when searching online for health information. This includes the methods and tools used to search for information, the types of health information gathered and whether the information can be applied to fulfil a health need. Thereby the first research question of this project is proposed, which focuses on the online health information seeking behaviour (OHISB) of health information seekers.

- Do any relationships exist between an individual’s level of health literacy and eHealth literacy, and the behaviours exhibited when seeking and using online health information?

This chapter describes a study which was designed to investigate the research question. The aim of the study was to explore the associations between health literacy and eHealth literacy, and an individual’s skills to find and apply online health information to a popular health topic. As denoted in Chapter 2, health literacy is an individual’s
competence to obtain, understand and apply health information [30]. The concept of eHealth literacy (also called digital health literacy) relates specifically to online health information seeking, and is defined as “the ability to seek, find, understand, and appraise health information from electronic sources and apply the knowledge gained to addressing or solving a health problem” [325]. Being eHealth literate is associated with advanced skills for online health information searching. Whilst much research has focused on the relationship between eHealth literacy and online health information seeking, fewer studies have investigated both health literacy and eHealth literacy as determinants. It was decided to investigate OHISB from the dual perspective of health literacy and eHealth literacy as online information gathering requires multiple interrelated skills. The online health information seeker requires competencies to effectively utilise online searching applications and filter search results. Moreover literacy, numeracy, decision making and reasoning skills may be needed to critically evaluate the information found. These skills can be effectively measured with health literacy and eHealth literacy instruments, enabling further analysis of OHISB.

The remainder of the chapter will describe the methodology, results and conclusions drawn from the study. Section 3.2 further establishes the context of the research by discussing related work in the fields of health literacy and eHealth literacy, and introduces the relationship between health information seeking and uncertainty management. The methodology by which health literacy, eHealth literacy and OHISB were evaluated is described in Section 3.3.

3.2 Related Work

3.2.1 Online Health Information Seeking and Uncertainty Management

Health information seeking is often initiated in response to a health problem or health-related anxiety [88, 326, 327]. An information need can arise when a patient’s level of knowledge is incongruent with that necessary to fulfil their health need. Uncertainty is a prevalent characteristic of health experiences such as illness [328, 329], and can occur “when details of situations are ambiguous, complex, unpredictable, or probabilistic” [330]. For patients and caregivers medical sources of anxiety can include the diagnosis, treatment or trajectory of a health condition, or aspects of medical decision making [331-334]. Moreover, insufficient information, or the provision of information that is
inaccurate, inconsistent, ambiguous or excessive can also contribute to uncertainty and confusion [92, 329-331, 333, 335]. One strategy by which individuals may attempt to manage their uncertainty is by actively seeking information [326, 327, 333, 335, 336]. Online health resources have been used as a means to cope with or reduce health-related uncertainty [92, 327, 332, 335, 337], and Uncertainty Management Theory (UMT) [328], a prominent communication uncertainty framework, has been applied to appraise the associations between online health information seeking and uncertainty management [332, 338-340]. A central tenet of UMT proposes that uncertainty is not necessarily a negative or positive experience, but that an individual will appraise the meaning of uncertainty, and the resulting emotional response will determine whether the uncertainty is evaluated as negative, positive or neutral. The uncertainty evaluation will influence an individual’s behaviours in managing their uncertainty. For example, individuals for whom uncertainty is an undesirable or negative state may seek health information to augment their knowledge and thereby lessen their state of uncertainty [327, 336]. In contrast, others who perceive their uncertainty as rendering hope or optimism may strive to maintain or increase the state of uncertainty by gathering discordant information or by intentionally avoiding information that could potentially cause distress or discomfort [327, 341]. It has been suggested that social support with gathering, examining and evaluating information, for example by friends or family members, can assist with uncertainty management [342]. Web-based resources such as online communities may provide a platform for interpersonal communications which can be utilised to cope with health-related uncertainty. UMT was utilised to analyse the behaviours exhibited by the members of an online health support community for the parents and caregivers of children with clubfoot [332]. Analysis of the information exchanges revealed that the behaviours of both information seekers and information providers were focused on uncertainty management; whilst caregivers sought to acquire information that would help them to cope with the uncertainties associated with their children’s illness, those that provided advice also aimed to identify and provide knowledge that would assist information seekers with managing their uncertainties.

Online searching tools can facilitate access to a diversity of health information resources that address both prominent and less known health issues. Rains [338] suggested that OHISB such as query construction and information source selection enabled the information seeker to influence and manage information acquisition processes.
Moreover, the range of information resources available provided information seekers with opportunities to identify information specific to their health needs which could subsequently be used to manage their uncertainties. A UMT based analysis of information seeking found that individuals who utilised Web-based health information resources were more successful in achieving a desired level of uncertainty when compared to individuals whom did not seek health information [338]. Researchers have also examined the associations between the particular categories of medical content available online and uncertainty management. An investigation of online searches for skin cancer information discovered that scrutinising web content related to the detection, prevention and treatment of skin cancer was not predictive of reaching a desirable level of uncertainty [340]. However, reading information that focused on skin cancer susceptibility and severity was associated with successful uncertainty management. UMT has also been utilised to evaluate how the searching behaviours and information-processing activities of online information seekers may affect uncertainty management. Rains and Tukachinsky [340] found that participants who spent longer reading health web pages, and thus were highly invested in systematic processing of the information, achieved greater levels of uncertainty discrepancy reduction. An appraisal of online searching behaviours discovered that participants who exhibited higher levels of positivity in uncertainty appraisals exhibited a more focused approach to online health information searches, visiting fewer web pages and having longer visit durations than those with more negative appraisals [339]. The investigators proposed that those with a more optimistic perception of uncertainty may be driven to select and scrutinise information sources that confirm their current knowledge, and thereby can assist with maintaining their uncertainty levels.

Health consumers are often faced with challenging and uncertain health situations and may employ various strategies to reduce or maintain ambiguity about a health-related condition. The reviewed literature suggests that the Internet may provide an effective and valuable health information channel for individuals that wish to utilise information strategies in order to manage health-related uncertainty.

3.2.2 Health Literacy and eHealth Literacy
The increasing utilisation of eHealth applications provides an opportunity for widespread dissemination of reliable and timely health information to health
consumers. Moreover, in many cases eHealth communications can facilitate the tailoring of health messages to the particular needs and behaviours of health consumers [343]. The potential for eHealth interventions to encourage positive behavioural outcomes has been established [344, 345]. However, there are various impediments to the adoption of eHealth technologies. Ehealth tools are required to be accessible, easy to use and engaging for the audience [343]. Moreover, the competencies of the intended audience are also of significance; if consumers do not have the necessary skills to utilise eHealth tools then as a result their effectiveness will be limited [325]. The competencies to effectively engage with eHealth are reflected in Norman and Skinner’s model of eHealth literacy [325]. This model comprises six core literacies that are subdivided into two main categories, (1) analytic and (2) context-specific. Analytic skills include the traditional literacy skills of reading, writing and numeracy, and information literacy, an individual’s ability to comprehend how information is organised, and awareness of where and how to find information. Also included in this category is media literacy, an ability to understand the composition, context and influences of media based information. Context-specific skills include health literacy and computer literacy, which is the aptitude to access and use computers to resolve issues, and adapt to new software and technologies. The final literacy in this category is scientific literacy, which refers to an understanding of the scientific methodologies involved in knowledge discovery. The literacies combine to support the consumer’s interaction with eHealth. However, eHealth literacy is context dependent and may be influenced by the motivation for seeking information, and the health status, presenting health issues and educational background of an individual. Moreover, it is possible that a person’s eHealth literacy skills may advance through appropriate training. For example an intervention for HIV-positive adults achieved quantified improvement in the participants’ eHealth literacy scores and skills to access Internet based health information [346]. Being eHealth literate has been associated with increased health knowledge and activation, for example through discussions with healthcare providers and participation in preventative screening practises [95, 347, 348].

3.2.2.1 Online Health Information Seeking Behaviour

Much research has identified an association between eHealth literacy and an individual’s motivation to engage with online health information seeking. It has been found that those with higher levels of eHealth literacy have a higher perception of the
usefulness of Internet based health resources for making health decisions [349, 350]. Moreover, those with high levels of eHealth literacy have been identified as more frequent health information seekers [351, 352], and more likely to scrutinise the accuracy and reliability of an information source, and have a greater range of online searching strategies when compared with a lower eHealth literacy group [351]. Lower levels of educational attainment are often associated with reduced levels of health literacy, eHealth literacy and ineffective online searching strategies. One group of individuals that can have increased motivation to seek health information are parents that have health concerns for their children. Studies that involved the parents of children with life-threatening illnesses [353] and special health care needs [354] both revealed an association between not having a high school diploma and reduced eHealth literacy. Moreover, some of the parents expressed difficulties distinguishing between high and low quality information sources and sometimes lacked the confidence to act on health information [354]. However, it has also been suggested that difficulties with locating and assessing health information are not limited to those with lower levels of education. Surveys related to the eHealth skills of undergraduate nurses found that a considerable proportion of the students were unconfident in their ability to discriminate between high and low quality health resources, and to apply the information found to making a health decision [349, 350]. A study of female college students attending a health professional degree program found variation in the students’ perceived searching abilities [355]. Whilst some students reported using multiple health resources, others reported that they relied more heavily on a search engine to locate health information resources. Moreover, some of the students reported limitations in search query formulation. A survey of university students attending health courses found comparable difficulties with information searching activities [356]. Although students were aware that using a single word query was not an optimal searching approach the majority of students relied on this strategy as they were unaware of how to add multiple search categories or Boolean operators. It has been suggested that information searching incompetency amongst students may limit their ability to benefit from online health information resources and may hinder them in making health decisions [356].

Another factor that is frequently associated with decreased levels of eHealth literacy is increased age. A study which concentrated on adults with chronic health conditions found that older adults and those with lower levels of eHealth literacy were prone to
navigational needs, experiencing difficulties in finding online health information, and being less assured in their searching abilities [95]. An examination of Internet skills also found that older adults sometimes experienced problems when completing tasks that called upon operational and formal Internet skills [357]. This included difficulties identify and using the browser address bar, and understanding orientation within a website. A survey that addressed the health information seeking behaviours of baby boomers and older adults found that an increase in age did correspond with a decrease in eHEALS scores [358]. However, in contrast with other research studies, the authors found that the respondents were largely positive regarding their ability to find and use Internet based health resources, although there was less confidence in their ability to differentiate between high and low quality resources. Similar results were reflected in a survey involving adults in the age range 55-69 [109]. Respondents perceived that they had the skills to obtain, evaluate and use online health information however they were less assured in their ability to apply this information to a health choice. Moreover, information overload was also an issue, with respondents unsure of how to identify appropriate information from the volume of information available.

The research studies described used a range of survey instruments, interviews and Internet based performance tests to investigate the determinants and outcomes of health literacy and eHealth literacy. In common with these studies, this research utilises validated instruments to measure health and eHealth literacies, in addition to Internet based search tasks to scrutinise actual OHISB. However, the main novelty in the research carried out in this PhD involves the use of tracking software and an algorithm to monitor, parse and analyse the user’s online interactions, search strategies and the types of information resources utilised. These behaviours are examined in order to determine associations between these and both health literacy and eHealth literacy.

3.3 Methodology

During the study each participant attended an online health information seeking experiment. Fig. 3.1 indicates the protocol followed during an experiment. In the first stage, the participant used a browser to search for information to answer six health questions. Following this they completed a health literacy instrument, the Newest Vital Sign [359], and an eHealth literacy instrument, the eHealth Literacy Scale [360]. In the
final stage they added demographic information including age, gender and highest qualification.

3.3.1 Participants
A total of 60 subjects participated in the study, of whom 60% were male (n = 36) and 40% female (n = 24). Hence, a total of 360 online health information seeking tasks were recorded (6 tasks * 60 subjects). The age range of the group was 18 to 59, with a mean age of 27.43 years (SD = 9.60). The group included undergraduate and postgraduate university students and university staff, the majority of whom (61.7%, n = 37) had achieved an undergraduate or postgraduate degree, and the remaining participants (35%, n = 21) had a Regulated Qualifications Framework qualification at level 3 or level 4 [361]. Two participants did not enter any educational information. The background disciplines of the participants included Computer Science (63.3%, n = 38), Arts (10%, n = 6), Life and Health Sciences (6.7%, n = 4), Business (6.7%, n = 4), and Social Science (3.3%, n = 2). Six participants (10%) did not list a discipline.

3.3.2 Health Literacy
The Newest Vital Sign (NVS) [359] was used to measure a participant’s level of health literacy. This is a health literacy screening instrument which provides a nutritional label, accompanied by six questions that measure literacy and numeracy skills. For this study the NVS-UK [362] was used. This is a validated version of the NVS in which the measurement scales and terminology used are consistent with UK nutrition labels. Each question is scored as correct or incorrect, resulting in a final sum score out of six. The

---

**Fig. 3.1. Protocol for online health information seeking experiment.**

1. Complete 6 health questions
2. Complete Newest Vital Sign (NVS)
3. Complete eHealth Literacy Scale (eHEALS)
4. Complete demographic information
final score is used to classify a person’s health literacy skills; a score of four or above indicates adequate health literacy, a score of two or three indicates intermediate health literacy, whilst a score of one or zero indicates low health literacy. A copy of the NVS instrument is available in Appendix A.

3.3.3 Ehealth Literacy

The eHealth Literacy Scale (eHEALS) [360] was used to quantify eHealth literacy. This instrument contains eight items through which a subject self-rates their ability to obtain, appraise and use electronic health information. The items are scored on a five-point Likert scale of one to five (ranging from strongly disagree to strongly agree) with a final sum score within the range of eight to 40. A higher end score indicates a higher level of eHealth literacy. Two supplementary items are also provided and can be used to evaluate a subject’s general interest in using health resources on the Internet. These items were also completed by each participant. A copy of the eHEALS instrument is available in Appendix B.

3.3.4 Health Questions

During an online health information seeking experiment each participant was presented with six health questions and could search online for information to answer the questions. Before beginning a search the participant was asked to indicate whether they could answer the question without searching online, and could submit an answer directly if they wished. The health questions, which are listed in Table 3.1, focused on strategic areas such as diabetes, obesity, influenza, nutrition and analgesic medication. Each submitted answer was scored as correct or incorrect, with a final sum score out of six.
Table 3.1. Health questions presented to a participant during an online health information seeking experiment.

<table>
<thead>
<tr>
<th>Health Question</th>
<th>Context</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 You have a headache and buy a packet of Co-Codamol tablets from the chemist. Which are the two largest ingredients in Co-Codamol tablets?</td>
<td>Co-Codamol is one of the most frequently prescribed analgesic medications by General Practitioners in Northern Ireland [364].</td>
</tr>
<tr>
<td>2 Body mass index (BMI) is a measurement that indicates whether your weight is appropriate for your height. During a visit to your physician your BMI is determined to be 27. What category does your BMI fall into?</td>
<td>The prevalence of obesity in the UK is 29.8% [365]. The BMI index is commonly used to classify obesity and overweight in adults [366].</td>
</tr>
<tr>
<td>3 Diabetic Retinopathy is an eye complication associated with Diabetes. Can you name 3 common symptoms of this condition?</td>
<td>The prevalence of diabetes in the UK is 7.7% [365]. Diabetic retinopathy is the most common cause of blindness among people of working age in the UK [367].</td>
</tr>
<tr>
<td>4 The 5 A DAY message in the UK encourages people to eat five portions of fruit and vegetable every day. If you were to eat 5 portions of vegetables, of the recommended weight, in one day, how many grammes of vegetables would you eat in total?</td>
<td>It is a UK government recommendation that adults eat five portions of fruit and vegetables each day [368].</td>
</tr>
<tr>
<td>5 One widely publicised UK health message is that in most cases antibiotics should not be used to treat a common cold. Why is this advice given?</td>
<td>It is a widely promoted health message in the UK that antibiotics should not be used to treat a common cold [369].</td>
</tr>
</tbody>
</table>
Hypoglycemia (low blood glucose levels) is a complication of Diabetes. The unit of measurement for blood glucose level is Millimoles per litre (mmol/l). In terms of this measurement how is Hypoglycemia defined in the UK?

|   | Self-monitoring for symptoms of Hypoglycemia is a recommended treatment for diabetes [370]. |

It can be difficult to accurately quantify OHISB therefore it was decided to integrate software into the web browser to objectively monitor online interactions, including search queries and Uniform Resource Locators (URL). The health questions were presented using the HCI Browser [363], which is a Mozilla Firefox extension that presented each question in turn and enabled the participant to implement their own search strategy, for example by using a search engine or entering a URL directly into the address bar. The HCI Browser also provided an interface through which an answer could be submitted, and collected timestamped browser log event data including the pages loaded, links clicked and the opening and closing of tabs. Fig. 3.2 (a) presents a screen capture of the HCI Browser, and (b) an example log event data file. A screen capture was also recorded as a participant worked through the six health questions. This enabled the collection of data that was not recorded by the HCI Browser, such as the rank order of results on a search engine results page (SERP). On completing a question the participant could rate, on a scale of one to five (very easy to very difficult), how difficult it had been to locate the information necessary to answer the question.

A new Java based parsing program was also developed to process the HCI Browser log files, and output these as a spreadsheet which could be utilised for further statistical analysis. The output included the search queries entered, the URL of visited web pages and the duration of each visit. Fig. 3.2 (c) presents an excerpt of a spreadsheet record produced by the HCI Parser. Pseudo code for the HCI Parser is available in Appendix C.
Task #2: Body mass index (BMI) is a measurement that indicates whether your weight is appropriate for your height. During a visit to your physician your BMI is determined to be 27. What category does your BMI fall into?

(a) HCI Browser interface presenting health question

(b) Table showing event logs:

<table>
<thead>
<tr>
<th>Date</th>
<th>Time</th>
<th>Task type</th>
<th>Event</th>
<th>Online searching – URL of visited web page</th>
</tr>
</thead>
<tbody>
<tr>
<td>31-03-2015</td>
<td>16:14:05</td>
<td>T2 intask</td>
<td>Focus</td>
<td><a href="http://www.nhs.uk/livewell/loseweight/">http://www.nhs.uk/livewell/loseweight/</a></td>
</tr>
<tr>
<td>31-03-2015</td>
<td>16:14:24</td>
<td>T2 intask</td>
<td>submittedAnswerText</td>
<td>Overweight</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>posttask onAccept event</td>
<td></td>
</tr>
<tr>
<td>31-03-2015</td>
<td>16:14:32</td>
<td>T2 posttask</td>
<td>q1 2</td>
<td>null</td>
</tr>
</tbody>
</table>

Participant no, Health question no, Post task search difficulty rating, Health question – submitted answer and source URL.
Fig. 3.2. HCI Browser and HCI Parser components, (a) screen capture of HCI Browser interface for submitting a health question answer, (b) log file containing records for web page visit, health question answer and post-task question choice, and (c) excerpt of spreadsheet record for health question including duration, answer, search queries and first web page visited during searching.
3.3.5 Statistical Analysis
Bivariate analysis of the data was conducted using SPSS version 23. Descriptive statistics were used to calculate the mean and standard deviation of the NVS, eHEALS and health question scores, and Pearson’s product-moment correlation was used to evaluate the correlations between these scores. Multiple regression analysis was also used to determine whether demographic variables were significant predictors of NVS and eHEALS scores. Chi-Square analysis was also used to investigate the proportions between various characteristics of OHISB.

3.4 Results

3.4.1 Health Literacy, Ehealth Literacy and Health Questions
The NVS scores indicated that 75% (n = 45) of the participants had adequate health literacy skills, 16.7% (n = 10) had intermediate health literacy skills, and 8.3% (n = 5) had low health literacy skills. The mean NVS score was 4.53 (SD 1.73) out of six. Analysis of the internal consistency of eHEALS found high reliability, $\alpha = .859$. The eHEALS scores ranged from 17 to 40, with a mean score of 29.9 (SD 5.68). Fig. 3.3 indicates the frequencies of the NVS and eHEALS scores. The correlation between the NVS and eHEALS scores was not statistically significant ($r = .144, p = .272$). The relationship between the two scores is illustrated in Fig. 3.4. The results from the eHEALS supplementary items suggested that most of the participants had a positive perception of Internet based health resources; 76.7%, (n = 46) indicated that the Internet was useful in helping them make decisions about health, and 86.6% (n = 52) indicated that it was important to them to be able to access health resources on the Internet. Moreover, many of the participants appeared confident in their ability to use the Internet as a source of health information; 83.3% (n = 50) agreed that they knew how to use the Internet to answer health questions, and 66.7% (n = 40) agreed that they had the skills required to evaluate health resources found on the Internet.
Fig. 3.3. Bar charts indicating frequencies of (a) NVS scores and, (b) eHEALS scores.
Several studies have identified age and educational attainment as determinants of an individual’s level of health literacy and eHealth literacy, therefore two regression models were developed in order to investigate whether these characteristics had any predictive ability on the health literacy and eHealth literacy scores of the study population. Table 3.2 shows the results of multivariate regression conducted using NVS scores as the dependent variable, and qualification level and age as explanatory independent variables. The regression model represented a statistically significant proportion of the variance ($R^2 = .180$, $F = 6.265$, $p = .003$), however only qualification level was a significant predictor of NVS score. Multivariate regression analysis was also carried out for the eHEALS scores however the variance explained by the model was not statistically significant ($R^2 = .060$, $F = 1.824$, $p = .171$).

**Table 3.2.** Results of multiple regression for NVS scores.

<table>
<thead>
<tr>
<th></th>
<th>B</th>
<th>SE B</th>
<th>$\beta$</th>
<th>p</th>
</tr>
</thead>
<tbody>
<tr>
<td>Constant</td>
<td>2.824</td>
<td>.711</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Qualification Level</td>
<td>.367</td>
<td>.108</td>
<td>.437</td>
<td>.001</td>
</tr>
<tr>
<td>Age</td>
<td>-.007</td>
<td>.023</td>
<td>-.039</td>
<td>.765</td>
</tr>
</tbody>
</table>

$R^2 = .180$
Fig. 3.5 indicates the health question score frequencies. All participants were able to answer at least one of the health questions correctly. The majority of subjects (78.3%, n = 47) answered four or more of the health questions correctly, 15% (n = 9) gained a full score of six and 3.3% (n = 2) answered only one question correctly. The mean score was 4.22 (SD = 1.26). Multivariate regression analysis was conducted to evaluate whether age and educational attainment were predictors of health question score. Table 3.3 shows the results of this analysis. The regression model represented a statistically significant proportion of the variance ($R^2 = .194$, $F = 6.877$, $p = .002$), however again only qualification level was a significant predictor of question score.

Table 3.3. Results of multiple regression for health question scores.

<table>
<thead>
<tr>
<th></th>
<th>B</th>
<th>SE B</th>
<th>$\beta$</th>
<th>$p$</th>
</tr>
</thead>
<tbody>
<tr>
<td>Constant</td>
<td>2.737</td>
<td>.514</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Qualification Level</td>
<td>.262</td>
<td>.078</td>
<td>.428</td>
<td>.001</td>
</tr>
<tr>
<td>Age</td>
<td>.004</td>
<td>.017</td>
<td>.034</td>
<td>.793</td>
</tr>
</tbody>
</table>

$R^2 = .194$

Pearson’s product-moment correlation was used to evaluate whether any associations existed between the question score achieved and a participant’s level of health literacy, eHealth literacy or highest qualification. Health question scores had a statistically significant weak positive correlation with NVS score ($r = .34$, $p < .01$) and qualification level ($r = .41$, $p < .01$). However, there was no significant correlation between question score and the eHEALS score. These correlations have also been presented in the form of scatter plots in Fig. 3.6.
**Fig. 3.5.** Frequencies of health question scores for study population.
Fig. 3.6. Scatterplots with linear regression line illustrating correlations between (a) question score and NVS score, (b) question score and qualification level, and (c) question score and eHEALS score.
3.4.2 Health Information Seeking Behaviour

Fig. 3.7 indicates the total submitted and correct answers for each question, and Fig. 3.8 indicates the average completion times for correct and incorrect answers. Table 3.4 illustrates paired t-test analysis of the completion times for all the health questions. As can be perceived, there was variation in the completion rate and the time taken to complete each health question. The correlations between completion times and question scores were not statistically significant for any of the health questions. Furthermore, as denoted in Fig. 3.8, there was no significant difference between the completion times for correct and incorrect answers for any of the questions. Question 4 had the lowest completion rate (n = 50) and the lowest proportion of correct answers (n = 29). Moreover, as indicated in Table 3.4 the mean completion time for question 4 was significantly longer than all other questions with the exception of question 6. Question 3 had the highest rate of correct answers (n = 54) and a Chi-Square test of independence indicated that, with statistical significance, the participants performed best in this question, $X^2(5) = 42.515, p < .001$.

![Graph](image)

**Fig. 3.7. Total submitted and correct answers for health questions.**
As the health questions related to popular health topics and had been designed to be of equal difficulty it was unclear why there was such variation in the submission and accuracy rates. Therefore, it was decided to explore the health information seeking behaviours exhibited throughout the experiment in order to determine whether behaviours differed between questions. The specific aspects of OHISB which would be analysed included, (1) time spent on visits to SERPs and information web pages, (2) the types of web resources visited during searching activities, and utilised as answer sources, (3) the search queries entered, and (4) accessing of search results.

### 3.4.2.1 Time Spent on SERPs and Information Pages

The most prominent method for seeking information throughout the experiment was through a search engine. As there was such a reliance on SERPs to find sources of health information *t*-test analysis was conducted to determine if there were any distinctions between the time spent on SERPs during each of the six health questions. The results of this analysis are illustrated in Table 3.5.
Table 3.4. Results of t-test comparison of the completion times for the health questions, indicating $t$ statistic and $p$-value.

<table>
<thead>
<tr>
<th></th>
<th>Q1</th>
<th>Q2</th>
<th>Q3</th>
<th>Q4</th>
<th>Q5</th>
<th>Q6</th>
<th>Mean</th>
<th>SD</th>
</tr>
</thead>
<tbody>
<tr>
<td>Q1</td>
<td>3.63**</td>
<td>.85</td>
<td>-2.75**</td>
<td>.13</td>
<td>-1.06</td>
<td>120.75</td>
<td>68.21</td>
<td></td>
</tr>
<tr>
<td>Q2</td>
<td>-3.63**</td>
<td>-2.40*</td>
<td>-6.49***</td>
<td>-3.12**</td>
<td>-3.80***</td>
<td>94.70</td>
<td>56.88</td>
<td></td>
</tr>
<tr>
<td>Q3</td>
<td>-.85</td>
<td>2.40*</td>
<td>-3.72***</td>
<td>-.75</td>
<td>-1.83</td>
<td>113.10</td>
<td>72.55</td>
<td></td>
</tr>
<tr>
<td>Q4</td>
<td>2.75**</td>
<td>6.49***</td>
<td>3.72***</td>
<td>3.17**</td>
<td>1.97</td>
<td>157.55</td>
<td>79.34</td>
<td></td>
</tr>
<tr>
<td>Q5</td>
<td>-.13</td>
<td>3.12**</td>
<td>.75</td>
<td>-3.17**</td>
<td>-1.16</td>
<td>119.47</td>
<td>65.26</td>
<td></td>
</tr>
<tr>
<td>Q6</td>
<td>1.06</td>
<td>3.80***</td>
<td>1.83</td>
<td>-1.97</td>
<td>1.16</td>
<td>131.02</td>
<td>78.71</td>
<td></td>
</tr>
</tbody>
</table>

*p < .05, **p < .01, ***p < .001 (two tailed).

Table 3.5. Results of t-test comparison of SERPs visit duration during health questions, indicating $t$ statistic and $p$-value.

<table>
<thead>
<tr>
<th></th>
<th>Q1</th>
<th>Q2</th>
<th>Q3</th>
<th>Q4</th>
<th>Q5</th>
<th>Q6</th>
<th>Mean</th>
<th>SD</th>
</tr>
</thead>
<tbody>
<tr>
<td>Q1</td>
<td>2.95**</td>
<td>4.62***</td>
<td>-.52</td>
<td>1.95</td>
<td>.57</td>
<td>23.23</td>
<td>21.65</td>
<td></td>
</tr>
<tr>
<td>Q2</td>
<td>-2.95**</td>
<td>1.50</td>
<td>-3.09**</td>
<td>-.57</td>
<td>-2.46*</td>
<td>14.90</td>
<td>12.94</td>
<td></td>
</tr>
<tr>
<td>Q3</td>
<td>-4.62***</td>
<td>-1.50</td>
<td>-4.04***</td>
<td>-1.67</td>
<td>-3.80***</td>
<td>11.23</td>
<td>16.00</td>
<td></td>
</tr>
<tr>
<td>Q4</td>
<td>.52</td>
<td>3.09**</td>
<td>4.04***</td>
<td>2.32*</td>
<td>1.01</td>
<td>25.32</td>
<td>25.14</td>
<td></td>
</tr>
<tr>
<td>Q5</td>
<td>-1.95</td>
<td>.57</td>
<td>1.67</td>
<td>-2.32*</td>
<td>-1.52</td>
<td>16.42</td>
<td>22.41</td>
<td></td>
</tr>
<tr>
<td>Q6</td>
<td>-.57</td>
<td>2.46*</td>
<td>3.80***</td>
<td>-1.01</td>
<td>1.52</td>
<td>21.47</td>
<td>19.25</td>
<td></td>
</tr>
</tbody>
</table>

*p < .05, **p < .01, ***p < .001 (two tailed).
Question 4 had the largest total of time spent on visits to SERPs (mean time per subject = 25.32 seconds, SD = 25.14), and the mean visit duration was significantly longer than the mean time for questions 2, 3 and 5. Question 3 had the smallest total of time spent on SERPs (mean time per subject = 11.23 seconds, SD = 16.00), and this was significantly smaller than the mean time for questions 1, 4 and 6. However on further investigation it became apparent that the reduced time on SERPs during question 3 could be attributed to the OHISB of the participants. The majority of participants (90.0%, n = 54) only visited one SERP and found a link to the source that they used to answer the question, whilst five participants (8.3%) visited only two SERPs before locating an answer source. In comparison, the total number of SERPs visited during question 4 was much larger. Again most of the participants (81.7%, n = 49) found an answer source from the first or second SERP visited, however the remaining participants (15.0%, n = 9) carried out at least three distinct searches and visited at least three distinct SERPs during their searching activities; 8.3% (n = 5) visited three distinct SERPs, 5.0% (n = 3) visited four distinct SERPs and one participant (1.7%) visited five distinct SERPs. The higher rates of distinct searches during question 4 suggests that participants may have found it more challenging to find the information they sought than during question 3. The mean SERP visit duration for question 4 was more than double the mean duration for question 3, implying that on average participants spent substantially longer reading through the search results during question 4. Again this suggests that participants may have found it more problematic to identify suitable sources of information from the search results during question 4. The scrolling behaviour exhibited during question 4 also suggests that many participants read through a larger number of the search results than they did in question 3. During question 3 the majority of participants (73.3%, n = 44) either used information from the first SERP visited to answer the question, or chose an answer source from the first four results presented and did not scroll down the SERP to look at any further results. In total only 13 participants (21.6%) scrolled beyond the first four SERP results. In comparison 32 participants (53.3%) scrolled beyond the first four results on at least one of the SERPs that they visited during question 4. This would suggest that many participants found it more demanding to locate suitable information resources during question 4 and scrutinised the search results more extensively than they did in question 3.
Table 3.6. Results of \( t \)-test comparison of information page visit duration during health questions, indicating \( t \) statistic and \( p \)-value.

<table>
<thead>
<tr>
<th></th>
<th>Q1</th>
<th>Q2</th>
<th>Q3</th>
<th>Q4</th>
<th>Q5</th>
<th>Q6</th>
<th>Mean</th>
<th>SD</th>
</tr>
</thead>
<tbody>
<tr>
<td>Q1</td>
<td></td>
<td>2.03*</td>
<td>-1.15</td>
<td>-2.07*</td>
<td>-.34</td>
<td>-.08</td>
<td>44.53</td>
<td>50.11</td>
</tr>
<tr>
<td>Q2</td>
<td>-2.03*</td>
<td></td>
<td>-3.07**</td>
<td>-3.76***</td>
<td>-2.15*</td>
<td>-1.88</td>
<td>33.55</td>
<td>37.68</td>
</tr>
<tr>
<td>Q3</td>
<td>1.15</td>
<td>3.07**</td>
<td></td>
<td>-1.36</td>
<td>.75</td>
<td>1.11</td>
<td>53.32</td>
<td>56.21</td>
</tr>
<tr>
<td>Q4</td>
<td>2.07*</td>
<td>3.76***</td>
<td>1.36</td>
<td></td>
<td>1.99</td>
<td>2.05*</td>
<td>66.40</td>
<td>63.88</td>
</tr>
<tr>
<td>Q5</td>
<td>.34</td>
<td>2.15*</td>
<td>-.75</td>
<td>-1.99</td>
<td></td>
<td>.28</td>
<td>47.25</td>
<td>49.77</td>
</tr>
<tr>
<td>Q6</td>
<td>.08</td>
<td>1.88</td>
<td>-1.11</td>
<td>-2.05*</td>
<td>-.28</td>
<td></td>
<td>45.02</td>
<td>56.09</td>
</tr>
</tbody>
</table>

*\( p < .05 \), ** \( p < .01 \), *** \( p < .001 \) (two tailed).
Throughout the experiment the participants visited different sources of information including government, academic and commercial websites, accredited sources of health information and unaccredited sources of health information such as blogs. Question 4 had the largest sum total of time spent on information web page visits (mean time per subject = 66.40 seconds, SD = 63.88) and question 2 had the smallest (mean time per subject = 33.55 seconds, SD = 37.68). Table 3.6 provides the results of t-test comparison of the mean time spent on information pages during the experiment. Again no clear patterns are apparent. Although there is a significant time difference between question 4 and questions 1, 2 and 6 there is no significant difference with questions 3 and 5. The mean time for question 2 is significantly smaller than the mean time for all questions except for question 6. An investigation of the OHISB of the participants during question 2 clarified the reasons why the mean visit duration was low. In total 26 participants (43.3%) visited only one information web page, and used this source to answer the question. In addition, 18.3% (n = 11) used a SERP to answer the question and did not visit any information pages at all. It was surprising to note that question 2 had the second highest rate of visits to information pages (n = 66) whilst question 4 had the highest rate (n = 71). However, the mean information page visit duration during question 2 was approximately half of the mean duration for question 4. This implies that on average participants spent twice as long reading an information page during question 4 than they did in question 2, again suggesting that participants found it problematic to locate the information required for question 4.

With regard to the overall distribution of the time online during the study, the majority of time (72%) was spent on information pages whilst 28% of the time was spent on SERPs. Fig. 3.9 (a) indicates the proportions of time that were spent on visits to accredited and unaccredited information web pages, and SERPs. In total there were 814 distinct web page visits. As indicated in Fig. 3.9 (b) SERPs were the most frequently visited artefact, however Fig. 3.9 (a) specifies that, in comparison, visits to accredited information web pages constituted a larger proportion of the time spent online (53%). At 47.1 seconds, the average visit duration for an accredited web page was more than double the average visit duration for a SERP (15.5 seconds per visit). Moreover, the average SERP visit duration was also less than the average duration for an unaccredited web page (41.7 seconds). Thereby although SERPs had a higher rate of visits (432 distinct SERPs visited) than accredited web pages (273 distinct web page visits) and
unaccredited web pages (109 distinct web page visits), SERP visits tended to be shorter, implying that on average the participants spent much longer scrutinising information than they did search results.

The prominent method used to find information was through SERPs, however there were no statistically significant correlations between NVS and eHEALS scores and the average amount of time that a participant spent on visits to SERPS, or accredited or unaccredited information pages.

(a)

(b)

**Fig. 3.9.** Pie charts indicating (a) percentage of total time spent on visits to different categories of web resource, and (b) percentage of total distinct visits to different categories of web resource.
Table 3.7. Ten most frequently visited domains throughout the study, with brackets indicating rank order of total visits and use as an answer source.

<table>
<thead>
<tr>
<th>Domain</th>
<th>Accredited source</th>
<th>Total number of visits to domain</th>
<th>Total submitted answers which used domain as source</th>
</tr>
</thead>
<tbody>
<tr>
<td>google.co.uk</td>
<td></td>
<td>395 (1)</td>
<td>59 (2)</td>
</tr>
<tr>
<td>nhs.uk</td>
<td>✓</td>
<td>151 (2)</td>
<td>109 (1)</td>
</tr>
<tr>
<td>diabetes.co.uk</td>
<td></td>
<td>41 (3)</td>
<td>30 (3)</td>
</tr>
<tr>
<td>google.com</td>
<td></td>
<td>37 (4)</td>
<td>6 (9)</td>
</tr>
<tr>
<td>en.wikipedia.org</td>
<td></td>
<td>26 (5)</td>
<td>17 (5)</td>
</tr>
<tr>
<td>webmd.com</td>
<td>✓</td>
<td>25 (6)</td>
<td>20 (4)</td>
</tr>
<tr>
<td>medicines.org.uk</td>
<td>✓</td>
<td>19 (7)</td>
<td>14 (6)</td>
</tr>
<tr>
<td>patient.co.uk</td>
<td>✓</td>
<td>15 (8)</td>
<td>12 (7)</td>
</tr>
<tr>
<td>webmd.boots.com</td>
<td>✓</td>
<td>15 (8)</td>
<td>8 (8)</td>
</tr>
<tr>
<td>apps.who.int</td>
<td>✓</td>
<td>8 (9)</td>
<td>4 (10)</td>
</tr>
</tbody>
</table>

In total 53 distinct domains were visited throughout the study, however the participants tended to revisit particular domains more frequently than others. Table 3.7 indicates the 10 most frequently visited domains. Visits to these domains constituted 89.9% of the total page visits, and moreover, these domains comprised the answer sources for 81.6% of the submitted answers. As expected a search engine domain, google.com, was the most frequently visited, and had more than double the visits of the second most visited domain nhs.uk. However, in contrast, nhs.uk was the most frequently used source for health question answers whilst google.com was the second most commonly used source.

3.4.2.2 Health Question Answers

In total 342 answers were submitted, of which 74% (n = 253) were correct. Over half of the total submitted answers (55.8%, n = 191) used accredited sources of information and 80.6% (n = 154) of these answers were correct. A much smaller proportion of the submitted answers (20.2%, n = 69) used unaccredited websites and 71% (n = 49) of these answers were correct. There was a notable use of SERPs as an information source;
18.7% (n = 64) of the submitted answers were gathered from SERPs, and over half of these answers (67.2%, n = 43) were correct. The results of a Chi-Square test of independence indicated a significant association between the information source (accredited, unaccredited or SERP) and whether the submitted answer was correct, $X^2(2) = 7.721, p < .05$. Only two participants (3.3%) used accredited sources to answer all six questions. There was no distinct pattern as to the usage of SERPs to gather information. Over half of the participants (56.7%, n = 34) used information from a SERP to answer at least one question, while 3.3% (n = 2) used SERPs to answer five out of six health questions. Investigations to determine whether there were any correlations between NVS score and the types of resources used determined a statistically significant weak positive correlation between NVS score and the use of accredited sources to answer the health questions ($r = .27, p < .05$). A similar relationship was also found between qualification level and the use of accredited answer sources ($r = .26, p < .05$). However, no significant correlation was found between eHEALS scores and the use of accredited sources. A statistically significant weak negative correlation was identified between NVS score and the use of unaccredited sources to answer the health questions ($r = .29, p < .05$). No significant relationships were identified between the number of answers from unaccredited information sources or SERPs, and eHEALS scores, age or qualification level.

A notable trait amongst the study population was that, in general, the participants did not compare information between different sources. For 57% (n = 195) of the submitted answers the participant used information from the first information page that they visited and did not visit any other information resources. Furthermore, for 16.4% (n = 56) of the submitted answers the participant gathered information from a SERP and did not visit any additional SERPs or any information pages at all.

### 3.4.2.3 Search Queries

Search query formulation is an increasing focus of OHISB research [136]. The search queries constructed by an information seeker can reflect how they understand and express their health needs. Moreover, search query reformulations can reveal how they reconceptualise their health information needs in response to information gathered or challenges faced during searching activities. As the reliance on search engines was so pronounced during the study it was decided to examine the search queries entered. The
analysis focused on search query length and vocabulary as this would reflect how the participants conceptualised and articulated their information needs during the health questions.

During the study the participants entered 426 search queries which comprised 2594 distinct terms. There was disparity in the length of the search queries entered, and question 2 had the shortest average length (3.1 terms), and question 4 the longest average length (9.9 terms). The average length for the combined search queries was 6.1 terms. Examination of the search queries revealed that 17.4% (n = 74) contained one or more spelling mistakes. However, there was a high level of repetition amongst the misspelt terms, with one prominent example being the term co-codamol which was misspelt in 27 distinct search queries, whilst the term symptoms was misspelt in 12 distinct queries. In total the search queries contained 99 misspelt terms, and 87 (87.9%) of these were key terms that had been included in the health questions. There was a notable use of stop words (e.g. and, are) and interrogative words (e.g. why, what) in the search queries, however only one search query contained the Boolean operator AND. A prominent feature of the search queries was the frequent use of key terms drawn from the health questions. Over half of the total terms used (61.9%) had been obtained directly from the health questions, or were misspellings, alternative spellings or synonyms of these terms. Table 3.8 indicates the 20 most frequently occurring key terms in the search queries, all of which were drawn from the health questions.

There were 88 reformulations of search queries, of which 35.2% (n = 31) were spelling reformulations. There was no clear pattern regarding the addition, removal or substitution of terms, however several queries were narrowed by adding specific terms of measurement (e.g. millimoles, mmol/l, grammes), or location (UK) which were taken directly from the corresponding health question.
Table 3.8. Twenty most frequently occurring search query terms in rank order, including synonyms and misspellings of term.

<table>
<thead>
<tr>
<th>Term</th>
<th>Total occurrences of term</th>
<th>Total occurrences of synonyms for term</th>
<th>Total occurrences of misspellings of term</th>
</tr>
</thead>
<tbody>
<tr>
<td>day</td>
<td>76</td>
<td></td>
<td></td>
</tr>
<tr>
<td>hypoglycemia</td>
<td>71</td>
<td></td>
<td>5</td>
</tr>
<tr>
<td>5</td>
<td>67</td>
<td></td>
<td></td>
</tr>
<tr>
<td>vegetables</td>
<td>67</td>
<td>1</td>
<td>8</td>
</tr>
<tr>
<td>ingredients</td>
<td>63</td>
<td>1</td>
<td>3</td>
</tr>
<tr>
<td>retinopathy</td>
<td>61</td>
<td></td>
<td>1</td>
</tr>
<tr>
<td>diabetic</td>
<td>57</td>
<td></td>
<td>1</td>
</tr>
<tr>
<td>bmi</td>
<td>54</td>
<td></td>
<td>1</td>
</tr>
<tr>
<td>antibiotics</td>
<td>50</td>
<td>1</td>
<td>2</td>
</tr>
<tr>
<td>uk</td>
<td>50</td>
<td>2</td>
<td></td>
</tr>
<tr>
<td>cold</td>
<td>49</td>
<td>4</td>
<td>1</td>
</tr>
<tr>
<td>common</td>
<td>48</td>
<td></td>
<td>1</td>
</tr>
<tr>
<td>symptoms</td>
<td>48</td>
<td></td>
<td>12</td>
</tr>
<tr>
<td>co-codamol</td>
<td>43</td>
<td></td>
<td>27</td>
</tr>
<tr>
<td>weight</td>
<td>41</td>
<td></td>
<td>2</td>
</tr>
<tr>
<td>grammes</td>
<td>31</td>
<td>36</td>
<td>1</td>
</tr>
<tr>
<td>portions</td>
<td>30</td>
<td>11</td>
<td></td>
</tr>
<tr>
<td>27</td>
<td>29</td>
<td></td>
<td>1</td>
</tr>
<tr>
<td>treat</td>
<td>29</td>
<td>1</td>
<td></td>
</tr>
<tr>
<td>measurement</td>
<td>22</td>
<td>4</td>
<td></td>
</tr>
</tbody>
</table>

3.4.2.4 Accessing Search Results

During the study 382 information web pages were visited, of which 72.5% ($n = 277$) were visited directly from a SERP, whilst the remainder (27.5%, $n = 105$) were accessed through hyperlinks within a website. All of the SERP links followed were chosen from the first page of search results and none of the participants visited any of the following SERPs. Of the links that were chosen from a SERP, the majority (96.4%, $n = 267$) were
chosen from the top five results, however the participants did not always select links in the order as presented. For example, the most frequently chosen domain from SERP results was nhs.uk (n = 136). However, on 63 distinct occasions a web page from the domain nhs.uk was the first link selected by the participant even though it was not the first result in the results list.

3.5 Discussion
The aim of this study was to discover whether there are any relationships between how an individual obtains and utilises online health information, and their level of health literacy and eHealth literacy. There was a high level of educational attainment amongst the participants and most of the participants had adequate health literacy scores. Although there was a wider distribution in the eHealth literacy scores over half of the study population perceived their skills as being in the upper quadrant. Attitudes towards Internet based health resources were largely positive as most of the participants perceived these as useful and convenient. Participants were also confident in their ability to use the Internet to gather health information. Education was found to be a significant predictor of health literacy, and this finding concurs with the results of similar research in the domain of health literacy [154, 156]. However, surprisingly neither education nor age were significant co-variants of the eHEALS scores, and no significant relationship was identified between the NVS and eHEALS scores. As health literacy is one of the core literacies of eHealth literacy it was unexpected that no correlation was found between the two scores. Moreover, whilst a weak positive correlation was found between health question scores and NVS scores, no relationship was found between the question scores and eHEALS scores. Again this was surprising as higher eHEALS results have been associated with enhanced online searching skills, and success at finding and using health information [351]. The eHEALS scores suggested that most of the participants had adequate skills to find the information necessary to answer all the health questions. However, the lack of correlation with the question scores suggests that the eHEALS scores may not have accurately reflected the actual online health information seeking abilities of all the participants. This finding corresponds with concerns that have been expressed regarding the validity of eHEALS as an instrument to quantify actual online health information seeking skills [154, 371]. Moreover it has also been suggested that as eHEALS is a measure of self-efficacy, the score may reflect an individual’s overestimation of their skills rather than their actual
abilities [154, 371, 372]. However, it was not possible to quantify whether this was the case with the study population.

Although there was variation in the health question scores, all the participants were able to use online health information to correctly answer at least one health question. The low submission rate and manner of health information seeking suggested that question 4 was the most challenging for the participants. However, it was unclear why this question appeared so problematic. The majority of participants whom did not submit an answer or submitted an incorrect answer had adequate health literacy and eHealth literacy skills, thereby suggesting that they would have sufficient skills to locate and use the information required to answer this question. For a small proportion of participants, it appeared that appropriate information was gathered but an error was introduced whilst calculating the total number of grammes.

Though there was disparity in the participants’ health question performance there were notable similarities in their OHISB. It had been emphasised to the participants that they were free to choose their own search strategy however the most frequent method for discovering health information was through search engine results. This behaviour is comparable to the searching activities of other online health information seekers [23, 110]. Throughout the experiment, participants prominently utilised SERPs to locate sources of information. In order to quantify the use of SERPs, the average SERP visit duration by a participant was measured. However, no significant correlation between SERPs average visit duration and health literacy or eHealth literacy was found. Employing a search engine based searching strategy did not appear to adversely affect information gathering as the majority of participants were able to locate sources to help them answer all six questions.

Search query formulation was characterised by a significant usage of key terms from the health questions. Moreover, one surprising feature of the search queries was the occurrence of misspelt terms, most of which had been available in the health questions. The incident of misspelt terms was surprising amongst such a highly qualified group of health information seekers. However, it is possible that the level of misspelling and reliance on health question vocabulary may have been associated with the participants’ lack of knowledge on the related area. All of the participants that completed an online
searching task had indicated in the pre-task question that they did not have sufficient knowledge to answer the corresponding health question and therefore may have relied on the health questions to derive appropriate search query terms.

Despite having adequate health literacy and eHealth literacy skills most individuals utilised both accredited and uncertified health information. This included a significant proportion of participants who utilised information from SERPs snippets to answer the questions. The use of unaccredited health information sources and SERPs was surprising as 68.3% (n = 41) of participants had agreed that they could distinguish between high and low quality online health resources. However, although several participants used SERPs to answer more than one question, no significant predictors were found for this behaviour. Despite the recurrent use of uncertified health information, it must also be noted that the participants did tend to utilise a greater volume of accredited resources during searching activities and as answer sources. For example, the sum of distinct visits to accredited information web pages was more than double the total for unaccredited web pages. One notable behaviour was a tendency to favour the domain nhs.uk. This domain was both the most frequently visited, and the most often used as an answer source. Moreover, in a number of cases the participants purposely searched for NHS based information, as seven of the search queries contained the term NHS. No other information resource was directly sought in this way. A web page from the nhs.uk domain was chosen as the first link followed from a SERP more often than any other domain, and in many cases this link was chosen even though it was not the first result displayed on the SERP.

Another behaviour displayed by most of the participants was a reluctance to compare information between different sources. Almost all participants stopped searching at the page from which they had answered the question. For a large proportion of the questions, the answer source was the first page visited, thereby these participants made no effort to compare or validate this information with any other sources.

Many of the participants were highly confident in their online searching skills, however question scores and searching behaviours did not appear to reflect the eHealth literacy competencies for some participants. In order to further analyse and explicate some of the inconsistencies in the findings we should also consider how contextual factors may
have influenced the health information seeking behaviours of some of the participants. Online health information is often sought when health consumers perceive a risk or uncertainty regarding a personal or familial health situation [88, 373]. Health uncertainty often effects an emotional response such as anxiety or distress, and thereby the consumer may place greater value on the credibility and reliability of health information and adapt their search behaviours accordingly. Studies have suggested that when seeking information for salient health concerns online information seekers may undertake a more exploratory searching approach, performing multiple searches and examining various sources to compare and verify information, and placing greater significance on the reliability of the information source [25, 88, 120, 374, 375]. However, in contrast, the study participants did not have emotive motivations for searching for health information, and this may have influenced their engagement with the search tasks. As the topics under investigation were not personally relevant, some of the participants may have been less inclined to validate the information found, verify the reliability of the information source or persist in a challenging search situation. As a result, for some participants, the searching behaviours exhibited and question score achieved may not have accurately depicted their actual skills to locate and use online health information. This may have been reflected in some of the findings including the lack of correlation between the eHEALS scores and question scores.

The technical skills exhibited by the subjects suggests that this was a very capable group of online health information seekers. However, there are several possible confounding factors which must also be taken into account when considering the results of the study. The average age (approximately 27 years) and the high level of academic achievement among the subjects denotes that this was a predominantly younger and well-educated study population. Subsequently, it is likely that these attributes could have influenced the behaviour of the participants, and therefore the results, in some way. Although age was not identified as a significant predictor of health literacy, eHealth literacy or question score in this study, it is often found that younger and more educated population groups are characterised as having advanced health literacy [34-36, 376, 377]. Thereby, it is probable that being highly educated, most of the participants would have had advanced skills to understand, critique and use health information, a noted advantage in the experiments. The study population also exhibited adeptness in using online searching applications to locate information sources. Younger generational groups are
frequently identified as regular users of Internet based applications for a variety of activities including information search, social media usage and entertainment [378-381]. Subsequently, it would be likely that individuals of this age group would have experience of using online searching applications. Moreover, as over half of the study population had a Computer Science background, it would be expected that these subjects would have had advanced expertise in using online search applications, constructing search queries, and scrutinising search results. Another important factor which may have impacted the motivation of the participants was their information need. It is likely that as the information seeking was taking place as part of an experiment and not for a health concern, for some participants there was little saliency or interest in the information found. Thereby, as previously indicated, the participants may have paid less attention to the credibility of the information sources, and concentrated instead on quickly gathering the required information to complete the experiment. Conversely, as health information seeking is a common online activity, some of the subjects may have been especially interested in this topic which encouraged their motivation to perform well in the experiment. However, while it is likely that these factors may have influenced the behaviour of the participants during the study, the extent to which these factors did influence the results of the study remains uncertain.

The completion rate of the health questions suggests that the participants were highly engaged during the experiment. However, it is also important to consider whether the experimental conditions could have influenced the motivation of the subjects in any way. Although the participants were assured that they were not under direct observation by the investigator, it is possible that the presence of the investigator may have affected the behaviour of some participants. The *Hawthorne effect* relates to a situation whereby an individual, being aware that they are being observed, alters a pertinent aspect of their behaviour [382, 383]. The Hawthorne effect can occur during research experiments despite efforts being made by an observer to avoid influencing or affecting behaviour [382]. In many cases the behavioural changes are effected to match the perceived needs or expectations of the observer [382, 383]. The attendance of the investigator during these experiments may have affected the focus and motivation of the subjects in several ways. For example, being mindful of the investigator, some participants may have felt obliged to complete the whole experiment. Alternatively, as some of the participants were colleagues of the investigator, these subjects may have been especially keen to
succeed in the health searching tasks and to complete the experiment. However, whilst acknowledging these possible influences, it is difficult to gauge the extent to which the experimental conditions did effect the engagement and motivation of the participants.

3.5.1 Study Limitations
There were a number of limitations in this study. Firstly, the participants were drawn from a convenience sample of university students and staff and thus it was likely that the level of educational attainment would be high, and consequently health literacy and eHealth literacy levels would also be high for most of the study population. However, the findings show that there was diversity in the range of scores achieved in NVS and eHEALS. Moreover, although the study population perceived themselves to be advanced users of the Internet for health information seeking purposes, the study highlighted some limitations in the effectiveness of their searching behaviours. A second limitation was that the study was performed under laboratory conditions and it is likely that the participants completed the search tasks in less time than they would take if they were actually seeking information for a genuine health concern. However, presenting the participants with questions related to popular public health topics enabled the analysis of a range of OHISB that were typical of daily online health information seeking.

3.6 Conclusion
The research question queried whether any relationships exist between an individual’s level of health literacy and eHealth literacy and their behaviours when seeking and using online health information. In order to answer this question, a research study was completed in which participants searched online for information to answer health questions. Subsequent analysis focused on examining the relationships between aspects of the participants’ OHISB and their level of health literacy and eHealth literacy. Bivariate analysis identified statistically significant positive correlations between NVS scores and both health question scores and the use of accredited sources to answer the health questions. This would suggest that relationships did exist between health literacy and OHISB, and that an increase in health literacy correlated with increased skills to answer the health questions, and an increased likelihood of using accredited sources to answer the health questions. However, similar tests found no statistically significant associations between the eHEALS scores and any of the behaviours quantified, thereby
suggesting that no relationships exist between eHealth literacy and OHISB. Nevertheless, before asserting a lack of association between eHealth literacy and OHISB some contextual influences should be considered, with the first factor relating to the eHEALS tool. Although eHEALS has been repeatedly validated as a reliable measure of eHealth literacy aptitude it did not appear to accurately reflect the online health information seeking skills of all our participants. However, as discussed in Section 3.5, eHEALS is a self-measure of online health information searching skills and it is possible that some of the participants may have overestimated their eHealth literacy skills. This may have contributed to a lack of correlation between their recorded scores and the OHISB characteristics measured. The second critical factor that must be considered relates to the context in which the health information seeking took place. The participants were seeking information during an experiment and were not seeking information for a salient health issue. Thereby some of the participants may have been less inclined to utilise all the strategies that they would employ when seeking information for an emotive health issue, and perhaps did not exhibited their full set of skills for seeking and utilising online health information. Again this may have contributed to the lack of relationships between eHEALS scores and OHISB, and moreover may also have contributed to the weak correlations between the NVS scores and OHISB.

Although bivariate analysis can definitively establish statistically relevant relationships between the derived data, answering the research question requires consideration of other aspects of the participants’ OHISB. Furthermore, when considering the OHISB behaviour of the participants the educational background of the study population must also be acknowledged. This was a highly qualified group of participants, many of whom were university graduates, and therefore it would be expected that most of the subjects would have advanced skills to critique and use online health information. Moreover, academic achievement was identified as a significant predictor of both health literacy and health question score in this study. Despite the range in NVS and eHEALS scores, all of the participants exhibited health literacy and eHealth literacy competencies to utilise health resources to accurately answer at least one of the health questions. The most notable behaviour during the study was a reliance on search engines to guide information gathering, a common trait amongst online health information seekers [23]. However, the participants appeared confident to use search engines, formulate search
queries and select suitable resources from results lists, and successfully used this approach to find relevant information to answer the health questions. Another prominent characteristic of the study population was a reliance on unaccredited health information. However, analysis of the types of information resources used indicated an increased tendency to visit and utilise accredited sources of health information. Moreover, evaluation of the manner of accessing results from SERPs also suggests that in many cases accredited sources were selected first, despite not being uppermost on the results list. In conclusion, the results from the study have highlighted a range of strategies that are employed by information seekers when searching for health information online. Although some relationships between health literacy and OHISB were identified, statistically significant relationships between eHealth literacy and OHISB were not found. The significance of the educational background of the study population must also be reiterated, as it is probable that having advanced literacy and analytic skills would also have contributed to the success of the participants. Moreover, it is difficult to accurately assess the extent to which these skills did influence the OHISB of the participants. However, despite mixed results from the statistical analysis, and concerning behavioural traits such as the use of unaccredited health resources, the participants exhibited proficient health literacy and eHealth literacy skills to locate, scrutinise and evaluate health information from a variety of sources, and utilise this information to answer health questions.

3.6.1 Recommendations for Future Research

As indicated in Section 3.5 and 3.6, several challenges were encountered during the study. Therefore, several recommendations for improvement to the study are now provided.

- The most prominent limitation of this study relates to the lack of diversity in the age and educational background of the study population. As described in Section 3.5, it is challenging to assess to what extent these characteristics influenced the behaviour of the subjects during the study. Therefore, a primary recommendation for improving the study would be to ensure that there is greater variation amongst the participants with relation to age and academic achievement. This may reduce the impact of the confounding factors which were present in the current study, and moreover, may also strengthen the statistical validity of the results.
As highlighted in Section 3.5 there is some uncertainty as to whether the eHEALS tool accurately measured the eHealth literacy skills of the participants. Therefore, in order to improve the validity of the methodology it is recommended that another approach to measuring eHealth literacy be employed. Since the study took place a number of new instruments for measuring eHealth literacy have been proposed. These include the electronic Health Literacy Scale (e-HLS) [384], a tool which evaluates skills for using eHealth information, and the Digital Health Literacy Instrument (DHLI) [385], which assesses both Health 1.0 and Health 2.0 skills. These tools could be further investigated so as to determine whether a valid and reliable replacement for the eHEALS instrument could be found.

Throughout the study the HCI Browser proved a reliable tool for recording a user’s interactions with a browser, and moreover, was also intuitive for the participants to use. However, the main disadvantage of using this plugin was that each health question was presented alongside a Google search screen, thereby providing a convenient means to start searching for information. One means by which to reduce any bias towards using Google would be to develop a new plugin to collect browser interaction data. However, this plugin would instead present a main web page which relates to the study. This may also encourage the subjects to take longer to consider their strategy for finding health information instead of immediately starting a search for information through the Google search engine.

### 3.7 Future Work

One notable output from the study was the identification of an association between health literacy skills and health question score. This result is comparable to other research findings which have suggested that those with reduced health literacy skills may experience difficulties when understanding and applying written health information [14, 386]. Studies have suggested that those with inadequate health literacy can be supported by personalised patient education that has been tailored to target various health literacy levels [64, 386]. Thereby the following chapters will investigate whether patient education could be adapted to the health literacy needs of different patients. This will involve the development of a software architecture that provides web-based personalised education for diabetic patients. The education will be adapted to the literacy needs and health status of each patient, and age and gender appropriate images.
will also be included in order to enhance engagement with the content. Chapters 4 and 5 will describe the design, implementation and testing of the architecture, and Chapter 6 will describe analysis of engagement with the personalised education.
Chapter 4

Ontological Modelling and Rule-Based Reasoning for the Provision of Personalised Patient Education

4.1 Introduction

Decreasing levels of physical activity and an escalation in unhealthy diets have contributed to an increased international prevalence of diabetes [387]. It is estimated that 415 million people are currently diagnosed as diabetic whilst a further 193 million remain undiagnosed [387]. Diabetes is a chronic condition in which the body may not produce sufficient amounts of the hormone insulin, or may not be able to use the produced insulin effectively [387, 388]. Consequently high levels of glucose can remain in the blood, which can lead to physical health issues [387, 388]. The medical complications of diabetes can include cardiovascular disease, kidney disease, neuropathy, retinopathy and diabetic foot, moreover the condition can have a psychological impact on an individual resulting in increased stress or depression [388, 389]. Complications such as these can reduce an individual’s quality of life, and may result in disability or death [387, 390]. Managing diabetes can be a complex and demanding responsibility for the patient [391, 392] and may involve, for example, daily monitoring routines, managing medication, and lifestyle changes such as healthy nutrition and increased exercise [388]. As denoted in Chapter 2 health literacy is an individual’s competence to obtain, understand and apply health information [30], and is considered a prominent factor in a patient’s ability to make health decisions and to carry out self-management and medication practices [33, 78, 86]. Diabetes self-management routines can be especially challenging for patients with inadequate health literacy skills. For example, studies have identified an association between reduced levels of health literacy and increased risk of hypoglycaemia [393], unintentional nonadherence to medication regimes [43], and reduced diabetes knowledge [394].

One fundamental approach to assisting patients with the management of diabetes is through the provision of high quality education [387, 392, 395, 396]. There is an increasing emphasis that education should enhance a patient’s knowledge and skills to manage their condition, and empower them to take an active role in their treatment [390, 392, 395, 397]. Structured educational programs have been successful in assisting
patients with self-management, increasing knowledge, achieving improved HbA1c (Haemoglobin A1c) and blood glucose control, and enhanced quality of life [398-402]. However, although education has proven beneficial for patients with various health literacy competencies [156, 403] there is a concern that diabetic patient education is not always accessible for patients with limited health literacy skills. For example, a review of printed diabetes brochures by Hill-Briggs and Smith [404] found variable levels of readability in the brochures, and proposed that not all the content would be understandable for patients with lower health literacy. It has been suggested that diabetic education will be most effective if it is individualised to the particular medical, educational, social and health literacy needs of each individual [405, 406]. Moreover, diabetic education should be an ongoing process that adapts to the changing health needs of a patient [395]. Diabetic patients themselves have expressed a preference for timely, personalised information, whilst also indicating that excessive amounts of information can be overwhelming [405].

Personalisation presents a means to overcome the concerns associated with generic patient education by enabling the provision of education that focuses on the particular needs and health objectives tailored for each patient. Personalisation has been used in health communication to motivate patients to process health messages and improve their health behaviours [165, 176]. Personalised education may be more accessible, usable and engaging for the patient by providing advice that is more relevant to their lifestyle when compared to generic educational approaches. In order to investigate whether patient education could be adapted to the individual needs of each patient, it was decided to develop a web-based architecture that could tailor education for diabetic patients. However, providing personalised patient education requires access to, (1) accurate and up-to-date information about the patient and their health status, and (2) clinical information related to the health domain. Ontologies can provide the expressiveness to represent semantics for a range of data, and have been widely utilised to capture user profiles and domain knowledge for a range of healthcare applications [303, 318, 319, 407]. Thereby it was decided that an ontology would be included in the architecture to represent a model of the domain knowledge, and that semantic rules would provide reasoning for the personalisation mechanisms. Thereby the second research question of this research study is proposed.
Can a semantic web ontology and rule set support the personalisation of patient education as suitable for the health information needs and health literacy of an individual?

This chapter describes a study which was designed to investigate the research question. The aim of the study was to investigate whether semantic web technologies could be used in a web-based architecture to facilitate the creation of personalised diabetic education. This chapter describes the design, development and testing of the architecture. A central component of the architecture comprises an OWL ontology which represents the domain knowledge necessary for the production of the personalised education. The ontology includes a user model that captures information about the patient, and a model of the health condition diabetes including symptoms, treatments and complications. Semantic Web Rule Language (SWRL) [317] rules and a Pellet [408] reasoning engine provide decision support for the personalisation mechanisms. The architecture provides educational content that is tailored to focus on the particular health objectives and personal characteristics of each patient, and is transcribed at a readability level suitable for the patient’s health literacy needs.

The remainder of the chapter will describe the methodology by which the components of the architecture were designed, developed and tested. Section 4.2 reviews related work in the sphere of web-based diabetic patient education, and also examines how semantic web technologies have been used in other diabetic healthcare applications.

4.2 Related Work

4.2.1 Web-Based Applications for Diabetic Patients

Current approaches to structured diabetes education include face-to-face or group based education scenarios [397]. However, it has been suggested that eHealth applications could be used to deliver diabetes education and provide assistance with healthcare [397, 409]. The use of electronic media to provide education may reduce the financial costs associated with current delivery formats, and moreover could enhance convenience for the patient as the education could be accessed at an expedient time and location [397, 410, 411]. The effectiveness of web-based diabetic education is often evaluated by quantifying outcomes such as patient learning, behavioural changes or changes in HbA1c levels. However, there has been inconsistency in the results [412]. For example,
a web-based self-management program that included weekly informational sessions, nutritional support and glucose monitoring, reported longer term (18 months) improvements in self-efficacy and activation for participants [413]. A similar study [414] which compared health outcomes for subjects using a computer-assisted diabetes self-management intervention, and a group that used an intervention with less procedures, found improved physical activity, nutritional habits and fat intake behaviours amongst the computer-assisted intervention group. However, the results also indicated that the effectiveness of the intervention was most significant during the first four months of the study, and that effect size was modest at 12 months. It has been suggested that automated tailoring would enhance the effectiveness of diabetic self-management interventions [414].

This study focuses on the development of web-based personalised diabetic education. A significant aspect of the study is a focus on adapting education provision to the health literacy needs of diabetic patients. A review of associated literature indicated that although there is a rich body of research related to the development of electronic applications for diabetic education, there are fewer applications that focus on providing health literacy appropriate solutions. Kandula et al. [156] developed a multimedia diabetes education program that was suitable for various health literacy competencies. The use of plain language, images, definitions and layout were formulated to encourage learning and memorisation. Moreover, patients were also involved during the design stages to ensure that the materials were comprehensible and appealing. Analysis of the system with 190 patients indicated that diabetes knowledge improved significantly for patients with inadequate and adequate health literacy, although the knowledge improvement was greater for the latter group. A multimedia application which was targeted at lower literacy individuals is described by Gerber et al. [158]. The application incorporated audio and video in order to reduce text information, and was provided on touch-screen kiosks for ease of navigation. Interventions were tailored in accordance with computer literacy and learning style. However, although the results indicated an increased awareness of perceived susceptibility to diabetes complications amongst the subjects, no significant differences were found in relation to diabetes knowledge, self-efficacy or A1c. Personalised features were incorporated into an online disease management system which assisted diabetic patients with self-management of their condition [415]. Patients could directly enter their health data or use clinical devices.
that would upload glucose readings. Video or text information that was personalised in accordance with the patient’s health status was then provided. A six-month comparison of subjects using the system (intervention group) and a usual care group indicated that the intervention group had achieved significant reductions in A1c. However, at 12 months there was no significant difference in A1c control between the two groups.

The reviewed literature suggests that benefits can be derived from the use of web-based diabetic education. However, there is variation in the effectiveness of the education as measured by various health outcomes. Adaptation of education to the health literacy needs of patients has been examined as a means of enhancing the usability of diabetic patient education. However, the lack of related studies suggests that further research is needed to identify useful computerised methods for tailoring education to health literacy competencies, and to appraise the efficacy of these approaches.

4.2.2 Ontological Models of Diabetes
An ontology has been defined as “a shared understanding of some domain of interest” [259]. It reflects a particular world view of a domain by representing domain knowledge as an arrangement of concepts, definitions and relationships, and defining shared agreement on the meaning of these components [259]. Modelling data in an ontology ensures that the meaning of the data is unambiguous and is therefore suitable for processing by reasoning technologies [256, 416]. Ontologies are being increasingly used within the biomedical and health domains to standardised medical vocabularies and provide validated semantics for medical data [268]. Within the domain of diabetes, ontological models have been used to express a range of clinical knowledge related to diabetes management. Arwan et al. [417] proposed the use of ontologies to facilitate the production of food recommendations for diabetic patients. The proposed architecture incorporates a Calorie Foods ontology which is used to represent various characteristics of diabetic patients including calorie needs. A Foods ontology is used to represent food attributes. SPARQL Protocol and RDF Query Language (SPARQL) queries are used to derive semantic matches between the ontologies and produce the nutritional recommendations. An ontology based recommendation system that supports physicians in prescribing diabetic medication is presented by Chen et al. [418]. An ontology is used to capture medication related knowledge such as medication name, side effects, contraindications and associated monitoring. Medical tests such as HbA1c, liver tests
and renal insufficiency tests are also modelled, and are utilised during reasoning processes to determine suitable medication for a particular patient. The suggestions provided to the physician include information related to dosage, contraindication, side effects and the monitoring required for a recommended drug. Chammas et al. [419] proposed a tool for diabetic patients that provides graduated levels of advice for avoiding diabetic podiatry related complications. Central to this is a computational model that comprises an ontology and semantic rules. The ontology captures patient information such as podiatry observations, symptoms, lifestyle factors and medical test results. Semantic rules then determine the category of advice provided to a patient, for example a patient with tenderness in their feet would receive advice that encourages a visit to a footwear specialist. The rules can also filter out advice that is irrelevant to an individual, for example the system would not send a reminder about foot hygiene to a patient that regularly attends to this aspect of foot management.

Ontologies have also been developed that capture the knowledge necessary to assist with the identification of diabetes. Rahimi et al. [420] developed the Diabetes Mellitus Ontology (DMO) to assist with the diagnosis and management of individuals with diabetes. An algorithm was developed, based on the DMO, which utilised data derived from electronic health records to identify patients with type 2 diabetes mellitus. Alharbi et al. [421] developed an ontology based clinical decision support system to diagnose diabetes and provide an appropriate treatment plan. Clinical practice guidelines were utilised to develop a diabetes domain ontology, a patient ontology and SWRL diagnostic rules. The rules utilise data captured in the ontology, including laboratory tests and symptoms, to identify cases of diabetes and pre-diabetes.

The reviewed literature highlights how ontologies can be used to provide a concise model of the medical, contextual and patient information associated with diabetes diagnosis and treatments. Semantic reasoning is often used to facilitate decision making capabilities. Thereby ontology based applications can facilitate the provision of individualised healthcare and treatment for diabetic patients, which may prove useful for both physicians and patients. In common with much of the literature reviewed, the architecture presented in this chapter uses an ontology and rule-base to personalise health information. However, the main novelty in the architecture is the range of personalisation provided which concentrates on both content and presentation. The
education is tailored to the specific health needs of each patient, and provides information on a range of pertinent patient experiences such as symptoms, complications and treatments. In order to assist the patient’s comprehension, the text information is adapted to an appropriate readability level. Moreover, readability is enhanced by displaying the text at an appropriate size and style. Engagement is encouraged by including images that have been personalised by age group and gender. Furthermore, the education will also adapt to changes in the patient’s health status or contextual factors such as lifestyle.

4.3 A Web-Based Architecture for Personalised Patient Education
This chapter describes the design and development of a web-based architecture that creates personalised education for diabetic patients. The architectural model, which is illustrated in Fig. 4.1, comprises (1) a Spring MVC [422] controller which handles communication between the client and the server, (2) logic components, (3) an ontological knowledge base, (4) rule-based personalisation and contextualisation mechanisms, and (5) a database. The education is constructed as a JavaServer Page (JSP) [423]. A layered architecture was designed in order to separate the knowledge base from the personalisation mechanisms and other functional components.

The Modelling and Management layer contains the knowledge base, which is modelled as an OWL ontology. The patient education ontology represents information relating to the four main domain entities, (1) the patient, (2) the medical condition diabetes, (3) physical activities, and (4) the educational content. As denoted in Fig. 4.1, each entity is represented as an ontological model which comprises hierarchies of classes, and class properties to define relationships with other classes and data values. In this way, the model can reflect how information is organised for this entity in the patient education domain. The four main models included in the ontology are as follows.

- The Patient Model represents information related to the patient which is essential for personalisation of the education. This includes personal information such as age and gender, educational information, and details of the patient’s health status.
• The *Medical Conditions Model* contains information associated with the health condition diabetes, including symptoms, treatments and complications.

• The *Activity Model* contains information related to physical activities such as associated intensity and location of the activity.

• The *Educational Content Model* includes details associated with the text and image educational components. This may include, for example, the readability level of a piece of text.

**Fig. 4.1.** Architecture to provide web-based personalised patient education. (1) Spring MVC handles communication with the client, (2) processing logic handles interactions between server-side components, (3) domain knowledge is represented in an ontology, (4) a reasoning engine is utilised to execute personalisation rules, (5) suitable content is retrieved from the educational repository, and (6) delivered to the patient as a web page.

The *Personalisation and Contextualisation layer* contains a set of SWRL personalisation rules and a Pellet reasoning engine. The rules utilise the knowledge in the ontology to determine the composition and style of the education. The educational
content, which includes text and image components, is maintained in the *Educational Repository*. The personalisation rules determine the combination of text and image components that are selected for each patient. The educational content is formatted as a web page and presented to the patient through a web browser.

4.4 **An Ontological Model for Personalised Diabetic Patient Education**

4.4.1 **A Methodology for Ontology Design**

At the beginning of the project several ontologies were reviewed (through the OBO Foundry website [286]) in order to determine whether using a larger domain ontology would be a suitable approach. However, it was decided to author a novel application ontology. The main reason for this was that a domain ontology would contain content that was superfluous to the requirements of the patient education architecture and thereby sections of the ontology would remain unused. Moreover, there was a concern that reasoning on a larger domain ontology may be computationally expensive [424]. Engineering an ontology specifically for the patient education architecture also ensured that all the data and relationships essential for the tailoring of patient education were present in the ontology. Moreover, creating a smaller and less complex ontology also assisted with making changes and updates to the ontology during the initial phases of development.

Fig. 4.2 indicates the steps involved in the development and evaluation of the patient education ontology. The design and implementation of the ontology will be detailed in this chapter, and evaluation will be discussed in Chapter 5. Some of the activities involved in the design and construction of the ontology were based on the modelling approaches described in [261] and [300], however the described activities were modified as required to develop a model of the patient education domain.
Review Artefacts and Literature

The key aim of this project was to provide personalised diabetic patient education, therefore it was essential to comprehend, (1) current approaches to diabetic patient education, and (2) the factors that limit the effectiveness of generic patient education. The initial design activities focused on acquisition of this knowledge. The primary design stages included a review of the current approaches to diabetic patient education including pamphlets, booklets and educational websites from government and accredited health organisations. Some of the information sources used included Diabetes UK [388], the American Diabetes Association [389], the UK National Health Service (NHS) [66], the International Diabetes Federation (IDF) [425], and the U.S. National Library of Medicine [68]. This facilitated the identification of key medical topics that were essential for inclusion in diabetic education. A literature review which focused on generic patient education was also conducted. This helped to identify a number of factors that could limit the effectiveness of generic educational approaches. The following objectives were defined for the personalisation of the patient education.

- The education would be tailored to the health status of each patient, and include information for their particular experience of symptoms, treatments and
complications. Information that is not pertinent to the patient’s health status would be excluded.

- In order to assist the patient’s comprehension, the text information would be adapted to a suitable readability level.

- Readability would be enhanced by displaying the text at a size and style suitable to the patient’s needs or preferences.

- In order to encourage engagement, images would be personalised by age group and gender.

- The layout of the education would be suitable to the patient’s experience of using web-based applications.

**Define Ontology Scope**
The initial reviews assisted with defining the scope of the ontology and the domains that would be represented. The ontology would represent the domain of diabetes and would include a range of symptoms, complications and treatments. As physical activity is a major aspect of diabetes management it was decided that this domain should also be modelled in the ontology. It was also determined that the personalisation mechanisms would focus on tailoring the content and presentation of the education to the health status and personal characteristics of the patient, and that a user model would be designed accordingly. In addition, aspects of the educational content would also have to be represented, which would include attributes of the text and image components.

**Define Conceptual Model**
The following stage involved defining a conceptual model of the ontology. Information was obtained from the sources used during the initial design phase [66, 68, 388, 389, 425], and was utilised to develop a knowledge base of the clinical features related to the symptoms, complications and treatments of diabetes. In order to design a conceptual model, concepts were extracted from the knowledge base and the relationships between these concepts were determined.
Define Formal Model

In the next stage a formal model of the ontology was defined. This involved organising the classes into hierarchical relationships. A top-down design approach was used whereby the classes in the top layer of the ontology define models of the four main domain entities, (1) the patient, (2) the health condition diabetes, (3) physical activities, and (4) the educational content. The information captured for each model becomes increasingly specialised with each subsequent layer. The properties of each class were defined, and axioms were assigned to formalise the relationships between class and data properties. When the formal model had been finalised, the ontology editor Protégé 426 was used to implement the OWL ontology. The Pellet reasoner was also used to check the correctness and consistency of the ontological model. The evaluation phases involved both expert appraisal and application-based evaluation, and will be discussed in Chapter 5.

4.4.2 User Modelling

Personalising diabetic patient education would require various information to be held about the patient including their personal characteristics and preferences, health status, physical activity capabilities, and educational competencies. Thereby a user model was designed to capture pertinent data about the patient. In the ontology the user model is represented as the Patient Model. The objectives for personalising the education had been established during the initial literature review (as described in Section 4.4.1). The Patient Model was designed to hold user data that would be needed to facilitate tailoring the content and presentation of the education to the health information needs and preferences of a patient. The initial design phase focused on identifying clinical data that was pertinent to diabetic patients such as diabetes health checks. Various health information resources [66, 388, 389, 425] were reviewed and relevant clinical attributes were identified including blood glucose level, height, weight, body mass index (BMI) and possible co-morbidities. These characteristics would be used to determine the patient’s health status including, for example, whether a patient was overweight, and subsequently whether the education should include information related to healthy nutrition. Furthermore, the Patient Model would also represent the symptoms and complications experienced by a patient and any prescribed treatments, as much of the educational content would focus on these. It was also decided to model a patient’s highest qualification and preferred language to facilitate tailoring the readability of the
text content. The patient’s name would also be required for inclusion in the content so as to enhance their identification with the education. As the educational images would be personalised by age group and gender, personal characteristics including age, gender and ethnicity were also added to the Patient Model. The patient’s level of eHealth literacy and preferred colour palette were also modelled so as to adapt the presentation of the education to their technical ability and aesthetic preferences.

The personalised patient education would include information related to physical activity. Therefore a review of sports and activity information [66, 427] was undertaken in order to establish which patient attributes would be needed to provide advice suitable for the patient’s fitness level and interests. It was decided that a patient’s preferred activities and activity environment (indoors or outdoors), and physical activity level would be recorded. Moreover, the patient’s home and work address would also be stored as this information was required to contextualise the physical activity advice as suitable for the patient’s lifestyle.

With such a complexity of information to be captured it was determined that the Patient Model would be categorised as seven main profile classes. The data held in each profile class is detailed in Table 4.1, and Fig. 4.3 provides an illustration of several of the main Patient Model classes and properties in Protégé. Fig. 4.4 indicates the organisation of the profile classes within the Patient Model, denoting the main asserted data and object properties within each class. As indicated in Fig. 4.4, several of the profile classes have relationships with classes from the Medical Conditions Model and Activity Model. Section 4.4.3 will describe how relationships between the Patient Model and the other entity models enable the creation of the personalised education.
Fig. 4.3. An excerpt of the Patient Model illustrating (a) classes, (b) datatype properties, and (c) object properties.
Table 4.1. An excerpt of the key profile classes in the Patient Model.

<table>
<thead>
<tr>
<th>Class</th>
<th>Data modelled</th>
</tr>
</thead>
<tbody>
<tr>
<td>ActivityProfile</td>
<td>This class describes a patient’s activity objectives. This includes their current level of physical activity, their preferred activities and preferred activity environment (indoors or outdoors). This information will be used to select physical activities that are suitable for the patient.</td>
</tr>
<tr>
<td>EducationProfile</td>
<td>This class describes a patient’s educational background. This includes their highest qualification. This information will be used to determine which readability level is the most appropriate for the text components included in the patient’s education.</td>
</tr>
<tr>
<td>PersonalProfile</td>
<td>This class describes a patient’s personal characteristics including their age, gender, ethnicity, eHealth literacy capabilities, and work and home address.</td>
</tr>
<tr>
<td>PreferencesProfile</td>
<td>This class describes a patient’s preferences for the composition and layout of the education. This includes their preferred language for text components.</td>
</tr>
<tr>
<td>HealthProfile</td>
<td>This class organises information related to the patient’s health.</td>
</tr>
<tr>
<td>ConditionsProfile</td>
<td>This class describes clinical data related to the patient’s health conditions. This includes co-morbidities, symptoms, treatments and complications. This information will be used to select educational components that relate to the aspects of diabetes that are pertinent for the patient.</td>
</tr>
<tr>
<td>WeightProfile</td>
<td>This class describes clinical data related to the patient’s health status. This includes weight, height and BMI. This is used to determine which educational components should be included.</td>
</tr>
</tbody>
</table>
Fig. 4.4. Overview of the Patient Model, indicating main profile classes (grey) and associated asserted datatype (forked arrows) and object (boxes) properties.
4.4.3 Associations Between the Ontological Models

Fig. 4.5 indicates how associations can be inferred between classes represented in the Patient Model, the Educational Content Model and the Activity Model. The classes in the top layer of the ontology (black) define models of entities within the domain and the next layer (dark grey) classifies the information that will be captured in each model. Personalisation is enabled by capturing characteristics of the patient, the educational content and physical activities as property values (light grey) in lower level classes. Associations are derived from the properties of each class and are utilised to adapt the composition and presentation of the education to the preferences and needs of each patient.

![Diagram of Associations Between the Ontological Models]

**Fig. 4.5.** Association characteristics of the Patient Model, Educational Content Model and Activity Model.

*The Educational Content Model*

The educational content comprises text and image components such as pictures and diagrams. The Educational Content Model contains three classes, *EducationalContent, Text* and *Image*. The properties and relationships modelled can be used to infer associations with properties that are captured in the Patient Model. In order to enhance a patient’s identification with the education it will contain images that are personalised to their age group, gender and ethnicity. Image properties including *hasAgeGroup, hasGender* and *hasEthnicity* provide a means to infer associations.
with similar properties captured about the patient. This will ensure that images that are highly correlated with the patient’s profile are selected from the education repository. Class Text represents text information that pertains to aspects of diabetes. For example, a paragraph of text could describe a particular symptom of diabetes. Text components are categorised by several properties including hasLanguage, hasSubject and hasReadabilityLevel. These properties can be associated with properties of the patient’s EducationProfile and PreferencesProfile to ensure that the text information matches the readability needs and language preferences of the patient.

*The Medical Conditions Model*

The Medical Conditions Model represents clinical features of diabetes and is categorised into three strands; symptoms, treatments and complications. Each strand comprises subsumption relationships that provide increasingly specific representations of clinical data. For example, the data captured in the treatments model is categorised as pharmacological and non-pharmacological treatments, and in the subsequent layer pharmacological treatments is further classified as diabetic medications and insulin types. Representing the knowledge with increasing granularity enables an extensive range of diabetes related clinical data to be captured. Fig. 4.6 illustrates several of the subsumption relationships within this model. Although aspects of diabetes are common to many patients it is likely that not all patients will have the same combination of symptoms, health concerns and treatments. Personalisation can ensure that the education provided focuses on the particular aspects of the condition that are relevant to each patient. Data regarding a patient’s health status is captured in the Patient Model class ConditionsProfile. The patient’s combination of symptoms, complications and treatments are represented through relationships with instances of the Medical Conditions Model (as illustrated in Fig. 4.4). This information can be utilised to ensure that the education components selected are targeted to the pertinent aspects of the condition. For example, for a patient with type 2 diabetes, the information provided could relate to treatments such as cholesterol checks and weight management, while for another patient with the same condition the education may concentrate more on diabetic medications. Tailoring the education in this way ensures that the education is focused on the needs of the patient and that it changes dynamically in response to changes in
their medical status. Furthermore, the patient is not overwhelmed by information that is not directly applicable to their needs.

The Activity Model

One aspect of treatment for diabetes relates to increased physical activity. The Activity Model was designed to model various aspects of physical activity. Each patient has an activity profile which denotes their preferred activities and current physical activity level. Associations between these two models can be utilised to ensure that activity suggestions are focused on the patient’s preferences and are suitable to their current physical capability. Nevertheless, while it is favourable to provide information that is personalised to the preferences of the patient it must also be contextualised to their lifestyle. One means by which to achieve this is to consider whether it is convenient for the patient to take part in this activity. Location related information is captured for activities and can be used to determine whether this activity takes place within a specified distance of the home or workplace of the patient. This ensures that the activity advice provided is relevant to the patient’s lifestyle and is applicable to the different environments in which they reside.
Fig. 4.6. Subsumption relationships within the Medical Conditions Model (a) treatments, (b) symptoms, and (c) complications.
4.5 Rule-Based Personalisation

The models captured in the ontology provide templates for representing knowledge about the domain entities. Classes and properties express the data that should be captured for each entity and how it should be organised. In order to store the information corresponding to a specific entity, an individual member of a class must be created. An individual is an instance of a class in which the properties have been filled with data values. The ontology is populated with multiple individuals to represent specific instances of domain entities. The Personalisation and Contextualisation layer contains a set of rules that utilise the information captured in these individuals to determine the composition, style and readability of the education. The rules are represented using the Semantic Web Rule Language [317]. SWRL is a rule language that is built on OWL, and provides additional expressiveness to capture knowledge that cannot be expressed in OWL. SWRL rules will reason using the individuals in the ontology and deduce new knowledge that is added to the ontology.

![Diagram of SWRL rule structure]

**Fig. 4.7. Structure of a SWRL rule** [428].

Fig. 4.7 denotes the syntax of a SWRL rule. The rule comprises an antecedent component (body) and a consequence component (head), which are separated by the operator ->. The antecedent and consequence contain positive conjunctions of atoms which describe the conditions to be evaluated, and a rule specifies that if the atoms in the antecedent are true then the atoms in the consequence part are also true [428]. SWRL rules are expressed by using OWL concepts. For example, the first rule in Table 4.2 uses references to named classes, properties, built-ins and variables in order to assign a patient’s BMI category. The first atom defines that a patient’s weight profile is a member of class WeightProfile and is represented by the variable ?prof. This individual has a datatype property, hasBMI, which indicates the patient’s BMI score. The built-in greaterThanOrEqual is used to determine if this score is within the range
of the *obese* category. If all the atoms in the antecedent evaluate to true then the atom in the consequence must also evaluate to true, thereby the boolean property `isObese` is inferred for `?prof` with the value of `true`.

The rules enable personalisation by asserting conditions that will be evaluated during the generation of the education. For example, a patient’s treatments may be appraised in order to filter out unnecessary information about treatments that have not been prescribed. In order to enable the rules to implement personalisation a rule-based reasoner is required. In this architecture Pellet is used to reason with the rules and determine logical inferences about the data captured in the ontology. Inferences made will include new associations between the data and new classifications for individuals. The asserted facts will be added to the ontology and utilised to tailor the composition and presentation of the education to the needs of each patient.

Table 4.2 contains a subset of the rules used in this architecture. Rules 2 and 3 instantiate properties that are evaluated in subsequent rules. For example, Rule 2 will set an age group property for a patient’s personal profile. This value is necessary for selecting age relevant images from the educational repository. Similarly Rule 3 exemplifies a subset of rules that will examine a patient’s symptoms and complications in order to determine whether the patient will require information about a further complication. In this rule the patient’s symptoms are scrutinised and it is determined that they are experiencing Diabetic Maculopathy. This new knowledge is added to their health conditions profile. The role of Rule 4 is to ensure that an erroneous state has not occurred in the knowledge base. This rule inspects a patient’s condition profile to ensure that they have not been incorrectly represented as having both type 1 and type 2 diabetes. If this situation has occurred the corresponding individual is classified as a member of class `InvalidDiabetesCondition` to indicate that it contains erroneous data and should not be included in the personalisation processes.

**Tailoring the Readability of the Education**

In order to ensure that the text information is comprehensible for the patient it is tailored according to their level of health literacy. A patient’s comprehension of written health information can be affected by the readability level of the text content, however health
literacy may also be affected by contextual factors. For example, a patient with a sufficient level of literacy may find it difficult to interpret information that contains unfamiliar terms and diagrams [86] or they may find it more demanding to understand information at different stages of their treatment or at times of stress [78]. Rule 5 illustrates how an association can be established between a patient’s level of health literacy and the readability level of text components. In this architecture the Simple Measure Of Gobbledygook (SMOG) [429] readability measure is used to classify text components. A SMOG score can be correlated with the UK National Adult Literacy Standards [430], whereby, for example, if a piece of text has a score of 11 or 12 it is assumed that this text is understandable for adults with level 1 literacy skills. The literacy standards can be mapped to the National Qualifications Framework [431], hence in this architecture a patient’s highest qualification is used to determine the most appropriate SMOG level for their understanding. For example, Rule 5 evaluates whether a patient’s highest qualification is a National Vocation Qualification Level 1, which would correlate with a SMOG score of 11 or 12. Nevertheless, as previously indicated, a patient’s ability to understand health information can be affected if they are anxious, unwell or fatigued. These health conditions can be captured in the patient’s conditions profile and utilised to adapt the readability level of the text accordingly. Rule 5 assesses whether the patient is experiencing stress and consequently modifies the readability score to 9 or 10.

Tailoring the Content of the Education

Characteristics of the personalised education are captured in the class PatientEducation. Each patient represented in the ontology will have an individual of this class which contains details of their personalised education. This class has a number of properties that denote attributes of the education such as the images that will be included and the text style. Personalisation rules are used to infer the values of these properties. The property hasEducationTopic indicates the text components that will be included in the education. This may include generic information related to diabetes and material that is focused on the set of symptoms, treatment and complications relevant to the patient. Rules 6, 7, 8 and 9 are a subset of the rules that will identify the topics to be included. Fundamental to diabetes management is blood glucose monitoring, therefore this will form a central component in education for all diabetic patients. Rule 6 ensures that all patients with type 1 diabetes receive information on this
subject. A similar rule for patients with type 2 diabetes also exists. Rule 7 utilises a patient’s inferred BMI category to determine whether nutritional information should be included. In this example the consequence will evaluate to true if the patient is obese. Rule 8 represents a subset of rules that ensure that information related to the patient’s symptoms, treatments and complications is also included. In particular, this rule ensures that information related to a patient’s symptom is added to the education. The rule also ensures that the text content is at an appropriate readability level for the patient and is transcribed in their preferred language. Rule 9 is an example from a set of rules that determine which images are added to the education. This rule selects images that correspond to the physical activities that will be recommended to the patient as part of the education. The images chosen will also be appropriate to the patient’s gender, ethnicity and age group.

*Tailoring the Presentation of the Education*

Rules 10 and 11 focus on adapting the presentation of the education to the needs of the patient. Rule 10 assesses whether a patient is experiencing blurred eyesight, a common symptom for diabetic patients. If this constraint evaluates to true then property hasTextSize is inferred to be large. This rule directly assesses the presence of blurred eyesight, however, additional rules exist that will evaluate the presence of other eyesight related complications or the presence of an unrelated visual impairment. Rule 11 utilises a patient’s level of eHealth literacy to determine the layout of the education. A patient with reduced eHealth literacy skills may have less experience of using web-based platforms, thereby the presentation of the education can be adapted to be less cognitively demanding for this patient. Rule 11 prescribes that for a patient with an eHealth literacy score of less than 20 a less complex presentation template is assigned.

*Tailoring Physical Activity Suggestions*

If a patient is prescribed to increase their physical activity as a means to manage their condition then physical activity advice will be included in the education. Information about specific physical activities is captured as individuals in the ontology. The information captured for each activity includes the location where it takes place and an intensity level. Rule 12 illustrates how a match can be established between a patient’s physical activity level and a preferred activity with an appropriate intensity level. In order to ensure that the activity is convenient for the patient’s lifestyle the rule also
evaluates whether the activity takes place in the patient’s home town or in a nearby geolocation. If all the atoms in the antecedent are true then the Activity individual is added to the patient’s activity profile, thereby ensuring that the corresponding activity information will be provided to the patient in the education.

Table 4.2. Subset of SWRL rules used in Personalisation and Contextualisation layer.

<table>
<thead>
<tr>
<th>SWRL Rule</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
</tr>
<tr>
<td>2</td>
</tr>
<tr>
<td>3</td>
</tr>
<tr>
<td>4</td>
</tr>
<tr>
<td>5</td>
</tr>
<tr>
<td>6</td>
</tr>
<tr>
<td>7</td>
</tr>
<tr>
<td>8</td>
</tr>
<tr>
<td>9</td>
</tr>
<tr>
<td>10</td>
</tr>
<tr>
<td>11</td>
</tr>
<tr>
<td>12</td>
</tr>
</tbody>
</table>
4.6 Technical Components of the Web-Based Architecture

As illustrated in Fig. 4.1 the web-based architecture was designed as a layered architecture. Although semantic web ontology and rule languages comprised the core technologies to facilitate personalisation mechanisms, other technologies were utilised to implement the logic components, communication infrastructure and database layer.

The technologies included in the architecture are as follows.

- **Java** [432] was used to develop many of the logic components, and the **OWL API** [433] Java library was used to manipulate the ontology. **JavaServer Pages (JSP)** [423] technology was used to present the education.

- The educational content was stored in a **MySQL** [434] database, and the **Spring Framework JDBC** [435] was used to retrieve content from the database.

- The architecture was hosted on an **Apache Tomcat v8.0** [436] server.

4.7 Testing

This study focused on investigating whether semantic web technologies could facilitate the creation of personalised education for diabetic patients. The architecture incorporated two semantic web components; an OWL ontology knowledge base, and a personalisation and contextualisation layer that comprised SWRL rules and a Pellet reasoner. Thereby the testing of the architecture focused on evaluating, (1) whether the OWL ontology provided an accurate and comprehensive knowledge base to support personalisation, and (2) whether the SWRL personalisation rules provided effective decision support for the personalisation. The means by which to evaluate whether these
two components could facilitate personalisation was to assess whether the architecture could produce personalised diabetic education which fulfilled the objectives described in Section 4.4.1. If the education did achieve the stated objectives, then it could be deduced that the two semantic web components did effectively facilitate the personalisation. During the testing phase various patient model profiles were developed to represent diabetic patients. These were designed to reflect a range of symptoms, treatments and complications common to diabetic patients, as well as various personal attributes, and health literacy and eHealth literacy capabilities. The design of the test profiles also aimed to ensure that all the personalisation conditions (as defined by the SWRL rules) would be evaluated. Three vignettes are presented to illustrate how personalised education can adapt to the personal and health objectives of different patients that have been diagnosed with type 2 diabetes. Accompanying each vignette is a screen shot of a section of the personalised education produced for the corresponding patient model. The vignettes were formulated to reflect the typical experiences of diabetic patients, and were based on case studies and personal experience stories as expressed by diabetic patients. The sources for these case studies and patient experience stories included a book for a diabetes healthcare team [390], booklets produced by health organisations [427, 437], and websites such as NHS Choices [66], Diabetes UK [388] and Diabetes.co.uk [438].

Vignette 1
Jane is a 65-year-old woman who has just been diagnosed with type 2 diabetes. She is worried about this diagnosis, however, her physician explains that her condition can be successfully managed through lifestyle changes and regular health checks. The surgery has a facility to provide personalised electronic education. Jane’s personal, educational and health characteristics are added to her patient profile and the personalised education is generated. As Jane has been diagnosed with type 2 diabetes the personalisation rules infer that information related to blood glucose monitoring should be added to the education. Jane presented with blurred eyesight therefore the education highlights the importance of regular eye screening. Furthermore, the personalisation rules infer that the text information should be presented in an increased font size. Her educational profile is used to determine her level of health literacy and select the most suitable text components. She finds that the information has a clear flow and uses terminology that she can understand. Age and gender appropriate images are also included, which helps
Jane to identify and engage with the information. As Jane has little experience of using web-based applications the layout includes static buttons which can be used to move between the different sections of the education. Fig. 4.8 shows abridged representations of asserted and inferred individuals within Jane’s patient profile, and Fig. 4.9 presents an illustration of the personalised education produced.

**Fig. 4.8.** Patient Model instance with object and datatype properties (asserted and inferred).
**Fig. 4.9.** Screen shot of personalised diabetic education for older female patient with eyesight impairment.

Patient has reduced eHealth literacy skills. Static link buttons are prominently displayed to aid navigation.

Image is personalised to patient’s gender and age group.

Text is displayed in larger font size with increased line spacing to enhance readability.
**Vignette 2**

Jack is a 31-year-old man who has just been diagnosed with type 2 diabetes. Jack is eager to increase his physical activity to help him manage his condition and has indicated cycling as a preferred activity. His personal profile holds his home address and this is used to identify cycling routes close to Jack’s home. The education includes directions, a map and cycling safety tips. Jack’s education also underlines the importance of regular blood glucose checks during physical activities. The images included focus on his gender and preferred sporting activities. Fig. 4.10 presents an illustration of the personalised education produced for this patient profile.

**Vignette 3**

Carol is a 22-year-old woman who has just been diagnosed with type 2 diabetes. Carol’s BMI score is added to her patient profile and the personalisation rules infer that her BMI category is obese. Consequently, information regarding healthy eating is included in her education. Carol has decided that she will incorporate more walking into her lifestyle in order to manage her condition, however she is worried about how diabetes may affect her feet. Her physician adds foot care as a treatment in her health profile, and information related to this topic is added to her education. Carol is a university graduate and is very confident with using web-based applications. The personalisation rules infer that Carol can understand written information with a higher readability score, and may also wish to research her condition further. Thereby her education is presented in a format that is accessible for patients with advanced health literacy and eHealth literacy skills, and includes links to external accredited information resources. Fig. 4.11 presents an illustration of the personalised education produced for this patient profile.
Fig. 4.10. Screen shot of personalised and contextualised diabetic education for low active male patient.
Fig. 4.11. Screen shot of personalised education for female diabetic patient with advanced health literacy and eHealth literacy competencies.
4.8 Discussion
Managing diabetes can require a patient to undertake complex daily monitoring routines, lifestyle changes and longer term health checks. Education has been recognised as an essential aspect of care for diabetes which can enhance the self-management skills of patients, and improve health outcomes [392, 395, 396]. This chapter described a study in which a web-based architecture was developed to create personalised education for diabetic patients. The aim of the study was to determine whether semantic web technologies could support the provision of personalised patient education. Central components of the architecture comprised an OWL ontology and a SWRL rule-base. Ontologies can provide the sophistication to capture the semantics of a diverse range of domain data. SWRL provides additional features to express the conditions for personalisation. Ontologies have been successfully utilised to represent a variety of clinical information related to diabetes healthcare [417-419]. Moreover, semantic reasoning is often used to produce individualised treatment recommendations. In common with these applications this study focused on developing an ontological model of clinical data related to diabetes. However, it was also required to capture patient characteristics, and information about the educational components. A review of associated literature did not identify an ontology that captured all the entities in the patient education domain, thereby it was determined to developed an original ontology for the architecture.

The domain of diabetic patient education is complex, and includes entities such as the patient, the health condition diabetes, and the actual education. Modelling domain knowledge in an ontology ensured that an accurate model of the features of each domain entity could be captured. This was achieved by creating hierarchical models which reflected the organisation of information for each domain entity. However, representing a precise model of the personalised patient education domain also required capturing relationships between the entity models. For example, both the Patient Model and the Educational Content Model have properties to define relationships with classes of the Medical Conditions Model. However, the OWL language provided a comprehensive range of features to represent intricate relationships between the entity models captured in the ontology. Using an ontology also enabled the use of semantic rules that could reason on the knowledge captured in the ontology, and draw new knowledge from the ontology. The use of SWRL enabled all the personalisation criteria for the education to
be precisely expressed, and a Pellet reasoner applied these criteria to the ontology to derive the knowledge necessary for personalisation of the education. In this manner semantic web technologies were effectively applied to support the creation of personalised diabetic patient education.

4.8.1 Issues Associated with Engineering the Patient Education Ontology
Whilst the patient education ontology functioned as expected in the architecture, it must also be acknowledged that there were several disadvantages of the chosen approach of engineering an application ontology as opposed to using a large domain ontology. Primarily, the design and development of the ontology was a time-consuming undertaking for one author, as it involved the acquisition, comparison and verification of health information from multiple sources. Possible issues may also exist with relation to the correctness of the ontology. Domain ontologies are typically verified by domain experts and ontology engineers, and validated through use in multiple applications. However, as only one author was involved in the development of the patient education ontology it is possible that content and structural errors were introduced such as misspellings, erroneous classification of domain knowledge, or omission of important domain knowledge. Moreover, scaling or maintenance of the patient education ontology could also be problematic. Health knowledge is continuously evolving and updating, and subsequently health domain ontologies require constant maintenance. However, maintenance of the patient education ontology would again be time-consuming for one author, requiring regular checks for new information and corresponding updates to the ontology. These issues may have been lessened if a large domain ontology had been incorporated into the patient education architecture instead of a locally developed application ontology.

4.9 Conclusion and Future Work
The research question queried whether semantic web technologies could support the personalisation of patient education. In addressing this question a web-based architecture was developed, which provided personalised education for diabetic patients. Personalisation of the education was facilitated by an OWL ontology knowledge base and a set of SWRL personalisation rules. The ontology captured the domain knowledge necessary for personalisation, and the semantic rules expressed the personalisation conditions. These components, combined with the use of a Pellet
reasoning engine, provided the knowledge necessary for the personalisation. This knowledge was utilised by other components of the architecture to construct and deliver personalised diabetic patient education. Thereby this study would suggest that semantic web technologies could be used to support the personalisation of patient education.

Evaluation of the completed architecture determined that web-based diabetic patient education could be adapted to suit the health needs and literacy capabilities of individual patients. Moreover, tailoring of the presentation could render the education engaging and suitable to the patient’s visual preferences and eHealth literacy capabilities. One aim of personalisation is to attract and retain the attention of the user [165, 180]. The final study of this research project will investigate user engagement with the personalised patient education, in order to determine whether users are attracted to particular aspects of the personalisation. This study is described in Chapter 6.

One output from this study is an OWL ontology that represents the domain of diabetic patient education. The design of the ontology included a review of various artefacts associated with diabetes and patient education. However, evaluation is often included as a critical aspect of ontology engineering to ensure that an ontology is a comprehensive and precise model of the domain of interest. In order to ensure the accuracy of the patient education ontology a two-staged approach to evaluation was employed. The activities involved during evaluation of the ontology will be described in Chapter 5.
Chapter 5

A Two-Staged Approach to Evaluating an Ontology for Delivering Personalised Education to Diabetic Patients

5.1 Introduction

Chapter 4 described the design and implementation of a web-based architecture to provide personalised education for diabetic patients. A central component of the architecture comprised an OWL ontology which represented the domain knowledge necessary for the production of the personalised education. The ontology included a Patient Model that captured information about the patient, and a model of clinical information related to the health condition diabetes. The benefits of utilising ontologies in healthcare and biomedical systems are being increasingly recognised. An ontology provides a semantically precise and consistent model of the knowledge in a domain, in a format that is comprehensible for humans, and can be processed by reasoning technologies [256, 306, 307]. To this end ontologies are being increasingly used in healthcare and biomedical domains to express medical vocabularies, facilitate data exchange between heterogeneous systems, and provide a rigorous knowledge-base for clinical decision support systems [270, 281, 282, 284, 303, 439].

One approach to ensuring the quality of an ontological model is to include evaluation activities during the ontology development. Evaluation is an important aspect of ontology engineering which focuses on appraising an ontology, using objective criteria, in order to determine whether it reaches a quality standard [256, 300, 307]. During the design of the patient education ontology various sources of clinical information were scrutinised, so as to ensure that the ontology would represent an accurate model of the information within the diabetes domain. Furthermore, testing of the architecture indicated that the ontology provided a comprehensive knowledge base to support the creation of personalised diabetic patient education. However, in order to enhance the objectivity, preciseness and coverage of the ontology it was decided to include two phases of evaluation in the engineering methodology, as indicated in Fig. 4.2.

Ontology evaluation often includes appraisal by domain experts [440], thereby it was a prominent goal that healthcare and information technology specialists would be
involved during the first phase of evaluation. These domain experts would be engaged to complete ontology engineering tasks to define vocabulary and organisational structures for the ontology. Subsequently the knowledge contributions would be used to evaluate the accuracy of the ontology. However, it was likely that there would be variable experience of ontology engineering amongst the experts. Therefore, it was determined that a methodology would be designed that would assist ontology engineering novices to engage with a range of ontology engineering tasks. Thereby the third research question of this project is proposed.

- To what extent can ontology engineering be accessible for non-experts?

This chapter describes a study which was designed to investigate the research question. The aim of the study was to investigate whether domain experts with variable ontology engineering experience could engage with ontology engineering tasks. An essential objective of the study included the development of a methodology for engaging non-experts with a range of common ontology engineering activities. This methodology will be described in Section 5.3. Section 5.4 will describe how the knowledge contributed by the domain experts was used to evaluate and enrich the patient education ontology. During the second stage of evaluation the refined ontology was included in the web-based architecture in order to assess whether it could be used in the production of personalised patient education. Section 5.5 discusses the results of this second evaluation phase.

5.2 Related Work

As the use of ontologies in healthcare systems and biomedical research continues to grow, there is an increasing focus on establishing methods by which to evaluate the quality of an ontology [269]. Ontology evaluation, which aims to identify “what the ontology defines correctly, does not define or even defines incorrectly” [441], is often incorporated as an essential aspect of ontology engineering. A range of evaluation methodologies have been developed which focus on appraising quality attributes such as coverage, consistency, completeness, conciseness, expandability, and usability [281, 300, 441, 442]. Most methods of evaluation fall into one of the four classifications suggested by Brank et al. [440]; comparing the ontology to a gold standard, application-based evaluation, data-driven evaluation and appraisal by humans. Many ontology engineering projects will use multiple evaluation methods, however one of the most
common approaches involves appraisal of the ontology by domain experts using a set of established measures. Delir Haghighi et al. [443] used criteria-based evaluation to assess whether an ontology for medical emergency management in mass gatherings achieved its intended objectives. A focus group of 10 domain experts validated the concepts, hierarchies and relationships of the ontology and provided feedback in relation to six criteria; clarity, consistency/coherence, conciseness, expendability/extendibility, correctness and completeness. This enabled the identification of concepts that were ambiguous, inconsistent, contradictory or superfluous. In the next stage they used an automated approach to evaluating the ontology coverage. Leximancer was used to extract concepts and terms from two sets of domain documents and these were compared with the ontology. Although this proved useful for ontology validation the authors proposed that the involvement of domain expertise would also be beneficial at this stage. Bright et al. [304] implemented a two-staged approach to intrinsic evaluation of an ontological model of the domain of antimicrobial prescribing. They appraised the ontology classes for adherence to the design principles of Cimino’s Desiderata and found that the ontology fulfilled four of the specified qualities; concept orientation, formal definitions, reject “not elsewhere classified” and context representation. In the next phase of evaluation domain experts used the laddering technique to evaluate ontology correctness. The hierarchies produced by the experts were compared to the ontology taxonomies, with high comparability between the two. Compliance with the Desiderata characteristics and the OBO Foundry’s ontology design principles were also used to appraise adherence to standard ontology engineering practices for the bacterial clinical infectious diseases ontology (BCIDO) [444]. Moreover, the authors also addressed the issues associated with gold standard evaluation by devising a semi-automated approach that used clinical practice guidelines, electronic health records and expert case studies to create a collection of domain knowledge. The concepts and relationships extracted from these sources were manually compared with the BCIDO resulting in the addition of 236 terms and synonyms. The authors proposed that this approach provides an efficient means for updating a gold standard compendium and reduces the reliance on domain experts.

Application-based evaluation focuses on appraising the usefulness of the ontology as a component of a medical application [269, 300, 303]. Attributes of the application such as performance measurements or expected outputs are used to gauge whether the
Ontology achieves its intended objectives. Valls et al. [407] gathered feedback from the users of an ontology based system and used this to appraise the feasibility of the underlying ontology. They developed the Actor Profile Ontology (APO) to capture knowledge related to home care assistance. This was incorporated into the K4Care Platform which was then tested by medical professionals in a real life scenario. They developed two questionnaires which were based on the Technology Acceptance Model, and used the generated scores to assess whether the ontology adequately supported certain functionalities and characteristics of the system. For example, the feedback regarding the perceived ease of use of the system was linked with system flexibility, and adaptation and personalisation capabilities, characteristics that were directly supported by the ontology. Thereby user feedback was useful in evaluating whether the ontology successfully supported particular functionalities within the system.

Ontologies are widely used within the biomedical and healthcare domains to underpin clinical decision support systems, data exchange and knowledge management. Therefore, it is essential that the ontological model is an accurate, unambiguous and consistent reflection of domain knowledge. Evaluation methods provide an opportunity to identify erroneous, inconsistent and redundant data within the ontology. Moreover, evaluation can also confirm that an ontology can achieve intended objectives within a medical system. The studies described have utilised a range of automated, semi-automated and manual evaluation procedures. In many cases human expertise was critical to confirming the validity of the ontology. In common with these approaches, domain specialists were also engaged to confirm the accuracy of the patient education ontology. However, the novelty of the evaluation methodology used in this study is derived from engaging ontology engineering novices from healthcare and information technology backgrounds to provide ontology modelling decisions. The results were collated to develop a knowledge base which was then used to validate and augment the ontology. Furthermore, application-specific evaluation of the ontology confirmed that the refined ontology achieved its functional objectives.

5.3 Methodology for Domain Expert Evaluation

As illustrated in Fig. 4.2, the evaluation of the patient education ontology was conducted in two stages. The first stage focused on constructing and using a collection of domain knowledge to evaluate the ontology. However, it was likely that not all the domain
specialists involved would have experience of using an ontology, therefore a main objective of this study was to design a methodology that would enable ontology engineering novices to contribute their domain knowledge. A set of ontology engineering tasks were developed which collected knowledge related to ontology classes, properties and restrictions, and were presented to participants through an online survey. This approach to ontology evaluation had three main objectives.

(1) To evaluate the content and organisation of the patient education ontology.
(2) To enrich the patient education ontology with new knowledge.
(3) To determine the feasibility and efficacy of using ontology engineering novices to evaluate a health ontology.

5.3.1 Design of an Ontology Modelling Screencast
It was expected that there would be variation in the technical modelling expertise of the participants, therefore a challenge lay in developing tasks that would render ontology engineering accessible to non-experts. Consequently, an online multimedia presentation was developed that would provide the participants with the necessary information. The presentation used illustrations and analogies to cover technical topics such as organising domain information as classes, using subsumption hierarchies to encapsulate specialisation, and using relationships to model associations between unrelated classes. The presentation also introduced the diagram style and terminology that would be used in the survey. Fig. 5.1 illustrates three excerpts from the presentation. In Fig. 5.1 (a) an analogy is drawn with family relationships in order to clearly explicate ontology superclass and subclass relationships, whilst Fig. 5.1 (b) highlights that subsumption relationships can have more than one level. These screens also introduced the terminology, “is a kind of”, which was used throughout the survey to assist with defining superclass and subclass relationships. Fig. 5.1 (c) discusses how relationships can exist between unrelated classes, and introduces the concept of object properties. A multimedia presentation was chosen as the medium for conveying this information as it enabled a visual presentation and voiceover that would be more engaging in comparison with textual information. The screencast time was limited to three minutes so that a participant would not be overloaded with unnecessary information.
(a) Developing a class hierarchy

Superclass-subclass relationship

- This type of relationship is similar to a parent child relationship.

(b) Superclass-subclass relationships

- Superclass-subclass hierarchies can have more than 1 level.
5.3.2 Design of the Ontology Engineering Tasks

The survey focused on collecting knowledge related to three of the main domain entities which included, (1) the patient, (2) the health condition diabetes, and (3) physical activities. Obesity is a common comorbidity of diabetes with various overlapping clinical features, therefore it was decided that the survey would also collect information about the symptoms, treatments and complications of this health condition. In order to reduce the complexity of the survey it was organised into sections that focused on the following subjects.

- Patient health characteristics.
- Physical activities.
- General information related to diabetes and obesity.
- Symptoms.
- Treatments.
• Complications.

The ontology engineering tasks were designed to reflect five types of ontology modelling practices.

1. Suggest new data to be captured in the ontology and assign a cardinality.
2. Enter terms and organise these in a subsumption hierarchy.
3. Enter terms and classify these within an ontological model.
4. Analyse relationships in the current ontology and suggest alternative representation.
5. Enter new properties for a class.

The design of the survey was tailored to assist with the modelling tasks. Fig. 5.2 illustrates how layout and terminology were used to assist with transcribing technical modelling decisions. For example, Fig. 5.2 (a) exemplifies a set of tasks in which a participant is required to model subsumption relationships; the participant can enter a subclass name and a superclass name in the corresponding text boxes to arrange in a subsumption relationship. The terminology used, “is a kind of”, was introduced in the screencast as illustrated in Fig. 5.1 (a) and (b). Fig. 5.2 (b) illustrates a set of tasks in which the participant is required to enter new terms and classify these in the ontology. As illustrated, the participant can enter a symptom definition and select an option to indicate how it should be organised in an ontological model. Fig. 5.2 (c) illustrates a task in which the participant is required to describe a patient health characteristic, and choose an option to indicate the cardinality of this piece of information in the ontology.

The survey also contained descriptions, examples and ontological models to assist with modelling decisions. Health information was also included to contextualise the information being requested. For example, definitions of physical activity intensities were provided to assist with a task (illustrated in Fig. 5.2 (d)) in which the participant categorised a list of sporting activities in an ontological model. This information was gathered from various sources including the UK National Health Service [66] and Diabetes UK [388].
Fig. 5.2. Screen shots of ontology engineering tasks that focus on (a) subsumption relationships, (b) classifying terms within an ontological model, (c) assigning cardinality, and (d) classification of classes within an ontological model.
5.3.3 **Profile of Invited Contributors**
The online tasks required knowledge of diabetes and obesity, and the ability to identify associations between the entities in these domains. Consequently, it was decided to invite participants from two main disciplines, Information Technology and Health Sciences, as participants from these backgrounds would provide a diversity in the necessary expertise and skills required for the tasks.

5.4 **Results of Domain Expert Evaluation**
The survey comprised 15 questions that collected demographic information, 18 ontology engineering tasks and a comments section. The full set of ontology engineering tasks is available in Appendix D. The demographic information collected included age, gender, and background discipline. In addition, the participants indicated whether they had previous experience of using ontologies, databases, and programming, scripting or mark-up languages.

5.4.1 **Participants**
Demographic information was completed by 26 participants but only 21 undertook the ontology engineering tasks. The criteria for inclusion in the study required that a participant completed at least one of the ontology based tasks, therefore five participants were excluded from the study. The remaining subjects comprised 15 (71.4%) male and six (28.6%) female participants, with an age range of 24 to 70, and a mean age of 42.48 years (SD 12.7). The background disciplines of the participants included Information Technology (76.2%, n = 16), Mathematics and Engineering (14.3%, n = 3), and Healthcare, and Life and Health Sciences (9.5%, n = 2). Only seven participants (33.3%) had previously used or developed an ontology, six of whom had an Information Technology background and one a background in Mathematics. The main ontology languages used by these participants included OWL and RDF, while Protégé was the only ontology editor used. The majority of participants (90.5%, n = 19) had experience of using a database, this including one participant with a background in Healthcare. A similar proportion of participants (85.7%, n = 18) had experience of using mark-up languages, this including one participant from a Life and Health Sciences discipline. Seventeen of the participants (80.9%) had experience of using programming or scripting languages, all of whom were from an Information Technology, Engineering or Mathematics background.
Fig. 5.3 indicates the participants’ self-ratings of expertise in information technology, and Fig. 5.4 the expertise ratings for diabetes and obesity. There was a high level of information technology expertise, however this was to be expected as 90.5% (n = 19) of the participants had a technical or mathematics related background, and all these participants rated their expertise as 7 or above. The two remaining participants from health-related disciplines rated their expertise as 6 or below. In contrast, all of the expertise ratings for diabetes and obesity were scored as 7 or below, with the exception of one participant (from an Information Technology background) who rated their diabetes expertise as 9.

![Information Technology Expertise](image)

**Fig. 5.3.** *Distribution of information technology expertise amongst study participants.*
A primary objective of this study was to appraise the feasibility of engaging ontology engineering novices with ontology engineering activities. The viability of engaging the domain experts with ontology engineering tasks was appraised through the following observations.

- Analysis of the knowledge provided by the participants through the ontology engineering tasks in order to determine whether the contributions could be utilised to evaluate or enrich the patient education ontology.

- Analysis of the completion rate of the different types of technical modelling tasks by the participants.
Fig. 5.5. Word cloud visualisation of terms contributed through the ontology engineering tasks.
5.4.2 Analysis of the Knowledge Contributions from Ontology Engineering Tasks

In total 936 knowledge contributions were collected from the ontology engineering tasks. The contributions included terms to define classes in subsumption relationships, new object and datatype properties, and analysis of existing hierarchical structures in the ontology. Fig. 5.5 provides a visualisation of the most frequently contributed terms throughout the survey.

Fig. 5.6. Pie chart indicating percentage of total knowledge contributions for survey sections.

Fig. 5.6 indicates the percentage amount of the total knowledge contributions for each of the survey sections. The set of tasks related to Physical activities collected the largest portion of contributions (68%, n = 632), and this was largely due to the inclusion of a task in which the participants categorised sporting activities by intensity (as illustrated in Fig. 5.4 (d)). This was the most frequently completed task of the survey (completed by 20 participants) and collected 559 (59.7%) contributions. The second most frequently attempted task related to Patient health characteristics (as illustrated in Fig. 5.4 (c)). This task was attempted by 18 (85.7%) of the participants and collected 102 (11%) contributions. The section which collected general information about diabetes and obesity had least contributions. However, this section contained only one task (which was attempted by 11 participants) which may have contributed to the low rate of knowledge collected. The section related to Complications collected less contributions (5%) when compared to the sections that focused on Symptoms (7%) and
Treatments (8%). In total 12 participants (57.1%) did not attempt any of the tasks in this section. However, the Complications section was the final section of the survey, thereby it may be possible that participant fatigue or diminishing engagement may have contributed to the lower contribution rate.

5.4.2.1 Symptoms, Treatments and Complications
Fourteen of the tasks collected information related to the symptoms, treatments and complications of diabetes and obesity. During processing the contributions were aggregated and similar suggestions were identified and clustered. Following this, the ontology was searched for a corresponding class or property. If a match was found, then this was interpreted as validation of the existing ontology. If a match was not found a literature search was conducted in order to determine if the suggestion could be verified as a feature of diabetes or obesity. The sources reviewed included the UK National Health Service [66], Diabetes UK [388], MedlinePlus [68] and websites that had been accredited with a Health on the Net certification [162]. If the contribution was verified as an aspect of diabetes or obesity it was added to the ontology, otherwise it was categorised as invalid.

Table 5.1 illustrates the accumulated knowledge contributions for each of the survey sections and how these were used to validate and augment the ontology. In total 67 (7.2%) of the contributions related to the symptoms of diabetes and obesity, and these included generic conditions and specific indications of diabetic complications. The most frequently suggested symptom was fatigue which was classified as a symptom of both diabetes and obesity, as too was high BMI, and shortness of breath. The most recurrent symptoms specific to diabetes included blurred eyesight, frequent urination, excessive thirst, unexplained weight loss, dry mouth, unbalanced blood sugar level, abdominal pain, disorientation and fainting. All these contributions were matched with symptoms represented in the ontology. A number of new suggestions were also added as classes in the ontology. This included heart racing as a symptom specific to hypoglycaemia, and high cholesterol as a symptom of obesity. Most significantly there was a high level of overlapping between the Symptoms and Complications sections as approximately 15% of the suggested symptoms were verified in the literature as diabetes complications. This would suggest that some participants were unclear of the distinction between diabetes symptoms and complications.
Table 5.1. Accumulated knowledge contributions by subject, with brackets indicating percentage of total contributions.

<table>
<thead>
<tr>
<th>Topic</th>
<th>Total Contributions</th>
<th>Mapped to ontology</th>
<th>Added to ontology</th>
</tr>
</thead>
<tbody>
<tr>
<td>Patient health characteristics</td>
<td>102 (11%)</td>
<td>84 (8.9%)</td>
<td>4 (0.4%)</td>
</tr>
<tr>
<td>Physical activities</td>
<td>632 (67.5%)</td>
<td>605 (64.6%)</td>
<td>14 (1.5%)</td>
</tr>
<tr>
<td>Diabetes, Obesity general information</td>
<td>11 (1.2%)</td>
<td>6 (0.6%)</td>
<td>1 (0.1%)</td>
</tr>
<tr>
<td>Symptoms</td>
<td>67 (7.2%)</td>
<td>52 (5.6%)</td>
<td>6 (0.6%)</td>
</tr>
<tr>
<td>Treatments</td>
<td>79 (8.4%)</td>
<td>51 (5.4%)</td>
<td>7 (0.7%)</td>
</tr>
<tr>
<td>Complications</td>
<td>45 (4.8%)</td>
<td>28 (3.0%)</td>
<td>11 (1.2%)</td>
</tr>
<tr>
<td><strong>Totals</strong></td>
<td><strong>936</strong></td>
<td><strong>826 (88.2%)</strong></td>
<td><strong>43 (4.5%)</strong></td>
</tr>
</tbody>
</table>

The majority of the contributions for diabetes and obesity treatments were focused on non-medication treatments. The most commonly suggested generic treatments included healthy diet and increased exercise. Diabetic health checks and monitoring routines were also recommended including daily blood glucose measurement, HbA1c blood test, blood pressure measurement, eye screening, foot checks, weight checks and recommended annual health checks. All these suggestions were mapped to classes in the patient education ontology. A number of suggestions related to mental health assistance. A literature search confirmed that this should be added to the ontology as a treatment. Approximately 4% of the contributions related to medication treatment. Insulin was the most common suggestion and it was also proposed that information relating to insulin delivery methods and regimes should be represented in the ontology. These were added as properties of the Insulin classes. Metformin was the only non-insulin medication mentioned which suggests that there could be a lack of knowledge related to non-insulin medications amongst the participants. In summary, 5.4% of the contributions were used to validate the patient education ontology and 0.7% were used to add new knowledge.

The contributions related to the complications of diabetes and obesity included both physical and psychological problems. The suggestions included breathlessness, depression, blurred vision, foot ulcers, cardiovascular disease, joint and back pain, poor
circulation and amputation. Moreover, while some of the contributions used general descriptions of problems, a number of complications were expressed using precise medical terms including neuropathy, retinopathy and sleep apnoea. All of these contributions were mapped to classes in the patient education ontology. Blurred vision had been represented in the ontology as a symptom of diabetes, however a literature search verified that it should also be classified as a complication. A number of new complications were proposed such as loss of mobility, foot pain and heart attack. These were added as classes in the ontology. There were also suggestions that recording contextual information or behaviour that increased the risk of a complication should be recorded. This was represented in the ontology as properties of patient behaviour in the patient profile. Overall 3% of the contributions were used to validate the current ontology and 1.2% were utilised to add new classes and properties.

5.4.2.2 Physical Activities

One of the main approaches to managing diabetes and obesity is through increased physical activity, however it is important that any sporting information provided to a patient is appropriate to their physical activity level. The first task in the Physical activities section required the participants to assign physical activity intensities to a list of 28 sports. Majority voting was used to determine the most appropriate intensity from the contributions. In most cases there was agreement amongst the participants, however there were conflicting assignations for three of the sports. In these cases a reference sporting compendium [445] was utilised to determine the most appropriate intensity. Fig. 5.7 illustrates how the classifications were used to update the model of physical activities, and also includes 12 new sporting activities which were proposed by the participants. Eight activities of daily living (ADLs) were also suggested which included various gardening and housework activities. These were also added as new classes in the ontology.
Fig. 5.7. Subsumption relationships within the enhanced physical activity model, including classes to represent (a) light intensity activities, (b) moderate intensity activities, and (c) vigorous intensity activities.

5.4.2.3 Patient Health Characteristics

In order to gather information that could be used to enhance the patient profile, the participants were asked to suggest patient characteristics that could be relevant to personalised education. Moreover, the participants also had to indicate the cardinality of this characteristic. Table 5.2 indicates the ten most frequently suggested patient health characteristics. All of these, and further suggestions including ethnicity, gender, preferred language and literacy level, were mapped to classes and properties in the ontology. Novel suggestions comprised information related to the patient’s medical team. This was added to the ontology as it could be useful for inclusion in personalised patient education.
Table 5.2. Ten most frequently suggested patient health characteristics and associated cardinalities, with brackets indicating rank order.

<table>
<thead>
<tr>
<th>Patient health characteristic</th>
<th>Cardinality</th>
<th>Total number of unique suggestions</th>
</tr>
</thead>
<tbody>
<tr>
<td>Exercise Information</td>
<td>Exactly 1</td>
<td>10 (1)</td>
</tr>
<tr>
<td>Weight</td>
<td>At least 1</td>
<td>10 (1)</td>
</tr>
<tr>
<td>Blood Pressure Reading</td>
<td></td>
<td>9 (2)</td>
</tr>
<tr>
<td>Comorbidities</td>
<td></td>
<td>9 (2)</td>
</tr>
<tr>
<td>Blood Sugar (Glucose) Level</td>
<td></td>
<td>7 (3)</td>
</tr>
<tr>
<td>Cholesterol Level</td>
<td></td>
<td>6 (4)</td>
</tr>
<tr>
<td>Diet Information</td>
<td></td>
<td>6 (4)</td>
</tr>
<tr>
<td>Age</td>
<td></td>
<td>5 (5)</td>
</tr>
<tr>
<td>BMI Score</td>
<td></td>
<td>5 (5)</td>
</tr>
<tr>
<td>Height</td>
<td></td>
<td>4 (6)</td>
</tr>
</tbody>
</table>

5.4.2.4 Summary
As denoted, the knowledge contributions enabled the evaluation of various models of domain knowledge within the patient education ontology. In summary, 88.2% of the knowledge contributions were used to validate the content and organisation of the ontology, and 4.5% were used to add new classes and properties. The total quantity of classes in the ontology increased by 16% and the total object properties increased by 18%.

5.4.3 Participant Engagement with the Ontology Engineering Tasks
This study aimed to evaluate whether ontology engineering novices could make valuable contributions to ontology evaluation. Section 5.4.2 described how the knowledge provided by the participants through the ontology engineering tasks was used to evaluate and expand the coverage of the patient education ontology. Analysis of the knowledge contributions would suggest that ontology engineering non-experts can make valuable knowledge contributions to ontology evaluation processes. The next
stage of analysis focused on the participants’ level of engagement with the different types of ontology engineering tasks in the survey. The average survey completion time was 31 minutes which would suggest that the level of engagement amongst the participants was high. However, in order to further investigate whether the participants were willing to engage with ontology modelling activities, the completion rates for the different types of ontology engineering tasks were evaluated.

5.4.3.1 Completion of the Technical Tasks
The success of the methodology for ontology evaluation was hugely reliant on the participants’ motivation to engage with the ontology engineering tasks. As described in Section 5.3.2 the survey comprised five types of tasks that focused on general ontology modelling activities. Therefore, in order to appraise the participants’ willingness to undertake technical tasks the completion rate for each task type was calculated. Table 5.3 indicates the number of participants from each discipline that attempted each task type.

The first task type required a participant to assign a cardinality (exactly 1, at least 1) to a data property. As indicated in Table 5.3, this question was completed by 90.5% (n = 19) of the participants, including both participants from a health-related discipline. This would suggest that participants with a range of technical expertise would be confident with this data modelling practice.

The second task type used subsumption relationships to organise data. Approximately 42.9% (n = 9) of the participants did not attempt any of these tasks. Moreover, only three of the seven participants with experience of using an ontology attempted this task type. This would suggest that conceptualising and organising classes in hierarchical relationships may be challenging for ontology engineering novices, including those with comparable technical knowledge.

The third task type focused on providing and classifying information; the participant was shown a hierarchical model from the ontology and asked to classify information in different classes. Only 1 participant (from a health-related background) did not attempt any questions of this type. Thereby, such a high completion rate (95.2%, n = 20
participants) would suggest that participants from both technical and non-technical backgrounds may be able to classify information within ontology classes.

**Table 5.3.** Completion rate of ontology engineering tasks, with brackets indicating percentage of participants from discipline group.

<table>
<thead>
<tr>
<th>Task No.</th>
<th>Ontology engineering task type</th>
<th>Information Technology</th>
<th>Mathematics &amp; Engineering</th>
<th>Healthcare &amp; Life Sciences</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Enter data, assign cardinality</td>
<td>14 (87.5%)</td>
<td>3 (100%)</td>
<td>2 (100%)</td>
<td>19 (90.5%)</td>
</tr>
<tr>
<td>2</td>
<td>Enter terms in subsumption relationship</td>
<td>9 (56.3%)</td>
<td>2 (66%)</td>
<td>1 (50%)</td>
<td>12 (57.1%)</td>
</tr>
<tr>
<td>3</td>
<td>Enter terms and classify</td>
<td>16 (100%)</td>
<td>3 (100%)</td>
<td>1 (50%)</td>
<td>20 (95.2%)</td>
</tr>
<tr>
<td>4</td>
<td>Analyse current relationships</td>
<td>11 (68.8%)</td>
<td>1 (33%)</td>
<td>1 (50%)</td>
<td>13 (61.9%)</td>
</tr>
<tr>
<td>5</td>
<td>Enter class properties</td>
<td>7 (43.8%)</td>
<td>1 (33%)</td>
<td>1 (50%)</td>
<td>9 (42.9%)</td>
</tr>
</tbody>
</table>

The fourth task type required the participant to analyse an ontological modelling decision. Approximately 61.9% (n = 13) of the participants attempted these tasks. In parallel with the second question type (subsumption relationships), this would suggest that some participants may find it difficult to assess the suitability of hierarchical structures for representing information in an ontology.

The fifth task type focused on adding new properties for a class. This had the lowest completion rate with only 42.9% (n = 9) of the participants attempting these tasks. Moreover, less than half of the participants with a technical background attempted any of these tasks. It was surprising that this task type had such a low completion rate as it
was similar to the first task type (enter data, assign cardinality) which had a high completion rate (90.5%, n = 19 participants).

Overall there was a disparity amongst the participants in willingness to attempt the different task types. In total eight participants (38.1%) attempted all five task types. This included one participant with a healthcare background, and one from an engineering background, neither of whom had used an ontology before. The remaining six participants had an information technology background, two of these had previous experience of using an ontology and all had expertise in using databases and scripting languages. It is notable that a participant from a healthcare discipline attempted all of the ontology engineering task types. This would suggest that ontology evaluation need not be limited only to domain experts with technical expertise, but that valuable technical contributions can be collected from non-technical personnel.

Some of the more unexpected findings of the study related to the participants that had previous experience of using or developing an ontology. Over half of these participants did not attempt any type 2 (subsumption relationships) or type 5 (suggest new properties) tasks, and only 57% (n = 4) attempted any type 4 (analyse current relationships) tasks. As indicated in Section 5.4.1 the majority of participants had indicated previous experience of using high level programming languages and databases, therefore it was decided to explore whether there were any associations between particular technical experience and willingness to undertake the different types of ontology modelling tasks. Fig. 5.8 illustrates the percentage of participants from each of the technical knowledge groups (defined by previous technical experience) that attempted each task type. In accord with the previous analysis (which focused on background discipline), task types 2 and 5 appeared the most problematic as less than 50% of participants from each of the technical knowledge groups attempted these. However bivariate analysis of the data found no statistically significant relationships between previous technical experience and willingness to undertake the different types of ontology engineering task.

Analysis of the knowledge contributions also examined whether there were any relationships between the participants’ contribution totals and the expertise ratings for information technology, diabetes or obesity. Fig. 5.9 indicates the average number of
knowledge contributions collected from each expertise category. Surprisingly some of the lowest averaged contributions were from participants that had rated their diabetes expertise in the upper quadrant. However, this may be associated with a reluctance from some participants to engage with the ontology modelling tasks as three of the four participants with the highest rated diabetes expertise (7-9) did not attempt any of the type 2 (subsumption relationships) or type 4 (analyse current relationships) ontology engineering tasks. However, again bivariate analysis of the data did not identify any statistically significant relationships between the expertise ratings and level of knowledge contributions.

**Fig. 5.8.** Percentage of participants that completed tasks, organised by sub-groups defined by previous technical experience of using an ontology (dark grey), a programming or scripting language (light grey), a database (blue), and a mark-up language (black).
Fig. 5.9. Averaged contributions related to expertise rating categories for diabetes (light blue), obesity (grey), and information technology (black).

5.5 Application-Based Evaluation

The second stage of evaluation aimed to assess whether the enhanced ontology could be used in the web-based architecture to facilitate the production of personalised patient education. A test suite of Patient Model instances were developed to model patients that had been diagnosed with type 2 diabetes. The test profiles included common symptoms, treatments and complications of type 2 diabetes, and were designed to reflect a diversity of gender, age and educational abilities amongst the patients. Section 5.5.1 presents a vignette related to one of the test profiles. The following criteria were used to evaluate whether the personalised education corresponded with a test profile.

- The education includes the patient’s name.
- The text components of the education describe only the particular symptoms, treatments and complications as asserted in the patient’s profile or inferred by the personalisation rules.
- The text is at an appropriate readability level as specified by the patient’s educational profile.
- The images chosen are matched to the patient’s gender and age.
- The education layout is as specified in the patient’s preferences profile.
5.5.1 Test Profile
John is a 35-year-old man who has just been diagnosed with type 2 diabetes. He is worried about this diagnosis, and as his BMI category is overweight, he is particularly keen to manage his weight as a means to help manage his condition. Consequently, his physician prescribes increased physical activity and healthy eating as part of his treatment. John’s surgery has a facility to provide personalised electronic education, and his physician explains that information personalised to his specific treatment plan is accessible through a web-based portal as John requires. John’s personal, education and health characteristics are added to his patient profile along with his treatment plan.
As John has been diagnosed with type 2 diabetes the personalisation rules infer that information related to blood glucose monitoring should be added to the education. Moreover, John’s BMI score is utilised to infer that information related to healthy diet should be added to his education also. His physical activity profile specifies golf as a preferred sport therefore his home address (stored in his personal profile) is used to identify and provide information about golf courses close to his home. From John’s education profile it is inferred that he has a high level of health literacy, and as he has indicated a high level of eHealth literacy (in his preferences profile) the readability and layout of his education is adapted accordingly. Fig. 5.10 presents an illustration of the personalised education produced for this patient profile.

5.5.2 Results of Application-Based Evaluation
In all of the test cases the education matched the characteristics as specified in the profile, and all the evaluation criteria were fulfilled. Each patient had been diagnosed with type 2 diabetes therefore the personalisation rules inferred that information related to blood glucose measurement should be added. In each case the education focused only on each patient’s particular experience of symptoms, treatments and complications. The text information was provided at a suitable readability level and the images corresponded with the patient’s gender and age. The results of the application-based evaluation indicated that the enhanced ontology provided a comprehensive knowledge base to assist with the production of personalised patient education.
Fig. 5.10. Screen shot of personalised diabetic education for male patient which includes information focused on asserted and inferred treatments.
5.6 Discussion

Evaluation is an essential phase of ontology engineering through which the accuracy and correctness of an ontological model can be enhanced [256, 300, 440]. There are many methodologies available for ontology evaluation [281, 300] and most projects will use more than one evaluation method to ensure the validity of the ontology. Medical literature and clinical documents are often scrutinised in order to derive evidence based domain knowledge from which an ontological model of a domain can be constructed or evaluated [418, 421, 444, 446]. A similar methodology was employed during the development of the patient education ontology as a review of printed and online medical literature was undertaken in order to develop a knowledge base related to diabetes. Domain experts are often employed during evaluation processes to appraise the correctness and conciseness of an ontology, or to develop a reference gold-standard to be used for evaluation. As domain experts were not involved in the design of the patient education ontology, a prominent aim for the evaluation phase was to use domain expertise to appraise the accuracy and correctness of the ontology. Healthcare and information technology specialists were engaged to complete ontology engineering tasks from which a collection of domain knowledge was gathered. This knowledge was then utilised to evaluate the ontology. Expert led ontology evaluation often includes the development of relationship models of an ontology, for example by use of the laddering technique [304, 444]. In a similar manner, some of the participant contributions were utilised to define subsumption relationships which were used to confirm the accuracy of the ontological relationships within the patient education ontology. The majority of contributions matched the constructs within the ontology, and were used to verify the accuracy of the ontology. This outcome is comparable to domain expert evaluations for other medical ontologies in which the experts were largely in agreement with the ontological models developed for the application [304, 444]. However, the quantity of novel suggestions collected from the participants was very low as only 4.5% of the contributions comprised new knowledge which was added to the ontology. Consequently, there was little change to the content and structure of the ontology through the evaluation process.

The main novelty in this approach to ontology evaluation is derived from engaging domain experts that had variable comprehension of ontologies. Artefacts that described various attributes of ontologies, and intuitive interfaces that assisted with engineering
tasks were provided. The majority of participants attempted a range of modelling activities, this including participants that had no previous knowledge of ontologies, and in particular one participant from a health background whom had never used a database or programming language. This would suggest that some domain specialists with limited modelling experience can successfully complete technical modelling tasks and can make valuable contributions to ontology evaluation. However, examination of the completion rate for the different types of ontology engineering tasks suggests that the participants may have found some tasks especially challenging. In particular, a notable quantity (42.9%) of the participants did not attempt any of the tasks related to modelling subsumption relationships. This included participants that had previous technical experience of using ontologies, databases and high level programming languages. This would suggest that modelling information in subsumption relationships may prove a complex undertaking for ontology engineering novices, even for those with a technical background. The lowest completion rate was for type 5 tasks which required the participant to suggest new properties for various ontology classes. A similar task had been completed by a high percentage of the participants (90.5%) which would suggest that the majority of participants had an understanding of class properties. However, it may be possible that the low completion rate may be associated with the participants’ knowledge of diabetes and obesity. Most of the type 5 tasks focused on suggesting properties (information) related to the symptoms, treatments and complications of diabetes and obesity, thereby it is feasible that a lack of knowledge may have impacted the level of participant contributions in these tasks. Participant comments suggested analogous reasons for performance during the survey; one participant commented that lack of time prevented them from providing more contributions, whilst four others indication that a lack of knowledge of diabetes and obesity had the same effect. However, as the study comprised an anonymous online survey the motivations of some participants to avoid certain types of ontology engineering task cannot be clearly ascertained. Bivariate analysis of the data did not uncover any statistically significant relationships between willingness to undertake certain types of tasks and participant characteristics such as background discipline or technical knowledge.

The high degree of overlap between the contributions and the ontology would suggest that the study was successful in validating the accuracy of the patient education ontology. However, it must also be acknowledged that this high level of agreement may
be related to the characteristics of the study population. The majority of participants \((n = 19, 90\%)\) had a technical background and thereby may have had a similar technical profile to the ontology author. This may have impacted the results of the study in several ways. Firstly, it is likely that many of these participants had technical modelling knowledge that was comparable to that of the ontology author. Consequently, some of these participants may have agreed with the modelling decisions made by the author (such as the hierarchical ontological models) thereby contributing a modelling decision that matched the organisation of the current ontology. Secondly, awareness of personalisation techniques may also have contributed to an overlap between the participants’ contributions and the ontology content. For example, the second most frequently attempted task related to the collection of patient health characteristics that would be used to personalise the education. It is likely that subjects with a technical background would have been aware of the characteristics that are typically included in user profiles to support personalisation, and thereby would have suggested characteristics that matched those included by the ontology author.

There are a number of benefits that can be derived from this methodology for engaging novices with ontology engineering. Firstly, the scope for engaging domain expertise is expanded, as involvement in evaluation activities is not limited to those with ontological modelling experience. Furthermore, as the contributions were collected through an online survey this was a time-efficient approach to collecting domain expertise. However, the collation and validation of the contributions was manually conducted by the investigator. Future work could focus on automation of these processes, thereby increasing the efficiency of this evaluation methodology.

The second phase of evaluation focused on the usefulness of the enhanced ontology within the web-based architecture. The results of this evaluation indicated that the ontology provided an accurate knowledge base for the production of personalised diabetic patient education.

### 5.6.1 Study Limitations

There were a number of limitations with this study. The number of participants that engaged with the online survey was relatively small, and most notably participation from the healthcare domains was very limited. If a greater number of participants from
a healthcare background had engaged with the survey, then the range and specificity of the diabetes clinical information collected may have been enhanced. This may have enabled evaluation of a greater proportion of the patient education ontology, or may have further augmented the coverage of the domain.

5.7 Conclusion

The research question focused on the extent to which ontology engineering could be accessible for individuals with variable experience of using or building an ontology. In order to answer this question a methodology was designed to assist ontology engineering novices with completing ontology engineering tasks. The knowledge contributions collected through the tasks were utilised to validate the accuracy of the patient education ontology and to expand the coverage of the domain. The survey collected a total of 936 contributions, 88.2% of which were used to validate the ontology and 4.5% were used to add new knowledge to the ontology. This resulted in a 16% increase in the number of classes in the ontology and an 18% increase in the number of object properties. However, due to the high level of similarity between the diabetes knowledge contributions and the ontology, the ontological models of symptoms, complications and treatments remained largely unchanged. Further analysis of the knowledge contributions also highlighted variation amongst the participants in willingness to attempt different types of task. Whilst a number of participants with a technical background engaged with a range of ontology engineering tasks, only one participant from a health background undertook all five types of modelling tasks. Moreover, completion rates highlighted that certain types of ontology modelling practises may have been challenging for some participants.

Several challenges were encountered during this study. There was a very low level of participation by individuals from health-related disciplines, which likely contributed to the lack of variation and specificity of diabetes clinical knowledge amongst the contributions. Moreover, this reduced the potential to analyse the ontology modelling capabilities of individuals with non-technical backgrounds. Most of the subjects were from technical disciplines and it is possible that the high level of agreement between the contributions and the ontology content could be related to the technical knowledge of the Computer Science participants.
The outputs from this study would suggest that there is variation in the capability of ontology engineering novices to contribute to ontology engineering processes. Although some of the participants did not engage with all the modelling tasks, analysis of the completion rate would suggest that ontology engineering can be accessible for non-experts if sufficient information is provided and if an individual is motivated to engage with modelling tasks. However, in some sections of the survey there was a low rate of contributions and a lack of variety in the diabetes clinical data suggestions. Moreover, in other sections there was a high level of overlapping in the contributions. Consequently, the amount of new knowledge added to the ontology was limited. Moreover, as many of the contributions matched the content of the ontology, there was little change to the ontological models of diabetes symptoms, complications and treatments. In conclusion, the results of this study would suggest that ontology engineering practices may be accessible for some novices that have sufficient knowledge of a health domain and are interested in technical modelling. However, ontology engineering may also prove challenging both for individuals with technical modelling experience and for persons from a non-technical background.

5.7.1 Issues Associated with Engineering Health Ontologies

Chapter 4 and Chapter 5 described the development of the patient education ontology. This section highlights several issues associated with engineering health ontologies, and proposes some recommendations.

This chapter described an approach to evaluating the patient education ontology, however attempts to appraise the ontology were limited by a lack of diabetes clinical knowledge amongst the study participants. This was disappointing as it was hoped that the study would provide a thorough evaluation of the correctness and accuracy of the ontology. Health knowledge is characterised by complexity, inconsistencies and variability, and it can be difficult to conceptualise this knowledge in an ontology [447, 448]. For instance, the use of synonymous terminology is common in many healthcare domains. As an example, many diabetes medications have both a brand name and a generic name. Representing synonyms can add complexity to an ontology, if two or more entries have the same meaning. Achieving a precise representation of complex clinical information can also be challenging. For instance, OWL DL object properties represent binary relationships whereby an assertion can link only two individuals.
However, some aspects of health knowledge can necessitate higher degree associations to be represented [298]. For example, the condition of an anatomical organ may change as a disease progresses, requiring that a temporal dimension or inter-relationships with other concepts be recorded [447]. These examples highlight some of the issues associated with recording health information in an ontology, and underline the value of having access to specialist domain knowledge during engineering processes. Thereby the first recommendation is to involve health domain experts during the design, development and evaluation phases of ontology engineering. As highlighted, health knowledge can be intricate and multifaceted, and therefore professional assistance is beneficial to ensure that the health knowledge has been modelled correctly and that all corresponding properties and relationships have been accurately represented. If possible, several domain experts should be engaged in the engineering processes as this will reduce the possibility of bias.

The second recommendation is related to the design of ontology-based applications. The patient education ontology provided an accurate knowledge base for the personalised education architecture, however, developing the ontology was time-consuming and it is probable that similar models of diabetes were available in several large domain ontologies. Moreover, a domain ontology could also have been extended if more specific class and relationship definitions were required for the personalised education application. Thereby the second recommendation is that when designing an ontology-based application, the ontology authors should consider the use of an established domain ontology instead of developing an application specific ontology.

Several online portals are available which provide access to a large collection of health and biomedical ontologies which cover a wide range of health domains. Employing a domain ontology may lessen the time required to develop an ontology-based application, by reducing the time and labour required to design, develop and evaluate a suitable ontology.

### 5.8 Future Work

Chapters 4 and 5 described the design, implementation and evaluation of various components of a web-based architecture that produces personalised diabetic patient education. It has been suggested that personalised information can be more engaging for an individual when compared with generic information [167]. Thereby the final
study of this research project focuses on examining user engagement with the
personalised patient education, and aims to investigate whether users are attracted to
particular components of the education. This study is described in Chapter 6.
Chapter 6

An Evaluation of User Engagement with Generic and Personalised Patient Education for Diabetic Patients

6.1 Introduction

Patient education is an essential component of healthcare services as it can equip patients with the knowledge and skills they require to manage their condition and make informed decisions about subsequent treatment and daily care [449]. However, whilst access to printed and online health education has proliferated, many health consumers experience reduced ability to engage with the information acquired [450]. As highlighted in Chapters 2 and 3, health literacy is a major determinant of a patient’s skills to understand, retain and apply health information. However, while health literacy may impact an individual’s capability to use health information, the quality attributes of health education artefacts may also reduce their comprehensibility for health consumers [65]. For many patients printed educational materials such as leaflets and booklets provide a trusted form of health information [21, 24, 65]. Printed materials can provide standardised, medically certified information that can be revisited at varying stages of treatment [81, 449]. However, as highlighted in Chapter 2, various studies have found that the content, format and readability of written artefacts do not always match the information needs and literacy competencies of all patients [65, 78, 84-87]. There are concerns that if educational materials are incongruent with patients’ literacy skills then some patients may misunderstand the information given or disengage with further healthcare [114].

In order for a patient to process and subsequently recall health information they must be attentive to the health information provided [58, 165]. However, a challenge exists in identifying methods of providing health information that will encourage patients to engage with the material. Various reviews of health behaviour change interventions have described how tailored health communications have been effective in motivating health consumers to engage with positive behavioural changes [169, 170, 451]. One means by which tailoring could be applied to attract the attention of a patient is to present health education as self-referential. Personalisation is a technique that incorporates recognisable characteristics of an individual (e.g. an individual’s name)
into a health message in order to enhance the relevance of the information for that person [165, 173]. Perceiving a message as self-relevant may intensify central processing of the message by an individual [165, 170, 173]. Chapter 4 described the development of a web-based framework that provides personalised education for diabetic patients. Various personalised features were included in the education so as to assist a patient to identify and engage with the education. However, while testing of the framework indicated that the personalisation mechanisms produced accurately tailored education, it was unclear whether the personalised education would be successful in attracting the attention of a patient. Thereby the fourth research question of this project is proposed.

- Do any relationships exist between the format of education being used and the engagement behaviour exhibited by an individual?

This chapter describes a study which aimed to investigate the research question. The aim of the study was to explore the engagement behaviour exhibited by an individual when using either a generic education booklet or personalised diabetic patient education. The first study objective was to identifying whether there were any similarities or contrasts in the engagement patterns of individuals when using the different types of health education. During the study, groups of participants read either a generic booklet or personalised education as produced by the patient education framework (as described in Chapter 4). Viewing behaviour was recorded and utilised, along with the participants’ self-measures of engagement, to uncover patterns of engagement with the two formats of education. The second study objective addressed participant engagement with the web-based personalised education, and examined whether there were any differences in the level of attention directed towards the different personalised features of the education. Section 6.3 describes the methodology used in the study. This includes a description of the two different educational artefacts, and how eye tracking was used to measure engagement with the education. The results of the study are reported in Section 6.4 and further discussed in Section 6.5. Section 6.2 discusses related research in which eye tracking has been used to examine how health consumers read and utilise health information.
6.2 Related Work

Having access to health information can assist an individual to become more knowledgeable about their health needs and better able to exercise informed choices about their healthcare [9, 27, 450]. However, for a health consumer to be able to process health information they must find it comprehensible [450]. Tailoring has been proposed as an effective strategy for adapting health communications to the varied literacy competencies and information needs of patients. For example, Atack and Luke [452] describe a patient education website which enables a physician to tailor the information provided, by choosing education artefacts, such as text and video, which are directly applicable to a patient’s information needs. Users of the website indicated that the tailored information was useful and helped them to improve their knowledge. The authors of [453] investigated whether applying different levels of personalisation to educational materials could assist acquisition of knowledge. They found that materials that were adapted to the health literacy needs and learning preferences of patients were associated with the greatest improvements in participants’ knowledge.

Chapter 4 described the development of a framework to provide personalised education for diabetic patients. The content, readability and presentation of the education was tailored to the personal characteristics, preferences, health literacy skills and health objectives of a patient. This chapter describes the next stage of evaluation which focused on engagement with the education. User Engagement is a multifaceted concept for which various definitions, activities and behaviours have been proposed [454]. For example it has been suggested that user engagement is revealed through a user’s interest and attention towards technology [454]. O’Brien and Toms [454, 455] proposed that engagement “is a quality of user experiences with technology” which is characterised by various dimensions including aesthetic and sensory appeal, interest, motivation and usability. They developed the User Engagement Scale (UES) [456], a self-report instrument by which users could indicate their engagement with a system with relation to attributes such as aesthetic appeal, felt involvement, perceived usability, focused attention, endurability and novelty. The UES has been validated as a reliable measure of engagement in various online platforms including news and ecommerce [456, 457].

A contrasting approach to evaluating an individual’s attention towards health information is through analysis of eye gaze activity. Eye tracking is a technique for
documenting and quantifying eye movements [458], and has been successfully employed to appraise users’ focus of attention and cognitive load when searching for and using health information [58, 459-461]. Eye movement data can indicate where the user’s interest is directed on a visual display and how the level of interest fluctuates in response to different visual stimuli. Different types of eye movements are evaluated to identify the pattern of user gaze behaviour. The most prominent types of movement used include, (1) a fixation, during which the eye is stationary and focused on a specific area of a visual display, and (2) a saccade, in which the eye moves rapidly between fixations [458]. An individual will perceive visual images only during periods of fixations, and are wholly unable to see during saccades [458]. It has been proposed that the length of a fixation is indicative of the level of cognitive processing being applied towards an object [458, 462].

Health risk information is often displayed on the packaging of consumer goods such as alcohol and cigarettes. Consequently, much research has focused on examining whether this information is noticeable, and is read by consumers. For example, Kessels and Ruiter [459] describe an eye tracking experiment that evaluated the level of attention that smokers and non-smoker directed towards health risk information and health coping information on cigarette packets. Analysis of fixations and dwell time indicated that smokers attended more to coping information regardless of the accompanying images. In contrast non-smokers focused on coping information when it was accompanied by a low-risk image, but spent more time observing risk information when a high-risk image was shown. An eye tracking investigation of attention towards brand information and health information on alcohol and soda packaging found that the subjects spent a larger amount of time viewing branding information [460]. Nevertheless, for all the subjects the size and appearance of alcohol labels did have an impact on viewing time as alcohol warning labels that were larger and less complex were attended to for longer periods.

Eye tracking methodologies have also been utilised to investigate the associations between health consumer characteristics and the manner in which health information is used and recalled. Mackert et al. [461] used eye tracking to investigate whether there was an association between the information viewed on the NVS nutritional label and health literacy competency. They found that subjects with reduced health literacy skills
(as denoted by lower NVS scores) tended to fixate on non-relevant information for longer periods of time when compared to subjects that had more advanced health literacy capabilities. A study which examined attention towards a text only webpage and a text-illustrated webpage found no association between health literacy competency and the fixation rate or fixation length for the two formats of health information [58]. However, it was found that increased attention to the text of the webpage correlated with increased recall of the information for those with adequate health literacy, but that an equivalent relationship was not found for those with limited health literacy. Conversely increased attention to the illustrations was associated with improved information recall for those with limited health literacy skills but not for participants that had adequate health literacy skills. The authors of [463] used eye tracking to examine the gaze behaviour of low literacy adults when viewing either a factsheet produced by the Centers for Disease Control and Prevention (CDC), or a literacy appropriate “dirty bomb” decision aid which included images and less text. They found that the more densely worded factsheet was more challenging for some participants. Fixation analysis indicated that some participants tended to dwell on certain words and phrases for longer durations, whilst gaze patterns showed that some participants had an unsystematic approach to reading the text, repeatedly re-reading lines of text or looking at the text in a haphazard manner.

Health education comprises a process which may assist patients to become more activated in decisions about their health. However, the education provided may not be fully accessible for all patients. The reviewed literature suggests that health consumers will employ different methods to engage with and process health information. Moreover, some individuals will not be attentive to all the information provided. Thereby strategies are required that will motivate patients to attend to health education. This chapter describes a study which aimed to appraise engagement with generic and personalised formats of diabetic patient education. User engagement is driven by various characteristics thereby a dual approach to measuring engagement was employed. The UES provided a means to gather subjective ratings of engagement from the participants themselves, whilst eye tracking afforded evaluation of the participants’ visual responses to different aspects of the education. This enabled evaluation of the participants’ experience of the visual appeal and usability of the education, whilst also appraising which features of the education attracted most attention.
6.3 Methodology
During the study each participant attended an eye tracking experiment. The protocol followed during an experiment is indicated in Fig. 6.1. The eye movements of the participants were tracked during stages 2, 3 and 4. In the first stage a participant completed demographic information including age, gender and highest qualification, and rated their knowledge of diabetes on a ten-point Likert scale of one to ten (ranging from very limited to expert). The participant also rated their information technology expertise on a ten-point Likert scale of one to ten (ranging from novice to expert). Following this the eye tracking began, and the participant read diabetic patient education which was presented on a computer screen. The type of education displayed (generic or personalised) was dependent on whether the participant had been assigned to the control or experimental group. No time limit was set to complete reading the education. When reading was complete the participant was presented with four health questions, and was free to use the education to find answers for the questions. Following this the participant completed the UES.

1. Complete demographic information
2. Read diabetic patient education from computer screen
3. Complete health questions
4. Complete User Engagement Scale (UES)

For the control group a generic booklet is displayed
For the experimental group the personalised education is displayed

Fig. 6.1. Protocol for eye tracking experiment.

6.3.1 Participants
A total of 18 subjects participated in the study, which comprised 10 (56%) male and eight (44%) female participants. The background disciplines of the participants included Computer Science (50%, n = 9), Politics (11.1%, n = 2), Museum Studies (5.6%, n = 1), Arts (11.1%, n = 2), English (5.6%, n = 1), and Cookery (5.6%, n = 1). Two participants did not list a discipline.
This was a between subjects study in which a control group of nine participants viewed a generic education booklet for diabetic patients, and an experimental group of nine participants viewed web-based personalised diabetic education. Before the experiments began each participant was randomly assigned to one of these groups. The control group included six (66.7%) male and three (33.3%) female participants, with an age range of 24 to 36, and a mean age of 31.1 years (SD = 4.31). All of the members of this group had achieved an undergraduate or postgraduate degree. The experimental group included four (44.4%) male and five (55.6%) female participants, with an age range of 19 to 49, and a mean age of 32.9 years (SD = 9.61). Six (66.7%) of the participants in this group had attained an undergraduate or postgraduate degree, and the remaining three participants (33.3%) had a Regulated Qualifications Framework qualification at level 2 or level 3 [361]. Fig. 6.2 indicates the participants’ self-ratings of expertise in information technology, and Fig. 6.3 the level of diabetes knowledge. As can be perceived, the range of information technology and diabetes expertise within the two groups was similar. The average diabetes knowledge score for the control group (3.33 out of 10) was greater than the average score for the experimental group (2.89 out of 10), however the difference between the two scores was not statistically significant ($t_{(16)} = -.476, p = .641$). Similarly, the mean score for information technology expertise was greater for the control group (6.56 out of 10) when compared to the experimental group (5.89 out of 10), however again the scores did not differ significantly ($t_{(16)} = -.514, p = .616$).
6.3.2 Diabetic Patient Education

A main objective of this study was to investigate engagement patterns with generic and personalised patient education. During the study the participants that were assigned to the control group viewed a generic education booklet, and members of the experimental
group viewed web-based personalised education. The main characteristics of these two education artefacts are now described.

6.3.2.1 Generic Patient Education Booklet

Members of the control group viewed an introductory booklet for diabetic adults, *Understanding diabetes. Your essential guide* [464], which was published by Diabetes UK, a registered UK charity. This booklet is aimed at patients that have been diagnosed with type 1 or type 2 diabetes, or caregivers of diabetic patients. The participants were required to read nine pages of the booklet which covered the following topics.

- What is diabetes?
  - Type 1 and type 2 diabetes.
- Diagnosis.
  - Coming to term with diagnosis.
  - Lifestyle changes and choices.
- Managing diabetes.
  - Blood glucose levels, blood pressure and blood fats, medication.
  - Eating well.
  - Keeping active.
- Short-term complications.
  - Hypoglycaemia.

The booklet contained text and images. For example, Fig. 6.4 illustrates a page of the booklet that focuses on *keeping active*. The topics addressed were clearly identified by headings and sub-headings. The background of the booklet was white, thereby the written content (black text) and headings (pink text) were clearly visible. The nine pages read by the participants contained in total nine images. The content of these pages did not alter during the study thereby all the members of the control group were presented with the same text and images.

The participants were required to read nine pages of the booklet. The average number of words on a page was 225.22 words. The Simple Measure of Gobbledygook (SMOG) readability formula [429] was used to determine the readability of the text content. The
SMOG score was 9.8, and this readability level was understandable for all the members of the control group (whom were all university graduates).

**Fig. 6.4.** Portion of a page from the generic education booklet [464] which focuses on physical activity.

### 6.3.2.2 Web-Based Personalised Patient Education

Members of the experimental group viewed web-based personalised education. This education was produced by the personalised patient education framework which was described in Chapter 4. The education consisted of five web pages which focused on a sub-section of the topics that were included in the generic booklet. Fig. 6.5 indicates the structure of the personalised education and the subject matter focus of each of the five web pages. Links were included on each web page so that participants could navigate back and forth between the pages in whichever order they preferred.

**Fig. 6.5.** Structure of web-based personalised education indicating subject matter of the five web pages.
The personalised education incorporated both *static* features which remained constant for all the participants, and *personalised* features, which varied in accordance with the characteristics of a participant. For example, the layout of the web pages and the text, headers and sub-headers remained largely consistent for all the participants. Four of the web pages (2 - 5) also included at least one *static image* which remained unchanged for all the participants. The personalised features of the education were as follows.

- The first line of the first web page (introduction) comprised a personalised greeting which included the participant’s name. This feature was included in order to enhance the self-relevance of the education for a participant.

- Each of the five web pages contained at least one *personalised image* which was automatically selected based on the participant’s personal characteristics and preferences. These were included so as to encourage the participant to identify with the education. For example, Fig. 6.6 illustrates a screen shot of the *physical activity* web page which contains information for a female participant. The two personalised images are gender and age specific and are also contextualised to the preferred sporting activity of the participant.

- The *physical activity* web page contained information that had been personalised to the preferred sporting activity of the participant, and included a Google map which highlighted a route from the participant’s current geolocation to a location for the sporting activity.

The subject matter of the web pages was signposted by use of headings and sub-headings, and readability was enhanced through the use of paragraphs, bullet points, white-space and columns. Written text was coloured black and thereby clearly visible on a background of either white or light blue. In summary, the personalised education contained six static images, seven personalised images (which includes the personalised map). The average number of words per web page was 356.6 words. The SMOG readability score for the education was 7.6, thereby the text content was comprehensible for all the members of the experimental group.
Fig. 6.6. Screen shot of education web page that focuses on physical activity, and contains static, personalised and contextualised content.
6.3.3 Eye Tracking

During an experiment a Tobii X60 Eye Tracker was used to unobtrusively record the eye movements of a participant. Fig. 6.7 illustrates the arrangement of the equipment during an experiment. A chair was placed in front of the eye tracker which a participant could adjust to a comfortable height and distance from the eye tracking device. The eye tracker uses near infrared illumination to detect the user’s corneal reflection and in turn identify gaze points on the screen, at time intervals specified by the sampling data rate (60Hz) [458, 465]. Before the education was displayed each participant completed a calibration process by following a moving dot on the screen with their eyes. This enabled the eye tracker to accurately recognise the participant’s gaze locations during the experiment. The collected data was transmitted to the Tobii Studio software application, where the Tobii I-VT filter [466] was applied to calculate various metrics.

![Arrangement of Tobii X60 Eye Tracker and screen during an experiment.](image)

6.3.4 User Engagement Scale (UES)

In the last stage of the experiment a participant completed the User Engagement Scale to report their engagement with the education. Related research had identified an association between perceived attractiveness of health information and an increased likeliness of attending to the information [467], thereby it was decided to focus on two dimensions of the participants’ experience of the education; aesthetic appeal and
usability. Two of the UES subscales, *Aesthetics (AE)* and *Perceived Usability (PUs)* were adapted for use in the study. A copy of the two scales is available in Appendix E.

The AE scale focused on a participant’s evaluation of the visual appearance of the education [455]. The scale comprised five items that addressed the following aspects of the education.

- The aesthetic appeal and attractiveness of the education.
- Whether the education was visually pleasing and appealed to the participant’s visual senses.
- Whether the participant liked the graphics and images included.

Each item was scored on a five-point Likert scale of one to five (ranging from strongly disagree to strongly agree) with a final sum score within the range of five to 25. A higher end score indicated that the education was perceived as highly aesthetically appealing.

The PUs scale addressed a participant’s emotional and cognitive responses to the education [455]. The original scale contained seven items, however it was decided that only six of the items were applicable to the patient education. Thereby the scale used in this study consisted of six items that were scored on a five-point Likert scale of one to five (ranging from strongly agree to strongly disagree) with a final sum score within the range of six to 30. A higher end score indicated that the education was perceived as highly usable. The six items focused on the following qualities of the education.

- Whether the education was confusing to use.
- Whether the participant felt frustrated, annoyed or discouraged while searching for information in the education.
- Whether the participant judged that searching for information in the education was mentally taxing or demanding.

### 6.3.5 Health Questions

After a participant had completed reading the education they were presented with four health questions, as listed in Table 6.1. The information required to answer the questions
was available in both education artefacts. Presenting a participant with health questions obliged them to search through the education. This ensured that the participant would have experience of seeking information within the education and could effectively evaluate the perceived usability of the education as measured by the items of the PUs scale (as described in Section 6.3.4).

**Table 6.1.** Health questions presented to a participant during an eye tracking experiment.

<table>
<thead>
<tr>
<th>Health Questions</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 Which test is commonly used to indicate a patient’s blood glucose levels over the past 2-3 months?</td>
</tr>
<tr>
<td>2 “One common symptom of diabetes is unexplained weight loss.” Is this statement true or false?</td>
</tr>
<tr>
<td>3 What is the recommended minimum amount of moderate intensity exercise that adults should complete each week?</td>
</tr>
<tr>
<td>4 Hypoglycaemia can occur if a patient’s blood glucose level falls below 4mmol/l. Can you suggest 1 reason why hypoglycaemia may occur?</td>
</tr>
</tbody>
</table>

### 6.3.6 Statistical Analysis

Statistical analysis of the data was conducted using SPSS version 23. The mean and standard deviation of the AE and PUs scales were calculated through use of the descriptive statistics. The eye tracking metrics for each group were compared using a *t*-test, or a Mann-Whitney U test for data that was not normally distributed. Correlations between various eye tracking measures and the UES engagement scores were investigated through use of Pearson’s product-moment correlation, Spearman’s correlation coefficient or Kendall’s Tau.

### 6.4 Results

All of the participants read the required portion of the education, and completed the four health questions and the UES. The mean experiment completion time for the experimental group was 738.56 seconds (SD 237.68), and the mean for the control group was 815.11 seconds (SD 250.47). A comparison of the mean completion times did not find a significant difference between the two groups (*t*<sub>16</sub> = -.665, *p* = .515).
There was variation in the question scores achieved by the members of the experimental group; one participant (11.1%) achieved a score of two, while three participants (33.3%) achieved a score of three, and the remaining five participants (55.6%) answered all four health questions correctly. All of the members of the control group achieved a full score of four. Evaluation of the relationships between the health question scores and gaze behaviour found only one statistically significant relationship. For the experimental group a positive correlation was identified between question score and the total number of fixations on the text content \( (r = .73, p < .05) \). No relationships were identified between the question scores and the diabetes knowledge scores.

6.4.1 Engagement with the Generic Booklet and the Personalised Education

6.4.1.1 User Engagement Scale

The distribution of the aesthetics (AE scale) and perceived usability (PUs scale) scores for both formats of education are illustrated in Fig. 6.8. Analysis of the internal consistency of the AE scales found high reliability; for the personalised education scores \( \alpha = .885 \), and for the generic booklet scores \( \alpha = .835 \). For each participant, the five individual item scores were summed to provide an overall aesthetics score (out of 25) for the education. The scores for the personalised education ranged from 17 to 25, with a mean score of 21.2 (SD 3.31), and for the generic booklet the scores extended from 16 to 25, with a mean score of 20.56 (SD 3.08). Furthermore, \( t \)-test analysis did not identify a significant difference between the two sets of scores \( (t_{16} = .442, p = .664) \). The AE scale comprised five individual items which related to various attributes of engagement (as described in Section 6.3.4). The average scores for each of these items were calculated in order to ascertain if there were any differences in the participants’ responses to the two education artefacts. For three of the items, aesthetic appeal, attractiveness and visually pleasing, the average score for the web-based personalised education was higher than the average for the generic booklet. However, for the items related to the graphics and images, and the appeal of the education the average scores were equivalent.

The internal consistency of the PUs scales was reliable; for the personalised education scores \( \alpha = .871 \), and for the generic booklet scores \( \alpha = .867 \). For each participant, the six individual item scores were summed to provide an overall perceived usability score.
(out of 30). For the personalised education the perceived usability scores ranged from 22 to 30, with a mean score of 27.56 (SD 3.0), and for the generic booklet the mean score was 25.0 (SD 3.32) and the range was from 20 to 30. The two sets of scores were not significantly different ($U = 23.50, p = .136$). The average scores for the six PUs scale items (as described in Section 6.3.4) were calculated. The results indicated that for all six items (confused, annoyed, frustrated, discouraged, mentally taxing, demanding) the generic booklet had a reduced score when compared to the corresponding score for the personalised education.

Kendall’s Tau was used to examine the relationship between the aesthetics and perceived usability scores. The results for both the generic booklet ($\tau = .030, p = .914$) and the personalised education ($\tau = .459, p = .114$) indicated that no statistically significant relationships existed between the scores for the two factors of engagement.

![Boxplots of the scores for aesthetics (AE scale) and perceived usability (PUs scale) for the generic booklet and web-based personalised education.](image)

**Fig. 6.8.** Boxplots of the scores for aesthetics (AE scale) and perceived usability (PUs scale) for the generic booklet and web-based personalised education.
6.4.1.2 Gaze Behaviour

The generic booklet and personalised education comprised two types of educational content, text and images. However, while the images in the generic booklet would not alter throughout the experiment, for the personalised education the images were further categorised as, (1) static images which remained constant for all participants, and (2) personalised images that would change in accordance with the characteristics of a participant. The first stage of analysis focused on comparing the overall gaze behaviour of the members of the two groups during the experiment. Tobii Studio was used to define the text and image elements within the education as Areas of Interest (AOI). Various fixation based metrics were then calculated for the AOI. The computed data was then exported so that further analysis could be completed in SPSS.

Fig. 6.9 illustrates the proportion of fixations for the different types of content in each education artefact. For both types of education the majority of fixations were directed at the text content. The percentage of fixations on image components was larger for the personalised education (6%) when compared to the booklet (2%), however this is not surprising as the personalised education contained a larger quantity of images. The booklet contained a larger total of static images (n = 9) than the personalised education (n = 6), however the proportion of fixations on the static images was equivalent (2%). The results of a Chi-Square test of independence indicated no statistically significant association between the format of education used and the number of fixations on the text or static images. While the personalised education contained a comparable amount of personalised (n = 7) and static images (n = 6), the percentage of fixations on the personalised images (4%) was double the proportion for the static images (2%).

The assessment of the overall gaze behaviour suggested that there may be a similarity between the two study groups in the overall proportion of attention directed towards static images. However, in order to clarify whether any similarities or differences existed in the engagement patterns it was decided to further evaluate the fixation behaviour of the two groups in relation to, (1) the static images, and (2) the text content of the educational artefacts.
6.4.1.3 Static Images

Fig. 6.10 indicates the distribution of the total number of fixations on the static images for the members of both groups. With an average of 32.56 fixations per participant (SD 16.76) the mean fixation rate for the control group was larger than the mean rate for the experimental group (19.0 fixations per participant, SD 12.67). T-test analysis did not find a statistically significant difference between the mean fixation count for the two groups, however the low p-value suggests a trend and perhaps greater sample size and statistical power would yield significance ($t_{(16)} = -1.94, p = .071$).

Fig. 6.9. Bar chart indicating percentage of total fixations on text, static images and personalised images for the personalised education, and percentage of total fixations on text and static images for the generic booklet.
Fig. 6.10. Boxplots indicating total number of fixations on static images for experimental and control group.

It has been suggested that if elements of visual stimuli appear interesting, appealing, confusing or complex it may be more challenging for an individual to process these, and this may result in a longer period of fixation [458]. Evaluation of the fixation rate had suggested that the control group had attended more to the static images than the experimental group. However, the next stage of analysis attempted to quantify attention by using a temporal measure, fixation duration, which was defined as the length of a fixation in seconds. For each participant the duration of all fixations on each static image was summed. The distribution of total fixation duration on the static images for the members of both groups is indicated in Fig. 6.11. The average fixation duration per participant was larger for the control group (6.61 seconds, SD 4.18), when compared to the participants in the experimental group (4.1 seconds per participant, SD 3.53). However the mean fixation duration did not differ significantly between the two groups ($t_{(16)} = -1.38, p = .186$).
The metrics analysed to this point assess fixation on the static images. However, it is also useful to comprehend a participant’s overall gaze behaviour on an AOI as this can reflect whether the participant returned to an AOI more than once while viewing the education. An AOI visit refers to a participant’s observation of an AOI and includes both fixations and saccades. In Tobii Studio a visit to an AOI corresponds to the duration between the beginning of the first fixation on an AOI and the beginning of the first fixation outside that AOI. Evaluation of the visit data suggested that the participants in both groups did revisit the static images whilst reading the education. The mean number of visits to static images for a member of the experimental group was 12.67 visits (SD = 9.54), while for the control group the mean was much higher at 19.44 visits per participant (SD 10.2). However there was no significant difference between the average visits for the two groups ($t_{(16)} = -1.46, p = .165$).

**Fig. 6.11.** Boxplots indicating total fixation times (in seconds) on static images for experimental and control group.
**Relationships between engagement quantifiers**

The eye tracking data signified the participants’ level of interest in the static images, however it was decided to investigate how this data correlated with the participants’ own appraisal of their engagement with the education (as denoted by the AE and PUs scores). Regarding the experimental group, no significant associations were found between the aesthetics scores and the perceived usability scores and any of the eye tracking metrics discussed. In contrast, for the control group statistically significant moderately positive relationships were identified between the aesthetics scores and the total number of fixations ($r = .808, p < .01$), total number of visits ($r = .793, p < .05$), and the total fixation duration ($r = .779, p < .05$) for the static images. However, no significant relationships were found between the perceived usability scores and the eye tracking data for this group.

**6.4.1.4 Text Content**

Fig. 6.9 indicates that for both study groups the majority of fixations attended to the text content of the education. Analysis of the eye tracking recordings suggested that most of the participants read through the text in a systematic manner and attended less to the images. For example, a gaze pattern for a member of the experimental group is illustrated in Fig. 6.12. The gaze plot (Fig. 6.12 (a)) illustrates the gaze path whilst viewing a section of a web page (what is diabetes) in the personalised education. The yellow dots indicate a fixation and are numbered in temporal sequence. A larger sized dot indicates a longer fixation length. Saccades are represented by yellow lines. A corresponding heat map (Fig. 6.12 (b)) is coloured coded to indicate the area which received most fixations (red), with reducing fixation amounts signified from yellow through green. Both figures illustrate how a larger amount of attention was directed towards the text in comparison to the images.
Fig. 6.12. Visualisation of fixations on personalisation education for a member of the experimental group, (a) gaze plot indicating gaze path, and (b) heat map indicating quantity of fixations on different education components.

The generic booklet had a greater volume of text, and correspondingly the mean time spent fixating on the text for members of the control group (352.1 seconds per participant, SD 183.86) was larger than the mean time interval for members of the experimental group (221.35 seconds per participant, SD 125.91). However a comparison of the data for the two groups did not find a statistically significant difference ($t_{(16)} = -1.76, p = .097$). The participants had indicated their diabetes expertise before the experiment began, thereby it was decided to investigate whether participants that had less knowledge attended more to the text information. Spearman’s correlation coefficient was derived to determine whether any relationships existed, however no statistically significant correlations were found between diabetes expertise and total length of time spent fixating on the text information either for members of the control group ($r_s = -.101, p = .795$) or the experimental group ($r_s = -.463, p = .209$).

6.4.2 Gaze Pattern Analysis for the Experimental Group

6.4.2.1 Personalised and Static Images

A key objective of the study was to examine whether the participants that viewed the personalised education were attentive to the personalised features of the education. The
inclusion of images that were tailored to correspond with a participant’s demographic characteristics comprised the most prominent visual personalised features. Thereby primary analysis focused on assessing whether there was a difference in the gaze behaviour for the personalised and static images. Fig. 6.13 depicts the distribution of the total fixation rate for the personalised and static images for the members of the experimental group. There was variation in the total number of fixations on the two types of images. The mean fixation rate for the personalised images (42.78 fixations per participant, SD 29.81) was more than double the mean rate for the static images (19.0 fixations per participant, SD 12.67). Furthermore, t-test analysis indicated that the fixation rate for the personalised images was significantly larger when compared with the rate for the static images ($t_{(8)} = 2.41, p < .05$).

![Boxplots indicating total fixations on personalised and static images for experimental group.](image)

The distribution of the total fixation duration for the personalised and static images is illustrated in Fig. 6.14. The average fixation duration on the personalised images was 8.58 seconds per participant (SD 6.67), which was twice the length of the mean fixation
duration on the static images (4.09 seconds per participant, SD 3.53). T-test analysis indicated that the difference between the duration means was very close to significance ($t_{(8)} = 2.29$, $p = .051$), however the result was not significant at the .05 level of significance. The mean number of visits per participant to the personalised images was 20.78 visits (SD 12.47), which was larger than the mean visit count for the static images (12.67 visits per participant, SD = 9.54). Moreover, this difference was statistically significant ($t_{(8)} = 2.36$, $p < .05$).

![Boxplots indicating total fixation times (in seconds) on personalised and static images for experimental group.](image)

**Fig. 6.14.** Boxplots indicating total fixation times (in seconds) on personalised and static images for experimental group.

**Correlations with the UES**

As indicated in Section 6.4.1.3, for the experimental group, no statistically significant correlations were found between the aesthetics and perceived usability scores and the eye tracking metrics for the static images. Data analysis also examined the relationships between these engagement factors and the participants’ level of attention for the personalised images. However, no statistically significant correlations were found between the scores for the aesthetics and perceived usability of the personalised
education and any of the eye tracking measures (fixation count, fixation length, visit count).

6.4.2.2 Personalised Components of the Web-Based Education

Evaluation of the fixation and visit data suggests that the participants that viewed the web-based personalised education were more attentive to the personalised images when compared to the static images. However, in order to further appraise whether some aspects of the personalisation were more effective in capturing the attention of the participants, fixation based metrics for each of the personalised images were examined.

As described in Section 6.3.2.2 the personalised images were individualised by age and gender, however in the physical activity web page the personalised images were also contextualised to the participant’s preferred sporting activity (as shown in Fig. 6.6). Table 6.2 indicates fixation based measures for the four images that were categorised as personalised and the two images that were classified as being both personalised and contextualised.

As indicated in the table, all except one of the personalised images received a higher quantity of fixations and were fixated on for a longer time period when compared to the personalised and contextualised images. The image with most fixations and the longest fixation duration (image no. 1) was positioned on the first web page of the education (introduction), and was the first image viewed by all the participants. This was also the largest sized image contained in the education (almost three times larger than the second largest image) and received 14% of the total fixations on the introduction web page. The second and third most attended images were also personalised images and appeared on the second (what is diabetes) and third (blood glucose monitoring) web pages of the education. The content of these three images contained an individual (male or female) whose face was clearly visible. The two personalised and contextualised images were positioned on the fifth and final web page of the education (physical activity), and the combined fixations for these two images comprised only 1.5% of the total fixations on this web page. Both images were characterised by containing an individual (male or female) involved in the participant’s preferred sporting activity (e.g. jogging, running or cycling). The final web page (physical activity) also contained a Google map which illustrated directions from the participant’s geolocation during the experiment to a sporting location. The map received the second highest quantity of fixations (n = 119
fixations) and in total the participants spent 23.72 seconds fixating on this image, which was the second longest fixation period for an image in the personalised education.

Table 6.2. Fixation metrics for the personalised images included in the web-based personalised education.

<table>
<thead>
<tr>
<th>Web Page (with order number)</th>
<th>Image No</th>
<th>Image description</th>
<th>Personalised</th>
<th>Contextualised</th>
<th>Total number of fixations</th>
<th>Total fixation length (in seconds)</th>
<th>Average fixation length (in seconds)</th>
</tr>
</thead>
<tbody>
<tr>
<td>(1) Introduction</td>
<td>1</td>
<td>Male/female, smiling</td>
<td>✓</td>
<td></td>
<td>120</td>
<td>25.27</td>
<td>0.21</td>
</tr>
<tr>
<td>(2) What is Diabetes?</td>
<td>2</td>
<td>Male/female, drinking water</td>
<td>✓</td>
<td></td>
<td>29</td>
<td>6.4</td>
<td>0.22</td>
</tr>
<tr>
<td>(3) Blood Glucose Monitoring</td>
<td>3</td>
<td>Male/female, smiling</td>
<td>✓</td>
<td></td>
<td>69</td>
<td>14.54</td>
<td>0.21</td>
</tr>
<tr>
<td>(4) Healthy Eating</td>
<td>4</td>
<td>Male/female with food, face not visible</td>
<td>✓</td>
<td></td>
<td>14</td>
<td>2.21</td>
<td>0.16</td>
</tr>
<tr>
<td>(5) Physical Activity</td>
<td>5</td>
<td>Male/female, sporting activity</td>
<td>✓</td>
<td>✓</td>
<td>17</td>
<td>2.68</td>
<td>0.16</td>
</tr>
<tr>
<td></td>
<td>6</td>
<td>Male/female, sporting activity</td>
<td>✓</td>
<td>✓</td>
<td>17</td>
<td>2.4</td>
<td>0.14</td>
</tr>
</tbody>
</table>

The first web page of the education (introduction) included a greeting which contained the participant’s name. This was included so as to encourage the participant to identify with the education. Analysis of the fixation data concluded that seven (77.8%) of the participants fixated on the greeting. The average length of a fixation on the greeting was 0.93 seconds, and this was larger than the average fixation length for the remaining text.
(0.22 seconds per fixation) and the personalised image (0.21 seconds per fixation) presented on this page. However, the summed fixation lengths for the greeting comprised only 3.6% of the total fixation duration for this web page.

6.5 Discussion
Current approaches to patient education include the provision of standardised printed materials to all patients regardless of their demographics such as age and cognitive abilities. However, whilst these materials provide medically verified advice, the information provided may not be accessible for all patients. This suggests that an adaptable approach to providing health education may be beneficial for patients and physicians. Strategies to enhance the efficacy of health communications have included the tailoring of printed and electronic health interventions as appropriate for various demographic, behavioural and health attributes of health consumers [167, 170, 451].

Personalisation is a tailoring strategy which attempts to increase the self-relevance of information for an individual, and has been proposed as a means to focus attention on, and encourage central processing of health messages [165, 170, 467]. Chapter 4 detailed the technical development of a web-based framework that provides personalised education for diabetic patients. This chapter described a study which investigated whether users of the system would attend to the personalised features of the provided education.

6.5.1 Engagement Behaviour of the Control Group and Experimental Group Members
The first phase of analysis focused on evaluating engagement with generic and personalised diabetic education. Two groups of participants viewed either a generic booklet or web-based personalised education, and engagement patterns for the two groups were compared. The subjects completed the UES, a self-reporting tool through which they rated their experience for two factors of engagement, the aesthetics and perceived usability of the education. An unobtrusive eye tracking device was also used to capture the gaze behaviour of the participants as they read the education. Thereby both subjective ratings and objectively gathered data was assessed. The aesthetics scores for the two formats of education were comparable, however examination of the individual items that comprised the aesthetics scale identified that for three items, aesthetics appeal, attractiveness and visually pleasing, the personalised education
achieved a higher average rating. Despite differences between the two groups in the amount of time spent viewing the images, the average score for “liking” the images was equivalent. The average score for perceived usability was higher for the personalised education, however the scores did not differ significantly between the two types of education. The individual items that comprised the perceived usability scale related to the participants’ experiences of searching through the education and included emotions such as frustration, annoyance, discouragement and cognitive demand. For all six scale items the generic booklet received less positive ratings when compared to the scores for the personalised education. This suggests that searching for information in the generic booklet was more challenging in comparison with the personalised education. Nevertheless, despite the variance in the perceived usability scores all the participants in the control group correctly completed the four health questions, whilst only five members (55.6%) of the experimental group achieved a full score. It was unclear why there was a distinction in question scores between the two groups. The average diabetes knowledge score for the control group was greater than the mean score for the experimental group, and it is possible that previous knowledge may have contributed to the success of the experimental group. However, there was no significant difference between the mean scores for the two groups, thereby it is impossible to verify whether previous knowledge of diabetes had an impact on the health question scores for the control group.

Gaze behaviour metrics were used to identify where the visual attention of the participants was located on the education. For the members of both groups most attention was focused on the text content. A comparison of fixation on the text content suggested that the members of the control group spent a longer period of time reading the text when compared to the experimental group. However, the generic booklet contained a larger volume of text which may have contributed to the difference in fixation time. There are several reasons why both groups may have spent such a large proportion of time attending to the text. If visual information requires increased cognitive processing then an individual may spend an increased amount of time looking at the information [458, 462]. The ratings for diabetes knowledge indicated that 15 participants (83.3%) had rated their knowledge in the lower half of the scale, thereby it is likely that reading new information and encountering unfamiliar terminology may have resulted in increased attention. However, no relationships were found between
level of diabetes expertise and amount fixated on the text. Moreover, it is also probable
that the subjects spent a longer period of time reading the text content as they were
aware that they would be answering questions about the information in the second stage
of the experiment.

Appraisal of overall gaze behaviour indicated that the percentage of fixations on static
images was equivalent for both groups. However, further examination of the data
indicated that the participants that viewed the generic booklet fixated on the static
images more frequently and for longer time intervals when compared to the participants
that viewed the personalised education. Moreover, the members of the control group
tended to revisit the static images more frequently than members of the experimental
group. This behaviour may have been due to the types of images included in the booklet.
The images in the generic booklet included a full-page diagram which explained the
function of insulin. The eye tracking data suggests that this diagram was more
successful than any other image in the booklet in capturing the attention of the
participants (receiving 55% of all fixations). Furthermore, it was also fixated on more
frequently than any of the static images in the personalised education. The diagram can
be classified as a cognitive illustration, an explanatory image which complements
information and assists readers to more fully understand the text content [468, 469]. The
remaining images in the booklet and all the static images in the personalised education
are affective illustrations. These are illustrations that are used to draw attention to
information, augment the attractiveness of the content and enhance the enjoyment of
the information for the reader [468, 469]. Cognitive illustrations have been found to
attract more attention than other illustrations in some online health information
materials [468]. Similarly, in this study the diagram was especially successful in
capturing the interest of the control group. Hence, it is probable that the increased level
of interest for the diagram contributed to the increased attention towards the static
images exhibited by the control group. Correlation evaluation highlighted an
association between increased fixation on the static images by members of the control
group and increased aesthetics scores for the generic booklet. However, a similar
relationship was not identified for the subjects that viewed the personalised education.
6.5.2 Attention Towards the Web-Based Personalised Education

The second stage of analysis concentrated on the participants that viewed the web-based personalised education. Viewing behaviour suggested that these participants looked at the personalised images more often and for double the length of time than was spent fixating on the static images. The personalised images had been matched to the participant’s gender and age group, and there are several reasons why the personalised images derived such increased notice when compared to the static images. A recent study of engagement with images on Instagram found that photos containing faces were more engaging, receiving more likes and comments, in comparison to photos not containing a face [470]. Thereby as most of the personalised image content represented people, while the static image content focused on medical devices and food items, this may have encouraged engagement with the personalised images. Moreover, it is often found that humans have a preference for focusing their attention on people within pictures and illustrations. For example, during an experiment which presented image pairs comprising a person-present and person-absent scene, the subjects fixated on the person-present scene first, and for a longer period of time [471]. Participants also have an increased likelihood to quickly locate and fixate on people when depicted in social scenes [472, 473]. Furthermore, several eye tracking studies have identified attentional bias towards human faces in pictures, with a particular focus on the eyes [472-476]. It has been proposed that enhanced interest in the eyes is due to a tendency for humans to try to infer social information from an individual’s eye gaze, and thereby better comprehend the meaning of a scene [472, 477]. It is evident that when viewing images, humans tend to focus their attention on meaningful objects such as other persons. Thereby, as all of the personalised images contained people, this may have naturally attracted the attention of the participants. Consequently, it is probable that this contributed towards the increased level of focus towards the personalised images.

A final reason for the increased attention towards the personalised images could be attributable to the composition of the experimental group. Many of the participants were from a Computer Science background and thereby may have been naturally interested in the concept of computerised personalised education. Consequently, the increased attention towards the personalised images may have been due to an appreciation of the technical challenge involved with creating online personalised education.
Examination of the gaze metrics for the personalised images also highlighted some variations in attention to the personalised images. The fixation rate and length suggested that the images positioned on the first three web pages were the most frequently attended to. The image located on the first web page (introduction) was the first image attended to by all the participants on reading the education. This image had the largest quantity of fixations and longest fixation length. However, this image was larger than all other images in the education, thereby it is possible that the size and location of this image contributed to its increased focus. The images situated on the physical activity web page received less attention than images placed on earlier web pages. This was surprising as the content focus of these images matched the participant’s age group, gender and preferred sporting activity. However, for all the participants the physical activity web page was the last web page read as they progressed through the personalised education, thereby participant fatigue may have contributed to the lower fixation rate. Nevertheless, the Google map which was also positioned on the physical activity web page received almost as many fixations as the image on the first web page. It is likely that the subjects found the map to be more cognitively engaging as it included a mixture of content (text and illustration) which conveyed information that focused on their immediate geolocation. This suggests that providing information relevant to the context in which a user currently resides may capture the user’s attention.

The personalised greeting was not attended to by all the participants. This suggests that identifying a user by name within health information may have variable success in capturing the attention of the reader. However, it is also likely that some participants may have simply overlooked the greeting as they were eager to start reading the diabetes information, which they may have perceived as more relevant to the experiment.

The performance of both study groups suggests a high level of engagement amongst the participants. However, it must also be acknowledged that the experimental conditions may have had an impact on the participants’ behaviour. As detailed in Chapter 3, the behaviour of a participant may alter during an experiment due to an awareness of being observed rather than the actions of the investigator, a situation known as the Hawthorne effect [382, 383]. Thereby, it is possible that the attendance of the investigator may have influenced the motivation of some subjects during this study. For example, due to the presence of the investigator, a participant may have felt obliged to complete all stages
of the experiment. One consequence of recruiting within a university was that a number of the subjects were from a Computer Science background and were colleagues of the investigator. Subsequently these participants may have been eager to perform well in the experiment, thereby encouraging their commitment to the tasks. Moreover, as previously described, participants from a Computer Science background may have been motivated by an interest in the concept of personalisation, which increased their attention to the personalised content. One aspect of the study which may have positively impacted the commitment of the participants was the use of the eye tracking equipment. Some of the participants were intrigued by the novelty of eye tracking and were keen to participate in the study. However, it was hoped that providing interesting medical based information would distract the participants’ attention from the eye tracking equipment throughout the experiment.

6.5.3 Study Limitations

There were a number of limitations with this study. The primary limitation was related to the reduced size of the study groups. The volume of eye tracking data collected and the UES based data did provide an adequate amount of data to complete statistical analysis of various attributes of engagement. Moreover, statistically significant and non-significant relationships between engagement attributes were identified for the study population. However, an increased sample size may have highlighted further patterns in the gaze behaviour of the participants, or may have increased the statistical significance of the identified relationships. The second limitation relates to the reading behaviour of the participants during the study. All the participants read the full portion of the education as requested, however as the study was performed under laboratory conditions it is likely that they may have completed reading the education in less time than would be taken if viewing information for a genuine health issue. However, examination of the eye tracking recordings indicated that the participants did progress systematically through the education artefacts, which enabled attention to the different components of the education to be analysed.

6.6 Conclusion

The research question queried whether any relationships exist between the format of education being used and the engagement behaviour exhibited by an individual. To
answer this question a study was designed which investigated characteristics of engagement for participants that used either a generic education booklet or web-based personalised education. A comparison of overall viewing behaviour determined some similarities between the two groups as it was established that most of the participants’ attention was directed towards the text information and less attention was directed towards the images. Moreover, with regard to the participants’ experience of the usability and visual appeal of the education no significant difference was found between the two formats of education. Statistical evaluation indicated that attention towards the static images was positively associated with the aesthetic appeal of the generic booklet. This would suggest that for some individuals the inclusion of images may contribute to the visual appeal of health education. However, for both forms of education no associations were found between the usability of the education and the amount of attention directed towards either text and images components.

Analysis of the gaze behaviour of the participants that viewed the personalised education indicated that the attention directed towards the personalised images was twice the amount than was directed towards the static images. Thereby, personalisation of the image content was successful in attracting the attention of the participants. Variations within the gaze behaviour revealed that the participants attended more to images which focused on an individual’s face. Nevertheless, it must also be considered that the volume of fixations on the personalised images tended to reduce as the participant progressed through the education. Thereby it is possible that participant fatigue may have impacted on the amount of attention paid towards images that appeared later in the education. There was one distinction among this pattern which related to the personalised map. Despite being the last image viewed as the participants read through the education, the map attracted the second highest quantity of fixations. This suggests that the inclusion of visual information that is personalised and contextualised to the current geolocation of a health consumer may be effective in attracting attention. The inclusion of the participant’s name had variable success in attracting the attention of the participants.

With relation to the research question, this results of this study suggest that there are similarities and distinctions in the manner in which health consumers use different formats of health education. The viewing behaviour indicated that whichever format of
education was used, the text content was the primary focus for the participants. This underlines that text content is the central element of a health education artefact for many users and draws most attention. Thereby one approach to improving the usefulness of health education is to ensure that the readability of the text information is comprehensible for the target audience, and focuses on their health information needs. For some of the participants an association was established between aesthetic engagement with the material and the inclusion of images. This indicates that for some individuals the inclusion of images in health education may help to motivate engagement with the material. Despite a lack of statistically significant relationships between the eye tracking metrics and the factors of engagement, the participants’ gaze behaviour indicates that the personalised features did attract the attention of the participants. The viewing behaviour suggests that the inclusion of image content that focuses on persons that a user can identify with may attract the attention of the user. Moreover, the participants’ visual reactions to the contextualised image map also suggests that providing information that is relevant to the current context of an individual may also motivate interest. The results indicate that image content can successfully attract the interest of a reader, and this provides an opportunity to improve the efficacy of patient education. Including images that reflect the characteristics and context of the user may encourage increased attention and assist users to identify and engage with the material. Moreover, utilising tailored images to complement the educational focus of the material may assist to inform the user, and enhance the efficacy of the education.
Chapter 7

Conclusion and Scope for Future Work

7.1 Introduction

Chapter 1 described the context of this thesis by highlighting the necessity for citizens to have access to accurate and coherent health information so that they can better understand and fulfil their healthcare needs. However, the channels from which individuals are consuming information are diversifying. This is mainly due to the increased availability of the Internet, which has enabled access to a varied choice of online health information resources. Nevertheless, engaging with health information can be challenging for many people, due to their own personal skills or the characteristics of the health materials obtained. This PhD addressed several issues associated with the usage of health information. This included a focus on the human skills and behaviours associated with obtaining and engaging with health information. Furthermore, the research also investigated the use of semantic web technologies to facilitate the provision of personalised electronic health information.

The thesis began by indicating the aim and objectives of this PhD project, and proposing several contributions to knowledge that would result from the research. Earlier chapters have described the research projects and technical solutions that have been completed in fulfilment of this PhD. This final chapter will explicate how the objectives were achieved through completion of these studies and the resultant knowledge contributions. Moreover, the discussion will also address several limitations inherent in the research studies, and will detail the scope for future work.

7.2 Research Objectives

The research objectives for this PhD have been fulfilled through the completion of the four research studies described in chapters 3, 4, 5 and 6, and a literature review as detailed in Chapter 2. The activities carried out to achieve each objective are detailed below.
Objective 1.
To develop an understanding of current research activities focused on the communication channels, strategies and technologies used in the provision of electronic health information.

This objective was achieved through a comprehensive appraisal of associated literature, as reported in Chapter 2. The review began by appraising the methods by which individuals obtain and use health information from various sources, and the associated challenges. The review then concentrated on the use of personalisation in healthcare applications, and highlighted several technical difficulties that are associated with delivering personalised and contextualised services, including user modelling. Subsequently, the increasing use of ontologies in biomedical and healthcare domains was discussed, along with recent research efforts related to ontology engineering. The literature review identified several areas for further research in the sphere of online health information seeking, personalised health information provision and ontological modelling.

Objective 2.
To use software tracking and log analysis to classify and quantify the behaviours of health information seekers when searching for and using online health information, and assess whether these behaviours are associated with health literacy or eHealth literacy skills.

This objective was fulfilled by the completion of a study which aimed to investigate the online health information seeking behaviours of health consumers. This study is described in Chapter 3. The study, which involved 60 participants, set online searching tasks and then monitored the activities of the participants as they used online searching tools and health information resources to answer health questions. The health literacy and eHealth literacy skills of the subjects were assessed using validated instruments. A data set with 360 records was collected from the study, and a bespoke electronic tool was used to parse the data and classify and quantify various behaviours. The behaviours evaluated included the time spent on different types of resources and classification of the resources used. A comprehensive set of statistical tests were executed to critique the associations between the online health information seeking behaviours and health literacy and eHealth literacy. In addition, various commonly used search strategies were
identified and evaluated, such as the activities associated with using search engines to find health information. The analysis also considered various contextual factors which may have affected the performance of the participants.

**Objective 3.**

*To design and implement a web-based technical solution that will provide electronic patient education that is tailored as suitable for the personal health needs and skills of patients.*

This objective was achieved through the development of a web-based architecture that created tailored education for diabetic patients. The design, implementation and testing of this architecture was detailed in Chapter 4. A key element of the architecture comprised an ontological knowledge base which included a model of several clinical aspects of diabetes, and a user model representation of a diabetic patient. A rationale for choosing an ontology as the knowledge base and selecting OWL as the representation language was provided, alongside a detailed account of the various stages of ontology engineering. The implementation of a SWRL personalisation rule-set was also detailed. These two components function to resolve the personalised features that will be included in the education, as applicable to the personal health needs and skills of each patient. Testing verified that the system produced accurately tailored education. For each patient, the educational content was tailored to focus directly on the symptoms, treatments and complications as relevant to the patient’s health experience, and the text content was transcribed at a readability level appropriate for a patient’s health literacy skills. The image content was personalised to reflect the patient’s age and gender, and the layout was adapted as suitable for their level of digital experience.

**Objective 4.**

*To develop a novel approach for collaborative evaluation of an ontology in the health domain, and evaluate whether this approach is accessible for ontology engineering novices.*

This objective was fulfilled through the completion of a study which aimed to evaluate whether individuals with limited ontology modelling experience could complete ontology engineering tasks. The study involved 21 participants, and is described in Chapter 5. The methodology comprised a set of ontology engineering tasks which
collected domain knowledge. The presentation of the tasks was formulated to assist the participants with transcribing domain knowledge. Furthermore, informational artefacts, including a multimedia presentation, were provided to describe ontology engineering activities and assist with modelling decisions. The knowledge contributions were used to evaluate the patient education ontology. In addition, an analysis was also completed to appraise which types of tasks were most accessible and most challenging for the participants.

**Objective 5.**

*To appraise the comprehension and engagement behaviours exhibited by individuals when interpreting generic patient education material and computer-aided personalised patient education material, and evaluate whether there are any similarities or distinctions in engagement patterns between both approaches.*

This objective was fulfilled through the completion of a between subjects study which aimed to evaluate the engagement behaviours of participants when using either a generic patient education booklet or electronically derived personalised patient education. The study, which involved 18 participants, is described in Chapter 6. The methodology was designed to gather both objective and subjective measures of engagement. During an experiment the eye movements of a participant were unobtrusively recorded as they read through and searched for information in one of the artefacts. This enabled the collection of natural visual responses to the education. Corresponding attributes of gaze behaviour, such as the amount of time spent looking at visual stimuli, were quantified using eye tracking software. In order to appraise individual perceptions of the education, each participant completed the UES. This provided subjective measures of engagement for each participant. Statistical analysis was used to evaluate the engagement behaviours of each study group in reaction to similar features within the two materials, and identify comparable and distinctive patterns. This afforded a thorough, and statistically substantiated comparative analysis of the engagement patterns exhibited by the participants when using the different formats of patient education.
Objective 6.

To assess whether the engagement behaviours exhibited by individuals will vary in response to viewing different aspects of personalisation included in a patient education artefact.

A second goal of the study described in Chapter 6 was to determine whether there was variability in the engagement behaviours displayed when viewing different personalised features in patient education. This phase of analysis focused on the engagement patterns of the participants that viewed the electronic personalised patient education. Traits of engagement such as the time spent viewing different personalised elements and the total quantity of fixations upon these features were measured. This enabled the identification of fluctuations in engagement levels between different personalised features. Contextual factors, such as the positioning of the features in the education, were also considered as explanatory factors.

7.3 Summary of Knowledge Contributions

The research completed during this PhD has resulted in various contributions to knowledge as detailed below.

1.1 The design and implementation of a methodology to track and quantify the online health information seeking behaviours, and measure the health literacy and eHealth literacy skills of health information seekers. (Objective 2)

Chapter 3 presented a methodology that was used to monitor and quantify the online health information searching behaviours of the participants, and to measure their health literacy and eHealth literacy skills. The methodology included online searching tasks, the use of electronic tools to record health information seeking activities, and screening instruments to measure the participants’ skills. Six health questions were devised, and during an experiment these were presented to a participant through a Mozilla Firefox extension, the HCI Browser. This tool automatically recorded a participant’s interactions with the web browser as they searched for information to answer a health question. Screen capture software was also used to record searching activities that were not logged by the HCI Browser. A bespoke parsing tool was used to parse the HCI Browser log files, and quantify various online health information seeking behaviours.
The parser produced a spreadsheet containing behavioural data for each participant. The methodology also included the use of two validated instruments to provide a quantitative measure of the participants’ skills. The NVS was used to appraise a participant’s level of health literacy, and the eHEALS was used to quantify eHealth literacy skills.

This methodology encompasses a contribution to knowledge as it provides a method for collecting, quantifying and analysing online health information seeking behaviours and measuring health literacy and eHealth literacy. The methodology was validated in a study of online health information seeking, and supported a comprehensive evaluation of the relationships between a range of online health information seeking behaviours and health literacy and eHealth literacy skills. The use of health question search tasks, the HCI Browser extension and screen capture software enabled a sizeable data set to be collected which incorporated a variety of online health information seeking behaviours. The parsing tool provided human readable records of searching behaviours in a format that can be used with statistical analysis software. This tool has been made available online for use by other researchers (refer to [77]). The methodology also included verified instruments which enabled accurate measurement of the health literacy and eHealth literacy skills of the participants. The methodology is easily replicable and extendable, and could be utilised for similar studies in this area.

1.2 The implementation of an extensible web-based architecture, comprising an ontological knowledge base and rule-based personalisation, which will deliver education that has been tailored to the preferences, personal health needs, health literacy and eHealth literacy competencies of individual patients. (Objective 3)

A major research output from this PhD is an extensible web-based architecture that provides patient education that is personalised to the preferences, health needs, and health literacy and eHealth literacy skills of diabetic patients. The architecture comprises an OWL ontology knowledge base and a SWRL rule personalisation component. The ontology incorporates a model of clinical knowledge related to diabetes, and a user model which represents the personal characteristics, health status, educational abilities and preferences of a diabetic patient. The SWRL rules establish the
conditions for personalisation, and a Pellet reasoner is used to reason with the rules and deduce the knowledge required to personalise the education. The architecture includes various Java-based logical modules and a database in which the educational content is persisted. The communication infrastructure is implemented using the Spring MVC framework, and the education is constructed as a JavaServer Page and is presented in a web browser.

The patient education architecture provides contributions to knowledge in the areas of personalisation and health education. Primarily the system comprises a fully functioning technical solution for the provision of personalised education for diabetic patients. The education incorporates several personalised features including tailoring of the content as applicable for each patient’s particular health information needs and health literacy skills. The visual layout and typography of the education is presented as suitable to a patient’s preferences, visual acuity and eHealth literacy skills. Various other personalised elements are included so as to assist the patient to identify and engage with the education. This includes identifying the patient by their name and the inclusion of images that have been matched to the patient’s age and gender.

The system also makes contributions to semantic web technology research. The architecture comprises a layered structure which incorporates several technical components that are easily extendable or re-usable. For example, the OWL ontology provides a user model which represents a wide range of personal, health and educational characteristics of a patient, and also captures a model of the semantics of diabetes related clinical data. The ontology could be re-used in other semantic web based systems that require to represent knowledge in this area. In addition, the architecture was designed to facilitate further adaptation of the education. For example, the SWRL rule-set was devised to be easily extendable to increase the level of personalisation in the education by adding new personalised features.
1.3 The design and implementation of a method for collaborative ontology evaluation that supports domain experts with variable modelling experience to complete ontology engineering tasks and contribute domain knowledge. (Objective 4)

Chapter 5 described a methodology that was formulated to engage ontology engineering novices with a range of ontology engineering tasks. The domain knowledge collected through these tasks was used to evaluate the patient education ontology. The methodology included informational artefacts that described ontology engineering activities, and an intuitive user interface to assist with transcribing a modelling decision. In the first stage a multimedia presentation was provided to introduce various ontology modelling practises and associated terminology. The ontology engineering tasks were presented as an online survey. Five types of engineering activities were incorporated into the survey including proposing new class properties and structuring data in a subsumption relationship. Moreover, information relevant to a modelling choice such as health-related descriptions or ontological diagrams were also provided. These features assisted the participants with completing a range of the survey tasks.

This methodology comprises a contribution to knowledge as it provides a method for assisting domain experts with limited modelling experience to become involved in ontology evaluation processes. The methodology incorporated explanatory information in various media formats which provided sufficient knowledge to enable the participants to complete various engineering tasks. The presentation of the engineering tasks also assisted the participants with submitting modelling decisions. The methodology was employed in a study which aimed to evaluate whether individuals with limited technical modelling experience can effectively contribute to the evaluation of an ontology. The participants’ contributions were utilised to evaluate various models within the ontology, and to expand the scope of the ontology by adding new knowledge. Thereby, the methodology provides a means to expand ontology evaluation practices to include individuals that have limited experience of modelling ontologies or other technical artefacts.
1.4 The design and implementation of a methodology to record subjective and objective measures of engagement with patient education artefacts. (Objectives 5 & 6)

Chapter 6 presented a methodology for a between subjects study that was used to record user engagement with generic and personalised patient education artefacts. The methodology was formulated to document both subjective and objective quantifiers of engagement. During an experiment a participant read either a diabetic education booklet from a UK charity, or personalised education as created by the patient education architecture. Following this they received four health questions and had to search for relevant information within the education. An eye tracker was used to record the visual responses of the participants as they used the education, and eye tracking software calculated various characteristics of eye movements. This enabled the collection of objective indicators of engagement. The participant then completed the UES, a validated self-report instrument through which they indicated their perceptions of the aesthetic appeal and perceived usability of the education. This enabled a participant’s subjective responses to the education to be quantified. Statistical analysis was used to uncover relationships between the UES data and eye tracking movements, and to uncover similarities and differences between the engagement behaviours of the two groups of participants.

This methodology affords a contribution to knowledge as it presents a method for gathering and analysing distinct quantifiers of a user’s engagement with patient education. The use of an unobtrusive eye tracker device to automatically capture the reader’s gaze behaviour facilitated the recording of natural responses to the education. Furthermore, using the UES enabled the users to deliver their subjective interpretations of the visual attractiveness and usefulness of the education. The methodology was validated in a study which appraised the engagement behaviours of participants that viewed either a generic or a personalised patient education artefact. Statistical analysis identified analogous and dissimilar patterns of engagement between the two participant groups. It was also found that there can be variability in user engagement with different personalised features in a patient education artefact. This methodology could be easily replicated in similar research studies which require to measure multiple attributes of engagement with health information.
7.4 Limitations

The most prominent limitations of this PhD relate to the composition and size of the study populations for several of the research studies. These limitations are detailed below.

- Chapter 3 described a study which aimed to investigate online health information seeking behaviour. Sixty participants were engaged to take part in the study, however there was a lack of variety within the study population with relation to age and educational attainment. The recruitment phase focused on attracting subjects from within a university campus. Therefore, although there was variation in the background disciplines of the subjects, approximately 62% had achieved an undergraduate or postgraduate degree. With relation to the ages of the participants the range was from 18 to 59, however the average age of a participant was 27 years. Consequently, the study population could be characterised as being younger and highly educated. As discussed in Chapter 3, the subjects exhibited a range of online health information seeking behaviours which enabled a comprehensive critique of their performance. However, engaging a larger study population, with increased diversity in terms of age and qualifications, may have broadened and enriched the study findings. For example, older individuals are increasingly using the Internet to seek health information [28], thereby the inclusion of older people in the study may have uncovered online searching strategies that are comparable or dissimilar with a younger population group. Moreover, analysing the health literacy and eHealth literacy competencies of an older age group, and associated searching activities, may have strengthened the significance of the study findings.

- Some of the more unexpected results in Chapter 3 related to the weak correlations between the eHEALS scores, the NVS scores and the health question scores. Although eHEALS has been repeatedly validated as a reliable measure of eHealth literacy skills [351, 360, 478, 479], it did not appear to accurately reflect the online health information seeking skills of all the participants. Several possible reasons for this finding were proposed, including the overestimation of eHealth literacy proficiency by the participants. Furthermore, due to the context of the information seeking (an experiment) some of the subjects may not have exhibited their full skill
set to locate and use online health information. However, as the study aimed to specifically investigate whether eHealth literacy could be associated with an individual’s OHISB, the limitations of the eHEALS tool were disappointing. A different approach to measuring eHealth literacy may have provided a more accurate estimation of the eHealth literacy skills of the study population. However, whilst several tools for measuring eHealth literacy have since been proposed [384, 385], unfortunately these were not available when the study was taking place.

- Chapter 6 described a study of engagement with patient education, however the size of the study population was reduced as only 18 individuals participated. Furthermore, there was a notable representation of highly educated persons in the study as 83% had achieved an undergraduate or postgraduate degree. Several related studies have identified an association between the manner in which individuals read and process health information and literacy level [57, 58, 461]. Thereby, having a larger and more educationally diverse study population may have augmented the study results, for example, by enabling an analysis of whether engagement behaviours could be associated with education level.

- Chapter 5 detailed a study which aimed to include domain experts in the evaluation of the patient education ontology. Whilst the size of the study population was limited (21 subjects), a main constraint of the study relates to the involvement of only two participants from a health-related discipline. Although a notable amount of data was collected from the tasks, the involvement of a greater number of health domain experts may have increased the variety of the data collected and enabled more diabetes specific terminology to be gathered. Adding domain knowledge of this type may have improved the scope and quality of the ontology.

7.5 Future Developments

Appraisal of the research studies and associated contributions to knowledge has suggested several areas for enhancement. These proposals are detailed below.
Online Health Information Seeking Behaviours (Chapter 3)

- During this study a substantial amount of analysis focused on the manner in which the participants read through search engine results lists and chose a link to follow. Examination of these behaviours required the investigator to scrutinise screen recordings and determine how far the participant had scrolled through the results list, which link the participant chose and its position in the list. One method by which to clarify which search results the participant focused on before making a decision would be to introduce eye tracking into an experiment. By tracking the eye movements of a participant it could be determined the order in which the participant read the results, the intensity of interest for each link, and whether they focused more intensely on the URL, the title or the snippet before moving on or selecting this result. Collecting this data may help to elucidate which aspects of information a health consumer prioritises when choosing to follow or disregard a particular result in the list.

- Throughout the study the participants used a range of SERPs and accredited and unaccredited health resources to gather information. However, although it was possible to quantify and evaluate this behaviour, it was impossible to clarify the particular reasons why the participants utilised these resources. Introducing the think-aloud method may encourage a participant to comment on their actions during an experiment and provide valuable feedback regarding their intentions. This would assist an investigator to comprehend a participant’s reasoning behind using a particular health resource, as well as indicating their intentions when carrying out other searching activities.

User Engagement with Patient Education (Chapter 6)

- This study utilised an eye tracker to record a participant’s eye movements as they read patient education, and employed the UES tool to gather a participant’s subjective perceptions of the materials. These provided different measures of user engagement and enabled a comprehensive critique of engagement behaviours. However, user engagement is a multifaceted concept which is challenging to quantify. Accordingly, another means by which to gauge the engagement of a participant could be to introduce a device that measures physiological signals. For
example, using a sensor device to measure heart rate variability or galvanic skin response would facilitate the measurement of natural physiological reactions to the education. This would augment the types of engagement behaviours recorded and enable a multifaceted evaluation of user engagement to be undertaken.

- The association between health literacy and an individual’s capability to obtain, understand and use health information has been a major theme of this PhD. The first study (Chapter 3) sought to appreciate the relationships between online health information seeking behaviours and an individual’s health literacy skills. Accordingly, during the second study (Chapter 4) a personalised patient education system was developed which aimed to provide education at a readability level suitable for a person’s health literacy needs. This system was further utilised in the study of patient engagement (Chapter 6). Thereby, measuring a participant’s health literacy skills and including this in data analysis would be a complementary extension to the patient engagement study. Similar studies in the sphere of health literacy research have sought to identify whether there are associations between health literacy and approaches to reading, evaluating and processing health information [58, 461]. However, to date, a study similar to this, which compared engagement with generic and personalised patient education, has not been identified in this research area. Including health literacy measurement would add a further dimension to the patient engagement study by provisioning investigation of associations between health literacy and engagement with features of the generic and personalised education. Moreover, this would make a novel contribution to knowledge in health literacy research.

**Collaborative Ontology Evaluation (Chapter 5)**

- Chapter 5 described a study which aimed to include domain experts with variable modelling experience in the evaluation of the patient education ontology. However, there was variability amongst the participants in their level of engagement with all the engineering task types. One means by which to further assist the participants to undertake a wider range of tasks could be to provide more supporting technical information. This could include, for example, extending the screencast to illustrate how to complete the different tasks within the survey interface. The screencast currently uses an example of entities within a university to describe different
ontological concepts. However, although these concepts may be familiar to the participants, changing the example to focus on a common health condition may provide greater assistance to the participants in understanding how to structure clinical knowledge within an ontology.

7.6 Recommendations for Similar Research Studies

During this PhD four studies were completed which focused on different aspects of health information provision. As described in this thesis, several challenges were encountered during these studies. A number of recommendations are now proposed which aim to assist researchers that are undertaking similar studies.

• During this PhD three studies were completed that included human subjects. However, for all three studies, there was a lack of diversity in the age and educational background of the study population. Recruitment for these studies mostly took place on a university campus, and therefore the pool of potential subjects tended to be younger and well-educated. As described in Chapter 3 and Chapter 6, it is difficult to determine to extent to which these characteristics impacted upon the study results. Thereby, the first recommendation for carrying out similar research is to focus on recruiting participants with a suitably wide age range and increased scope of academic achievement. This will require that recruitment activities are not focused solely on a university campus, but would include population groups that typically have a wider range of educational and work experiences. For example, recruiting amongst groups such as mother and baby groups, adult education and training classes, or older adult activity programmes may provide more variation in terms of age, education, experience of using Internet applications and health experiences.

• Another consequence of recruiting on a university campus was that some of the participants were colleagues of the investigator. As detailed in Chapter 3 and Chapter 6, this may have added some stress to the participants or may have encouraged their enthusiasm to perform well in the experiments. Thereby, the second recommendation is to avoid recruiting subjects from within the investigator’s immediate working environment. Although it is convenient to recruit participants who are familiar with undertaking experiments of this type, it was found
in this PhD, that having a high quantity of subjects with a technical background likely contributed to several confounding factors in the studies.

- The two studies described in Chapter 3 and Chapter 6 required the participants to attend an experiment at which the investigator was also present. Again, there is some uncertainty as to how the presence of the investigator may have influenced the behaviour of the subjects. Thereby, the third recommendation is to organise the environment in which the experiment takes place, to assist the participant to be less aware of the investigator’s presence. One possible means to achieve this could be to have the investigator sit in an adjoining room during the experiment, whilst still being accessible to the participant if assistance is required. However, it must also be acknowledged that the ability to implement this recommendation would be reliant on the layout of the environment in which the experiment takes place.

- One of the main outputs from this PhD is an ontology-based architecture for personalised patient education. However, whilst the patient education ontology supported the production of personalised education, it was time-consuming to develop and, as described in Chapter 5, several issues were encountered during evaluation of the ontology. Thereby the fourth recommendation relates to the development of ontology-based architectures, and proposes that before deciding to design a novel ontology, the engineers should investigate whether a domain ontology could be utilised to achieve the required functionality in the architecture. This would reduce the time and effort used to develop a novel ontology, and may reduce concerns regarding the validity and correctness of the ontological model.

7.7 Recommendations for Health Information Provision

The Internet is a prominent source of both certified and unaccredited health information. This thesis has highlighted some of the strategies that information seekers employ when utilising online health information, and electronic and paper formats of patient education. Several recommendations are now proposed which relate to the provision and use of electronic formats of health information.
Chapter 3 described a study of online health information seeking. The study presented subjects with questions related to popular health topics. The subjects predominantly relied on search engines to locate health resources, a common behaviour amongst online health information seekers [23]. Other prominent characteristics of the study population included a reliance on unaccredited health information, and a reluctance to confirm the validity of health information by comparing it with other sources. Although in many cases the unaccredited information was accurate, these behavioural traits are concerning within such a highly qualified and confident group of health information seekers. Online health information is accessed by individuals of all ages, and socio-economic and educational backgrounds [23], thereby not all information seekers will have skills comparable to these participants to interpret, critique and apply the information found. One possible approach to alleviating the problems associated with limited health information seeking skills could be public health promotion of criteria by which to assess the validity of online health information. Providing standardised evaluation criteria could assist information seekers of all abilities to effectively identify unreliable information sources. These criteria could be promoted through posters and leaflets in physician surgeries and health organisations, and on online platforms such as NHS Choices. There is also an opportunity to enhance the health literacy and eHealth literacy skills of adolescents and young adults through education in schools, colleges and universities. This also has the benefit of equipping younger generations with eHealth literacy skills that can inform their health decisions as their health needs change throughout adult life.

Chapter 6 described a study which evaluated how users engage with generic and personalised forms of patient education. Analysis of the participants’ gaze behaviour provided some insights as to which elements of education may be most effective in attracting and retaining the attention of readers. It was found, that regardless of the type of education being used, the subjects spent most time reading the text content. This emphasises that for many patients the text information is the primary focus, and therefore it is essential that text content is clear and understandable for the reader. The widespread use of online health resources provides an opportunity for health organisations to improve the usefulness of patient
education by adapting the content to be more engaging and comprehensible for individuals. For example, Internet based applications could provide health information that is transcribed as suitable for a patient’s literacy level. The inclusion of personalised images that a reader can identify with may also encourage engagement with the education. Humans have a tendency to focus their attention on people within images and illustrations, and this provides an opportunity to draw the attention of readers to particular images. For example, including an image of a person carrying out a diabetic health check, such as a blood glucose check, may attract the reader’s attention and reinforce the importance of this health check. The level of attention focused on the diagram (included in the generic booklet) during the study indicates that including cognitive illustrations could also be an effective method of drawing the interest of readers to important points of information. Moreover, utilising web-based technologies can also enable the provision of cognitive illustrations that are suitable to the health literacy level of the reader, which can further enhance the usefulness of the education.

7.8 Conclusion
This thesis presented a thorough investigation of the human factors associated with using health information, and the technological challenges associated with delivering health information. The research began by focusing on the growing use of the Internet as a source of health information, and the first research project addressed the human activities and skills involved with locating and using online health information. Subsequently, the focus of investigation shifted to the use of patient education materials, and it was considered whether a novel tailoring strategy could enhance the usability and attractiveness of the education for patients. In parallel, it was also evaluated whether semantic web technologies could be used to provide electronic education that was adaptive to the different personal characteristics, health status and literacy needs of patients. Chapter 4 described the design and implementation of an ontology based architecture which created personalised education for diabetic patients. Following this, Chapter 5 sought to strengthen the robustness of this electronic solution by verifying the validity of the ontological model. The research focus then progressed to consider user engagement with different formats of patient education. The study described in Chapter 6 aimed to evaluate whether the engagement behaviours displayed by individuals when using generic or personalised formats of patient education would
compare or contrast. Furthermore, the study also sought to determine whether an individual’s level of engagement would fluctuate in response to viewing different personalised features in electronic education. The research objectives of this PhD project were fulfilled through these four studies and the completion of a review of related literature (as detailed in Chapter 2). Section 7.2 explicates precisely the manner in which these objectives were achieved. However, due to constraints of time and geography several limitations arose for the three studies that involved human subjects (Chapter 3, 5 and 6). During these studies recruitment activities were mainly targeted at university staff and students, and consequently there was reduced diversity within the study populations. However, for these three studies, the volume and range of the collected data set ensured that the results found were credible and robust. Reviewing the methodology and research outputs from these studies also identified various areas for future development as described in Section 7.5. Applying these modifications could expand the scope of the research, and augment and enrich the research findings.

This thesis aimed to “use software tracking and user log analysis to appraise the health seeking behaviours and skills involved in utilising and engaging with web-based health information applications, and in turn to develop a computer-enhanced personalised patient education system using ontologies and related technologies”. This aim has been achieved through the research completed throughout this PhD project, as recounted in this thesis. Comprehensible and accurate health information is a valuable resource for citizens as they manage concerns about their own health and navigate modern healthcare systems. Advances in electronic communications have enabled ubiquitous access to Internet-based health information services, and consumption of this information is ever increasing. Moreover, novel technologies, including semantic web technologies, have enabled the provision of electronic health tools that can adapt dynamically to fulfil the personal health information needs of consumers. Government health strategies worldwide have embraced the use of information technology as a means to support health information provision, whilst potentially improving patient experience and reducing the pressure on frontline services. However, this thesis has underlined the complexity of challenges that individuals encounter when attempting to engage with health information. Appreciating the personal characteristics and skills of citizens is a fundamental issue when considering the use of information technology to deliver health information services. Individuals will have unique abilities and health
experiences, thereby personalising information to focus on the particular needs of each person will enhance its usability and efficacy. Delivering information services of this type requires technology that can represent the complexity of human characteristics and health experiences. Semantic web technologies provide the sophistication to capture this range of data and enable tailoring services. Realising electronic health information applications that can fulfil the diverse personal and health needs of consumers will assist citizens in attaining the manifold benefits that are possible from using high quality health information.
References


Holmes-Rovner, H. Llewellyn-Thomas, A. Lyddiatt, R. Thomson and L. Trevena,
"Decision aids for people facing health treatment or screening decisions,"
Cochrane Database of Systematic Reviews, Issue 4, 2017. doi:
10.1002/14651858.CD001431.pub5.

[18] O. Husson, F. Mols and L.V. van de Poll-Franse, "The relation between
information provision and health-related quality of life, anxiety and depression
4, 2011.

Johnson, S.R. Forsythe, J.K. O'Donnell, M.K. Paasche-Orlow and C. Manasseh,
"A reengineered hospital discharge program to decrease rehospitalization: a

[Accessed: June 16, 2017].

Health Information? Examining Digital Health Information Disparities From 2008

Commission, 2014. [Online]. Available:
2017].

DC, 2013. [Online]. Available: http://www.pewinternet.org/2013/01/15/health-
online-2013/. [Accessed: June 16, 2017].

M.S. Airaksinen, "Is the Internet replacing health professionals? A population
survey on sources of medicines information among people with mental disorders,"


Appendix A

Newest Vital Sign (NVS)

With the NVS assessment tool the participant reads an ice cream container nutritional label and then answers the following questions [359, 362].

NVS Showcard:

<table>
<thead>
<tr>
<th>Serving Size</th>
<th>100ml</th>
</tr>
</thead>
<tbody>
<tr>
<td>Servings per container</td>
<td>4</td>
</tr>
</tbody>
</table>

**NUTRITIONAL INFORMATION**

<table>
<thead>
<tr>
<th></th>
<th>Per 100ml</th>
</tr>
</thead>
<tbody>
<tr>
<td>Energy</td>
<td>1050 kJ</td>
</tr>
<tr>
<td></td>
<td>250 kcal (calories)</td>
</tr>
<tr>
<td>Protein</td>
<td>4 g</td>
</tr>
<tr>
<td>Carbohydrate</td>
<td>30 g</td>
</tr>
<tr>
<td>of which sugars</td>
<td>23 g</td>
</tr>
<tr>
<td>Fat</td>
<td>13 g</td>
</tr>
<tr>
<td>of which saturates</td>
<td>9 g</td>
</tr>
<tr>
<td>of which monounsaturates</td>
<td>0 g</td>
</tr>
<tr>
<td>of which polyunsaturates</td>
<td>3 g</td>
</tr>
<tr>
<td>of which trans fats</td>
<td>1 g</td>
</tr>
<tr>
<td>Fibre</td>
<td>0 g</td>
</tr>
<tr>
<td>Sodium</td>
<td>0.05 g</td>
</tr>
</tbody>
</table>

Ingredients: Cream, Skimmed Milk, Sugar, Whole Egg, Stabilisers (Guar Gum), Peanut Oil, Vanilla Extract (0.05%).

NVS Questions & Answers:

1. How many calories (kcal) will you eat if you eat the whole container?
   *Answer: 1,000 KCAL or 1,000 CALORIES*

2. If you are advised to eat no more than 60 grams of carbohydrate for dessert, what is the maximum amount of ice cream you could have?
   *Answer: Two servings (or anything up to 2 servings) OR Half the container (or any amount up to half the container) OR 200 ml (or any amount up to 200 ml).*

3. Imagine that your doctor advises you to reduce the amount of saturated fat in your diet. You usually have 42 g of saturated fat each day, some of which comes from one serving of ice cream. If you stop eating ice cream, how many grams of saturated fat would you be eating each day?
   *Answer: 33g*

4. If you usually eat 2500 calories each day, what percentage of your daily calorie (kcal) intake will you get if you eat one serving of ice cream?
   *Answer: 1/10 (one tenth) OR 10%*
Imagine that you are allergic to the following substances: penicillin, peanuts, latex gloves, and bee stings.

5. Is it safe for you to eat this ice cream?
   
   Answer: no

If ‘No’ to Q5:

6. Why not?
   
   Answer: Because it contains peanut oil/peanuts/nuts OR Because you might have an allergic reaction

ASK IF answer to Q6 is ‘Because you might have an allergic reaction’:

7. Why would you have an allergic reaction?
   
   Answer: Because it contains peanut oil/peanuts/nuts
Appendix B

The eHealth Literacy Scale (eHEALS)
The eHEALS comprises questions 3-10. Questions 1 and 2 are supplementary items for use with the eHEALS to understand a participant’s interest in using eHealth in general [360].

1. How **useful** do you feel the Internet is in helping you in making decisions about your health?
   
   Not useful at all | Not useful | Unsure | Useful | Very Useful
   -----------------|-----------|-------|--------|----------
   [ ] | [ ] | [ ] | [ ] | [ ]

2. How **important** is it for you to be able to access health resources on the Internet?

   Not important at all | Not important | Unsure | Important | Very Important
   ---------------------|--------------|-------|-----------|--------------
   [ ] | [ ] | [ ] | [ ] | [ ]

3. I know **what** health resources are available on the Internet.

   Strongly Disagree | Disagree | Undecided | Agree | Strongly Agree
   ------------------|---------|-----------|------|------------
   [ ] | [ ] | [ ] | [ ] | [ ]

4. I know **where** to find helpful health resources on the Internet.

   Strongly Disagree | Disagree | Undecided | Agree | Strongly Agree
   ------------------|---------|-----------|------|------------
   [ ] | [ ] | [ ] | [ ] | [ ]

5. I know **how** to find helpful health resources on the Internet.

   Strongly Disagree | Disagree | Undecided | Agree | Strongly Agree
   ------------------|---------|-----------|------|------------
   [ ] | [ ] | [ ] | [ ] | [ ]

6. I know **how to use** the Internet to answer my questions about health.

   Strongly Disagree | Disagree | Undecided | Agree | Strongly Agree
   ------------------|---------|-----------|------|------------
   [ ] | [ ] | [ ] | [ ] | [ ]
7. I know how to use **the health information** I find on the Internet to help me.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Undecided</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

8. I have the skills I need to **evaluate** the health resources I find on the Internet.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Undecided</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

9. I can tell **high quality** health resources from **low quality** health resources on the Internet.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Undecided</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

10. I feel **confident** in using information from the Internet to make health decisions.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Undecided</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>
Appendix C

Pseudo code for the HCI Parser

**Input:** A log file which holds multiple records relating to browser interactions during 1 health question

```java
for each record in log file
    webPageObj ← null
    recordArr[] ← tokenise log file record using tab as delimiter
    dateStr ← recordArr[n]
    tokenise dateStr → day, month, year then convert to integer values
timeStr ← recordArr[n]
    tokenise timeStr → second, minute, hour then convert to integer values
    webPageObj.timestamp ← use integer values to construct Java Calendar object
    webPageObj.eventType ← recordArr[n]
    URLStr ← recordArr[n]
    if URLStr is valid URL then
        webPageObj.URL ← URLStr
        webPageObj.domain ← extract domain from webPageObj.URL
        if webPageObj.URL has query strings then
            for each query string
                webPageObj.queryStr[n] ← extract query string
                from webPageObj.URL
            end for
        end if
    end if
    if webPageObj.eventType is “submittedAnswerText” then
        webPageObj.answer = recordArr[n]
    else
        if webPageObj.taskType is “posttask”
            && webPageObj.eventType is question no. then
                webPageObj.posttaskanswer = recordArr[n]
            end if
        end if
    end if
    webPagesArr[n] ← webPageObj
    webPagesArr[n-1].duration ← webPagesArr[n].timestamp – webPagesArr[n-1].timestamp
end for
```
Appendix D

Ontology Engineering Survey

The ontology will capture information about a patient such as personal information and health and fitness characteristics. This information will be used to tailor the education to the patient’s needs.

Cardinality refers to the number of pieces of data that are related. For example if a patient can have only 1 Body Mass Index (BMI) captured in the ontology then we would say that the cardinality of the relationship from patient to BMI is exactly 1. However if a patient must be treated by a doctor, and can be treated by more than 1 doctor, then the cardinality of the relationship from patient to doctor is at least 1.

1. Can you suggest any health characteristics that should be captured for a patient? How many pieces of information would be captured for each patient?

The ontology will be used to provide information about ways to incorporate more activity in a patient’s lifestyle. This can include sports or everyday activities. A class called Activity could be modelled to capture activities. It could contain the subclasses Light intensity, Moderate intensity and Vigorous intensity to further categorise activities. This class hierarchy is illustrated in Figure 1.

![Class Hierarchy](image)

**Light intensity activities**
- No noticeable change in breathing patterns.

**Moderate intensity activities**
- You will breathe harder and your heart will beat faster.
- You should be able to carry on a conversation but cannot sing a song.

**Vigorous intensity activities**
- You will breathe much harder and your heart will beat rapidly.
- You may find it difficult to carry on a conversation.

2. For each activity indicate the class to which it should belong (Aerobics, Basketball, Canoeing, Climbing Stairs, Cycling Level Ground, Cycling Fast, Cycling Over...

The ontology will capture the different physical activity levels that can be achieved by an adult. These activity levels could be captured in a class called **Physical Activity Level**. Class Physical Activity Level could contain subclasses to further categorise activity levels. For example, sedentary behaviour involves activities that do not increase energy expenditure much above resting levels, therefore **Sedentary** could be a subclass of Physical Activity Level.

3. Can you suggest any subclasses of class Physical Activity Level?

The ontology will capture information about the health conditions Diabetes and Obesity.

- **Obesity**: Condition in which excess fat has accumulated in the body.
- **Diabetes**: Condition characterised by lack of insulin needed for sugar metabolism.
- **Type 1 Diabetes** develops when the body is unable to produce any insulin.
- **Type 2 Diabetes** develops when the body can make insulin, but not enough.

The ontology could contain 5 classes to represent these conditions; **Health Condition, Obesity, Diabetes, Type 1 Diabetes** and **Type 2 Diabetes**. These could be organised in the following class hierarchy,

4. Can you suggest different classes (and subclasses) to represent the health conditions Obesity and Diabetes?

The ontology will capture information about the symptoms of Obesity and Diabetes. These could be organised in a class hierarchy similar to Figure 3.
5. Can you suggest different names for these classes (or a different way to organise symptoms)?
6. Can you suggest any symptoms and indicate how these should be classified in the ontology?
7. Can you suggest any other information that should be captured about any of the symptoms of Diabetes or Obesity?

The ontology will capture information about treatments for Diabetes and Obesity. Treatments could be organised in a class hierarchy similar to Figure 4.

8. Can you suggest different names for these classes (or a different way to organise treatments)?
9. Can you suggest any non-medication treatments (e.g. essential health checks) and indicate how these should be classified in the ontology?

The ontology will capture information about the Diabetes treatment Insulin. Class Diabetes Treatments could have a subclass called Insulin Types to capture information about the different types of Insulin.

10. Can you suggest a different name for class Insulin Types?
11. Can you suggest any subclasses of class Insulin Types?
12. Can you suggest any other information that should be captured about Insulin?
The ontology will also capture information about non-Insulin medications. Class *Diabetes Treatments* could have a subclass called *Diabetes Medication* to capture information about non-Insulin medications.

13. Can you suggest a different name for this class?
14. Can you suggest any subclasses of class Diabetes Medication?
15. Can you suggest any other information that should be captured about non-Insulin medication?

The ontology will capture information about the complications associated with Obesity and Diabetes. These could be organised in a class hierarchy similar to Figure 5.

16. Can you suggest different names for these classes (or a different way to organise complications)?
17. Can you suggest any complications and indicate how these should be classified in the ontology?
18. Can you suggest any other information that should be captured about any of the complications you listed?
Appendix E

User Engagement Scale (UES)
The User Engagement Scale is a questionnaire that focuses on dimensions of a user’s experience during interaction with a system [455, 456].

Aesthetics (AE)

- The patient education is aesthetically appealing.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Neutral</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
</tr>
</tbody>
</table>

- The patient education is attractive.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Neutral</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
</tr>
</tbody>
</table>

- I liked the graphics and images used in the patient education.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Neutral</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
</tr>
</tbody>
</table>

- The patient education appealed to my visual senses.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Neutral</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
</tr>
</tbody>
</table>

- The layout of the patient education was visually pleasing.

<table>
<thead>
<tr>
<th>Strongly Disagree</th>
<th>Disagree</th>
<th>Neutral</th>
<th>Agree</th>
<th>Strongly Agree</th>
</tr>
</thead>
<tbody>
<tr>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
<td>☐</td>
</tr>
</tbody>
</table>
Perceived Usability (PUs)

- I found the patient education confusing to use.

- I felt frustrated while searching for information in the patient education.

- I felt annoyed while searching for information in the patient education.

- I felt discouraged while searching for information in the patient education.

- Searching for information in the patient education was mentally taxing.

- Searching for information in the patient education was demanding.