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ABSTRACT

Automatic text classification has gained importance with the increased avail-

ability of text data and the need for faster and more accurate extraction of

knowledge from huge data sources. A challenging task in text classification

is the effective representation of text. The features that are used to represent

the document affect the performance of text classification. The traditional vec-

tor space model representation based on the term independence assumption

considers a document as an unordered set of terms and their frequency-based

weights. Although it is simple and fast, this representation does not consider

structural information (order of words, relationship between words) or the

semantics of text. An alternative to the vector space model for representing

documents is structure-based representation. The different structure-based

representations of text are sequences, trees and graphs. A document repres-

ented as a graph instead of a vector can retain its inherent structure, thereby

increasing the classification performance. The major drawback of graph-based

approaches for text classification is the increase in computational complexity.

The goal of this research project is to increase the effectiveness and efficiency of

text classification with enhanced graph-based representation, term weighting

schemes and classification model.

This thesis presents graph-based methods to represent and utilise the structural

information in text documents. This involves the study of graph-based text

representation models to capture the structural information in text and different

xv



methods to utilise this rich information for text classification.

Initially, a supervised graph-based term weighting scheme is developed that consid-

erably improves the effectiveness of text classification. A graph-based framework

for text classification is then introduced that represents each class as a graph

(class graph) in order to utilise the structural information in the labelled train-

ing documents. Efficient graph-theoretic techniques such as network centrality

measures and graph-decomposition techniques are used in the proposed text

classification framework for supervised term weighting and also for graph

reduction that eliminates the irrelevant terms. Structured regularization incor-

porates structural information into the learning process and reduces overfitting.

A combination of structure-based supervised term weighting and regularization is pro-

posed to consider structural information for term weighting and regularization.

The semantic similarity and the co-occurrence information in the class graphs

are utilised to identify topics for structured regularization.

A graph kernel-based approach for text classification is presented that focusses

on building an effective semantic representation of text. A novel method is

developed to automatically enrich the graphs using a word similarity matrix so that

the similarity measure goes beyond exact matching of terms and relationships.

As medical text documents contain complex terminology and it is important

to handle the complex medical terms to understand the semantics of these

documents for classifying them accurately, the proposed graph enrichment

method is applied to build weighted concept graphs automatically from medical text

documents. The graph-based approaches to text classification introduced in this

thesis increase text classification performance and consistently outperform the

baseline methods for text classification such as term frequency-based meth-

ods, state-of-the-art graph-based techniques, CNN and fastText on benchmark

datasets.
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CHAPTER

ONE

INTRODUCTION

The rapid growth in the number of electronic documents has resulted in the

information overload problem. Text mining is an exciting research area that

has the potential to provide solutions to the information overload problem by

filtering useful information from text through the detection and extraction of in-

teresting patterns. Text mining or knowledge discovery in texts (KDT) combines

techniques from data mining, machine learning, natural language processing

(NLP), information retrieval (IR), and knowledge management [1]. Typical text

mining tasks include text classification (or categorisation), clustering, summar-

ization and information extraction. In text mining, considerable emphasis is

given on preprocessing operations that identify and extract representative fea-

tures for natural language documents and transform the unstructured data to a

structured representation [1]. The choice of features that are used to represent

the document affects the performance of text mining. Therefore, a challenge in

text mining is the effective representation of text.

Due to the increase in electronic documents, manual classification of unstruc-

tured text is time-consuming. Because of the huge need for the organisation of

large collections of electronic documents, automatic text classification, a text

mining task, gained importance. Text classification is the process of labelling
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natural language text with classes from a predefined set. The knowledge engin-

eering approach and the machine learning approach are two main approaches

for text classification [1–5]. The knowledge engineering approach requires

significant effort from both domain and knowledge experts as it needs manual

definition of rules to encode expert knowledge on document classification. In

the machine learning approach, the automatic text classifier is built by learning

the properties of the classes from a training set of pre-classified documents and

hence, the learning step is supervised by the knowledge of the classes and the

training documents in these classes [6]. There is considerable saving in terms of

expert labour in the machine learning approach.

Most of the machine learning algorithms for automatic text classification rep-

resent texts as feature vectors using the vector space model representation

scheme based on term independence assumption. The vector space model is

commonly used for text representation as it is simple and traditional classifica-

tion algorithms which handle numerical feature vectors can be directly applied.

However, it discards the structural information of text which is important for

natural language understanding. The important information in the original

text like term order, term co-occurrence, term context that are lost in the vector

space model representation can be captured by structure-based representation.

The different structure-based representations of text are sequences, trees and

graphs. Text represented as sequences of characters or terms allow the term

order and term co-occurrence to be taken into account. Tree/graph repres-

entation of text can consider the important information in the text like term

order, term co-occurrence and the relationship between terms. The language

units (like words or phrases or sentences) in text are associated with each other

through various relationships. These text components and their relationships

contribute to the meaning and maintain the structure of text [7]. There is an

improvement in classification accuracy with the graph-based representation of
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text as it considers the important information in text which the vector space

model does not take into account [8–16].

1.1 Programme of Research

1.1.1 Research Aim

Structure-based representation models are much more expressive than the

vector space model, and have been demonstrated to improve the accuracy of

text mining systems. However, these models have much higher computational

complexity than vector space model. How to balance between performance

and computational complexity is a challenge. The aim of this PhD programme

is to increase the effectiveness and efficiency of representing and utilising the

rich information in text documents. This programme involves the study of

graph-based text representation models to capture the rich information in

text. It focusses on graph-based classification models to make use of the rich

information effectively and efficiently.

1.1.2 Research Objectives

• To study term weighting schemes and develop a supervised graph-based

term weighting scheme for effective text classification.

One of the most important steps in text classification is feature extrac-

tion that transforms each document to a numerical representation where

the numbers typically correspond to the importance of the terms in the

document. The performance of text classification is highly influenced by

the weights assigned to the terms. The goal of term weighting schemes

in text classification is to assign appropriate weights to terms in order
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to improve the effectiveness of text classification. Graph-based term

weighting schemes improve classification accuracy compared to tradi-

tional frequency-based term weighting methods [9, 11, 12]. Supervised

term weighting methods utilise the information on the membership of

the training documents in the predefined classes to give higher weights

for terms that are distributed differently in the classes [17]. Therefore,

better text classification performance can be obtained with supervised

graph-based term weighting schemes as it considers not only the struc-

tural information of text but also the term’s relevance to the classification

task with the help of the prior information on the training documents in

the predefined classes.

• To build an effective graph-based representation optimized for text classi-

fication.

The effective utilisation of information in the labelled training documents

to classify documents improves the accuracy of text classification. Hence,

the focus will be on representing documents using graphs that help to

incorporate the information available in the training documents and util-

ise it for text classification. In addition to the information available in the

labelled training documents, knowledge will be incorporated into the text

classification model with an enriched graph representation of text.

• To study efficient utilisation of the structural representation and devise

an efficient graph-based text classification model.

Even though graph representations have strong expressive power, their

potential cannot be realised completely due to their computational com-

plexity for document analysis. Hence, we need efficient tools to utilise

the information in the graph-based representation of text effectively for

text classification. Different graph-theoretic methods such as node cent-

rality measures, graph decomposition techniques, community detection
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algorithms and graph similarity measures can be applied to exploit the

information captured by graphs for text classification.

• To evaluate the research findings through the development of a text-based

prototype application.

As the goal is to develop methods that are applicable to different classific-

ation tasks and documents of all sizes (both long and short), the research

findings will be evaluated for topic-based text classification, sentiment

classification and short text classification. The research done will be fi-

nally validated by applying graph-based methods for domain-specific

text classification that requires domain knowledge to be embedded into

the text classification model for effective classification. Hence, the novel

methods developed for effective text representation will be used to incor-

porate medical knowledge into the classification framework and utilise it

for calculating the similarity between medical text documents to classify

them.

1.2 Thesis Structure

The thesis presents the background and the main research areas in Chapters 2

and 3 respectively. Chapters 4-9 explain the proposed graph-based methods and

focus on the main stages of the text classification pipeline i.e. feature extraction

and machine learning component to build an effective text classification model.

The thesis is structured as follows:

Chapter 2 presents the background, covering the main stages of the text classi-

fication pipeline.

Chapter 3 presents an overview of the research areas and a review of the

state-of-the-art on the main research topics of this research project, namely
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graph-based representations of text, graph-based term weighting schemes,

structured regularization and graph similarity measures for text classification.

Chapter 4 explains the supervised graph-based term weighting scheme de-

veloped for effective text classification.

Chapter 5 presents the proposed graph-based text classification framework and

the centrality-based approach for supervised term weighting developed using

the graph framework.

Chapter 6 introduces the application of graph decomposition in the proposed

graph framework to calculate the relevance of terms to text classification and

also to reduce the graph size to discard the unimportant terms.

Chapter 7 explains the graph-based regularization that incorporates the struc-

tural information into the learning process in combination with the graph-based

supervised term weighting to improve the performance of text classification.

Chapter 8 proposes a method to weight co-occurrence graphs and automatically

enrich the weighted graphs using semantic knowledge in the form of a word

similarity matrix. The similarity between enriched graphs, knowledge-driven

graph similarity, is calculated using a graph kernel. The semantic knowledge in

the enriched graphs ensures that the graph kernel goes beyond exact matching

of terms and patterns to compute the semantic similarity.

Chapter 9 presents the application of the graph enrichment method explained

in Chapter 8 to automatically build and weight ontology-based concept graphs

for medical document classification.

Chapter 10 concludes the thesis and summarises the main research contribu-

tions. It discusses how the research work can be continued and the potential

opportunities of this work in other areas.
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1.3 Publications

Published Papers

The below paper is based on the work explained in Chapter 4.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Supervised Graph-Based

Term Weighting Scheme for Effective Text Classification, 22nd European

Conference on Artificial Intelligence (ECAI), 2016.

The below paper is based on the work explained in Chapter 5.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Centrality-Based Approach

for Supervised Term Weighting, IEEE International Conference on Data

Mining Workshops (ICDMW), 2016.

The below paper is based on the work explained in Chapter 6.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Using graph-theoretic meth-

ods for text classification, International FLINS Conference on Data Sci-

ence and Knowledge Engineering for Sensing Decision Support, 2018

(Received Best Student Paper Award).

The below paper is based on the work explained in Chapter 7.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Structure-Based Supervised

Term Weighting and Regularization for Text Classification, Natural Lan-

guage Processing and Information Systems, NLDB 2019, Lecture Notes in

Computer Science, Springer, Cham.
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The below paper is based on the work explained in Chapter 9.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Ontology-based Enriched

Concept Graphs for Medical Document Classification, Information Sci-

ences, Elsevier, 2020.

Submitted Paper

The below paper is based on the work explained in Chapter 8.

• N. Shanavas, H. Wang, Z. Lin, and G. Hawe, Knowledge-Driven Graph

Similarity for Text Classification - Submitted to International Journal of

Machine Learning and Cybernetics - Springer.
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CHAPTER

TWO

BACKGROUND

This chapter presents the background of automatic text classification and its

applications and explains the main components of the text classification pipeline

based on machine learning.

2.1 Automatic Text Classification

Machine learning is nowadays the most commonly used approach to classify

texts automatically as it is effective and reduces expert labour [2]. The super-

vised machine learning approach for text classification is divided into two steps

- the learning step and the classification step [18]. In the learning step, the

machine learning algorithm learns the characteristics of the classes from the

labelled training documents, usually represented as feature vectors, in order

to build the classifier. The learning is supervised as the class for each training

document is specified. In other words, the algorithm learns a model or function

that maps each document to its class. The accuracy of the algorithm depends on

how well it matches with the true but unknown class assignment function. In

the classification step, the model built in the first step is used for classification.

The effectiveness of the model is determined for the training documents by
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calculating its accuracy in the classification of these documents. If the level

of the classifier’s accuracy is acceptable for the classification task, it could be

used for new data for which the classes are unknown. The four elements that

have to be taken into account in order to build a text classification model using

machine learning techniques are (1) the decision on the classes based on which

the documents are classified, (2) the availability of training set for each class, (3)

the method to represent each training document and (4) the machine learning

algorithm to build the classifier [1]. The automatic text classification pipeline

based on machine learning is shown in Figure 2.1. In the classification pipeline,

features are extracted from the training documents. These features are then fed

to the machine learning algorithm to build the classification model. To classify

a document, features extracted from the document to be tested are fed to the

classification model and the output of the classification model is the predicted

class for the document.

Figure 2.1: Automatic text classification pipeline. In deep learning methods,
the feature extraction is integrated within the training process.

Text classification is used in many applications especially where there is a very

large number of text documents. Some generic applications of text classification

are identified below [2, 6, 19, 20].

• Document Indexing - Text classification helps to automate indexing by
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assigning one or more keywords to each document from a set of words.

This is a multi-label classification task as a document is categorised into

one or more classes.

• Document organisation - Since it is tedious to manually organise the

large amount of data available, text classification is used to group the

data which makes it easier to handle. The documents available in digital

libraries, newspaper articles, classified ads, patents, and web data can be

organised into categories which would benefit from fast browsing, search

and retrieval.

• Word-sense disambiguation - Word-sense disambiguation can be con-

sidered as a text classification task where the words to be disambiguated

and the senses are the documents and the classes respectively.

• Sentiment Analysis - Sentiment analysis helps to determine whether the

text contains positive or negative content. It is mostly applied on reviews

to find the overall opinion which is especially useful in marketing. It is

increasingly used to analyse social media content to determine how users

feel about a brand, business, event, service, product or topic.

• Spam filtering - Text classification helps to automatically analyse the

e-mail contents to eliminate the unwanted junk e-mail messages by classi-

fying it as spam or ham.

• E-mail routing - E-mail routing can be framed as a multi-label classification

problem. The e-mails received are classified based on the content of the

e-mail to route them to the appropriate recipients.

• Language identification - Since there are documents available in so many

different languages, automatic text classification helps in identifying the

language of each document. This is a single-label multi-class classification

task where the classes are the languages.
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The following sections explain different text representation methods, supervised

machine learning algorithms and performance evaluation metrics.

2.2 Text Representation

The accuracy of text classification is not only dependent on the machine learn-

ing algorithm used but also on the choice of the representation model. Text

representation strongly influences the performance of text classification [21].

The data should be represented in a way to improve the effectiveness of text

classification. The different representation models for text processing tasks are

discussed below.

2.2.1 Bag-of-words Model

The most commonly used approach for text representation is the bag-of-words

model that represents text as a vector of numerical values corresponding to

the weights of the terms in the document [22]. A document is represented

as an n-dimensional vector di = (ti1, ti2, ti3, ...., tin) where ti j represents the

weight of the jth term in the document di. The weights are either binary (1 or

0) to indicate the presence or absence of the term or take an integer value that

is based on the frequency of the term. The commonly used term-frequency

based weighting schemes are term frequency (tf) and term frequency-inverse

document frequency (tf-idf). tf assigns weight to terms based on the number

of times that a term occurs in the document and tf-idf is a product of tf and

idf (inverse document frequency), as shown in Eq. (2.1), which assigns more

weight to rare terms than common terms. idf is defined in Eq. (2.2) where N(t)

is the number of documents that contain the term t and N is the total number

of documents. Although the bag-of-words model is simple and effective, this
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representation does not consider the order of words, the relationship between

words or the semantics of the text.

tf-idf(t) = tf(t)× idf(t) (2.1)

idf(t) = log
(

N
N(t)

)
(2.2)

2.2.2 N-Grams Model

Unlike the bag-of-words model, the N-Grams model considers the order of

words in text. It represents features as sequences of strings of length N. Word

sequences of length two or three generally improves the performance of clas-

sification whereas longer sequences not only results in increased number of

features, but it is also not useful and can decrease the performance [23]. The

N-Grams model that consider the sequences of characters is called character

N-Grams model whereas the N-Grams model that represent text as sequences

of words is called the word N-Grams model. Kanaris et al. [24] compared char-

acter N-Grams model and word N-Grams model for anti-spam filtering and

found that the character N-Grams model can filter the spam e-mails better than

the word N-Grams model as the special symbols within the words in a spam

message can be captured by considering the character-level information. In

N-Grams model, the size of the vocabulary increases considerably with increase

in the value of N, resulting in high-dimensional and sparse data.
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2.2.3 Topic modelling-based Text Representation

Topic modelling is an unsupervised approach that identifies topics or groups

of similar words in text documents. It extracts the latent patterns or topics

in text and expresses a document as a set of these identified topics in a low-

dimensional topic space. It is also a dimensionality reduction technique since

it represents text in a topic space and reduces the number of features for rep-

resentation. Several techniques such as Latent Semantic Indexing (LSI)/Latent

Semantic Analysis (LSA) and Latent Dirichlet Allocation (LDA) can be used to

represent text documents based on their topics [25, 26]. In LSA, Singular Value

Decomposition (SVD) is applied to reduce the dimensions of the document-

term matrix to k (the number of topics to identify). The matrix factorization

method helps to obtain the document-topic matrix where each row corresponds

to the vector representation of a document defined in terms of topics. LDA is a

generative probabilistic model that finds the topics in a document based on the

words in it. These techniques help to transform the document representation

from a vector of terms to that of latent topics. As these techniques are unsuper-

vised, the identified topics depend on the input data and changes to the input

data can result in the extraction of different topics.

2.2.4 Knowledge-based Text Representation

Another representation that considers the semantic relations in text is the

concept-based representation of text documents. This maps a text document

into a set of concepts retrieved from knowledge bases [27–32], such as WordNet,

Wikipedia, domain-specific ontologies, thesaurus, and dictionaries. Hence, in

this approach, the knowledge available in such repositories is utilised to obtain

more informative features compared to the bag-of-words representation for

improving the performance of text mining applications.
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2.2.5 Distributed Representation using Neural Networks

Neural networks have been used to learn text representation and map words

to vectors such that similar words have similar word vectors. These word

vectors are called word embeddings and there are different methods to produce

word embeddings such as Word2Vec [33], GloVe [34] and fastText [35]. The

distributed representation using neural networks is based on the distributional

hypothesis i.e. words that occur in similar contexts are similar.

Word2Vec uses a shallow neural network to learn the vector representation of

words. There are two different approaches to obtain Word2Vec embeddings:

Continuous Bag-of-Words (CBOW) and Skip-gram. CBOW model learns the

word embeddings by predicting the word given its context whereas Skip-gram

model works in the opposite way and learns the word embeddings by predict-

ing the context based on the word. An extension of Word2Vec to represent a sen-

tence, paragraph or document by a fixed length vector representation is called

paragraph vector [36]. There are two different methods to learn paragraph

vector: Distributed Memory model (PV-DM) and Distributed Bag-of-Words

(PV-DBOW) model. Distributed Memory model (PV-DM) and Distributed

Bag-of-Words model (PV-DBOW) are similar to the Word2Vec’s CBOW and

Skip-gram approach respectively.

GloVe vectors (GloVe) is another method to learn word vectors. It is trained

on a global co-occurrence matrix that contains the number of times the words

co-occur together within a predefined context window. Hence, GloVe is a

count-based model, whereas Word2Vec is a prediction-based model. An issue

with Word2Vec and Glove word embeddings is that they cannot handle new,

out-of-vocabulary words. FastText is a method for learning word embeddings

based on sub-word information (character n-grams) and can handle out-of-

vocabulary words. So, the vector representation of a word is built using the
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embeddings of its sub-words. A disadvantage with the Word2Vec, Glove and

fastText embeddings is that they have only a single representation for each

word and cannot handle polysemy.

The recent development in word embeddings is the contextualized word rep-

resentations such as ELMo (Embedding from Language Model) [37] and BERT

(Bidirectional Encoder Representation from Transformers) [38]. ELMo word

vectors depend on the sentence in which it appears. These vectors are obtained

from bidirectional Long Short-Term Memory (LSTM) trained with language

model objective. It is a character-based model and can handle out-of-vocabulary

words. BERT uses Bidirectional transformers to encode context and can handle

out-of-vocabulary words by breaking them into subwords.

2.2.6 Graph-based Text Representation

The structural information in a text document can be captured accurately using

a graph. In the graph-based representation of text, the nodes represent the text

units and the edges correspond to the relationships between the text units. The

relationships can be statistical relations such as co-occurrences of the textual

units that the edge connects or linguistic relations between the text units such

as the syntactic dependency or semantic information. The direction of the edges

corresponds to the order of text or the dependency relation. The graph-based

representation of text is much more expressive than vector-based representa-

tion models. It has been applied in several areas including text classification,

text clustering, information retrieval, document summarization and keyword

extraction [8–14, 39–51]. The different graph-based representations of text are

explained in Chapter 3.
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2.3 Machine Learning in Text Classification

Some of the major methods for text classification are Rule-based classifier,

Decision Tree classifier, Naive Bayes classifier, Logistic Regression classifier,

Nearest Neighbour classifier, Neural Networks and Support Vector Machine

(SVM) classifier [6, 19, 52]. The different classification methods are explained

below:

2.3.1 Rule-based Classifier

A rule-based classifier classifies a document based on a set of rules that are

constructed from the training data. The left-hand side of the rule contains the

condition to be satisfied to assign the class on the right-hand side of the rule. The

condition is a set of word patterns that must be present in the document. The

rules can be generated using two widely used criteria: support and confidence.

The support corresponds to the number of samples in the training data that

satisfies the rule. The confidence corresponds to the strength of the rule and is

based on the conditional probability that the right-hand side of the rule is true

when the left-hand side of the rule is satisfied. In the testing phase, the class of

a document is determined by the class labels on the right-hand side of the rules

that are relevant to the document.

2.3.2 Decision Tree Classifier

A decision tree hierarchically partitions the training data space by imposing a

condition on the attribute (or feature) to divide the data space. In a decision

tree, an internal node represents the splitting condition and the leaf nodes

correspond to the classes. For example, in text data, the condition could be the

presence or absence of certain words in the document. If the split condition is
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imposed on a single attribute, it is known as a univariate split and if it is on

multiple attributes, it is a multivariate split. To classify a testing document, it

traverses the tree starting from the root to the leaf node based on the outcome

of the splitting conditions at the internal nodes. The class of the leaf node is

the predicted label of the testing document. The splitting condition at each

node is determined by solving an optimization problem which is usually the

minimization of impurity measures such as gini index and entropy. During

the construction of the decision tree, the weighted sum of the impurities in

the children nodes is minimized at each split. The node impurity measures

determine the homogeneity of the class labels at the node.

The gini index of a node N is calculated as given below in Eq. (2.3) where n is

the total number of classes and pi is the proportion of instances with class i.

G(N) = 1−
n

∑
i=1

p2
i (2.3)

Another impurity measure is entropy which is defined as follows:

H(N) = −
n

∑
i=1

pi log2(pi) (2.4)

A rule can be generated for each path in the decision tree and therefore, the

decision tree classifier is related to a rule-based classifier. But, it is easier to

modify the rule set in rule-based classifiers compared to decision tree classifiers.

2.3.3 Naive Bayes Classifier

The Naive Bayes classifier is a probabilistic model that is based on the Bayes

theorem with naive independence assumption between features.

Bayes theorem is defined as in Eq. (2.5)
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P(Y = Ck | X = x) =
P(X = x |Y = Ck)× P(Y = Ck)

P(X = x)

∝ P(X = x |Y = Ck)× P(Y = Ck)

(2.5)

where x is the feature vector, Ck corresponds to the kth class, P(Y | X) is the

posterior probability of a class, P(X |Y) is the class-conditional probability and

P(Y) is the prior probability.

Naive Bayes classifier assumes that the features in a class are conditionally

independent of one another as given below:

P(x1x2x3 · · · xn |Y = Ck) =
n

∏
j=1

P(x j |Y = Ck) (2.6)

P(Y |X = x) can be determined for any new document after estimating P(X |Y)

and P(Y) from the training data. For a testing document, the posterior probabil-

ity of a class is computed and the class with the maximum posterior probability

is the predicted class for the document.

2.3.4 Logistic Regression Classifier

Logistic regression is a probabilistic discriminative classifier that models the

probability distribution P(Y | X) directly from the training documents as given

below:

P(Y | X) = f (wTX) =
1

1 + e−wTX
(2.7)

where f (z) = 1
1+e−z is the logistic function, X corresponds to the feature vector

and w is the weight vector.

As z→ ∞, f (z) goes to 1 and as z→ −∞, f (z) goes to 0. Hence, the values of
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f (z), f (wTX) and P(Y | X) are between 0 and 1.

Naive Bayes (a generative model) learns the joint probability distribution of

features and the classes; and then predicts the class label of a document by

calculating the posterior probability using Bayes theorem. On the other hand,

logistic regression (a discriminative model) directly models the posterior prob-

ability P(Y | X) from the training data and learns the mapping from input

documents to class labels.

2.3.5 Nearest Neighbour Classifier

In nearest neighbour classifier (also known as lazy learners or instance-based

learners), the k-nearest neighbours are identified for a testing document. The

majority class of these k neighbours is the predicted class label. To identify

neighbours, it computes the similarity of the testing document with all the

documents in the training set. Since all the training documents are used in

the testing phase, the testing phase is slow with high computational cost. The

testing phase can be made faster with inverted index that stores the list of

document identifiers for each term. The number of terms in the testing docu-

ment determines the lists to be accessed and the similarity is computed with all

the documents whose identifiers are present in the lists. Hence, it is faster for

testing documents that have less term overlap with the training documents.

2.3.6 Neural Networks

The human brain is composed of nerve cells called neurons that are connected

to each other through contact points known as synapses. Learning occurs by

changing the strength of the synaptic connections in response to an external

stimulus. Artificial neural networks (neural networks) simulate the human
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brain. In artificial neural networks, the computational units are also known as

neurons. These neurons are connected to each other through weights. Learning

occurs in artificial neural networks by changing these weights. The labelled

training data provides the external stimulus which is required for learning. The

weights are changed if the current weights make incorrect predictions. The

neural network has different architectures based on the arrangement of the

neurons. The most simple and basic architecture is the perceptron.

The perceptron model has two layers; the first layer consists of a set of input

nodes and the second layer is the single output node. The size of the first layer

is equal to the number of data dimensions. The input features are transmitted

through the input nodes to the output node. The input nodes are connected

to output nodes by weighted edges. At the output node, the weights and the

input features are multiplied and added. The computation performed at the

output node is given in (Eq. 2.8)

ŷ = sign{w · X} = sign{
n

∑
i=1

wixi} (2.8)

where w and X denote the weights and features respectively. The sign of the

linear function i.e. ŷ denotes the class label.

The goal of the neural network is to learn the weights of the edges with the

help of the training data in order to minimise the classification error. If the error

denoted as E(X) = y − ŷ (where y denotes the actual class label) is greater

than 0, the weights in the neural network are modified. The perceptron starts

with random weights and the weights are updated when there is an error in

prediction. The magnitude of the weight update depends on the learning rate

λ.
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wi+1 = wi + λ(y− ŷ)X (2.9)

wi denotes the weight vector in the ith iteration. The weights are updated only

when there is an incorrect prediction.

There are architectures with multiple neuron layers (multilayer networks).

These networks usually have three layers: input layer, hidden layer and output

layer. The computations are performed only in the hidden layer and output

layer. The hidden layer can have multiple layers. The training process is more

challenging in multilayer networks and requires two phases: forward phase

and backward phase since the errors have to be back-propagated to determine

the weights in the hidden layer nodes. The main disadvantage with the neural

networks is the slow training phase. When the neural network has a number of

layers, it is known as deep learning.

Different deep learning architectures have been proposed for text classification.

The two main deep learning architectures for text classification are (i) Convo-

lutional Neural Networks (CNN) and (ii) Recurrent Neural Networks (RNN).

CNNs that were introduced for image processing have been effectively used

for text classification [53, 54]. These are good at extracting local and position

invariant features [55]. CNN has been reported to improve the performance of

sentiment analysis and question classification tasks [54]. RNNs are effective for

modelling sequential text [55]. RNNs such as Long Short-Term Memory (LSTM)

and Gated Recurrent Unit (GRU) can capture long-term dependencies in text.

There are also hybrid deep learning models that combine the advantages of

both architectures. The deep learning methods for text classification that can

automatically learn feature representations can increase classification accuracy

but require large training set, more computational power, long training time, in-

tensive parameter tuning compared to traditional machine learning algorithms
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for text classification [56].

2.3.7 Support Vector Machine Classifier

Support Vector Machine (SVM) is a supervised machine learning algorithm that

is highly effective for text classification. A SVM determines the separator in

feature space with the maximum distance to the training points. The separator

or the hyperplane separates training instances in the different classes so that

the classifier’s generalization error is reduced. Figure 2.2 [2] shows an example

of a hyperplane in two dimensions with maximum margin.

Figure 2.2: SVM classifier. The thick line indicates the hyperplane that separates
the positive and negative instances with the maximum margin.

The separating hyperplane for n dimensional data can be represented as

w · X + b = 0 where w is the weight vector (perpendicular to the hyperplane),

X is the data instance and b is a constant. During training phase, the optimal

weight coefficients are learned from the training data by maximising the margin

between the classes. The data points that are closest to the separating hyper-

plane are known as support vectors. The decision function is defined by these

support vectors which is usually only a small subset of the training documents,

making it memory efficient. The margin is defined as the distance between the

parallel hyperplanes that pass through the support vectors of each class. H1
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in Eq. (2.10) is the hyperplane that passes through the support vectors of the

positive class and H2 in Eq. (2.11) is the hyperplane that passes through the

support vectors of the negative class.

H1 : w · Xi + b ≥ +1 ∀i : yi = +1 (2.10)

H2 : w · Xi + b ≤ −1 ∀i : yi = −1 (2.11)

The distance between the two hyperplanes is 2
‖w‖ . The optimization problem

is to maximize the distance between the hyperplanes which is equivalent to

minimising ‖w‖
2

2 with the constraints that datapoints lie on one side of the

hyperplane (as given in Eq. (2.10) and Eq. (2.11)). Hence, this is a constrained

convex optimization problem and it can be solved by the Lagrange multiplier

method.

The data to be classified need not be always linearly separable. To classify

linearly inseparable cases, we can either use a soft margin method or a kernel.

Soft Margin Method

In the soft margin method, the classifier is allowed to make mistakes on the

training data and the margin is kept wide so that the majority of the instances

are classified correctly. Hence, the training instances are allowed to violate the

constraints H1 and H2 with a penalty which depends on the slack variable

ξ ≥ 0. The modified constraints are given below:

H1 : w · Xi + b ≥ +1−ξi ∀i : yi = +1 ξi ≥ 0 (2.12)

H2 : w · Xi + b ≤ −1 +ξi ∀i : yi = −1 ξi ≥ 0 (2.13)
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The optimization problem then becomes the minimisation of ‖w‖
2

2 + C ∑
n
i=1ξi.

C controls the value of the slack variable. When C is large, the focus is on

avoiding classification mistakes and the approach is closer to the hard margin

method. When C is small, the focus is on maximising the margin, thus allowing

classification mistakes and the approach is closer to the soft margin method.

Kernel Trick

The SVM dual formulation can be expressed in terms of only the dot product

between instances. The dot product between two instances is a measure of

their similarity. Hence, SVM classification can be done with only the simil-

arity between the instances (similarity-based classification). Kernel functions

measure the similarity between objects X and Y and hence the dot product in

the dual formulation can be substituted by the kernel function. The definition

of a kernel function is defined in Eq. (2.14). X and Y are two objects, φ is a

transformation function and <,> denotes the dot product.

K(X, Y) =< φ(X),φ(Y) > (2.14)

Kernel is the dot product between objects in a higher dimensional space (the

transformed space). The main advantage of the kernel is that we do not have to

compute φ as the kernel function gives the dot product of the data points in the

transformed space. Using a kernel function, the data that cannot be separated

by a linear function is transformed to a higher dimensional space to obtain a

linear boundary. Another advantage of kernel function is that it can be defined

over different data types such as vectors, strings, trees, graphs, etc.

Advantages of SVM for text classification

The SVM classifier is particularly suited for text classification as it shows good

performance consistently for text classification compared to other machine
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learning algorithms and there are many advantages of using SVM for text classi-

fication [2, 19, 57–59]. SVM classifiers are fast and effective for text classification

[1, 57, 60–63]. The recent comparison of SVM and deep learning methods for

text classification shows the superiority of SVM over deep learning methods

in terms of speed and performance [61–63]. Also, the features are more inter-

pretable in SVM compared to deep learning algorithms that use a distributed

representation [58, 64].

The properties of text that make it suitable for SVM classification and the

advantages of SVM classifier are explained below [57].

• The representation of text for classification contains thousands of features.

The performance of SVM text classifier are not affected by the high di-

mensionality of text and hence, it can handle the classification of text

appropriately [57].

• Most of the entries in the feature vector representation of text are zero and

SVM works well on such sparse features [57].

• The majority of the text classification problems are linearly separable and

SVM helps to find the linear separator that separates the documents in

different classes [57].

• SVM has fewer parameters to tune compared to neural models.

2.4 Performance Evaluation of Text Classification

The performance evaluation measures help to understand the performance of

the classification model and also to optimize the performance through model

selection [6]. A labelled dataset is usually split into three components: a train-

ing set, a validation set and a test set. The training set is used to build the
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classification model. The classification model can be built with different options

for parameters of the learning algorithm. It is the validation set that helps

in evaluating the performance of models using different parameters, and to

decide the best parameters for building the model. Hence, the validation set

is used for parameter tuning and model selection. The test set is then used to

test performance of the tuned model to evaluate its performance on unseen

test instances. A major portion of the dataset is used for training/building the

model. An example of the division of the dataset into training set, validation

set and test set is shown in Figure 2.3. As given in the figure, the dataset is

initially partitioned into training set and testing set. A part of the training set is

held out for validation, if required, for tuning the parameters.

Figure 2.3: An illustration of division of labelled dataset for classification

The datasets can be divided into parts (such as training set and test set) us-

ing methods presented in section 2.4.1. After the segmentation process, we

need measures to evaluate the performance of the classification model. These

measures are described in section 2.4.2.

2.4.1 Dataset Segmentation Methods

The dataset is partitioned for performance evaluation using the two main

methods: The Hold-out method and the Cross validation method.
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Hold-out method

In the hold-out method, the labelled dataset is divided into a training set and a

test set only once. The training set is used for building the model and if needed,

for tuning the parameters. The test set or the held-out set is used for evaluating

the performance of the model. Since it is only run once, the computational cost

is low.

Cross validation method

In the k-fold cross validation method, the labelled dataset is divided into k

equal parts or folds. (k − 1) parts are used as the training dataset and the

remaining part is used for testing the model. The process is repeated such that

all the k parts are used for testing and calculating the performance of the model.

The average of the performance metrics of the k parts determines the model’s

performance.

2.4.2 Performance Evaluation Metrics

The most commonly used metrics to evaluate the performance of text classifica-

tion are accuracy, precision, recall and F1-score. These performance metrics are

defined based on the confusion matrix. They measure the quality or the effect-

iveness of the classification performed. A confusion matrix is a technique that

provides information on the actual and predicted classes of the documents. In

the confusion matrix, true positives (tp) and true negatives (tn) determine the

number of positive instances classified as positive and the number of negative

instances classified as negative respectively. Hence, tp and tn give information

on the number of correct predictions. False negatives ( f n) and false positives

( f p) correspond to the number of positive instances classified as negative and
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the number of negative instances classified as positive respectively. It provides

information on the number of incorrect predictions. In a multi-class scenario,

the class of interest is the positive class and all the other classes correspond to

the negative class. The performance metrics defined below are expressed in

terms of tp, tn, f n and f p.

1. Accuracy - Accuracy is the ratio of the number of correct predictions to

the total number of predictions as defined below in Eq. (2.15).

accuracy =
tp + tn

tp + tn + f p + f n
(2.15)

2. Error Rate - Error rate is the complement of accuracy and compares the

number of incorrect predictions over the total number of predictions as

defined below in Eq. (2.16).

error rate =
f p + f n

tp + tn + f p + f n
(2.16)

3. Precision - The precision measures the proportion of the instances classi-

fied correctly or true positives in the total number of instances classified

as positive. It is defined below in Eq. (2.17).

precision =
tp

tp + f p
(2.17)

4. Recall - Recall measures the correctly classified positive instances com-

pared to the total number of positive instances. It is denoted mathematic-

ally as shown below in Eq. (2.18).

recall =
tp

tp + f n
(2.18)

29



5. Specificity- Specificity measures the correctly classified negative instances

compared to the total number of negative instances. It is denoted math-

ematically as shown below in Eq. (2.19).

specificity =
tn

tn + f p
(2.19)

6. F1 score - F1 score is a metric that considers both precision and recall. It is

a harmonic mean of precision and recall as given below in Eq. (2.20).

F1 score = 2× precision× recall
precision + recall

(2.20)

2.4.3 Performance Averaging Measures

There are two ways in which we can compute the average scores of the perform-

ance on single labels: macro-averaged measure and micro-averaged measure

[65].

Macro-averaged measure

The macro-averaged measure calculates the performance metric P (such as

precision, recall or F1 score) for each class and then computes the average of

these metrics. The macro-averaged results for the performance metric P can be

obtained as shown in Eq. (2.21) [65]

Pmacro =
1
N

N

∑
i=1

P(tpCi , f pCi , tnCi , f pCi) (2.21)

where Ci denotes the ith class, N is the total number of classes and tp, f p, tn, f n

corresponds to true positives, false positives, true negatives and false negatives
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respectively. Since this measure gives equal importance/weight to each class,

the value of the measure is affected when there is a class imbalance. When

the performance metrics for small classes are high, the macro-averaged results

could be high even when majority of the documents are not classified correctly.

The weighted average assigns weight wCi to each class Ci. The weights are

usually based on the number of instances in the class. It then calculates the

metrics for each class and then computes the weighted average of these metrics.

Hence, it can handle class imbalances unlike unweighted macro-averaged

measure that gives equal importance for all the classes. The weighted average

measure of performance metric P is given below in Eq. (2.22)

Paverage =
1
N

N

∑
i=1

wCi × P(tpCi , f pCi , tnCi , f pCi) (2.22)

Micro-averaged measure

The micro-averaged measure aggregates the total true positives tp, false posit-

ives f p, true negatives tn and false negatives f n in the classes to calculate the

average. This gives equal weight/importance to each document. The micro-

averaged results for the performance metric P can be obtained as shown in Eq.

(2.23) [65]

Pmicro = P(
N

∑
i=1

tpCi ,
N

∑
i=1

f pCi ,
N

∑
i=1

tnCi ,
N

∑
i=1

f nCi) (2.23)

Hence, in case of class imbalances, micro-averaged results are influenced by the

effectiveness on larger classes whereas macro-averaged results are influenced

by the effectiveness on smaller classes [66].
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2.5 Applications of Text Classification

This section presents some of the real world applications of text classification in

different domains such as medicine, finance, digital marketing, e-commerce,

software engineering, cyber-crime analysis, and information retrieval. This also

shows how several critical applications can be modelled as a text classification

task. The domain-specific applications explained in this section are summarised

in Table 2.1.

2.5.1 Text Classification in Medical Domain

The information in medical text documents such as clinical records and biomed-

ical literature could be utilised to improve the quality of healthcare. Automatic

classification of medical text documents helps in retrieving easily the relevant

information from the huge amount of medical data available. The increasing

volume of biomedical literature can be organised into categories using text clas-

sification [67]. The classification of clinical notes into their medical sub-domain

assists clinicians to redirect the patient to the correct medical speciality based

on the content of the notes [68]. Medical systematic reviews help in converting

research into practice by answering specific medical questions. The production

of medical systematic reviews contains a screening phase that analyses the cur-

rent literature, which is time consuming as the domain experts need to initially

perform a broad search, then manually screen the titles and abstracts and lastly

review the full articles to locate the relevant literature [69]. The screening phase

of medical systematic reviews can be automated using text classification to

distinguish the relevant and irrelevant articles [69]. Due to the increase in the

volume of biomedical literature and the number of newly discovered proteins,

it is difficult to manually identify the protein-protein interaction information

in these documents. Text classification can be used to automatically detect the
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biomedical documents that contain the protein-protein interaction information

[67].

Clinical Reports and Electronic Health Records contain valuable information

that can be used to detect the disease of a patient. Text classification helps to classify

these medical documents based on diseases. The diagnosis of the disease may

not be explicit in these records and it is challenging to categorize the records

related to a disease. Since manual assignment of International Code of Diseases

to medical reports is a tedious task, text classification can be used to automate

this task [70, 71]. The disease related information in medical records can be

utilised for cancer detection [71], autism spectrum disorder detection [72],

rheumatoid arthritis disease activity classification [73], epilepsy classification

[74] and identification of patient obesity and associated co-morbidities [75].

Hence, the information in the medical records is crucial and could be utilised

for faster identification of diseases, resulting in better and effective treatment.

2.5.2 Financial Text Classification

We can utilise the text data available in data sources such as news, twitter, web

forums to predict the direction of stock markets or economic index. Levenberg et al.

predict economic index by analysing sentiment of news data [76]. As there is a

correlation between sentiment and stock prices, sentiment analysis of twitter

data can be used for stock market prediction [77]. Chua et al. [78] develop a

sentiment detection engine to classify investor sentiment based on messages

in web forums. Hajek et al. [79] utilise both quantitative information and

sentiment information from company’s annual reports to increase the accuracy

of financial distress prediction models. Since financial frauds are a serious concern

for investors and stakeholders, there is research on building financial fraud

detection system to support the investors in making decisions. Hajek et al.
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[80] utilise financial statements and text data in annual reports to build fraud

detection system that identifies fraudulent and non-fraudulent firms. Text data

in annual reports can be analyzed to detect financial events such as fraud and

bankruptcy [81]. Combining text and quantitative information improved the

performance of financial event detection.

2.5.3 Text Classification for Digital Marketing and E-

commerce

Contextual Advertisement places relevant text advertisements within the content

of a web page. Broder et al. [82] utilise a semantic approach for the classification

of web pages and ads in order to place ads on web pages by using semantic

match as the relevance score. Fan et al. [83] combine sentiment analysis with

contextual advertising to utilise the sentiment of the comments on a blog to

place ads that are positively related to the blog. The effective classification of

product titles into a category also improves the performance of online shopping

website as it retrieves the relevant products for a customer [84]. Product recom-

mender systems generate recommendations of products that are similar to the

products that the user has purchased or liked. Dong et al. [85] build a content-

based product recommendation system that combines sentiment in product

reviews and product similarity to recommend products to customers. Leung

et al. [86] incorporate the rating inferred from user reviews into collaborative

filtering algorithm and hence integrates sentiment analysis and collaborative

filtering for product recommendation. The text from the description of the

advertisement of a product can be used to automatically classify ads to be posted

on an online adspace [87]. Text classification plays an important role in digital

marketing and e-commerce in increasing sales and revenue.
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2.5.4 Text Classification for Software Engineering

There is an increase in software artifacts with the growth of open-source soft-

ware development. In order to identify the different software artifacts, text clas-

sification can be utilised to classify documentation-related artifacts [88]. The

large source code repositories can be organised based on their categories. Ugurel et

al. [89] organise these repositories based on the programming languages and

the applications. E-mails from mailing lists of open-source software contain

important information related to software development. Bacchelli et al. [90]

classify the content of these e-mails into categories such as natural language

text, source code, patch, stack trace and junk. Text classification can be used to

automate quality assessment of software requirements specification documents

and detect the ambiguities in the document [91]. Text classification can also as-

sist software developers in the time consuming task of identifying bugs. Changes

made to software can be classified as buggy or clean that helps the software

developers to identify and fix the bugs quickly [92].

2.5.5 Text Classification for Search Engines

Text classification can be used to improve search engines and retrieve docu-

ments effectively and efficiently. For example, in CatS [93], when a query is

entered, the user is presented with a category tree from the dmoz Open Dir-

ectory topic hierarchy. This allows the user to refine the results so that they

can locate the needed information quickly. Zhu et al. [94] present a model to

rank the classes of search engine results that are displayed to the user so that

it reduces the time required to obtain the desired results. Hence, classification of

the search results helps in organising the huge amount of data available and

improving the user search experience.
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2.5.6 Text Classification for Cyber-Crime Detection

With the growth of the Internet, there is an increase in the misuse of technology.

Internet predation, cyber bullying, spam, fraud, deceptive reviews are just a

few examples of existing misuse of the Internet. Text messages are used by the

cybercriminals to exploit victims. Text classification can be used to detect these

threats. Mbaziira et al. [95] focus on frauds and scams to build a cyber-crime

detection model using e-mails and facebook data to identify deceptive and truthful

instances. Kontostathis et al. [96] use text classification to differentiate the text

chats of predators and victims. It can also be used to identify posts that contain

harassment [97]. Since the online reviews affect the sale and revenue, there are

many fake online reviews. This can be identified by classifying the reviews as

truthful and deceptive reviews based on the writing style of the reviewers [98].

Hence, text classification provides a way to detect cyber-crime.
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Table 2.1: Domain-Specific Applications of Text Classification

Domain/Area Applications/Advantages of Text Classification

Medicine

• Improve the quality of healthcare

• Retrieve easily the relevant information from med-

ical documents

• Identify diseases faster for better and effective treat-

ment

Finance

• Predict the direction of stock markets or economic

index

• Predict financial distress

• Detect financial frauds

Digital

Marketing/E-

commerce

• Contextual advertisement

• Classification of product titles

• Product recommender systems

• Classify advertisements based on their text descrip-

tions

Software Engin-

eering

• Organise source code repositories

• Automate quality assessment

• Identify software bugs

Search Engines

• Display the categories of the search results to im-

prove user search experience

• Rank the displayed categories to reduce the search

time

Cyber Security

• Identify deceptive and truthful instances

• Identify posts that contain harassment

• Differentiate the text chats of predators and victims
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2.6 Challenges Associated with Text Classifica-

tion

The main challenges associated with text classification are listed below:

1. Availability of training data

It is important to obtain enough training data for each label to build a

classifier that has good performance [99].

2. Number of labels and their complexity

In a classification task that has a small number of well separated classes,

the classification algorithm mostly performs well when compared to a

task with large number of classes that are very similar [99].

3. Feature Extraction

Feature engineering changes feature representation to improve the accur-

acy of an algorithm. The grouping of features that are similar can reduce

the feature sparseness and the number of features, thereby increasing the

speed and effectiveness of the classifier [99]. It is often useful to have

additional discriminative features as it would help the classifier to re-

cognise unknown words and improve its performance. Hence, feature

engineering is important in text classification as it affects its performance.

4. Short text classification

The lack of information and context in short texts lead to the feature

sparseness problem [100, 101]. An advantage of short documents is that

it is easier to label the short documents compared to long documents.

38



5. Noisy Data

There could be noise in both the text data (feature noise) and the associated

labels (label noise) in industry datasets as training data is mostly derived

from the accumulated historical data, affecting the performance of the

classification model built using this data [102]. The noise in features

and labels arise due to different reasons such as (i) different ocr (optical

character recognition) engines for scanned documents, (ii) automatically

recognised text from speech, (ii) informal settings such as chat, blog, sms,

e-mails, (iii) mishandling of data leading to truncated data, (iv) presence

of irrelevant text data e.g. system generated messages, notes, etc., (v)

incorrect labelling due to human error or inexperience and (vi) different

labelling practices that evolve over time e.g. change in medical coding

scheme.

2.7 Baseline Methods

The baseline methods used in the experiments to compare the performance

of the proposed methods are presented below in Table 2.2. The thesis mainly

focusses on methods that are effective, computationally inexpensive and ef-

ficient to train. The baseline methods for the experiments covered in this

thesis are state-of-the art graph based methods, frequency-based methods and

neural models. The graph-based approaches and frequency-based methods are

explained in the chapters mentioned in Table 2.2.

The state-of-the-art neural baselines for text classification are CNN and fastText.

The CNN-based text classification is based on the architecture proposed by Kim

et al. [54]. In the experiments, pre-trained embeddings are not used and the

embeddings are learned from scratch. There are four different layers in the

architecture: input/embedding layer, convolutional layer with multiple filters,
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max-pooling layer and softmax layer. The input/embedding layer embeds the

words into vectors. In the convolutional layer, convolutions are performed

over the word vectors using multiple filter sizes (i.e. 3, 4 and 5). There are 32

filters for each filter size. The max pooling is performed for output from each

convolutional layer corresponding to a filter size. These max-pooled outputs

are combined into a long feature vector and the dropout (0.5) is applied. The

dropout is a good regularizer that improves the performance of the model. The

results are finally classified using a softmax layer. CNNs are useful to recognise

patterns and can extract the informative phrases that are important to classify

documents effectively [55]. CNN [54] is a popular baseline for text classification.

It is faster compared to other deep learning models such as RNN [103].

FastText is a library developed by Facebook AI research for efficient learning of

word representations and text classification. The fastText classifier is proposed

by Joulin et al. [104]. In fastText classification, the word embeddings learned

are tailored for the classification task and are averaged to form the document

vectors. A softmax is then applied to calculate the probability distribution over

the classes. It is computationally efficient and very fast. It is chosen as the

baseline since it performs comparatively better than the more complex neural

network models in less training time even without using a GPU.
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Table 2.2: Baseline methods for the different experiments covered in the thesis

Chapter No. Baseline methods

Chapters 4, 5 and 6

Frequency-based term weighting methods (SVM) - tf, tf-idf,

tf-rf

Graph-based term weighting schemes (SVM) - tw, tw-idf

Neural Models (CNN & fastText)

Chapter 7

Unstructured Regularizers with frequency-based term

weighting (Logistic Regression) - L1 (tf), L2 (tf), Elastic Net

(tf), L1 (tf-idf), L2 (tf-idf), Elastic Net (tf-idf)

Structured Regularizers with frequency-based term

weighting (Logistic Regression) - Sentence (tf), LSI (tf),

GoW (tf), Word2Vec (tf), Sentence (tf-idf), LSI (tf-idf), GoW

(tf-idf), Word2Vec (tf-idf)

Neural Models (CNN & fastText)

Chapters 8 and 9

Similarity Measures/Kernels - Linear, Cosine, Sorensen,

Tanimoto, RBF, spgk, CMK, CWK

Neural Models (CNN & fastText)

2.8 Summary

Automatic text classification has gained importance due to the information

overload problem and the need for faster and more accurate extraction of

knowledge from huge data sources. This chapter explained the background

of automatic text classification using machine learning, covered the main com-

ponents of the text classification pipeline such as text representation, classifiers

and the performance evaluation of classification, and then discussed some of its

interesting applications. Several domain specific applications can be modelled

as a text classification task to solve many critical real-world problems. Finally,

the different baseline methods used to evaluate and compare the proposed

methods are presented.
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CHAPTER

THREE

GRAPH-BASED TEXT

CLASSIFICATION: A LITERATURE

REVIEW

This chapter explains the different graph-based methods for text classification

and provides a review of the state-of-the-art on the main research topics of

this research project, namely (1) graph-based representation of text, (2) graph-

based feature extraction, (3) structured regularization and (4) graph similarity

measures for text classification. These are the different approaches to capture

and utilise the structural information in text. Research gaps in each of these

topics are identified, which form the basis for the following chapters.

3.1 Motivation

Every text document has a strong syntactic and semantic structure which is

implicit and hidden [1]. Graphs can represent the rich information in text.

An effective graph-based text representation can retain the inherent structure

of text by taking into account the information in text i.e. the word order,
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co-occurrence information, sentence boundaries, syntactic information and

various other relationships between words in text. Graphs do not have the

size constraint which the vector space model representation does and hence

the number of nodes and edges can increase with the complexity of the object.

One of the major disadvantages of graph-based document analysis is the high

computational complexity in algorithms [14, 105, 106]. Even though graph

representations have strong expressive power, its potential cannot be realised

completely due to its computational complexity for document analysis. Hence,

we need efficient tools for graph-based document analysis that reduces the

computational complexity.

Text representation plays an important role in text classification. Good fea-

ture engineering improves the performance of text classification. Graph-based

term weighting is emerging as a popular method for text mining applications.

The existing graph-based term weighting schemes are unsupervised, so the

class-separating information is not considered for the supervised approach

for text classification where class labels are given. Supervised term weighting

methods utilise the information on the membership of the training documents

in the predefined classes to give higher weights for terms that are distributed

differently in the classes [17]. Therefore, better text classification performance

can be obtained with supervised graph-based term weighting schemes as it

considers not only the structural information of text but also the term’s rel-

evance to the classification task with the help of the prior information on the

training documents in the predefined classes. The initial study (Chapter 4)

will be to identify the factors that reduce the effectiveness of the commonly

used supervised term weighting schemes to develop an effective supervised

graph-based term weighting scheme. Different graph-theoretic techniques such

as network centrality measures and graph-decomposition techniques will be

explored (Chapter 5 and Chapter 6) to utilise the structural information in the
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labelled training documents.

Structured regularization considers the structural prior knowledge on the terms

in the documents during learning and reduces overfitting. As structured reg-

ularization has been used only for term frequency-based representation, the

effect of graph-based supervised term weighting scheme on the performance

of structured regularization for text classification will be investigated. Graph-

based term weighting and graph-based regularization will be combined to

consider structural information in both text representation and regularization

(Chapter 7).

Since the effective utilisation of information in the labelled training documents

improves the accuracy of text classification, the focus will be to develop a novel

graph-based text representation that helps to easily incorporate the information

available in the training documents or knowledge base for text classification.

Graph kernels help in utilising graph-based text representation for classification

of text documents without explicitly converting it into vectors. It compares

graphs and utilises the similarity values in kernel-based classifier for document

classification. This approach helps in comparing terms and their relationships.

A graph kernel-based approach for text classification will be studied to compute

the semantic similarity between documents for similarity-based text classifica-

tion (Chapter 8). The novel text representation method will be finally validated

for medical document classification that requires domain knowledge to be em-

bedded into the text classification model for effective classification as medical

documents contain complex terminology and it is important to handle syn-

onymy, polysemy, and multi-word concepts to understand the meaning of these

documents accurately (Chapter 9).
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3.2 Graph-based Text Representation

The language units (like words or phrases or sentences) in text are connected

with each other through various relationships. These language units and their

relationships contribute to the meaning and provide the structure of text [1].

Since graphs are robust mathematical constructs capable of representing re-

lationships and structural information, a graph-based representation of text

considers structure and meaning of texts which most other representational

models discard [8–10, 39, 40]. The order of words is important as it affects the

meaning of texts. The meaning of text also depends on the context in which the

words are used. The associations between terms in text help to understand the

natural language text. Graphs are becoming an alternative text representation

as they have the ability to capture important information in text such as term

order, term co-occurrence and term relationships that are not considered by the

bag-of-words model. Graph-based representations have been used for several

text processing tasks such as classification, information retrieval, word-sense

disambiguation, keyword extraction, summarization and so on [7–14, 39–51].

A graph is defined as G = (V, E) where V is the set of vertices (or nodes) and E

is the set of edges (or links). In graph-based representations of text, the nodes

correspond to the text units and the edges can represent statistical relations

such as co-occurrences and linguistic relations such as syntactic and semantic

information. The edges can be directed to capture the term order in the text or

the dependency relation, and can be weighted to consider the strength of the

relationship. There are different graph representations of text such as Syntactic

dependency networks, Semantic networks and Co-occurrence networks.
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3.2.1 Syntactic dependency networks

Syntactic dependency networks [107] are constructed using a dependency

grammar. It links terms having syntactic dependencies. An example of a

dependency network is shown in Figure 3.1. A simple sentence “They ate it”

has two dependencies - “They ate” and “ate it”. The subject of the sentence,

“They”, and the object of the sentence, “it”, modifies the verb “ate”. In syntactic

dependency networks, an edge is drawn from modifiers to the head. In this

example, there are links pointing from the modifiers “They” and “it” to the

head “ate”.

Figure 3.1: The dependency network shows the syntactic dependencies
in the sentence “They ate it” (The empty ovals correspond to other
unique words in the text document).

3.2.2 Semantic networks

Semantic networks connect nodes that correspond to concepts by semantic

relationships such as hyponymy, hypernymy, holonymy and so on. An example

of a semantic network is shown in Figure 3.2 where the nodes are connected by

is-a relations.
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Figure 3.2: A semantic network with a set of concepts connected by
’is-a’ relation.

3.2.3 Co-occurrence networks

Co-occurrence networks [108] capture co-occurrence of terms by linking terms

that appear together which could be within a sentence, a paragraph or a pre-

defined window. An example of a co-occurrence network with a predefined

sliding window of size three is shown in Figure 3.3.

Figure 3.3: A directed co-occurrence network with a sliding window
of size 3 is constructed from the text “the language units in text are
associated with each other through various relationships”.

The distance graph representation [109] considers the ordering information

and the distance between the words in text to preserve the structure of text.
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Each unique word is represented by a node in the distance graph. In a k

order distance graph, a directed edge is drawn from node a to node b if node a

preceded node b by a maximum of k positions [109]. The distance graph of order

0 is the same as vector space representation as it has self-loops with the count of

the words. N-gram graphs [40] are a graph-based representation of text where

the nodes correspond to n-grams and edges connect the co-occurring n-grams.

In n-gram graphs, the edges that link the adjacent n-grams are weighted based

on the frequency of their co-occurrence. Term Graph Model [13] is another

graph-based representation of a document obtained using an association rule

mining algorithm. In this model, the frequent itemset mining algorithm [110]

is applied to obtain frequent item sets or frequently co-occurring terms that

appear more than a specified threshold. These frequent item sets are used to

build the weighted and directed graph where the node represents a unique

term and edges are drawn between items in the same frequent item set. The

weight assigned to edges joining two nodes is the largest support value of the

item set that contains both the nodes.

The following sections explain how the information captured by graph repres-

entations of text is used for document classification.

3.3 Graph-based Feature Extraction

Text is mostly represented as vectors as it is simple and convenient. Several

mathematical operations are well defined for texts represented as feature vectors

e.g. sum, product, and distance between two objects [106]. The algorithms

for pattern recognition can be directly applied to feature vectors and have low

computational complexity. But, the disadvantages of vector representation are

the size constraint and the lack of expressivity. Document vectors must be

of same size and they cannot represent relationships. Even though a graph
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is a strong representation model that can capture rich information in text, it

is not widely used as most of the mathematical operations required to build

algorithms for pattern recognition are not defined for graphs and there are

only few algorithms that can be directly applied [106]. There are mainly two

approaches to classify texts represented as graphs: (1) a hybrid model that

converts the graphs extracted from texts to a vector representation, (2) compute

the similarity between graphs.

3.3.1 Graph mining techniques

Distance-based algorithms such as k-NN cannot be used for the classification

of huge documents represented as graphs due to its high computational com-

plexity. Model-based classifiers such as Naive Bayes and the C4.5 decision

tree algorithm cannot handle graph data directly. Hence, Markov et al. [111]

presented a hybrid approach for the representation of web documents that

combines the strengths of both vector and graph-based representation with

a model-based classifier. Subgraph extraction methods are used to extract a

set of relevant subgraphs from the documents represented as directed labelled

graphs. A dictionary of subgraphs is created and the document graphs are

finally converted to binary vectors where one represents the presence of the

subgraph and zero represents the absence of the subgraph.

Aery et al. [112] proposed a novel graph mining based approach for text

classification. The association among terms in the documents belonging to

a class is determined in order to find similar patterns in unclassified documents

that help to classify text based on similar patterns instead of exact occurrences.

Subdue [113] is the graph mining algorithm used in this work to extract the

subgraphs in the document graph. The representative subgraphs for each

class are ranked according to their relevance and compared with those of the
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unclassified document using graph matching to determine its corresponding

class. This text classification system outperforms Naive Bayes classifier for

small and medium sized classes.

Nguyen et al. [114] presented a graph representation of Vietnamese text where

each node represents a syllable instead of word and developed a classification

model with a subgraph-based approach to utilise the structural patterns in

the text. The frequently occurring subgraphs are extracted using the gSpan

(graph-based Substructure pattern mining) algorithm [115] for each class and

the documents to be classified. The subgraphs that correspond to the repres-

entative features are converted to binary vectors. The similarity between the

document and the class is calculated using the Dice similarity measure. In

gSpan algorithm, each graph is mapped to a depth-first Search (DFS) code

or a sequence. A hierarchical search tree is constructed based on DFS codes.

It then finds all frequent subgraphs with support greater than the minimum

threshold by pre-order traversal of the tree. In frequent subgraph mining, all

the subgraphs extracted using graph mining techniques were given equal im-

portance. Since there is a difference in the significance of subgraphs, Jiang et

al. [116] defined weighted subgraph mining to determine its relevance. They

considered different approaches to assign weights to a subgraph and modified

the gSpan mining algorithm to take into account the weighting of subgraphs

to build the W-gSpan algorithm. It selects the most significant subgraphs and

removes all the unwanted patterns. Frequent subgraphs extracted from docu-

ment graphs using W-gSpan algorithm are finally converted to binary vectors

for classification. The weighted subgraph mining method for text classification

outperforms the unweighted approach. Rousseau et al. [117] considered text

classification as a graph classification task and represented the text documents

as graph-of-words. In the graph-of-words representation, each unique term is

a node and the undirected edges represent the word co-occurrences within a
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sliding window of fixed size. In order to increase the speed of feature extraction,

they reduced the graph-of-words with graph decomposition to the main core

which is the densest part of the graph. The frequent subgraphs extracted from

the main core by gSpan represent the features of the document and are used to

train a linear SVM. The support that controls the number of features is selected

using the elbow method [118]. This text classification approach gave better

accuracy and F1 scores compared to the baseline classifiers such as Naive Bayes,

k-NN and linear SVM (with n-gram feature extraction).

3.3.2 Graph-based term weighting

Another approach to utilise the information in graphs is by using the node

centrality measures. The node centrality measures determine the importance

of nodes in graphs. These values are calculated to convert the graph-based

representation of documents to vector space representation [9, 11, 12, 45, 46].

The most commonly used centrality measures are degree centrality, closeness

centrality, betweenness centrality and eigenvector centrality [11]. The degree

centrality of a node measures the number of nodes it is connected to. The

closeness centrality measures the closeness of a node to all other nodes in the

network by calculating the shortest path to these nodes. The betweenness

centrality gives importance for nodes based on how frequently it appears in

the shortest path between other nodes in the graph. The eigenvector central-

ity computes the global importance of the node in the graph by considering

the centralities of its neighbours. These centrality measures are explained in

detail in Section 4.3 in Chapter 4. Valle et al. [11] have studied graph-based

representations such as co-occurrence networks and dependency networks,

which capture the co-occurrence information and the syntactic relationship

between terms respectively, for text classification. The term weights are de-

termined by measuring the centrality of nodes in these networks. Different
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centrality measures have been evaluated and it was found that degree centrality

and closeness centrality performed the best for co-occurrence networks and

dependency networks respectively. They have evaluated centrality measures at

both local and global levels. In the local measure, the term weight is determ-

ined by the centrality of the node in the network constructed for a document.

The global measure considers the node’s centrality in the network built for

the entire corpus. The centrality-based term weighting measures outperform

the frequency-based term weighting measures - term frequency (tf) and term

frequency-inverse document frequency (tf-idf).

Hassan et al. [12] have used co-occurrence network to consider the depend-

encies between terms. They have used PageRank random walk algorithm to

assign node weights that take into account the structural properties of text and

this weighting scheme outperforms the traditional term frequency methods

on text classification task. Another work that applies PageRank algorithm for

term weighting is reported by Wang et al. [13]. They proposed the term graph

model that uses the association rule mining algorithms to find the frequently

co-occurring terms. The weights of the terms in the document are calculated

using PageRank algorithm, which are then sorted according to their PageRank

scores. The similarity between the document and the class is obtained using

rank correlation coefficient. Rousseau et al. [45] have defined a graph-based

retrieval model with a weighting scheme tw-idf using pivoted document length

normalization where tw, short for term weight, corresponds to the weight of

the node in the graph and idf stands for inverse document frequency. The

weighting scheme produced better retrieval results than tf-idf and the BM25

defined in [119]. The tw-idf weighting scheme has been experimented for text

classification in the work of Malliaros et al. [9]. It shows that the graph-based

representation that captures co-occurrence information in text gives promising

results for text classification. These graph-based term weighting schemes for
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text classification are unsupervised as they do not utilise the information about

the class membership of training documents.

3.3.3 Graph Embedding

Recently, there has been a study on graph embedding methods that map a

node in the graph to a low-dimensional vector. A network/graph embed-

ding method called LINE (Large-scale Information Network Embedding) [120]

learns the representation of nodes in a graph and is suitable for directed, undir-

ected, weighted or unweighted graphs. This model has the ability to preserve

both first-order and second-order proximities. The embeddings obtained for

each node by separately training the LINE model to preserve the first-order

and second-order proximity are concatenated to learn the graph embedding.

Document vectors are obtained by computing the average of the vector repres-

entations of the nodes which correspond to the words in the document. The

logistic regression classifier was used to evaluate the effectiveness of the LINE

model for document classification.

PTE (Predictive Text Embedding) [121] extends LINE to handle heterogenous

networks. It learns the representation of text in a semi-supervised way and

utilises both labelled and unlabelled information for representation learning.

The goal of this text embedding method is to learn a text representation that is

optimized for a classification task and to have a strong predictive power for the

trained task. Different networks such as word-word network, word-document

network and word-label network, are used to incorporate the labelled and

unlabelled information. In word-word network, each node corresponds to a

word and an edge connects words that co-occur within a window of given size.

The weight of the edge in the word-word network is the number of times that

the words co-occur within the context window. The word-document network is
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a bipartite network with nodes that correspond to either documents or words.

The weight of the edge connecting the word node and document node is the

number of times that the word appears in the document. The word-label

network is also a bipartite network where the nodes are either class labels or

words. The weight of the edge connecting the word node to the class label node

is the sum of the frequencies of the word in the documents with that class label.

The heterogenous text network is a combination of these three networks. PTE

embeds the heterogenous text network into a low dimensional vector space.

The document vector is then obtained by taking the average of the word vectors

learned. The logistic regression classifier was used to classify the document

vectors to evaluate the text embedding. An advantage of PTE is that it can

be trained jointly with both labelled and unlabelled data. DeepWalk [122], an

extension of Skip-gram model, is a network representation learning method

that considers the network’s structure to learn the representation. The text-

associated DeepWalk (TADW) [123] learns network representation from both

the text features of nodes and the network structure. For a graph G, DeepWalk

factorizes a matrix M where an element in the matrix is the logarithm of the

average probability of random walk in fixed steps between a pair of nodes. The

matrix factorization results in the product of two low dimensional matrices

W and H. Then the matrix W is taken as the node representation. Similarly,

TADW factorizes M into the product of three matrices W, H and text features

T. Then W and HT are concatenated to obtain the node representation. TADW

was evaluated for multi-class node classification using a SVM classifier.

node2vec [124] is a semi-supervised algorithm to learn continuous feature

representation of nodes in graphs by maximizing the likelihood of preserving

the neighbourhoods of nodes. The feature learning is based on the Skip-gram

architecture. It uses a 2nd order random walk approach that explores different

neighbourhoods of a node. The algorithm is flexible as the neighbourhoods
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explored can be controlled using tunable parameters unlike the other previous

approaches for graph embedding that had rigid search strategies. The node

representation can be extended to edges by defining a simple binary operator

over the feature vector representations of the two nodes that the edge connects.

node2Vec was evaluated for node classification using a logistic regression

classifier with the node representation as the input. Another graph-based word

embedding method is the Word-Node2vec [125] that captures both local co-

occurrences and document-level non-local co-occurrences by constructing a

weighted graph in which the node denotes a word and the weight of an edge

corresponds to the association between words that is calculated using the global

term-document matrix. Unlike node2vec, it uses a stratified sampling approach

to select context words from neighbourhood and restricts the length of the

neighbourhood since larger hop counts bring noise in the contexts of nodes.

An approach to consider structural information in building the classification

model is discussed in the next section. It presents structured regularization that

allows to take into account the prior knowledge on the groups of correlated

features during the learning phase to build an accurate and compact model.

3.4 Structured Regularization in Machine Learn-

ing

Overfitting is a common problem that arises when building machine learning

models from data. It results in a complex model having a large number of

parameters that has good performance on training data and poor performance

on predicting the labels of unseen data. This happens when the model learns

the training data too well that it even captures the noise in it. Regularization is a

technique that reduces overfitting by penalizing models with a large number of
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features. It adds a penalty term to the loss function. The loss function quantifies

the loss between the prediction of a classifier and the actual class label for

an instance. The loss functions include log loss, hinge loss and square error

loss among others. These loss functions are defined in Table 7.1 in Chapter

7. The regularization strength is controlled by the regularization parameter

λ. The learning process finds the vector of optimal weight coefficients w∗ by

minimizing a weighted sum of the loss function and the penalty term.

3.4.1 Group lasso

The most common regularization methods to build a compact model are L1

regularization (aka lasso) [126], L2 regularization (aka ridge) [127] and elastic

net regularization [128]. Structured regularizers have been introduced that

allow groups of weight coefficients to be penalized together. Group lasso is

a structured regularizer that sets the coefficients in a group to zero together

resulting in group sparsity [129, 130]. Sparse group lasso is a combination

of lasso and group lasso [131]. It has the benefits of lasso and group lasso

and brings sparsity at both feature and group level. Lasso selects features

individually as it does not consider the structure information. The group lasso

selects and omits groups of features. The sparse group lasso promotes sparsity

between groups and within groups.

3.4.2 Structured sparsity for text classification

In a text processing task where document vectors contain millions of dimen-

sions, not all the features are useful for the task and the irrelevant features can

be eliminated reducing the size of the vectors. Text contains features that are

correlated. The prior knowledge on the groups of correlated features can be

included in the penalty term. Recent works have incorporated linguistic struc-
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ture information in statistical models as a regularization term that enhanced

the effectiveness of text classification. Different kinds of linguistic information

such as sentences, parse trees, word clusters, and topics have been used to

construct the sparse group lasso variants that encourages group behaviour of

words [132–135]. The different unstructured and structured regularizers are

also explained in Section 7.2 in Chapter 7.

In a sentence regularizer, a group is defined for every sentence and contains the

coefficients of words in a sentence [133, 134]. Hence, it results in many overlap-

ping groups. When there are overlapping groups, many coefficients are not set

to zero. So a linear combination of lasso and sentence regularizer has been used

to set the coefficients of irrelevant words to zero. In the parse tree regularizer,

the sentences in training documents are parsed and a group is defined for every

constituent in the parse [134]. Since each term is a constituent in a parse tree,

the lasso-like penalty occurs naturally in the parse tree regularizer.

The unsupervised methods, Latent Dirichlet Allocation (LDA) and Latent Se-

mantic Indexing (LSI), have been used to identify topics in the training doc-

uments and construct groups for each topic by selecting the top n words in

it [134, 135]. The lasso-like penalty is added to the LDA and LSI regularizers

to penalize features at group and feature level. Brown clustering is also used

for group identification where each node in the brown cluster is used to create

a group, and like the parse tree regularizer, it includes the lasso-like penalty

naturally [134].

Graphical regularizers have been introduced based on graph-of-words and

word2vec [135]. A single graph-of-words is created from the entire set of train-

ing documents, where each node corresponds to a term and the edges link

terms that co-occur within a predefined sliding window. The Louvain com-

munity detection method [136] is applied on the graph to identify communities

or groups. In the word2vec regularizer, the word2vec semantic vectors are
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clustered using k-means clustering algorithm to identify the clusters or groups.

The next section presents the classification of text documents represented as

graphs using graph similarity measures.

3.5 Graph Similarity for Text Classification

Text documents represented as graphs can be classified by computing the

similarity between graphs. This section discusses the maximum common

subgraph based approach and graph kernel based approach for calculating

graph similarity.

3.5.1 Maximum common subgraph for document similarity

Graph-based distance measures such as maximum common subgraph can be

used to compute the similarity between graphs. Maximum common subgraph

of two graphs is the largest subgraph that is common to both these graphs.

Schenker et al. [14] extended the k-NN classifier to classify web documents

represented as graphs where each node represents a unique term and a labelled

directed edge links two adjacent terms. A graph-based distance measure based

on maximum common subgraph is used to compute the similarity between

graphs. Even though the classification performance increased when the graph

size was set to a larger number of nodes, it resulted in an increase in the time

complexity. Wu et al. [105] built a co-occurrence graph model that considers

structural information to represent text where each term is represented by

a node; the edges denote co-occurrence relationships and the edge weights

indicate the strength of the relationship. The edge weights increase as the

number of times the terms that appear together increases. The graph similarity

is calculated using a maximum common subgraph based similarity measure
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that considers the contribution of common nodes, common edges and weights.

The average similarity between the document to be classified and the text

documents in each class is computed to find the class that the document belongs

to.

3.5.2 Kernels for document similarity

There have been several efforts to make the pattern recognition algorithms

available for vector representation easily applicable for graph data [106]. The

kernel approach allows the extension of linear algorithms to non-linear models

and helps in the application of algorithms to structured representation such as

strings, trees and graphs. The kernel function is a dot product in an implicit

feature space. This helps in running the algorithms in terms of dot products

called the kernel machines without mapping the complex data structures into

the feature space. Kernel machines solve the problem of insufficiency of math-

ematical operations in complex data structures and the direct application of

existing pattern recognition algorithms to graphs [106].

Semantic Kernels

The information in knowledge bases such as WordNet and Wikipedia can be

utilised to improve the performance of text classification. Semantic kernels con-

sider the semantic similarity of features using a semantic matrix S to transform

the document vectors denoted by φ(d1) and φ(d2) as shown in Eq. (3.1) [137].

Ś and φ(́d2) in Eq. (3.1) are the transposes of S and φ(d2) respectively. The

variations in the design of S result in different variants of semantic kernels.

K(d1, d2) = φ(d1)SŚφ(́d2) (3.1)
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Siolas et al. [138] introduced semantic smoothing by incorporating a-priori

knowledge from WordNet into text classification. The semantic smoothing of

tf-idf feature vectors is performed using a smoothing matrix that contains the

semantic similarity between words obtained using WordNet. This results in

the increase in the feature value of the terms that are related semantically. The

introduction of semantic prior knowledge in the SVM kernel or k-NN improves

the classification performance [138]. There are other works [139] [140] that

used WordNet for designing a semantic smoothing kernel for text classification.

They calculated the similarity between words based on the semantic relation-

ship of these terms in WordNet. Cristianini et al. [141] incorporated into a

kernel the semantic relations between terms calculated using LSI. Wang et al.

[142] developed semantic kernels by embedding the knowledge derived from

Wikipedia and used it to improve the performance of document classification.

Supervised semantic smoothing kernels exist that utilise class information

in building a semantic matrix [143–145]. A sprinkled diffusion kernel that

uses both co-occurrence information and class information for word sense

disambiguation is presented in [143]. In this approach, the smoothing helps in

increasing the semantic relationship between terms in the same class. But, it

does not distinguish the common terms between classes. Class Meaning Kernel

(CMK) [144] is a supervised semantic kernel that considers the meaningfulness

of terms in the classes using Helmholtz principle from Gestalt theory. In order

to increase the importance of class specific terms compared to common terms,

the semantic smoothing is done using the semantic matrix built from class-

based meaning values of terms. Class Weighting Kernel (CWK) [145] smooths

the representation of documents using class-based term weights that calculates

the importance of the terms in the classes. Hence, there are different variants

of semantic kernels with variations in the design of the semantic smoothing

matrix.
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Walk-based kernels that are the products of node kernels have been proposed

that captures semantic similarity between words using word embeddings. The

approach in [146] considers both syntactic and semantic similarity through a

random walk-based kernel. It uses SENNA word embeddings where words

are represented as vectors to compute the distance between words and hence

extends beyond label matching. In [147], a convolution sentence kernel based

on word2vec embeddings is proposed. They smooth the delta word kernel to

capture the semantic similarity of words. The similarity between sentences

is obtained by combining the similarity of all the phrases. Although these

approaches go beyond label matching, there is a high computational cost due to

the calculation of distance between all possible pairs of words in the sentences.

Graph Kernels

There are works on kernel methods [137] that allow us to compute the similarity

between structured objects such as trees, graphs and sequences. Text can be

viewed as structured objects and the kernels for structured objects can be

applied to compare the text documents for different text processing tasks such

as information retrieval, text classification and text clustering. Graph kernels are

instances of the R-convolution kernels [148] that provide a way for comparing

discrete structures. R-convolution kernels compare objects by decomposing the

objects into parts and combining the results of the comparisons of the parts of

the objects. Let x, y ∈ X be objects, x̂ = x1, . . . xD be parts of x, ŷ = y1, . . . yD be

parts of y and R denote the relation between the object and its parts. Suppose

there is a kernel Kd on Xd to measure the similarity Kd(xd, yd) between parts xd

and yd for 1 ≤ d ≤ D. The convolution kernel is defined as

K(x, y) = ∑
x̂∈R−1(x),ŷ∈R−1(y)

D

∏
d=1

Kd(xd, yd) (3.2)
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Different substructures such as random walks, shortest path, cycles, subtrees

have been considered to compute the similarity between graphs. Gartner et al.

[149] defined the random walk graph kernel approach that counts all pairs of

matching walks in the two graphs. Subtree kernels count the common subtree

patterns in the graphs [150]. Kernels based on cyclic patterns consider common

cycles in the graphs [151]. Borgwardt et al. [152] defined the shortest path graph

kernel that compares all the shortest paths in the graphs.

Lodhi et al. [153] proposed the idea of string kernels for measuring document

similarity. A string kernel compares ordered subsequences of characters in

the document which need not be contiguous. Similarly, Cancedda et al. [154]

worked with word-sequence kernel that considers sequences of words instead

of characters. The word-sequence kernels compute similarity based on the

number of matching word sequences and non-contiguous subsequences are

penalized.

Bleik et al. [10] used the graph kernel approach to compare biomedical art-

icles represented as graphs. They mapped the biomedical documents into

concept graphs using Unified Medical Language System (UMLS) database

and used graph kernel functions to compute the similarity between the text

documents. Goncalves et al. [155] represented text documents as graphs using

discourse representation theory. The graph-based semantic representations of

documents are then compared using a graph kernel based on direct product

graph. Nikolentzos et al. [8] defines a document similarity measure based on a

graph kernel between graph-based representation of documents. A modified

shortest path graph kernel (spgk) is proposed for the comparison of a pair of

documents. In their graph-based representation, nodes correspond to words

and edges connect nodes that have the shortest distance less than a particular

threshold d. The similarity value computed with the modified shortest path

graph kernel is based on the number of matching nodes/terms and the sum of
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the products of the labels of matching edges. The edge label is the inverse of

the shortest distance between the nodes that the edge connects. The formulae

for different kernels used in the experiments in Chapters 8 and 9 for calculating

document similarity are given in Table 8.1.

3.6 Graph Neural Networks for Text Classification

There are two main deep learning architectures used for text data i.e. RNN

and CNN. Since graphs can capture long-distant semantics, graph CNN-based

neural models for text classification have been developed recently. Hao et al.

[16] proposed a deep learning model that applies convolution operations to

convolve the graph-based representation of text to obtain high-level semantics.

They initially convert each document to a co-occurrence graph where the node

denotes a word and the edges connect words that co-occur within a predefined

window. The predefined word2vec vectors are used to represent each node. A

fixed number of subgraphs are generated from each co-occurrence graph and

they are normalized to make them consistent for further graph convolution

operations. The subgraphs of embeddings are convolved to obtain a higher-

level feature representation.

Text Graph Convolutional Network (Text GCN) [15] model builds a single large

heterogenous graph for the corpus with nodes that correspond to words and

documents. Hence, the number of nodes is equal to the sum of the number of

documents and number of unique words. Each word/document is represented

as a one-hot vector. The weight of the edge that connects the document node

and the word node is the tf-idf of the word in the document. The weight of the

edge connecting two word nodes is based on the association between the words

calculated using point-wise mutual information. This graph neural network

model converts the text classification problem to a node classification problem
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and jointly learns the embeddings of documents and words. Since Text GCN

builds a single large graph for the corpus, the memory consumption is high.

It does not support online testing as the parameters of the graph depend on

the corpus and cannot be changed after training. To address these problems,

Lianzhe et al. recently [156] proposed a new graph CNN-based model that

builds a graph for each text document with the parameters taken from a global

shared matrix.

3.7 Summary

This chapter discussed the motivation and the gaps identified in the graph-

based approach for text classification. It explained the different graph-based

approaches for text classification and presented the state-of-the-art review on

the main research topics of this project. The following six chapters explain the

research done for effective and efficient utilisation of the structural information

in text using graphs. These chapters mainly focus on approaches that are simple,

efficient, interpretable and work effectively even without large training data.
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CHAPTER

FOUR

SUPERVISED GRAPH-BASED TERM

WEIGHTING FOR EFFECTIVE TEXT

CLASSIFICATION

This chapter introduces the proposed graph-based term weighting scheme,

tw-srw, which is an effective supervised term weighting method that considers

the co-occurrence information in text for increasing text classification accuracy.

4.1 Introduction

A challenging task in text classification is the effective representation of text.

The features that represent the document affect the performance of text classi-

fication. The documents for classification are usually represented in the vector

space model. It represents a document as an unordered set of terms and their

frequency-based weights and assumes that the terms are independent. Al-

though it is simple and fast, this representation does not consider structural

information (order of words, relationship between words) or the semantics of

text. An alternative to the vector space model for representing documents is
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graph-based representation. The important information in the original text like

term order, term co-occurrence, term context that are lost in vector space model

representation can be captured by graph-based representation.

Graph-based term weighting schemes improve classification accuracy com-

pared to traditional frequency-based term weighting methods [9, 11, 12]. Sec-

tion 3.3 in the previous chapter explained the graph-based term weighting

schemes for text classification. The tw-srw (tw denotes term weight and srw

is the abbreviation for supervised relevance weight) is proposed since the

graph-based term weighting schemes are unsupervised and do not consider the

class-separating information for text classification. Supervised term weighting

methods utilise the additional information about the class membership of train-

ing documents. Therefore better text classification performance can be expected

with a supervised graph-based term weighting scheme as it considers not only

the structural information of text but also the term’s relevance to the classifica-

tion task with the help of the prior information on the training documents in

the predefined classes.

Section 4.2 explains the two main categories of term weighting methods -

unsupervised and supervised. It discusses the related work on supervised term

weighting methods that calculates the discriminative power of terms using the

prior information on the training documents in the predefined classes.

4.2 Term Weighting Schemes

The term weighting schemes can be categorized into unsupervised term weight-

ing and supervised term weighting based on whether it uses the prior informa-

tion on the training documents in the predefined classes [157].
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4.2.1 Unsupervised Term Weighting

The most commonly used term weighting methods for text classification such

as binary, tf, tf-idf and its variants are unsupervised term weighting schemes.

In the binary term weighting method, the term weight is assigned a value of 1

if the term occurs in the document and a value of 0 if it does not occur in the

document. The tf method considers the count of the term in the document to

compute the weight of the term. tf-idf method calculates term weight using tf

and idf. As idf is inversely proportional to the number of documents containing

the term, it gives more importance for rare terms than common terms. Since

the unsupervised term weighting schemes do not take into account the known

information of the training documents in the predefined classes, the term

weights are not dependent on the classification task.

4.2.2 Supervised Term Weighting

Supervised term weighting schemes use the information on the distribution of

the documents in the classes from the labelled training set. It assigns weight

to terms based on their relevance in placing documents in the right classes.

Suppose the classification task is to classify the documents into technical and

non-technical documents. In this task, the technical terms that are relevant

for this classification should be given greater weight than the other terms.

Various studies have shown that supervised term weighting schemes that use

the information about the classification task to assign weights to terms are

more effective than unsupervised term weighting schemes as it improves the

accuracy of text classification [17, 158–162].

Debole et al. [17] proposed the idea of supervised term weighting in which the

terms with greatest variation in their distribution in the positive and negative

training instances are weighted more. They replaced idf in tf-idf with feature
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selection methods such as gain ratio, information gain (ig) and chi-square

and compared these supervised term weighting methods with tf-idf using

Rochio method, k-NN and SVM classifier. Even though gain ratio had superior

performance with the three learning methods as a supervised term weighting

function, its performance was not consistently superior over tf-idf. Deng et al.

[163] also used the feature selection method to assign weights to terms. They

evaluated different term weighting methods such as tf-idf, tf-crf, tf-odds ratio, tf-

chi for text classification and it was tf-chi weighting method that outperformed

the other weighting methods for classification with SVM.

Lan et al. [164] introduced a new supervised term weighting scheme called

tf-rf. The relevance frequency (rf) factor that considers the class information

increases the discriminating power of the terms by giving more weight to terms

that have higher concentration in the positive class than in the negative class.

They found that the idf factor does not improve the discriminating power of

terms. In their comparative study of supervised and unsupervised weighting

methods with the k-NN and SVM classifier, it was found that the performance

of term weighting methods is dependent on the classifier and the distribution

of the data in the classes (uniform or skewed) [159]. In their experiments

[158, 159, 164], tf-rf method outperformed other weighting methods and it

was supervised methods (tf-chi, tf-ig, tf-odds ratio) based on feature selection

methods that showed the worst performance which contradicts the results

obtained earlier for tf-chi in [163].

Liu et al. [160] presented a probability based term weighting scheme to solve

the problem of class imbalances and boost the performance of classifiers in case

of skewed datasets. Classifiers do not perform well when the distribution of

documents in the classes is imbalanced. The probability based term weighting

scheme overcomes the problem of assigning lower weights to terms in minor

classes. It was better than tf-idf, tf-chi, tf-odds ratio, tf-correlation coefficient
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and tf-ig with which it was compared.

Xuan et al. [161] proposed a new weighting scheme log tf-rfmax that requires

only a single rf (rfmax) value obtained by computing the maximum of the N

rf values for each term for a classification problem with N classes. When tf-rf

weighting method which proved comparatively better than other term weight-

ing methods is used for such a classification task, N tf-rf values are required

since it is converted to N binary classification problems. The proposed weight-

ing scheme is simpler than tf-rf as it requires only one vector representation

compared to N vector representations for each document weighted by tf-rf in

the classification problem.

In a comprehensive study on several weighting schemes - supervised and

unsupervised weighting schemes by Haddoud et al. [165], it was observed that

the performance of the weighting depends on whether the class distribution is

balanced or not. Wu et al. [166] explain the problems associated with supervised

term weighting schemes which is the overweighting concept that reduces the

effectiveness of supervised term weighting schemes. Overweighting is due

to the presence of noisy words and the large difference between the weights

of different terms. They introduced two regularization techniques, singular

term cutting and bias term, to solve the overweighting problem. Singular term

cutting reduces the overweighting of noisy words and bias term reduces the

large ratio between the weights of different terms.

The examples of supervised and unsupervised term weighting methods are

given in Table 4.1. The research done on supervised term weighting schemes

for text classification emphasizes the fact that term weighting should depend

on the classification task [158–162, 164]. Text classification performance can be

improved by giving more weight to terms that support the classification of doc-

uments into the right category. This is done by utilising the known information
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Table 4.1: Supervised and Unsupervised term weighting methods

Type Term weighting method Description

Unsupervised
Advantage

• Unsupervised term
weighting scheme
was introduced
for information
retrieval and can be
used for different
text analysis tasks

Disadvantage

• Does not utilise
class-specific in-
formation available
in labelled training
documents

Binary

1 if tf>0,
0 otherwise
where tf corresponds to
term frequency

tf term frequency

tf-idf tf × idf

Supervised
Advantage

• Utilises class-
specific informa-
tion and improves
the terms discrim-
inating power for
text classification.

Disadvantage

• Problems such
as overweighting
of commonly
occurring terms,
higher weights for
terms in classes
with large number
of training docu-
ments can reduce
the effectiveness
of supervised
term weighting
scheme for text
classification.

tf-gr tf × gain ratio

tf-chi tf × chi-square

tf-odds ratio tf × odds ratio

tf-crf

tf × crf
crf (Category Relevance
Factor) = log

a/X
c/Y

where the notations a and c
are described in Table 4.2,
X is the number of docu-
ments that are labelled as
class i and Y is the number
of documents not labelled
as class i.

tf-correlation coefficient tf × correlation coefficient

tf-rf
tf × rf

rf = log2

(
2 + a

max(1,c)

)
tf-prob

tf × prob
prob = log(1 + a

c ×
a
b)
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on the training documents in the predefined classes. The problems associated

with majority of the supervised term weighting methods that reduce its effect-

iveness are overweighting of the terms in larger classes and the commonly

occurring terms (terms that have high density in a number of classes).

Node centrality measures that help to utilise the information in the graphs are

presented in the next section before introducing the proposed supervised term

weighting measure.

4.3 Node Centrality Measures

A centrality measure helps to determine the importance of a node in a graph.

Node centrality values can be used to convert a graph-based representation of

text to a vector-space representation. The commonly used centrality measures

are given below:

• Degree centrality - The degree centrality of a node is the number of

nodes it is connected to. In a directed graph, the degree centrality can be

divided into in-degree and out-degree centrality. The in-degree centrality

is the number of incoming neighbours and the out-degree centrality is the

number of outgoing neighbours. The degree centrality is normalized by

dividing by the maximum possible number of nodes that a node can be

connected to i.e. N − 1 where N is the total number of nodes in the graph.

The degree centrality of a node i in a graph G is calculated as shown in

Eq. (4.1) where ki is the number of neighbours of the node.

Cdeg
i =

ki

N − 1
(4.1)

• Closeness centrality - The closeness centrality of a node measures the
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closeness of the node to all other nodes in the network. It is obtained by

computing the reciprocal of the sum of the shortest distances from the

node to all other nodes in the graph. The closeness centrality is normalized

by dividing by the reciprocal of the sum of minimum possible distances

i.e. 1
N−1 where N is the total number of nodes in the graph. The closeness

centrality of a node i in an undirected graph G is computed as shown in

Eq. (4.2) where di j is the shortest distance from node i to node j.

Cclo
i =

N − 1

∑
N
i=1 di j

(4.2)

• Betweenness centrality - The betweenness centrality of a node is based

on the number of times it appears in the shortest path between other

nodes in the graph. Betweenness centrality values are normalized by

dividing by (N−1)(N−2)
2 for undirected graphs and by (N − 1)(N − 2) for

directed graphs where N is the total number of nodes in the graph. The

calculation of betweenness centrality of a node i in an undirected graph G

with the set of nodes V is given in Eq. (4.3) where σsd is the total number

of shortest paths from source node s to destination node d and σsd(i) is

the total number of those shortest paths that pass through i.

Cbet
i =

2
(N − 1)(N − 2) ∑

s 6=i 6=d∈V

σsd(i)
σsd

(4.3)

• Eigenvector centrality - Eigenvector centrality calculates the global im-

portance of a node by considering the importance of its neighbours. The

centrality of a node is proportional to the sum of the neighbours’ cent-

ralities as given in Eq. (4.4) where λ is the proportionality constant and

a ji is the element of the adjacency matrix A and the contribution to the

centrality of node i from the neighbour node j.
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λCeig
i =

N

∑
j=1

a jiC
eig
j (4.4)

Eq. (4.4) in matrix form is given below in Eq. (4.5) where Ceig is a left-

eigenvector of A with eigenvalue λ.

ATCeig = λCeig (4.5)

By Perron-Frobenius theorem, there is a solution Ceig whose entries are

both unique and positive if λ is the largest eigenvalue of the adjacency

matrix A. The power method can be used to calculate the eigenvector cent-

rality. All the nodes start with same importance and as the computation

progresses, nodes with more connections are assigned more importance.

The importance of a node spreads out to their neighbours. This process

is repeated until the values do not change and it converges to obtain the

final values for eigenvector centrality.

The Figure 4.2 shows the most central nodes in graphs G1, G2, G3 and G4 using

degree centrality, closeness centrality, betweenness centrality and eigenvector

centrality respectively.

4.4 Supervised Relevance Weight (srw)

The main steps in the proposed approach for graph-based text classification are

shown in Figure 4.3. Undirected co-occurrence graphs, an efficient structure-

based representation of text, are used to capture the co-occurrence of words.

The text documents are preprocessed by removing stop words and stemming

before converting it to co-occurrence graphs. Stop words are removed in order

to reduce the common words that are of very little importance. Stemming helps
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Figure 4.1: Node centrality measures. The dark nodes in the graphs G1, G2, G3
and G4 correspond to the nodes with the highest degree centrality, closeness
centrality, betweenness centrality and eigenvector centrality respectively

in reducing the number of nodes created in a graph for the inflected words

by creating only a single node for the word in its root form. Each node in

the co-occurrence graph represents a unique term in text and the edges link

co-occurring terms within a sliding window of fixed length. Each document

is represented by a co-occurrence graph. Each term is weighted based on the

importance of their corresponding node in the graph determined by a measure

of node centrality. Since degree centrality measure generally performs the best

on co-occurrence graph [11], it is used to assign the weights for terms. The

degree centrality scores of the nodes are used to convert the co-occurrence

graph to vector-based representation. An example of the degree centrality

values of the nodes in a graph is shown in Figure 4.2.

The notations a, b and c used in the supervised term weighting schemes dis-

cussed below are explained in Table 4.2. In [158], a supervised term weighting

scheme tf × rf is proposed where tf is the term frequency and rf is the relevance

frequency. It defines relevance frequency rfi(t) of a term t in class i as shown

below in Eq. (4.6).
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Figure 4.2: Calculation of degree centrality scores of nodes in a graph

Figure 4.3: Graph-based text classification pipeline. The highlighted
stage in the pipeline is the main contribution in this chapter.

Table 4.2: Notations used in the supervised term weighting scheme

Notation Description
a The number of documents in

class i that contain the term t.
b The number of documents in

class i that do not contain the
term t.

c The number of documents not in
class i that contain the term t.

rfi(t) = log2

(
2 +

a
max(1, c)

)
(4.6)

The rf factor gives more weight to terms that contribute exclusively in a class

compared to other classes. But this weighting measure cannot handle im-

balanced data. The class imbalance problem is due to one or more classes

containing significantly more training documents than the rest of the classes. In
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such cases, the rf factor gives low weights to terms in the classes with few train-

ing samples (minor classes). To overcome this problem, a probability-based

approach for term weighting is defined in [160] to assign better weights to

terms in minor classes. This weighting scheme that handles imbalanced data

computes weight for a term t as given below

tf× log(1 +
a
c
× a

b
) (4.7)

But, the above probability based term weighting scheme results in overweight-

ing of the commonly occurring terms (due to low weights assigned to b for

commonly occurring terms).

In order to avoid the problems that reduces the effectiveness of supervised

term weighting schemes such as overweighting of commonly occurring terms,

higher weights for terms in classes with large number of training documents,

the proposed approach considers the following three elements for computation

of each term’s relevance in the classes:

1. The term’s concentration in each class as compared to its concentration in

other classes.

2. The number of documents in each class that do not contain the term.

3. The average density of the term in the classes.

Considering the above three elements will overcome the supervised term

weighting problems discussed. The new supervised term weight factor, which

is named as supervised relevance weight (srw), takes into account these three

elements for its computation as described below.

In Eq. (4.8), a
max(1,c) determines the concentration of the term t in class Ci as

compared to its concentration in other classes and a
max(1,b) helps to reduce the
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higher weights assigned to terms in classes having more training documents by

considering the number of documents in class Ci that do not contain the term t.

class rel prob(t, Ci) = log2(2 +
a

max(1, c)
)× log2(2 +

a
max(1, b)

) (4.8)

class rel prob(t, Ci) defined in Eq. (4.8) is computed for each class Ci.

The maximum of class rel prob(t, Ci) values of the term t, denoted by

max class rel prob(t), is calculated to obtain a single value for the term t. In

order to reduce the overweighting of commonly occurring terms, the average

density of the term t in the classes is determined by dividing the sum of dens-

ities of the term t in the classes by the number of classes. The computation of

average density of the term t is shown in Eq. (4.9) where Ni is the total number

of documents in class Ci and C is the total number of classes.

avg density(t) =
∑

C
i=1(

a
Ni
)

C
(4.9)

The supervised relevance weight (srw) of each term t determines the relevance

of the term in the classes. It gives higher weights to terms that help in distin-

guishing the documents in different classes. It is calculated as shown below in

Eq. (4.10).

srw = max class rel prob(t)× log10

(
1

avg density(t)

)
(4.10)

The new improved term weighting measure (tw-srw) for a term t represented

by a node in the co-occurrence graph is defined as the product of tw and srw i.e.

tw × srw where tw is the term weight determined by the centrality score for

the term t in the graph. Suppose the tw for two terms t1 and t2 are 0.8 and 0.9,

and their srw are 0.01 and 0.8, then the final weights (product of tw and srw)
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of t1 and t2 are 0.008 and 0.72 respectively. Hence, the weight assigned to each

term is dependent on the term’s discriminatory power for text classification.

The documents are finally represented as a document term matrix where each

row corresponds to a document, a column denotes a term and the values in the

matrix represent the term weights. A document-term matrix is illustrated in

Table 4.3.

Table 4.3: An example of a document-term matrix

t1 t2 t3 t4 t5 t6 t7 t8 t9

D1 0.26 0.50 0.42 0.75 0.45 0.25 0.00 0.20 0.10

D2 0.20 0.10 0.90 0.80 0.10 0.20 0.05 0.00 0.00

D3 0.50 0.60 0.30 0.10 0.10 0.20 0.70 0.15 0.25

D4 0.10 0.30 0.80 0.75 0.10 0.10 0.01 0.00 0.00

D5 0.60 0.80 0.25 0.30 0.10 0.20 0.60 0.50 0.25

4.5 Experiments and Results

The experiments are performed on four standard datasets to evaluate the pro-

posed supervised term weighting scheme for text classification. As these data-

sets are widely used for the evaluation of text classification performance, it is

easier to compare the results with related work. The datasets [167] used are

described below:

WebKB - The WebKB dataset contains webpages collected from computer

science departments of various universities by the world wide knowledge

base project which is classified into seven classes - student, faculty, staff,

department, course, project, and other.

R8, R52 - The Reuters-21578 dataset contains documents that have appeared

on the Reuters newswire. R8 and R52 are subsets of the Reuters-21578

dataset that contain 8 classes and 52 classes respectively.
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20 Newsgroups (20NG) - The 20 Newsgroups dataset contains 20,000 news-

group documents classified into 20 different categories.

These datasets are text files where each line represents a document. Each

document contains the class it belongs to and the terms in it. The experiments

use the preprocessed version of the datasets where the terms are stemmed using

Porter stemming algorithm [168]. The datasets contain a train and test split and

the number of training and testing documents in each dataset are given in Table

4.4.

Table 4.4: Size of the datasets

Dataset No of
training
docu-
ments

No of test-
ing docu-
ments

Maximum
no of
terms in a
document

Average
no of
terms in a
document

WebKB 2803 1396 20628 134

R8 5485 2189 533 65

R52 6532 2568 595 69

20NG 11293 7528 6779 141

The documents in the training and testing set are then converted to co-

occurrence graphs that capture terms that co-occur within a sliding window

of size 2. For sliding windows of predefined size, the smaller contexts with

window sizes of 2 or 3 performed better than the larger contexts [11]. The

performance of the supervised graph-based term weighting measure (tw-srw),

traditional term weighting measure i.e. term frequency - inverse document fre-

quency (tf-idf), tf-rfmax term weighting measure and graph-based term weight-

ing measures such as tw and tw-idf are evaluated for text classification with

SVM. The tf in the term weighting schemes is the raw term frequency. tf-rfmax

is a supervised term weighting scheme which is the product of tf and the

maximum of the term’s relevance frequency (rf) in the classes. The relevance

frequency (rf) of a term t in class Ci defined in [158] is shown in Eq. (4.6).
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The importance of the node is determined using the degree centrality measure

which is denoted as tw. tw-idf is computed as the product of tw and inverse

document frequency (idf). These term weighting methods are implemented

using python. The linear support vector machine implementation in scikit-learn

called the LinearSVC is used as the classifier. The penalty parameter C of the

error term is set to its default value of 1 and the loss function is set as hinge.

In the learning phase, the classification model is built using the training set.

The performance of the classification model for prediction of the classes of the

testing set is evaluated using precision, recall and F1-score measures.

The proposed weighting scheme consistently outperforms tf-idf, tf-rfmax and

graph-based term weighting measures such as tw and tw-idf for the four

datasets tested as shown in Table 4.5, Table 4.6 and Table 4.7. The advantage

of tw-srw is that it considers the co-occurrence information in text and the

class separating-information from the labelled training documents. The tables

4.8 and 4.9 show the confusion matrices for classification of documents in the

WebKB dataset with tw-srw weighting and tw-idf weighting respectively. An

entry in the ith row and jth column of the confusion matrix indicates the number

of test documents with the true label as the ith class and the predicted label

as the jth class. In the confusion matrix for text classification with tw-srw

weighting, the true positives for the ’projects’ label which is a minority class are

135 compared to 92 for tw-idf weighting. Hence, the proposed weighting can

perform well even with less number of training documents. An imbalanced

dataset increases the likelihood of documents misclassified as the majority class

i.e. the false positives for a majority class tend to increase. As shown in the

confusion matrix, the false positives for ’student’, the majority class, are 88 with

tw-idf weighting and 52 for tw-srw weighting, and therefore, the false positives

have reduced for text classification with tw-srw weighting.

The proposed graph-based term weighting for text classification is also com-
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pared with the neural network-based classifiers such as fastText (100 epochs)

[104] and Convolutional Neural Network - CNN (20 epochs and without pre-

trained word embeddings) [54] in Table 4.10. CNN and fastText are explained

in Section 2.7 in Chapter 2. The precision, recall and F1 scores show the superior

performance of the proposed method compared to the state-of-the-art classifiers.

The poor performance of the neural-network based classifiers could be that the

size of the dataset is not large enough to learn good feature representations of

text. Intensive parameter tuning may improve the results of these classifiers,

but comes with the cost of high time complexity.

Table 4.5: Precision (weighted average) scores obtained with differ-
ent term weighting schemes

Dataset tf-idf tf-rfmax tw tw-idf tw-
srw

WebKB 0.8459 0.8736 0.8961 0.8757 0.9111

R8 0.9622 0.9629 0.9689 0.9758 0.9802

R52 0.9200 0.9301 0.9031 0.9389 0.9549

20NG 0.7813 0.7902 0.7845 0.8353 0.8462

Table 4.6: Recall (weighted average) scores obtained with different
term weighting schemes

Dataset tf-idf tf-rfmax tw tw-idf tw-
srw

WebKB 0.8467 0.8732 0.8933 0.8746 0.9112

R8 0.9621 0.9630 0.9685 0.9758 0.9799

R52 0.9190 0.9307 0.9186 0.9435 0.9552

20NG 0.7763 0.7836 0.7814 0.8335 0.8441

In the underlined datasets, the improvements of tw-srw over tf-idf are statistic-
ally significant at p<0.01 using sign test.
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Table 4.7: F1 (weighted average) scores obtained with different term
weighting schemes

Dataset tf-idf tf-rfmax tw tw-idf tw-
srw

WebKB 0.8462 0.8730 0.8902 0.8693 0.9108

R8 0.9618 0.9625 0.9681 0.9756 0.9799

R52 0.9146 0.9270 0.9037 0.9370 0.9520

20NG 0.7760 0.7840 0.7740 0.8301 0.8430

Table 4.8: Confusion matrix for text classification with tw-srw
weighting - WebKB Dataset

Class Labels &
No of testing
documents

Course Faculty Project Student

Course (310) 296 4 3 7

Faculty (374) 3 331 12 28

Project (168) 1 15 135 17

Student (544) 6 25 3 510

Table 4.9: Confusion matrix for text classification with tw-idf weight-
ing - WebKB Dataset

Class Labels &
No of testing
documents

Course Faculty Project Student

Course (310) 298 3 3 6

Faculty (374) 3 313 9 49

Project (168) 9 34 92 33

Student (544) 5 21 0 518
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Table 4.10: Comparison with neural network models: CNN and fastText
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WebKB
Precision 0.9010 0.8872 0.9111

Recall 0.9004 0.8818 0.9112

F1 0.9007 0.8763 0.9108

R8
Precision 0.9722 0.9577 0.9802

Recall 0.9717 0.9575 0.9799

F1 0.9717 0.9563 0.9799

R52
Precision 0.9169 0.8062 0.9549

Recall 0.9264 0.8579 0.9552

F1 0.9191 0.8210 0.9520

20NG
Precision 0.7955 0.7942 0.8462

Recall 0.7924 0.7875 0.8441

F1 0.7923 0.7886 0.8430

4.6 Summary

Feature engineering plays an important role in text classification. Graph-based

term weighting is emerging as a popular method for text mining applications.

This chapter presents a supervised graph-based term weighting method for

effective text classification. This method takes into account the relationship

between terms, discarding the term independence assumption used in the

bag-of-words approach. Text documents are represented as a co-occurrence

graph where each node represents a unique term and the edges capture the

co-occurrence relationships between terms within a sliding window of fixed

size. The term weight is determined by considering the importance of the node

in the graph and the term’s relevance to the classification task with the help of

the prior information on the training documents in the predefined classes.
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Experiments were performed on four benchmarking public datasets using the

supervised weighting measure to evaluate its effect on the performance of

text classification. It was compared with tf-idf, tf-rfmax and graph-based term

weighting measures such as tw and tw-idf. Results showed that the proposed

term weighting measure consistently outperformed these term weighting meas-

ures and text classification with SVM is significantly influenced by the term

weighting measure.
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CHAPTER

FIVE

CLASS GRAPHS FOR SUPERVISED

TERM WEIGHTING

As seen in the previous chapter, effective representation that considers the

structure information in text and an appropriate term weighting measure that

takes into account the relationship between terms and the term’s relevance to the

classification task can increase the performance of text classification. In tw-srw,

srw is calculated based on the distribution of the labelled training documents

in the classes. In order to utilise the structural information available in these

documents for calculating the supervised term weight factor, we can represent

each class as a co-occurrence graph. In this chapter, a novel method for graph-

based supervised term weighting is presented which considers information

relevant for the classification task using node centrality in the co-occurrence

graphs (class graphs) built for the classes from the labelled training documents.

5.1 Introduction

Supervised term weighting methods consider the information on the mem-

bership of the training documents in the predefined classes to give higher
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weights to terms that are distributed differently in the classes [17]. The pro-

posed graph-based framework for text classification represents each class as an

undirected co-occurrence graph (called class graph), in order to utilise the in-

formation in the labelled training documents for text classification. This chapter

explains how to use this information to improve text classification. It introduces

the graph-based supervised term weighting scheme, tw-crc (tw denotes term

weight and crc is the abbreviation for class relevance centrality), for effective

text classification which utilises class-specific, term co-occurrence information

in order to classify documents to the right class.

5.2 Centrality-based Approach for Supervised

Term Weighting

The main steps in the proposed approach for graph-based text classification

are shown in Figure 5.1. The first step in the pipeline is the pre-processing of

text documents such as filtering stop words and stemming. The documents are

then converted to undirected co-occurrence graphs by creating a node for each

unique term, and edges between terms that co-occur within a sliding window of

fixed size. Each document to be classified and the training documents in a class

are represented as co-occurrence graphs known as the document graph and the

class graph respectively. The importance of the node in the document graph

calculated by node centrality measure is used to determine tw. The proposed

supervised term weight factor, the class relevance centrality (crc), is a function

of the term’s centrality (centrality of the node denoting the term) in the class

graphs. The final weight assigned to each term is a product of tw and crc as

shown in Figure 5.2.

The goal of the proposed supervised term weighting is to improve the perform-
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Figure 5.1: Graph-based framework for text classification. The main contri-
bution in this chapter is highlighted in the pipeline.

ance of text classification by utilising the structural information of text in the

training documents in each class to determine the relevance of the term to the

classification task. The class relevance centrality determines a term’s relevance

to the class in order to classify the documents appropriately. In the proposed

approach, a term’s relevance to a class depends on its centrality in the class

graph compared to the average of its centralities in the other class graphs and

the relevance decreases if it is a common term (belongs to a number of classes).

crc calculates the variation in the term’s centrality in the class graphs.

An example is shown in Figure. 5.3 to illustrate how the proposed supervised

term weight factor determines the term’s relevance to the classes. Case 1 is a

common term and the variation in the centralities of the term in the classes is

less whereas Case 2 is a term specific to class 1. The crc assigns higher weight to

the term in Case 2 as the centrality is high in Class 1 compared to other classes

and the term exclusively belongs to the class.
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Figure 5.2: Class graph and Document graph. The final weight
assigned to each term is a product of tw and crc obtained from
document graph and class graphs respectively.

5.3 Class Relevance Centrality (crc)

The computation of the class relevance centrality for a term t is explained below.

Let S be the set of classes i.e. S={C1, C2, C3. . . CK} where K = |S| is the total

number of classes. Let Ci be the i-th class and CENi(t) be the centrality of the

term t in class Ci, which is the centrality score of the node corresponding to the

term t in the class graph of class Ci. The sum of the centralities of the term t in

the class graphs is denoted by λ(t) as shown in Eq. (5.1).

λ(t) =
|S|

∑
i=1

CENi(t) (5.1)

Let L(t) be the number of classes in which the term t exists:

L(t) = |{Ci : CENi(t) > 0, ∀i ∈ {1, 2, 3.....K}}| (5.2)

Then |S|
L(t) is the factor that increases the weights of exclusive terms in each class.
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Let M(t) be the maximum of the centralities of the term t in the class graphs as

follows:

M(t) = max
1≤i≤|S|

CENi(t) (5.3)

Let A(t) be the average of the centralities of the term t in all the class graphs

where CENi(t) > 0 excluding the class graph from which M(t) is obtained.

The calculation of A(t) is shown in Eq. (5.4). A(t) is set to 0 when L(t) =1.

A(t) =
λ(t)−M(t)

L(t)− 1
(5.4)

The class relevance centrality for a term t is defined in Eq. (5.5) where minc is

the minimum of centralities in the class graphs. If A(t) is 0, its value is set to

minc so that the denominator does not become 0.

crc = log2

2 +
M(t)

max(minc, A(t))
× |S|

L(t)

 (5.5)

The supervised term weighting calculates the final weight for the term t by

computing the product of tw and crc i.e. tw×crc where tw is the centrality of

the node corresponding to the term t in the document graph.

Figure 5.3: Common term and class-specific term. Case 1 is a com-
mon term, so the variation in the centralities of the term in the classes
is less. Since Case 2 is a term specific to class 1, the variation in the
centralities of the term in the classes is high.

89



In this weighting scheme, the structural information in the labelled training doc-

uments is utilised to find the importance of the term for the classification task.

The documents represented by the weights determined by tw-crc weighting

method are finally converted to a document-term matrix.

5.4 Experiments and Results

The proposed supervised term weighting scheme for text classification is evalu-

ated using four datasets, namely WebKB, R8, R52 and 20 Newsgroups (20NG).

These datasets are described in Chapter 4.

The documents are represented as undirected co-occurrence graphs that capture

co-occurring words within a sliding window of size 2. The effect of the term

weighting schemes - tw-crc, tf, tf-idf, tf-rfmax, tw and tw-idf are evaluated on

the performance of text classification. The tf-idf, tf-rfmax, tw and tw-idf term

weighting schemes are described in Chapter 4. Since linear SVM algorithm

is simple, fast and performs well compared to other algorithms [163], the

implementation of linear support vector machine classifier in scikit-learn called

LinearSVC is used for text classification. In the experiments, the loss function of

the classifier is set to hinge and all the other parameters to their default values.

The performance of the classification model for prediction of the classes of the

testing set is evaluated using precision, recall and F1-score measures.

The supervised term weight factor, crc, is assessed using degree centrality and

closeness centrality as these centrality measures perform well for text represen-

ted as graph [9, 11]. tw(deg)-crc(deg) is the supervised term weighting where

tw and crc are obtained using degree centrality measure. In tw(deg)-crc(cl), tw

and crc are based on degree centrality and closeness centrality respectively. The

Tables 5.1, 5.2 and 5.3 show the classification results obtained for the different
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term weighting schemes compared. The results show that graph-based term

weighting measures outperform frequency-based term weighting measures

for text classification. The tw-crc term weighting method for text classification

is also compared with the neural network-based classifiers such as fastText

and CNN in Table 5.6. The precision, recall and F1 scores shows the superior

performance of the proposed method compared to the state-of-the-art classi-

fiers. The proposed graph-based supervised term weighting scheme, tw-crc,

consistently outperforms tf, tf-idf, tf-rfmax, tw and tw-idf for text classification.

The Tables 5.4 and 5.5 show the confusion matrices for classification of doc-

uments in the WebKB dataset with tw-crc weighting and tw-idf weighting

respectively. In the confusion matrix for text classification with tw-crc weight-

ing, the true positives for the ’projects’ label which is a minority class are 139

compared to 92 for tw-idf weighting. Hence, the proposed weighting can per-

form well even with less number of training documents. An imbalanced dataset

increases the likelihood of documents misclassified as the majority class i.e. the

false positives for a majority class tend to increase. As shown in the confusion

matrix, the false positives for ’student’, the majority class, are 88 with tw-idf

weighting and 48 for tw-crc weighting, and therefore, the false positives have

reduced for text classification with tw-crc weighting.

tw-crc is a graph-based supervised term weighting scheme that considers the

co-occurrence information in the labelled training documents to assign weight

to a term. The supervised term weight factor, crc, calculates the relevance in

distinguishing the documents in different classes based on the variation in the

centralities in the class graphs. The advantages of the tw-crc weighting method

are:

1. It considers the information relevant for the classification task by utilising

the structural information in the labelled training documents
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2. The term weights are not affected by class imbalances as the node central-

ity scores are normalized by the number of nodes in the graph

3. It eliminates overweighting of common terms

Table 5.1: Precision (weighted average) scores to compare tw-crc with
other term weighting methods

D
at

as
et

tf tf
-i

df

tf
-r

f m
ax

tw tw
-i

df

tw
-s

rw

tw
(d

eg
)-

cr
c(

de
g)

tw
(d

eg
)-

cr
c(

cl
)

WebKB 0.8762 0.8459 0.8736 0.8961 0.8757 0.9111 0.9149 0.9118

R8 0.9620 0.9622 0.9629 0.9689 0.9758 0.9802 0.9762 0.9768

R52 0.9235 0.9200 0.9301 0.9031 0.9389 0.9549 0.9551 0.9564

20NG 0.7636 0.7813 0.7902 0.7845 0.8353 0.8462 0.8375 0.8414

tw is determined using degree centrality measure. The supervised term weight
factor, crc, is assessed using degree centrality and closeness centrality as these
centrality measures perform well for text represented as graph.

Table 5.2: Recall (weighted average) scores to compare tw-crc with other
term weighting methods

D
at

as
et

tf tf
-i

df

tf
-r

f m
ax

tw tw
-i

df

tw
-s

rw

tw
(d

eg
)-

cr
c(

de
g)

tw
(d

eg
)-

cr
c(

cl
)

WebKB 0.8768 0.8467 0.8732 0.8933 0.8746 0.9112 0.9148 0.9119

R8 0.9621 0.9621 0.9630 0.9685 0.9758 0.9799 0.9762 0.9767

R52 0.9283 0.9190 0.9307 0.9186 0.9435 0.9552 0.9544 0.9556

20NG 0.7599 0.7763 0.7836 0.7814 0.8335 0.8441 0.8352 0.8390

In the underlined datasets, the improvements of tw(deg)-crc(deg) and tw(deg)-
crc(cl) over tf-idf are statistically significant at p<0.01 using sign test.
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Table 5.3: F1 (weighted average) scores to compare tw-crc with other
term weighting methods

D
at

as
et

tf tf
-i

df

tf
-r

f m
ax

tw tw
-i

df

tw
-s

rw

tw
(d

eg
)-

cr
c(

de
g)

tw
(d

eg
)-

cr
c(

cl
)

WebKB 0.8764 0.8462 0.8730 0.8902 0.8693 0.9108 0.9146 0.9112

R8 0.9616 0.9618 0.9625 0.9681 0.9756 0.9799 0.9761 0.9766

R52 0.9240 0.9146 0.9270 0.9037 0.9370 0.9520 0.9515 0.9522

20NG 0.7591 0.7760 0.7840 0.7740 0.8301 0.8430 0.8341 0.8372

Table 5.4: Confusion matrix for text classification with tw(deg)-
crc(deg) weighting - WebKB Dataset

Class Labels &
No of testing
documents

Course Faculty Project Student

Course (310) 293 6 5 6

Faculty (374) 3 335 11 25

Project (168) 1 11 139 17

Student (544) 6 26 2 510

Table 5.5: Confusion matrix for text classification with tw-idf weight-
ing - WebKB Dataset

Class Labels &
No of testing
documents

Course Faculty Project Student

Course (310) 298 3 3 6

Faculty (374) 3 313 9 49

Project (168) 9 34 92 33

Student (544) 5 21 0 518
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Table 5.6: Comparison with neural network models: CNN and fastText

D
at

as
et

M
et

ri
c

(w
ei

gh
te

d
av

er
ag

e)

fa
st

Te
xt

C
N

N

tw
(d

eg
)-

cr
c(

cl
)

WebKB
Precision 0.9010 0.8872 0.9118

Recall 0.9004 0.8818 0.9119

F1 0.9007 0.8763 0.9112

R8
Precision 0.9722 0.9577 0.9768

Recall 0.9717 0.9575 0.9767

F1 0.9717 0.9563 0.9766

R52
Precision 0.9169 0.8062 0.9551

Recall 0.9264 0.8579 0.9556

F1 0.9191 0.8210 0.9522

20NG
Precision 0.7955 0.7942 0.8414

Recall 0.7924 0.7875 0.8352

F1 0.7923 0.7886 0.8372

5.5 Summary

Graph-based term weighting method takes into account the relationship

between terms in text. This chapter presents a graph-based supervised term

weighting method for effective text classification. Each class and the document

to be classified are represented as co-occurrence graphs where the nodes repres-

ent the terms and the edges capture the co-occurrence relationships between

terms within a sliding window of fixed size. The proposed term weighting

method uses the node centralities in the graphs representing the classes to de-

termine the importance of the term for the text classification task. This approach

helps to utilise the structural information of text in the labelled training docu-

ments and hence, the graph-based supervised term weights help in classifying

the document to the right class.
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Experiments were performed on four benchmarking public datasets using

different term weighting measures to evaluate their effect on the performance

of text classification. Results show that the proposed graph-based supervised

term weighting measure consistently outperformed the state-of-the-art term

weighting measures.
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CHAPTER

SIX

GRAPH DECOMPOSITION FOR TEXT

CLASSIFICATION

The application of core decomposition of graphs for text classification is intro-

duced in this chapter to rank the terms in each class in order to calculate the

supervised term weight. In addition to the number of direct connections, it

considers subgraphs of high connectedness to identify the important nodes in

the class graphs. Hence, it considers both local and global information in the

graph. The decomposition method also helps in reducing the graph size by

eliminating the outer cores without affecting the performance of text classifica-

tion. In Chapter 5, the degree centrality used to calculate the supervised term

weight factor considers only the local information in the graph whereas the

closeness centrality takes into account the distance of a node to all other nodes

in the graph.

6.1 Introduction

Recent research has shown the connection between graph theory and natural

language processing. The performance of many natural language processing
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tasks can be improved using graph-theoretic methods. The increased growth in

research on graph-based representations of text and graph algorithms for text

processing applications is due to its potential to advance the state-of-the-art in

natural language processing [8–14, 39–51]. The performance of graph-based

text processing application depends on how it makes use of the rich information

in the graph-based text representation. This chapter explores the use of graph

decomposition in the graph framework (introduced in Chapter 5) for text

classification based on graph-theoretic methods to improve the performance of

text classification. The k-core decomposition [169, 170] is applied to the class

graphs in order to assign score to node based on the region of the class graph the

node is located instead of only relying on the number of its local connections. It

is based on the idea that the important nodes in class graphs have not only many

connections but also belong to the highly cohesive subgraphs (or the densest

parts of the graph). The number of direct connections and the cohesiveness

information obtained by the k-core decomposition of a graph are used to rank

the nodes in the class graphs. The relevance of a term to the text classification

task is then calculated based on the ranks of the node denoting the term in the

class graphs. Also, further processing required need not be done on the entire

graph and can be focussed on the important cores, which saves time.

6.2 k-core Decomposition

The k-core decomposition technique was introduced to study network cohesion

[169, 170]. If G is a graph and H is a maximal connected subgraph (the largest

possible subgraph in the graph G such that adding another node in the graph

would make it disconnected) within G with a minimum degree of H greater

than or equal to k, then H is called a core of order k, or k-core [170]. This

produces a hierarchy of nested subgraphs, and the set of all cores of the graph
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is called the k-core decomposition of the graph. As the order increases, the

connectedness of the subgraph increases. The main core is the core of highest

order in the graph. The core number of a node is the order of the highest order

core that the node belongs to. An example of k-core decomposition is illustrated

in Figure 6.1.

Figure 6.1: Example of k-core decomposition

The k-core decomposition has been applied recently in different text processing

applications including summarization, sub-event detection, keyword extraction,

clustering algorithms, and text classification. k-core decomposition has been

employed for extractive summarization of text documents [171]. The extract

contains the sentences representing the nodes of the main core and also includes

sentences of the lower cores until the compression rate limit is reached. The

decomposition-based technique has also been utilised to generate extractive

summaries of text documents represented as word co-occurrence graphs [172].

In this approach, the terms are scored based on the positional information in the

graph obtained by k-core decomposition before scoring and selecting sentences.

Graph decomposition has been applied to detect real time sub-events in twitter

messages and generate a summary of the sub-events [173]. A set of tweets

is represented as a graph where a tweet is a completely connected subgraph.

k-core decomposition is applied to the weighted graph representing the tweets.

Real time sub-events are detected based on the scores assigned to the terms

using the core numbers.
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The concept of k-core decomposition has been used to extract keywords from

documents represented as co-occurrence graphs [42, 174]. The nodes of the

main core correspond to the keywords in their approach as it is the most

cohesive part of the graph [174]. k-truss decomposition was also explored to

extract keywords [42]. Since all the keywords need not be in the main core and

can be found in the lower cores, they developed three algorithms to select the

best cores to extract keywords. The first two algorithms to retain the best cores

were based on the density of the nodes in the cores and the variation in the

shell sizes respectively. The third algorithm to retain the best cores decreases

the granularity from subgraph level to node level by using the neighborhood

coreness measure proposed in [175] that assigns to each node the sum of the

core numbers of its neighbors.

A clustering framework has been developed based on the k-core decomposition

method [176]. It can be used with any graph clustering algorithm in order

to improve the quality of the results and reduce the time complexity. The

k-core structure helps in selecting the densest cores as the starting point for

the clustering algorithms. The k-core decomposition has been utilised to speed

up the graph-based feature extraction process for text classification where

documents are represented by the frequent subgraphs mined from the graph-

based representation of text document [117]. Using k-core decomposition, the

main core is extracted before mining the frequent subgraphs which also reduces

the number of subgraphs extracted.

As k-core decomposition has not been explored much for text classification,

this chapter focusses on using graph decomposition for text classification. The

information obtained by k-core decomposition is utilised to locate the densest

parts of the class graph and rank the nodes in the class graph based on their

location in the graph. This information obtained is then used to calculate

supervised term weights. The division of the class graphs into cores also helps
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in reducing the size of the class graphs, thereby eliminating the unimportant

words in each class.

6.3 Application of k-core Decomposition for Text

Classification

The proposed approach exploits k-core decomposition to obtain cohesiveness

information and utilises it for text classification. An advantage of this approach

compared to the method in Chapter 5 is that it considers both local information

(neighborhood of a node) and global information (information about the graph

structure) in the graph to calculate the supervised term weight factor. The

first step in the text classification pipeline is the preprocessing of documents to

remove stop words and stem the remaining words. The documents are then

represented as co-occurrence graphs where each node in the graph represents

a unique term and the edges link terms that co-occur within a fixed sliding

window. Class graphs are co-occurrence graphs built for every class from the

labelled training documents. k-core decomposition is applied to calculate the

relevance of terms to text classification using the core number of nodes and also

to reduce the graph to discard the unimportant terms. It is explained in detail

in the two sections below.

6.3.1 Supervised Term Weight based on k-core Decompos-

ition

k-core decomposition is applied to the class graphs in order to identify the

highly cohesive components of the graph. It divides the graph into a set of

cores based on cohesiveness. The higher the core number of a node, the higher
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is the connectedness of that node with the other nodes in the graph. With this

approach, we can consider the cohesiveness of the subgraph each node belongs

to, in addition to the number of direct connections while calculating the ranks

of nodes. Each node’s rank is the sum of the core number of the node and the

core number of its neighbors as shown in Eq. (6.1). Since the proposed method

takes into account the core number of its neighbors, it also gives importance to

the number of local connections. Hence, it considers the node’s local and global

importance in the class graphs. The calculation of the rank Ri(t) of the node

denoting the term t in the ith class graph is given below in Eq. (6.1). CNi(t) is

the core number of node denoting the term t in the ith class graph (Ci) and Ni(t)

is the set of neighbors of the node.

Ri(t) = CNi(t) + ∑
nεNi(t)

CNi(n) (6.1)

The node rank is normalized by the maximum value of the rank in the class

graph. These ranks are then used to calculate class relevance centrality (crc),

the supervised term weight factor proposed in Chapter 5. This supervised

term weighting scheme takes into account the information obtained from the

class graph to compute the term’s relevance to the classification task. crc is

used in this work to calculate the variation in the rank of the nodes in order to

increase the weights of those terms that help in discriminating the documents

in different classes. The calculation of crc using the rank of the nodes, denoted

as crc(cor), is shown below. The following equations to compute crc are the

same as that in Chapter 5 where the node centrality value is Ri(t).

M(t) = max
1≤i≤|S|

Ri(t) (6.2)

101



λ(t) =
|S|

∑
i=1

Ri(t) (6.3)

L(t) = |{Ci : Ri(t) > 0, ∀i ∈ [1, |S|]}| (6.4)

A(t) =
λ(t)−M(t)

L(t)− 1
(6.5)

crc(cor) = log2

2 +
M(t)

max(minc, A(t))
× |S|

L(t)

 (6.6)

where |S| is the total number of classes, L(t) is the number of classes in which

the term t exists and minc is the minimum of the node ranks in the class graphs.

6.3.2 Reducing the Size of the Graph using k-core Decom-

position

The k-core decomposition builds a hierarchy of nested subgraphs with cohes-

iveness reducing as core number decreases. The lower levels of the hierarchy

can be removed to reduce the size of the graph and eliminate the unimportant

words. The method introduced here for core elimination reduces the size of

the graph without affecting the performance. Maximum thresholds p and u

are set for the percentage of nodes and the rank of nodes that can be removed

respectively. Let n be the number of nodes in a core, e be the number of elimin-

ated nodes, r be the rank of a node and t be the total number of nodes in the

graph. The core elimination starts from the lowest k-core and moves towards

the higher k-cores. The core elimination stops if n + e is greater than or equal to

(p× t)/100 or if any node in the core has a rank r that is greater than or equal
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to u. An optimum value of p and u ensures that the number of terms is not

reduced considerably and it does not remove important terms by eliminating

a core. An advantage of removing the nodes is that if further processing is

needed, it need not be done on the entire collection of nodes, thus saving time.

Algorithm 1: Graph reduction using k-core decomposition
Input: p - maximum threshold for the percentage of nodes that can be

removed, u - maximum threshold for the rank of nodes that can be
removed, t - total number of nodes in the graph.

Initialize: current core = lowest k-core, e = 0, n=number of nodes in the
lowest k-core
while current core = main core do

if n + e < p×t
100 or rank(v) < u for all nodes v in current core then

Remove the nodes in current core ;
e = n + e ;
current core = next highest k core ;
n = number of nodes in the current core ;

else
break ;

end
end

6.4 Experiments and Results

The effect of k-core decomposition on text classification is explored by experi-

menting on the four standard text classification datasets discussed in Chapter

4 - WebKB, R8, R52 and 20 Newsgroups (20NG). The class graphs are built

from the documents in the training set. The documents to be classified are

represented as graphs. The class graphs and document graphs are undirected

co-occurrence graphs with edges that link terms that co-occur within a sliding

window of size 2. The k-core decomposition is applied to the class graphs. It is

fast and computed in linear time. The core number of each node in the graph

is utilised to determine the ranks of the nodes. This rank score is then used to

calculate the supervised term weight factor crc. Hence, the rich information in
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the class graphs is utilised to determine each term’s discriminatory power. This

is based on the idea that important terms are located within the densest parts

of the graph. The final weight of each term is the product of tw and crc. tw is

based on the importance of the node in the document graph. Degree centrality

measure is used to calculate tw.

The precision, recall and F1 scores have been calculated to evaluate the perform-

ance of text classification with SVM using different term weighting schemes,

fastText and CNN as given in Tables 6.1, 6.2, 6.3 and 6.5. The crc calculated us-

ing the ranks based on core numbers is denoted as crc(cor) and its computation

is explained in Section 6.3.1. The crc calculated using degree and closeness cent-

rality measures are denoted as crc(deg) and crc(cl) respectively. tw(deg)-crc(cor)

significantly outperforms the baselines tf, tf-idf, and the graph-based unsuper-

vised term weighting schemes. The performance of SVM with the proposed

graph-based term weighting scheme is considerably higher than fastText and

CNN.

The advantage of applying k-core decomposition to class graphs is that we can

eliminate the nodes having less connectedness. The proposed graph reduction

method explained in Section 6.3.2 is used. The thresholds p and u are set to 50

and upper quartile of the set of ranks (sorted in ascending order) respectively.

Table 6.4 shows the number of nodes after the reduction. The crc(cor-red) is the

supervised term weight calculated using the reduced graph. Tables 6.1, 6.2 and

6.3 show that the performance of text classification is maintained even after the

removal of the nodes. This shows that there are many irrelevant terms in text

that do not have a role in classifying the documents and can be discarded.
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Table 6.1: Precision (weighted average) scores for comparing the per-
formance of different term weighting schemes
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c(
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WebKB 0.8762 0.8459 0.8961 0.9002 0.9149 0.9118 0.9136 0.9128

R8 0.9620 0.9622 0.9689 0.9758 0.9762 0.9768 0.9759 0.9753

R52 0.9235 0.9200 0.9031 0.9389 0.9551 0.9564 0.9560 0.9558

20NG 0.7636 0.7813 0.7845 0.8353 0.8375 0.8414 0.8405 0.8399

Table 6.2: Recall (weighted average) scores for comparing the perform-
ance of different term weighting schemes
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WebKB 0.8768 0.8467 0.8933 0.8746 0.9148 0.9119 0.9133 0.9126

R8 0.9621 0.9621 0.9685 0.9758 0.9762 0.9767 0.9758 0.9753

R52 0.9283 0.9190 0.9186 0.9435 0.9544 0.9556 0.9548 0.9548

20NG 0.7599 0.7763 0.7814 0.8335 0.8352 0.8390 0.8379 0.8382

In the underlined datasets, the improvements of tw(deg)-crc(cor) and tw(deg)-crc(cor-
red) over tf-idf are statistically significant at p<0.01 using sign test.

Table 6.3: F1 (weighted average) scores for comparing the performance
of different term weighting schemes
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WebKB 0.8764 0.8462 0.8902 0.8693 0.9146 0.9112 0.9132 0.9124

R8 0.9616 0.9618 0.9681 0.9756 0.9761 0.9766 0.9757 0.9752

R52 0.9240 0.9146 0.9037 0.9370 0.9515 0.9522 0.9519 0.9517

20NG 0.7591 0.7760 0.7740 0.8301 0.8341 0.8372 0.8371 0.8370
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Table 6.4: Number of nodes before and after k-core decomposition

Dataset Before Decomposition After Decomposition

WebKB 7288 4982

R8 14575 10863

R52 16145 12695

20NG 54573 37833

Table 6.5: Comparison with neural network models: CNN and fastText

D
at
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fa
st

Te
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C
N

N

tw
(d

eg
)-

cr
c(

co
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WebKB
Precision 0.9010 0.8872 0.9136

Recall 0.9004 0.8818 0.9133

F1 0.9007 0.8763 0.9132

R8
Precision 0.9722 0.9577 0.9759

Recall 0.9717 0.9575 0.9758

F1 0.9717 0.9563 0.9757

R52
Precision 0.9169 0.8062 0.9560

Recall 0.9264 0.8579 0.9548

F1 0.9191 0.8210 0.9519

20NG
Precision 0.7955 0.7942 0.8405

Recall 0.7924 0.7875 0.8379

F1 0.7923 0.7886 0.8371
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6.5 Summary

The application of k-core decomposition for text classification is discussed in

this chapter. It helped in locating the densest and highly connected parts of the

class graphs. This information is used to calculate the supervised term weight

and also to eliminate the terms that do not have an important role in the text

classification task. Hence, the graph-theoretic methods such as node centrality

measures and k-core decomposition can be utilised to improve the performance

of text classification.

107



CHAPTER

SEVEN

REGULARIZATION FOR

GRAPH-BASED TEXT

CLASSIFICATION

As seen in previous Chapters, one approach to utilise the rich information in

texts effectively and efficiently for tasks such as text classification is to weight

the terms in a text document based on their relevance to the classification task at

hand. Another approach is to utilise structural information in a text document

to regularize learning so that the learned model is more accurate. An important

question is, can we combine the two approaches to achieve better performance?

This chapter presents a novel method for utilising the rich information in texts.

The method uses supervised term weighting, which utilises the class informa-

tion in a set of labelled training documents, thus the resulting term weighting

is class specific. It also uses structured regularization, which incorporates struc-

tural information into the learning process. The information in the class graphs

is used to calculate the supervised term weights and to define the groups for

structured regularization.
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7.1 Introduction

Overfitting is a problem in machine learning that results in poor generalization

due to the model fitting the noise in the data. Regularization is a technique

generally used to reduce overfitting. There are recent works on structured

regularization based on the structural information in text [132–135, 177], which

serves two purposes: (i) to reduce overfitting and (ii) to consider the structural

prior knowledge on the terms in the documents. These works apply structured

regularization to improve machine learning to classify text documents with

a term frequency based representation. The recent research on regularizers

for text classification also shows their importance in deep learning models

[178–180]. Regularization is important to prevent overfitting in deep neural net-

works and improve the model’s ability to generalize. Regularization penalizes

the weight matrices of the nodes of neural network. Group Sparse Autoen-

coder (GSA) is a neural version of sparse group lasso that helps to learn text

representation with group sparse constraints [178]. This chapter presents a

structure-based text classification system, where the structural information in

the class graphs is used not only for weighting the terms but also for regulariza-

tion. Encoding the structural information in the regularization term in addition

to the supervised graph-based term weights boosts the performance of text

classification. This is the first work that applies structured regularization to

classify text documents represented as graphs and explores the effect of term

weighting methods on the performance of structured regularization.
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7.2 Graph-based Supervised Term Weighting

and Regularization

Machine learning helps to build models that are learned from data. One com-

mon problem in machine learning is overfitting, resulting in a complex model

having a large number of parameters that has good performance on training

data and poor performance on predicting the labels of unseen data. This hap-

pens when the model learns the training data too well that it even captures the

noise in it.

Regularization is a technique that reduces overfitting by penalizing models that

are too complex. It adds a penalty term to the loss function. The loss function

defines the cost associated with the error in prediction and hence measures the

predictive accuracy of the model. Loss functions include log loss, hinge loss,

and squared error loss. The equations for these loss functions are given in Table

7.1 . The regularization strength is controlled by the regularization parameter λ.

The learning process finds the vector of optimal weight coefficients (or feature

coefficients), w∗, by minimizing the combination of the loss function and the

penalty term as shown in Eq. (7.1) where L(x, w, y) is the loss function, n

is the number of training documents, xi is the feature vector representation

of ith document, yi corresponds to the class of ith document and Ω(w) is the

regularizer. As the regularization strength increases, the coefficients of the

weight vector w decrease.

w∗ = arg min
w

n

∑
i=1

L(xi, w, yi) + λΩ(w) (7.1)

The most common regularization methods to build a compact model are L1

regularization (aka lasso), L2 regularization (aka ridge) and elastic net regular-

ization. L1 regularization, also called Least Absolute Shrinkage and Selection
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Table 7.1: Examples of loss functions used for machine learning

Loss Function Equation

Log loss log(1 + exp(−ywTx))

Hinge loss
max(0, 1− yf(x)),
y and f(x) are actual and predicted values
respectively

Squared error
(1− yf(x))2,
y and f(x) are actual and predicted values
respectively

Operator (LASSO), adds the L1 norm of the coefficients of w, as given in Eq.

(7.2), to the loss function [126]. m in Eq. (7.2) corresponds to the total number

of features. When the coefficients in w are set to 0, the corresponding features

are removed during learning. Hence, it results in a model with a small set of

features.

L1 : ||w||1 =
m

∑
i=1
|wi| (7.2)

L2 regularization, also called ridge, adds the square of the L2 norm of the

coefficients of w, as given in Eq. (7.3), to the loss function [127]. It has the effect

of shrinking the magnitude of the weight coefficients.

L2 : ||w||22 =
m

∑
i=1

w2
i (7.3)

Elastic net is a linear combination of L1 and L2 regularization [128].

The L1, L2 and elastic net regularizers are unstructured regularizers as they

do not consider the structure of the features and penalize the coefficients of

the weight vector in isolation. Structured regularizers have been introduced

that allow groups of weight coefficients to be penalized together. Group lasso,

based on mixed-norm, is a structured regularizer that sets the coefficients in a

group to zero together resulting in group sparsity [129, 130]. Group lasso that
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Figure 7.1: Example of Lasso, Group Lasso, Sparse Group Lasso.

The features are grouped into five non-overlapping groups. The dark block corresponds
to the features selected and the light block denotes the discarded features.

uses the l1,2 norm is defined as

ΩGL(w) =
G

∑
g=1

λg||wg||2 (7.4)

where g corresponds to groups and wg is subvector of the weight vector w

containing coefficients of features in group g.

Sparse group lasso is a combination of lasso and group lasso [131]. It has

the benefits of lasso and group lasso and brings sparsity at both feature and

group level. Hence in sparse group lasso, unlike group lasso, all the features in

the selected group need not be selected. The difference between lasso, group

lasso and sparse group lasso is illustrated in Figure 7.1 [52]. Each block in the

figure corresponds to a feature. The dark blocks represent the features selected

whereas the light blocks denote the features with zero weight coefficients.

Lasso does not consider the groups formed by features and selects (or discards)

features individually. Group lasso performs group selection. It selects all the

features in the selected groups unlike sparse group lasso that can select only

few features in the selected groups.

As discussed in Chapter 3, linguistic structure information such as sentences,

parse trees, word clusters, topics can be incorporated into text classification
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models as a regularization term which enhances the effectiveness of text clas-

sification [133] [134] [134] [135]. The linguistic information that is used to

construct the sparse group lasso variants encourages group behaviour of words.

These structured regularizers described in Chapter 3 are summarised in Table

7.2. The greedy variable selection algorithms such as Orthogonal Matching

Pursuit (OMP) and group Orthogonal Matching Pursuit (GOMP) have been ap-

plied for regularization for text classification [177]. Even though the OMP and

GOMP regularizers produce sparser models compared to sparse group lasso

variants such as sentence, LDA, LSI, graph-of-words (GoW) and word2vec reg-

ularizers, they do not consistently outperform these sparse group lasso variants

in terms of text classification accuracy.

In this chapter, the structure of terms in the documents is used (1) to weight

the terms in the document representation stage and (2) to penalize collectively

the coefficients of features that are correlated or belong to the same topic. The

commonly used regularizers penalize the terms in isolation and do not consider

the structure of terms. Structured regularizers that encourage group behaviour

of words have shown to improve the text classification performance. Studies

show that the way by which the correlated terms are identified to build the

groups for a structured regularizer affects the text classification performance

[133, 134]. The structured regularizers in the literature add linguistic bias to

the bag-of-words model. In the work presented in this chapter, a graph-based

regularizer is applied to a linear model with graph-based representation of text

where the terms are weighted by tw-crc, an effective graph-based supervised

term weighting scheme introduced in Chapter 5, to boost the text classification

performance. Therefore, the prior knowledge on the terms in the training

documents is utilised to build the supervised term weight factor and the graph-

based regularizer, as illustrated in Figure 7.2.
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Table 7.2: Unstructured and Structured Regularizers

Type Regularizer Description

Unstructured
Advantage

• Fast and commonly
used

Disadvantage

• Does not consider
any prior know-
ledge and penal-
izes features in isol-
ation

L1 ∑
m
i=1 |wi|

L2 ∑
m
i=1 w2

i

Elastic Net
Linear combination of L1
and L2 regularizers

Structured
Advantage

• Helps to incor-
porate prior
knowledge into
the training pro-
cess and reduce
overfitting

• Results in a more
compact model

Disadvantage

• Due to the
additional hyper-
parameters, the
training is slow

Sentence regularizer

∑
D
d=1 ∑

Sd
s=1 λd,s||wd, s||2

D is the total number of
documents
Sd is the number of sen-
tences in document d

Parse tree regularizer

∑
D
d=1 ∑

Sd
s=1 ∑

Cd,s
c=1 λd,s,c||wd, s, c||2

D is the total number of
documents
Sd is the number of sen-
tences in document d
Cd,s is the number of
constituents in the parse of
sentence s in document d

LDA/LSI regularizer ∑
K
k=1 λk||wk||2

K is the number of topics

Brown cluster regularizer
∑

B
v=1 λv||wv||2

B is the number of nodes in
the Brown cluster tree

Graph-of-words regularizer

∑
C
c=1 λc||wc||2

C is the number of com-
munities in the graph-of-
words created from the en-
tire set of training docu-
ments

Word2Vec regularizer

∑
R
r=1 λo||wo||2

R is the number of clusters
extracted by the clustering
algorithm
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Figure 7.2: Utilising the structural information in the two class graphs
CG1 and CG2 for a binary text classification task. The communities
identified in the class graphs are used to build the class graph regular-
izer.

7.2.1 Class Graph Regularizer

The class graphs that utilise the information in the training documents are used

for building the proposed graph-based regularizer which is a variant of the

graph-of-words regularizer. The semantic similarity information is added to

the class graphs to define accurate groups of correlated features. The semantic

similarity between terms is determined using a word2vec model built from

training documents. The terms that have semantic similarity greater than a par-

ticular threshold are linked by edges. The community detection algorithm, the

Louvain method [136], is then applied to the graphs to obtain the communities

or groups. The Louvain method that extracts communities from large networks

is based on the optimization of modularity. Modularity measures the density

of connections within communities as compared to connections between com-

munities. The Louvain algorithm finds partitions with high modularity in short

time. The advantages of this method are (i) it is easy to implement and (ii) it

is very fast. In this way, the relevant topics in each class are identified and the

correlated terms in a topic define a group. Hence, the co-occurrence information

and the semantic similarity information in the class graphs are utilised to create

the proposed structured regularizer called the class graph regularizer as shown
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in Eq. (7.5) where ΩCG(w) is the group lasso regularization term, p corresponds

to the communities identified in the class graphs and wp is the sub-vector of the

weight vector w that contains the coefficients of the features in the community

p.

ΩCG(w) =
P

∑
p=1

λp||wp||2 (7.5)

The group identification occurs before learning the classification model. Each

training document is represented as (xi, yi) where yε(−1,+1) is the class label

and xi is the feature vector of document i.

The loss function used in this work is the log loss function (since a logistic

regression classifier is used for the classification task) as shown in Eq. (7.6):

L(xi, w, yi) = log(1 + exp(−yiwTxi)) (7.6)

The sparse group lasso regularization is added to the loss function. The optimal

set of feature coefficients is estimated by minimizing the regularized training

data loss shown in Eq. (7.7) where ΩL(w) is the lasso penalty for each feature,

w is the weight vector and N is the total number of training documents. This

gives the following learning objective:

min
w

ΩL(w) +ΩCG(w) +
N

∑
i=1

L(xi, w, yi) (7.7)

The optimization method used is based on alternating directions method of

multipliers (ADMM) defined in [133] which has been proved to obtain a good

solution for overlapping sparse group lasso.
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Figure 7.3: Structure-based Text Classification Pipeline. The information in the
class graphs is used to calculate the supervised term weights and to define
the groups for structured regularization that helps to incorporate structural
information into the learning process.

7.2.2 Adding Linguistic Information in Graph-based Text

Classification

The goal of the proposed structure-based text classification pipeline is to take

advantage of the structural information in text in order to build a model that is

both accurate and compact. The proposed structure-based text classification

pipeline is shown in Figure 7.3.

The first step in the pipeline is the pre-processing of the documents where the

terms are stemmed by the Porter stemming algorithm. The pre-processing of

documents plays an important role in the performance of the system as the

representation, term weighting and the topics identified are dependent on it.

Each pre-processed document is then converted to an undirected co-occurrence

graph (document graph). An undirected co-occurrence graph (class graph) is

created for each class from the pre-processed labelled training documents. The

importance (or weight) of a term in a document is determined by the centrality

(tw) of the node that corresponds to the term in the document and the super-

vised term weight factor (crc). crc, introduced in Chapter 5, calculates the term’s

relevance to the text classification task using the centrality of the node that cor-

responds to the term in the class graphs. The graph-based representations of
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documents are converted to a document term matrix using the centrality-based

weights of terms in the documents.

Overfitting affects the performance of text classification as it fits the noise in

the training data. Regularization reduces overfitting and penalizes complex

models. It is better to identify and exclude components in the text that do not

contribute to the classification task. Discarding the irrelevant features can help

in building a compact model that generalizes well on unseen data, improving

its performance. The proposed structured regularizer, an instance of sparse

group lasso, helps to incorporate the co-occurrence and semantic similarity

information available in the class graphs for penalizing weight coefficients

jointly. Hence, weight coefficients in the groups containing words belonging

to irrelevant topics are driven to zero resulting in group sparsity. This leads to

a compact model, as words not contributing to the prediction are eliminated

with this method.

The working of the class graph regularizer is explained with the help of the

toy example given in Table 7.3. Suppose the classification task is to classify

documents based on the two topics ‘computer science’ and ‘sports’. Initially,

class graphs are built from the labelled training documents for the classes -

‘computer science’ and ‘sports’. The community detection algorithm is then

applied on these class graphs to obtain the communities or groups. The groups

identified are G1, G2, G3 G4, G5 and G6 as shown in Table 7.3. Since the words

in G5 are not useful for the classification task, their coefficients are driven to

zero. The words in each of the groups G1, G2, G3, G4 and G6 are penalized

jointly. The standard unstructured regularizers do not take into account the

related terms as in structured regularizers.
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Table 7.3: A toy example with 6 predefined non-overlapping groups.

Groups Words in group
G1 sql database dbms rdbms

G2 java ruby perl python matlab

G3 design test

G4 football kick goal foul

G5 holiday leave vacation summer annual

G6 tennis alley rally ace

7.3 Experiments and Results

The performance of the proposed text classification approach is evaluated for

six binary text classification tasks. The tasks involve classifying documents with

closely related topics as it is more challenging than documents having distinct

topics. The documents belong to subtopics within the area of computers, sports,

science, religion, finance and diseases as given below.

• Computers:

‘comp.sys.ibm.pc.hardware’ vs ‘comp.sys.mac.hardware’

• Sports: ‘rec.sport.baseball’ vs ‘rec.sport.hockey’

• Science: ‘sci.med’ vs ‘sci.space’

• Religion: ‘alt.atheism’ vs ‘soc.religion.christian’

• Finance: ‘oilseed’ vs ‘grain’

• Diseases: ‘virus diseases’ vs ‘hemic & lymphatic diseases’

The documents in the topics of computers, sports, science and religion are

obtained from the 20 Newsgroups dataset (in scikit-learn). The documents
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related to finance and diseases are collected from Reuters corpus (in NLTK) and

Ohsumed dataset2 respectively.

The experiments show the effectiveness and the model compactness with the

structure-based approach to text classification that uses structural information

for both weighting the terms and the regularizer. The class regularizer that

considers the semantic and co-occurrence information in text is used in the

graph-based text classification system where the terms are weighted by the

supervised graph-based term weighting scheme - tw-crc. tw is computed using

the degree centrality of the node in the document graph and crc is calculated

based on the variation of the degree centrality of the node in the class graphs.

The semantic information is obtained by building a word2vec model from the

training documents to identify terms that are closely related with similarity

greater than 0.9

In the baseline systems, the features in the document representation are

weighted by tf (term frequency) or tf-idf (term frequency-inverse document

frequency) and the model is regularized using different standard regularizers

and structured regularizers including the proposed class graph regularizer. The

results of the experiments on the comparison of proposed text classification

system with the baseline systems are shown in Tables 7.4, 7.5, 7.6, 7.7, 7.8, 7.9,

7.10, 7.11 and 7.12. Tables 7.4, 7.7 and 7.10 show the classification accuracy by

using regularizers in the baseline systems and the proposed system. Tables 7.5,

7.8 and 7.11 show the F1 score of classification results with the baseline systems

and the proposed system. Tables 7.6, 7.9 and 7.12 present the percentage of

non-zero features in the baseline models and the proposed model. The unstruc-

tured regularizers used are the standard regularizers lasso, ridge and elastic net

that penalize the weight coefficients independently. The structured regularizers

compared are sentence regularizer, latent semantic indexing (LSI) regularizer,

2http://disi.unitn.it/moschitti/corpora.htm
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graph-of-words (GoW) regularizer, word2vec and the class graph regularizer

which is the proposed regularizer based on class graphs.

The compared structured regularizers are all instances of sparse group lasso

but they differ in the way the groups are defined. In a sentence regularizer,

sentences are considered as structures; a group is defined for every sentence

in the training document and hence, there is a large number of overlapping

groups. The structural information considered in LSI regularizer is the topics

in text. It uses LSI to detect topics and is based on the idea that similar words

occur in similar contexts. In the graph-of-words regularizer, the relationship

between terms is identified by building a large co-occurrence graph from the

training documents with edges linking terms that appear within a fixed sliding

window. The groups are the communities identified in the large graph by

applying the Louvain method. In the word2vec regularizer, the groups are

obtained by initially clustering the word2vec space and then adding the five

most similar words of each word in the cluster.

The number of training and testing documents in each of the six tasks is shown

in Table 7.15. Twenty percent of the training data is split for the development

dataset (or validation dataset). Regularization hyperparameters are tuned on

the development dataset by performing a grid search on the values 0.01, 0.1,

1, 10, 100 for each of the hyperparameters, with accuracy as the evaluation

criterion. The structured regularizers have three hyperparameters to optimise

whereas the unstructured regularizers have only one hyperparameter except

for elastic net that has two. Since there are more hyperparameters for struc-

tured regularizers compared to unstructured regularizers, the computational

complexity is increased.

The effectiveness of text classification depends on the representation of text and

the way in which the terms in the text are weighted. Tables 7.4, 7.5, 7.7, 7.8,

7.10, and 7.11 show the classification accuracy and F1 score obtained for the
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Table 7.4: Accuracy of baseline system with tf weighting

Accuracy
tf

Unstructured Regularizer Structured Regularizer

D
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L1 L2 El
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W
or

d2
ve

c

C
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ss
G

ra
ph

computers 85.97 84.94 85.84 90.35 87.64 89.45 89.58 89.45

sports 93.47 93.47 93.47 96.61 96.11 96.11 96.23 95.85

science 94.30 95.95 95.95 96.96 97.47 97.72 97.72 97.85

religion 86.19 90.52 85.63 91.91 91.91 91.77 91.35 92.19

finance 97.14 95.71 97.14 97.14 95.71 97.86 96.43 97.86

diseases 89.43 91.33 89.22 93.66 91.97 92.81 92.39 92.18

Table 7.5: F1 score of baseline system with tf weighting

F1 Score
tf

Unstructured Regularizer Structured Regularizer

D
at
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et
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nt
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c

C
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ss
G

ra
ph

computers 85.52 84.54 84.89 89.99 87.43 89.43 89.55 89.43

sports 93.42 93.48 93.42 96.60 96.12 96.12 96.25 95.85

science 94.41 95.90 95.96 96.92 97.46 97.70 97.71 97.84

religion 87.79 91.85 86.54 93.11 93.13 93.00 92.64 93.35

finance 98.37 97.54 98.37 98.36 97.52 98.78 97.98 98.78

diseases 90.27 91.98 90.10 94.14 92.55 93.36 92.94 92.73
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Table 7.6: Percentage of non-zero features in baseline system with tf weighting

Model size
tf

Unstructured Regularizer Structured Regularizer

D
at
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et
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nt
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G
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W
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d2
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c

C
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ss
G
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ph

computers 86.46 99.99 89.34 12.05 98.08 97.71 93.20 85.92

sports 64.01 100.00 63.99 25.59 11.15 10.39 9.93 8.89

science 59.11 100.00 84.83 15.49 41.10 33.44 41.04 42.93

religion 93.05 100.00 99.99 80.15 73.37 61.84 70.52 91.46

finance 4.98 100.00 3.83 2.92 6.08 2.57 4.82 2.57

diseases 77.65 100.00 75.87 15.43 14.16 69.26 37.81 28.08

Table 7.7: Accuracy of baseline system with tf-idf weighting

Accuracy
tf-idf

Unstructured Regularizer Structured Regularizer
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computers 88.03 90.09 86.87 87.77 86.23 86.23 86.36 86.36

sports 96.61 95.85 95.35 95.60 95.98 96.11 97.49 97.49

science 96.08 97.59 96.08 95.32 95.95 95.70 95.70 94.81

religion 89.26 89.96 89.12 91.91 91.91 91.49 91.91 91.63

finance 97.14 94.29 95.71 95.00 95.71 96.43 95.00 96.43

diseases 92.60 91.97 92.39 94.29 93.87 93.87 93.87 93.87
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Table 7.8: F1 score of baseline system with tf-idf weighting

F1 Score
tf-idf

Unstructured Regularizer Structured Regularizer
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computers 87.78 90.06 85.39 86.68 85.75 84.95 85.11 85.07

sports 96.60 95.80 95.30 95.61 95.99 96.12 97.50 97.50

science 95.97 97.58 95.98 95.33 95.94 95.69 95.67 94.80

religion 90.99 91.59 90.89 93.13 93.13 92.76 93.11 92.84

finance 98.36 96.72 97.54 97.10 97.52 97.94 97.14 97.94

diseases 93.07 92.46 92.89 94.52 94.26 94.26 94.26 94.26

Table 7.9: Percentage of non-zero features in baseline system with tf-idf weight-
ing

Model size
tf-idf

Unstructured Regularizer Structured Regularizer
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computers 7.85 99.88 1.10 1.12 1.24 0.96 1.02 0.97

sports 12.86 99.89 9.38 5.08 5.71 6.03 10.62 10.62

science 2.79 99.89 2.82 3.29 4.20 4.15 4.10 3.36

religion 17.70 99.79 17.37 91.89 81.11 44.56 55.52 24.95

finance 6.42 99.87 1.50 5.41 6.08 6.32 8.89 6.26

diseases 35.00 99.92 31.80 7.52 11.43 11.43 11.43 11.44
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Table 7.10: Accuracy of proposed structure-based text classification system

Accuracy
tw-crc

Unstructured Regularizer Structured Regularizer
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computers 90.22 89.58 89.83 92.02 92.02 92.28 92.41 92.41

sports 97.36 97.61 97.61 99.00 98.37 98.37 98.37 98.74

science 97.22 97.85 97.22 98.10 98.35 98.35 97.85 98.35

religion 88.15 90.38 88.15 92.05 91.63 90.10 92.89 93.03

finance 97.86 96.43 97.86 97.14 97.14 97.14 97.14 99.29

diseases 93.45 94.08 93.23 95.14 94.71 94.29 94.29 94.93

In the underlined datasets, the improvements of the proposed system (with the combination
of the graph based term weighting scheme, tw-crc, and classgraph regularizer) over the
baseline system (with tf term weighting and L1 regularization) are statistically significant at
p<0.01 using sign test.

Table 7.11: F1 score of proposed structure-based text classification system

F1 Score
tw-crc

Unstructured Regularizer Structured Regularizer
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computers 89.73 89.16 89.51 91.67 91.80 92.00 92.14 92.14

sports 97.35 97.60 97.60 99.00 98.39 98.39 98.39 98.75

science 97.14 97.81 97.14 98.10 98.35 98.35 97.86 98.35

religion 90.06 91.80 90.06 93.19 92.92 91.72 93.79 93.95

finance 98.78 97.98 98.78 98.37 98.37 98.37 98.37 99.59

diseases 93.84 94.47 93.63 95.43 95.05 94.61 94.55 95.24
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Table 7.12: Percentage of non-zero features in proposed structure-based text
classification system

Model size
tw-crc

Unstructured Regularizer Structured Regularizer
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computers 66.60 99.99 68.54 12.71 21.66 91.36 92.45 91.07

sports 40.67 100.00 37.63 15.66 21.24 21.24 21.28 17.62

science 5.97 100.00 6.05 43.22 13.37 11.03 15.59 12.84

religion 59.97 100.00 58.08 78.96 77.16 17.67 18.23 18.11

finance 2.41 100.00 2.92 1.23 1.18 1.18 1.18 2.38

diseases 63.64 100.00 64.04 19.80 25.56 32.89 95.83 22.79

Table 7.13: Accuracy of fastText and CNN

Dataset fastText CNN tw-crc/class
graph

computer 86.62 89.83 92.41

sports 90.08 92.21 98.74

science 92.15 93.92 98.35

religion 86.61 91.35 93.03

finance 95.71 86.43 99.29

diseases 90.49 92.39 94.93

tf weighting, tf-idf weighting and tw-crc weighting. tw-crc outperforms these

term weighting schemes on text classification as it calculates the relevance of

each term to text classification using the structural information in text. The text

classification system with the combination of the graph based term weighting

scheme, tw-crc, and class graph regularizer is also compared with fastText and

CNN in the Tables 7.13 and 7.14 which show its superior performance over

these neural network-based classifiers.

Regularization reduces overfitting by improving the model’s generalization
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Table 7.14: F1 score for fastText and CNN

Dataset fastText CNN tw-crc/class
graph

computer 86.49 89.19 92.14

sports 89.96 92.07 98.75

science 92.17 93.55 98.35

religion 88.43 92.72 93.95

finance 97.54 92.72 99.59

diseases 91.23 92.89 95.24

Table 7.15: Number of training and testing documents

Dataset No of training documents No of testing documents
computers 1168 777

sports 1197 796

science 1187 790

religion 1079 717

finance 437 140

diseases 1889 473

capability. Tables 7.6, 7.9 and 7.12 show the percentage of non-zero features

in the baseline systems and the proposed text classification system. L2 reg-

ularization results in shrinkage of the weight coefficients and hence, it does

not lead to a sparse model. L1 regularization increases sparsity resulting in

a compact model. The structured regularizers increase sparsity and accuracy

simultaneously. Hence, structured regularizers help in building a compact

and accurate model. In the structured regularizers compared, the sentence

regularizer takes the maximum time to converge as there are a large number of

overlapping groups, whereas the graph-based regularizers i.e. GoW regular-

izer and class graph regularizer, have a considerably faster convergence. The

structured regularizers reach convergence with tw-crc term weighting method

significantly faster than tf and tf-idf term weighting methods.

A structured regularizer encourages group behaviour of words and promotes
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group sparsity, thus performing better than unstructured regularizers as text

has a structure and contains many irrelevant words not useful for the text

classification task. The proposed text classification system with the class graph

regularizer outperforms the baseline systems as shown in Tables 7.10 and

7.11. The performance of text classification is dependent on both the term

weighting scheme and the regularization method. The combination of the graph

based term weighting scheme, tw-crc, and class graph regularizer improves

the accuracy of text classification. Hence, text contains a lot of irrelevant data

that are not helpful for the text classification task and eliminating it leads to a

compact model with improved performance.

7.4 Summary

The implicit semantic structure in text can be incorporated into machine learn-

ing as a regularization term which leads to a compact model with group sparsity.

The information in the class graphs of the graph-based framework (introduced

in Chapter 5) is used to weight the terms based on their relevance to the text clas-

sification task and also to build the structured regularizer. The outperformance

of the structure-based text classification framework over the baseline systems

is due to the utilisation of structural information for both term weighting and

regularization.
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CHAPTER

EIGHT

GRAPH ENRICHMENT FOR TEXT

CLASSIFICATION

In the previous chapters, co-occurrence graphs are used to represent docu-

ments and these graphs are converted to vectors using effective graph-based

supervised term weighting measures. This chapter and the next, focus on a

graph kernel-based approach for text classification that calculates the similarity

between documents using graphs. This is done in order to fully utilise the

structural information in graphs for tasks such as sentiment analysis and short

text classification.

This chapter presents a graph kernel-based text classification framework which

utilises the structural information in text effectively through the weighting and

enrichment of a graph-based representation. Since the graphs are compared in

the graph kernel approach, it is important that the graphs represent the neces-

sary and relevant information in the text documents. The co-occurrence graphs

are weighted so that the terms and their dependencies are assigned weights

based on their relevance to text classification. A novel method is proposed to

automatically enrich the weighted graphs using semantic knowledge in the

form of a word similarity matrix. The similarity between enriched graphs,
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knowledge-driven graph similarity, is calculated using a graph kernel. The se-

mantic knowledge in the enriched graphs ensures that the graph kernel goes

beyond exact matching of terms and patterns to compute the semantic similarity

of documents.

8.1 Introduction

Document similarity is used in many text processing tasks such as text classi-

fication, clustering and information retrieval. Document similarity is usually

measured as the distance/similarity between the vector representations of text

documents under the assumption that terms are independent and unordered,

thus the structural information in text is lost. Since the association between

terms in text contributes towards the meaning of the text document, considering

the structural information in measuring similarity can potentially improve the

accuracy of document classification.

A graph kernel measures the similarity between graphs based on the compar-

ison of graph substructures. The related works on graph kernels and their

application for document similarity are given in Chapter 3. Using a graph

kernel to measure document similarity enables the consideration of structural

information in text. The similarity value computed by a graph kernel is de-

pendent on the information represented in the graphs. Therefore, the question

of how to represent text using a graph is crucial to the graph kernel approach

to similarity-based text classification. Two main challenges in this approach

are (1) the effective representation of the structural information in text and (2)

the efficient utilisation of the rich information in the graph representation to

compute similarity based on the main content of the documents.

This chapter presents a graph-based text classification framework addressing
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these challenges. The text document is initially represented by a weighted

co-occurrence graph. Then it is transformed to an enriched document graph

by automatically creating similar nodes and edges (or associations), using a

similarity matrix based on word similarities. Since a supervised term weighting

method is used to weight the terms and their associations, the matching terms

and patterns contribute to document similarity based on their relevance. The

graph enrichment enables the similarity measure to go beyond exact matching

of terms and associations. An edge walk graph kernel [8, 152] is applied to

utilise the information in the enriched weighted graphs for calculating the

similarity between text documents. The kernel function takes as input a pair of

weighted co-occurrence graphs and gives as output a similarity value based on

matching relevant content of the text documents. The kernel matrix is built by

computing the similarity between every pair of text graphs, which is then used

to train SVM, a kernel-based classifier, for learning and predicting the classes of

documents. The proposed text classification framework aims to represent text

document more richly and utilise such rich information efficiently, therefore we

can expect this approach to have improved performance, advancing the state of

the art in text classification. Hence, the novel contributions presented in this

chapter are (i) the proposed weighting of the graph (ii) the application of the

new graph-based text representation to build the knowledge-driven similarity

measure.

8.2 Weighted Co-occurrence Graph Represent-

ation

This section introduces the proposed graph representation of text.

The first step in the proposed text classification approach is the construction
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of a graph for each of the documents to be classified. Each text document

is represented as a weighted co-occurrence graph. The nodes represent the

unique terms in the document and the edges connect nodes that co-occur

within a predefined sliding window of fixed size. The nodes and the edges are

weighted based on the relevance of the terms and their associations respectively.

The relevance of the terms is determined using the supervised term weight

factor - supervised relevance weight (srw) introduced in Chapter 4. The super-

vised term weight factor gives higher weight to terms that help in distinguishing

the documents in different classes. It is calculated from the information on the

distribution of the training documents in the predefined classes.

The calculation of srw(t) for each term t is explained in Chapter 4. The weights

of nodes and edges are calculated using supervised term weights. The weight

of each node v (representing term t), denoted by wnode(v), is calculated as in Eq.

(8.1) where f (t) is the number of occurrences of term t in the document that the

graph represents.

wnode(v) = f (t)× srw(t) (8.1)

The edge weights are used to represent the strength of the association between

the co-occurring words. For two connecting nodes vi and v j representing terms

ti and t j respectively, with an edge e = (vi, v j) ∈ E, the weight for e, denoted

by wedge(e), is calculated as

wedge(e) = λ×
√

srw(ti)× srw(t j) (8.2)

where λ is the number of times that the terms ti and t j co-occur in the document

within a fixed size sliding window.

The advantage of using the supervised term weight factor for weighting the

nodes and edges is the reduction in the weights of the irrelevant nodes and
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relationships. Hence, the information in the proposed enriched graph repres-

entation enables the similarity measure to take into account the relevant terms

and associations shared between documents. After representing each docu-

ment by a weighted co-occurrence graph, the next step is the enrichment of the

co-occurrence graph using a similarity matrix, which is explained in Section

8.3.

8.3 Automatic Graph Enrichment Using Similarity

Matrix

There are many methods to calculate the semantic similarity between words,

such as ontology, thesaurus and word embedding-based approaches. In the

proposed method, the similarities between words obtained using word em-

beddings are used to build a word similarity matrix. The similarity matrix

only contains similarity values greater than a threshold T (set as 0.9 in the

experiments to obtain the closely related terms or synonyms). This similarity

matrix is used to automatically enrich the weighted co-occurrence graph built

for each document in order to add similar nodes (called as node enrichment)

and similar edges/patterns (called as edge enrichment). For example, during

node enrichment if the co-occurrence graph has a node that denotes the term

‘likes’, then the terms in the similarity matrix that are similar to ‘likes’ and are

not in the co-occurrence graph are added automatically as new nodes; these

nodes are then assigned weights based on the weights of similar nodes. During

edge enrichment, if the co-occurrence graph has an edge connecting ‘likes’ and

‘hot’ corresponding to the pattern ‘likes hot’, similar patterns such as ‘loves

warm’ are added automatically by connecting the nodes ‘loves’ and ‘warm’

and the edges are assigned weights based on the weights of similar patterns.

The automatic enrichment of graphs consisting of node enrichment and edge
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enrichment is explained in Sections 8.3.1 and 8.3.2 respectively. The steps to

convert the weighted co-occurrence graph to an enriched graph is illustrated in

Figure 8.1.

Figure 8.1: Steps to convert the weighted co-occurrence graph to an enriched
graph

8.3.1 Node Enrichment

The similarity matrix S =
(

si j

)
p×p

is a p× p matrix where p is the number

of unique terms in the training documents and si j is the similarity between

the word embeddings (Word2Vec) of terms ti and t j obtained by computing

the cosine similarity between the word vectors. The nodes in the document

graph are represented by a node vector n = [n1, . . . , np] where ni is the weight

of the nodes calculated using Eq. (8.1). The enriched node vector is obtained
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by multiplying n by the similarity matrix as shown in Eq. (8.3). Hence, node

enrichment is done with a semantic kernel [137] that uses supervised term

weighting and a semantic matrix built from word embedding-based semantic

similarity between words.

n
∧
= n× S (8.3)

In Eq. (8.3), new nodes that are semantically similar to the existing nodes are

added if not present in the graph, and the weights of the nodes are assigned/up-

dated as given below in Eq. (8.4). Let Θ(vi) be the set of the nodes which are

semantically similar to node vi that represents the term ti. The newly added

nodes have the initial weight denoted as wnode(vi) equal to 0 and are assigned

weights based on the weights of the similar nodes. The weights of the existing

nodes are updated if there are similar nodes in the graph.

w
∧

node(vi) = wnode(vi) + ∑
v j∈Θ(vi)

(si j × wnode(v j)) (8.4)

8.3.2 Edge Enrichment

The proposed graph enrichment method helps in considering not only the se-

mantic terms shared but also the relationships. The edge enrichment is done so

that document similarity goes beyond exact matching of patterns in documents.

The edge enrichment method uses similarity matrix to transform the adjacency

matrix representation of a document graph to an enriched representation.

The weighted co-occurrence graph is represented as an adjacency matrix A

(p× p matrix). Edge enrichment is done by utilising the adjacency matrix A

and the similarity matrix S. During edge enrichment, similar edges/patterns are

added and the weights of the edges are assigned/updated. Edge enrichment
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using the similarity matrix S converts the adjacency matrix A to M as given

below in Eq. (8.5) where M1 = A× S and M2 = M1 × S. It is ensured that

M1 is a symmetric matrix before M2 is calculated. M1 and M2 are converted

to boolean matrices B1 and B2 respectively by setting non zero values in M1

and M2 to 1. We obtain only the newly added elements of M2, i.e. the zero

elements in M1 that are changed to non-zero elements in M2, by computing

(B2 − B1)�M2 where � corresponds to the element-wise product of matrices.

M = M1 + (B2 − B1)�M2 (8.5)

Eq. (8.6) shows the computation of the final adjacency matrix M
∧

(p× p matrix)

which is obtained by adding M with diagonal matrix from the enriched node

vector n
∧
= [n1
∧

, . . . , np
∧

]. M
∧

is the adjacency matrix representation of the enriched

graph.

M
∧

= M +



n
∧

1 0 0 . . . 0

0 n
∧

2 0 . . . 0
...

...
... . . . ...

0 0 0 . . . n
∧

p


(8.6)

Example to illustrate node enrichment and edge enrich-

ment

Initially, a similarity matrix is built from the unique words in the training

documents. Suppose the unique words obtained from the training documents

are ‘beverages’, ‘drinks’, ‘hot’, ‘john’, ‘likes’, ‘loves’ and ‘warm’. The similarity

matrix for the toy example is given below in Figure 8.2.
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beverages drinks hot john likes loves warm



beverages 1 0.9 0.0 0.0 0.0 0.0 0.0
drinks 0.9 1 0.0 0.0 0.0 0.0 0.0

hot 0.0 0.0 1 0.0 0.0 0.0 0.8
john 0.0 0.0 0.0 1 0.0 0.0 0.0
likes 0.0 0.0 0.0 0.0 1 0.9 0.0
loves 0.0 0.0 0.0 0.0 0.9 1 0.0
warm 0.0 0.0 0.8 0.0 0.0 0.0 1

Figure 8.2: The similarity matrix for the toy example using seven
words where the values correspond to the similarity between words

The two documents to be compared in the example are ‘John loves hot drinks’

and ‘John likes warm beverages’. A good similarity measure should give a high

similarity value for these sentences since they are similar. The proposed auto-

matic graph enrichment method builds enriched graphs with similar structures

for documents with similar meaning resulting in accurate similarity calculation.

The initial weighted co-occurrence graph representations of the documents

(obtained with a predefined sliding window of size 2) are given below in Figure

8.3 and Figure 8.4. The initial weights of the nodes and edges are assumed as 1

in this example. In actual cases, the weights of nodes and edges are calculated

as in Eq. (8.1) and Eq. (8.2) respectively.

Figure 8.3: Co-occurrence graph representation of ‘John loves hot
drinks’ with the initial weights of nodes and edges assumed as 1

Figure 8.4: Co-occurrence graph representation of ‘John likes warm
beverages’ with the initial weights of nodes and edges assumed as
1

During node enrichment (that corresponds to Eq. (8.3), new nodes are added

with weights based on the weights of the similar nodes as shown in Figure
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8.5 and Figure 8.6. In Figure 8.5, the nodes corresponding to the words ‘likes’,

‘warm’ and ‘beverages’ are the newly added nodes which are semantically

similar to the existing nodes that represent the words ‘loves’, ‘hot’ and ‘drinks’

respectively. Similarly, in Figure 8.6, the nodes that denote the words such

as ‘loves’, ‘hot’ and ‘drinks’ are the nodes added during the node enrichment

step. These newly added nodes are assigned weights based on the weights of

the similar nodes in the graph. For example, in Figure 8.5, the node ‘likes’ is

assigned a weight of 0.9 which is obtained by computing the product of the

weight of the similar node ‘loves’ and the value of its similarity to the node.

Figure 8.5: Node enrichment of graph of ‘John loves hot drinks’ that
adds similar nodes and this step corresponds to Eq. (8.3)

Figure 8.6: Node enrichment of graph of ‘John likes warm beverages’
that adds similar nodes and this step corresponds to Eq. (8.3)

The graph is represented as an adjacency matrix before enriching the edges.

The adjacency matrices in Figure 8.7 and Figure 8.8 denote the graphs in Figure

8.5 and Figure 8.6 respectively. These are symmetric matrices with values that

correspond to the weights of edges in the graphs.

Edge enrichment is carried out by utilising the similarity matrix. During edge

enrichment, similar patterns are added and weighted based on the weights

of the existing edges. For example, for the ‘hot drinks’ edge in the graph in

Figure 8.5, the patterns that are similar to it such as ‘hot beverages’ and ‘warm

138



beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.0 0.0 0.0 0.0 0.0
drinks 0.0 0.0 1.0 0.0 0.0 0.0 0.0

hot 0.0 1.0 0.0 0.0 0.0 1.0 0.0
john 0.0 0.0 0.0 0.0 0.0 1.0 0.0
likes 0.0 0.0 0.0 0.0 0.0 0.0 0.0
loves 0.0 0.0 1.0 1.0 0.0 0.0 0.0
warm 0.0 0.0 0.0 0.0 0.0 0.0 0.0

Figure 8.7: Adjacency matrix representation of ‘John loves hot
drinks’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.0 0.0 0.0 0.0 1.0
drinks 0.0 0.0 0.0 0.0 0.0 0.0 0.0

hot 0.0 0.0 0.0 0.0 0.0 0.0 0.0
john 0.0 0.0 0.0 0.0 1.0 0.0 0.0
likes 0.0 0.0 0.0 1.0 0.0 0.0 1.0
loves 0.0 0.0 0.0 0.0 0.0 0.0 0.0
warm 1.0 0.0 0.0 0.0 1.0 0.0 0.0

Figure 8.8: Adjacency matrix representation of ‘John likes warm
beverages’

drinks’ are added with the initial transformation using similarity matrix (which

correspond to elements in M1 in Eq. (8.5)) as shown in Figure 8.9. In the

subsequent transformation using similarity matrix, the ‘warm beverages’ edge

is added (which corresponds to an element in M in Eq. (8.5)) as given in Figure

8.17. Similarly, for the ‘warm beverages’ edge in the graph in Figure 8.6, the

patterns that are similar to it such as ‘warm drinks’ and ‘hot beverages’ are

added with the initial transformation using similarity matrix (which correspond

to elements in M1 in Eq. (8.5)) as shown in Figure 8.10. In the subsequent

transformation using similarity matrix, the ‘hot drinks’ edge is added (which

corresponds to an element in M in Eq. (8.5)) as given in Figure 8.18. The boolean

matrices in Figure 8.13, Figure 8.14, Figure 8.15 and Figure 8.16 are obtained

by setting the non zero values of matrices in Figure 8.9, Figure 8.10, Figure 8.11

and Figure 8.12 to one. The final adjacency matrix representations of the graphs

(which corresponds to M
∧

in Eq. (8.6)) are shown in Figures 8.19 and 8.20. The
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adjacency matrix representations are converted to the enriched graphs as given

in Figure 8.21 and Figure 8.22. Hence, the two documents have similar enriched

graph structures which lead to accurate calculation of similarity between the

text documents. The advantage of using graph kernels for text similarity is that

we can compare terms (represented by nodes) and patterns (represented by

edges) in documents effectively and efficiently. The proposed graph enrichment

enables the graph kernels to go beyond exact matching of terms and patterns.

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.9 0.0 0.0 0.0 0.0
drinks 0.0 0.0 1.0 0.0 0.0 0.0 0.8

hot 0.9 1.0 0.0 0.0 0.9 1.0 0.0
john 0.0 0.0 0.0 0.0 0.9 1.0 0.0
likes 0.0 0.0 0.9 0.9 0.0 0.0 0.0
loves 0.0 0.0 1.0 1.0 0.0 0.0 0.8
warm 0.0 0.8 0.0 0.0 0.0 0.8 0.0

Figure 8.9: Matrix M1 for ‘John loves hot drinks’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.8 0.0 0.0 0.0 1.0
drinks 0.0 0.0 0.0 0.0 0.0 0.0 0.9

hot 0.8 0.0 0.0 0.0 0.8 0.0 0.0
john 0.0 0.0 0.0 0.0 1.0 0.9 0.0
likes 0.0 0.0 0.8 1.0 0.0 0.0 1.0
loves 0.0 0.0 0.0 0.9 0.0 0.0 0.9
warm 1.0 0.9 0.0 0.0 1.0 0.9 0.0

Figure 8.10: Matrix M1 for ‘John likes warm beverages’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.9 0.0 0.0 0.0 0.72
drinks 0.0 0.0 1.64 0.0 0.0 0.0 1.60

hot 1.8 1.81 0.0 0.0 1.8 1.81 0.0
john 0.0 0.0 0.0 0.0 1.8 1.81 0.0
likes 0.0 0.0 0.9 0.9 0.0 0.0 0.0
loves 0.0 0.0 1.64 1.0 0.0 0.0 0.72
warm 0.72 0.8 0.0 0.0 0.72 0.8 0.0

Figure 8.11: Matrix M2 for ‘John loves hot drinks’
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beverages drinks hot john likes loves warm



beverages 0.0 0.0 1.6 0.0 0.0 0.0 1.64
drinks 0.0 0.0 0.72 0.0 0.0 0.0 0.9

hot 0.8 0.72 0.0 0.0 0.8 0.72 0.0
john 0.0 0.0 0.0 0.0 1.81 1.8 0.0
likes 0.0 0.0 1.6 1.0 0.0 0.0 1.64
loves 0.0 0.0 0.72 0.9 0.0 0.0 0.9
warm 1.81 1.8 0.0 0.0 1.81 1.8 0.0

Figure 8.12: Matrix M2 for ‘John likes warm beverages’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 1.0 0.0 0.0 0.0 0.0
drinks 0.0 0.0 1.0 0.0 0.0 0.0 1.0

hot 1.0 1.0 0.0 0.0 1.0 1.0 0.0
john 0.0 0.0 0.0 0.0 1.0 1.0 0.0
likes 0.0 0.0 1.0 1.0 0.0 0.0 0.0
loves 0.0 0.0 1.0 1.0 0.0 0.0 1.0
warm 0.0 1.0 0.0 0.0 0.0 1.0 0.0

Figure 8.13: Matrix B1 for ‘John loves hot drinks’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 1.0 0.0 0.0 0.0 1.0
drinks 0.0 0.0 0.0 0.0 0.0 0.0 1.0

hot 1.0 0.0 0.0 0.0 1.0 0.0 0.0
john 0.0 0.0 0.0 0.0 1.0 1.0 0.0
likes 0.0 0.0 1.0 1.0 0.0 0.0 1.0
loves 0.0 0.0 0.0 1.0 0.0 0.0 1.0
warm 1.0 1.0 0.0 0.0 1.0 1.0 0.0

Figure 8.14: Matrix B1 for ‘John likes warm beverages’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 1.0 0.0 0.0 0.0 1.0
drinks 0.0 0.0 1.0 0.0 0.0 0.0 1.0

hot 1.0 1.0 0.0 0.0 1.0 1.0 0.0
john 0.0 0.0 0.0 0.0 1.0 1.0 0.0
likes 0.0 0.0 1.0 1.0 0.0 0.0 0.0
loves 0.0 0.0 1.0 1.0 0.0 0.0 1.0
warm 1.0 1.0 0.0 0.0 1.0 1.0 0.0

Figure 8.15: Matrix B2 for ‘John loves hot drinks’
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beverages drinks hot john likes loves warm



beverages 0.0 0.0 1.0 0.0 0.0 0.0 1.0
drinks 0.0 0.0 1.0 0.0 0.0 0.0 1.0

hot 1.0 1.0 0.0 0.0 1.0 1.0 0.0
john 0.0 0.0 0.0 0.0 1.0 1.0 0.0
likes 0.0 0.0 1.0 1.0 0.0 0.0 1.0
loves 0.0 0.0 1.0 1.0 0.0 0.0 1.0
warm 1.0 1.0 0.0 0.0 1.0 1.0 0.0

Figure 8.16: Matrix B2 for ‘John likes warm beverages’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.9 0.0 0.0 0.0 0.72
drinks 0.0 0.0 1.0 0.0 0.0 0.0 0.8

hot 0.9 1.0 0.0 0.0 0.9 1.0 0.0
john 0.0 0.0 0.0 0.0 0.9 1.0 0.0
likes 0.0 0.0 0.9 0.9 0.0 0.0 0.72
loves 0.0 0.0 1.0 1.0 0.0 0.0 0.8
warm 0.72 0.8 0.0 0.0 0.72 0.8 0.0

Figure 8.17: Matrix M for ‘John loves hot drinks’

beverages drinks hot john likes loves warm



beverages 0.0 0.0 0.8 0.0 0.0 0.0 1.0
drinks 0.0 0.0 0.72 0.0 0.0 0.0 0.9

hot 0.8 0.72 0.0 0.0 0.8 0.72 0.0
john 0.0 0.0 0.0 0.0 1.0 0.9 0.0
likes 0.0 0.0 0.8 1.0 0.0 0.0 1.0
loves 0.0 0.0 0.72 0.9 0.0 0.0 0.9
warm 1.0 0.9 0.0 0.0 1.0 0.9 0.0

Figure 8.18: Matrix M for ‘John likes warm beverages’
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beverages drinks hot john likes loves warm



beverages 0.9 0.0 0.9 0.0 0.0 0.0 0.72
drinks 0.0 1.0 1.0 0.0 0.0 0.0 0.8

hot 0.9 1.0 1.0 0.0 0.9 1.0 0.0
john 0.0 0.0 0.0 1.0 0.9 1.0 0.0
likes 0.0 0.0 0.9 0.9 0.9 0.0 0.72
loves 0.0 0.0 1.0 1.0 0.0 1.0 0.8
warm 0.72 0.8 0.0 0.0 0.72 0.8 0.8

Figure 8.19: Final adjacency matrix representation of ‘John loves
hot drinks’ obtained after graph enrichment, corresponding to M̂
in Eq. (8.6)

beverages drinks hot john likes loves warm



beverages 1.0 0.0 0.8 0.0 0.0 0.0 1.0
drinks 0.0 0.9 0.72 0.0 0.0 0.0 0.9

hot 0.8 0.72 0.8 0.0 0.8 0.72 0.0
john 0.0 0.0 0.0 1.0 1.0 0.9 0.0
likes 0.0 0.0 0.8 1.0 1.0 0.0 1.0
loves 0.0 0.0 0.72 0.9 0.0 0.9 0.9
warm 1.0 0.9 0.0 0.0 1.0 0.9 1.0

Figure 8.20: Final adjacency matrix representation of ‘John likes
warm beverages’ obtained after graph enrichment, corresponding
to M̂ in Eq. (8.6)

Figure 8.21: Enriched co-occurrence graph of ‘John loves hot drinks’
obtained after graph enrichment

8.4 Graph kernel-based Text Classification

This section explains the calculation of similarity between the enriched graph

representations of text and then briefly describes the classification pipeline.
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Figure 8.22: Enriched co-occurrence graph of ‘John likes warm
beverages’ obtained after graph enrichment

8.4.1 Graph Kernels for Measuring Document Similarity

The kernel approach allows the extension of linear algorithms to non-linear

models, and helps in the application of algorithms to structured representation

such as strings, trees and graphs. The kernel function is a dot product in

an implicit feature space. This helps in replacing the dot products in kernel

machines and hence, kernel methods solve the problem of direct application of

existing pattern recognition algorithms to graphs [106].

A kernel measures the similarity between objects. The kernel matrix created

should satisfy the two important mathematical properties of matrix symmetry

and positive semi-definiteness [181]. A symmetric n× n real matrix A is positive

semi-definite if xTAx ≥ 0 for all non-zero column vector x of n real numbers

where xT is the transpose of x. To compare two documents di and d j represented

by enriched weighted co-occurrence graphs Gi = (Vi, Ei) and G j = (Vj, E j)

respectively, an edge walk kernel [8, 152] is used as shown in Eq. (8.7) to

compare the edges in both the graphs. The edge walk kernel is explained below

in Eq. (8.7), (8.8) and (8.10). The normalization factor is the product of the

frobenius norms of the adjacency matrices Ai and A j of the graphs Gi and G j

respectively so that the similarity value is not affected by the number of nodes

and edges in the graph. ||Ai||F and ||A j||F correspond to the frobenius norms

of the adjacency matrices of the graphs Gi and G j respectively. Let ui and vi

be the vertices that belong to the set of vertices Vi in Gi, ei be the edge linking
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ui and vi in Gi, u j and v j be the vertices that belong to the set of vertices Vj in

G j, e j be the edge connecting u j and v j in G j. k(1)walk is a kernel that compares

edge walks of length 1 in the graphs Gi and G j. It is the product of the kernel

function on the edge and the two nodes that the edge connects as defined in Eq.

(8.8).

k(di, d j) =
∑eiεEi ,e jεE j

k(1)walk(ei, e j)

||Ai||F × ||A j||F
(8.7)

k(1)walk(ei, e j) = knode(ui, u j)× kedge(ei, e j)× knode(vi, v j) (8.8)

A delta kernel function, knode, is used for comparing the vertices and is equal to

1 if the terms corresponding to the vertices are the same and 0 if the terms are

different as given in Eq. (8.9). kedge is a kernel function for comparing the edges

in the graphs and is defined in Eq. (8.10). It is the product of the weight of the

edge ei in Gi denoted as wedge(ei) and the weight of the edge e j in G j denoted

as wedge(e j). Hence, the numerator in Eq. (8.7) is equivalent to the sum of the

elements in the element-wise product of the adjacency matrices Ai and A j.

knode(ui, u j) =


1 if t(ui) = t(u j)

0 otherwise
(8.9)

kedge(ei, e j) =


wedge(ei)× wedge(e j) if eiεEi ∧ e jεE j

0 otherwise
(8.10)

The delta kernels are positive definite. The kernel k(1)walk is a product of the

delta kernels multiplied by a positive number as the edge weights are positive,

thus preserving positive definiteness. The edge walk kernel function is a
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sum of the positive definite kernels divided by a positive number. Hence, the

positive definiteness is preserved and it is a valid kernel. The similarity between

every pair of graphs is determined using the edge walk kernel, and the values

obtained are used to build a kernel matrix. The most common kernel-based

classifier is SVM [60]. The kernel matrix is then used with SVM classifier to

learn and predict the classes of the document. The run time complexity of the

graph kernel is O(n + m) where n is the number of nodes and m is the number

of edges in the graph.

8.4.2 Graph kernel-based Text Classification Pipeline

The proposed graph kernel-based text classification pipeline is shown in Figure

8.23. The documents are initially represented as weighted co-occurrence graphs

where the nodes represent the unique terms and the edges represent the associ-

ation between the words co-occurring within a predefined sliding window of

size 2. The supervised term weight factor introduced in Section 4.4 in Chapter

4 is utilised to assign weight to nodes and edges. These graphs are enriched

automatically using a similarity matrix built with similarity values obtained

using word embeddings. A graph kernel based on edge matching is employed

to calculate the similarity between a pair of documents. The similarity values

are then used to build a kernel matrix. The kernel matrix is fed to a SVM to

learn and predict the classes of the documents.

8.5 Experiments

This section describes the experiments performed mainly on short texts for

sentiment analysis and topic classification tasks to evaluate the performance of

the proposed knowledge driven graph similarity measure for text classification.
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Figure 8.23: Graph kernel-based text classification pipeline. The main
contribution in this chapter is highlighted in the pipeline.

The approach is also applicable for long document classification. The datasets

in the experiments are widely used for the performance evaluation of sentiment

analysis and topic classification tasks and hence, it is easier to compare the

results with related work. These datasets are briefly explained below.

• Sentence Polarity Dataset - This dataset consists of 5331 positive and 5331

negative movie reviews [182].

• Subjectivity Dataset - This dataset consists of 5000 subjective and 5000 ob-

jective sentences on movie reviews labelled according to their subjectivity

status [183].

• News - This dataset is a collection of 32602 short text documents which are

news collected from RSS feeds of the websites - nyt.com, usatoday.com

and reuters.com and classified based on their topics [184]. The topics

are sports, business, US, health, sci&tech, world and entertainment. The

document consists of the title, description, link, id, data, source and

category of the news. Only the description and category of the news are

used in the experiments .

• Multi-domain sentiment dataset - This dataset consists of 8000 product

reviews obtained from amazon.com where the products are books, dvd,
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electronics and kitchen [185]. There are 1000 positive reviews and 1000

negative reviews for each of the four product domains.

• 20 Newsgroups 1 - The 20 Newsgroups dataset contains 20,000 newsgroup

documents classified into 20 different categories.

In the proposed method, each document is represented as a weighted co-

occurrence graph where the nodes represent the unique terms in the document

and edges link words that co-occur within a predefined sliding window of

fixed size. The weight of the node is stored in the self-loop which corresponds

to the importance of the term based on its relevance in classifying the text

documents. Nodes that correspond to unimportant terms have lower weight

than nodes that represent the main content of the document. Similarly, the

edges that connect co-occurring words have weights that are dependent on

the relevance of the co-occurring words. The graphs are then enriched using

a word similarity matrix that contains similarities greater than or equal to 0.9.

The text8 corpus (obtained from Wikipedia)2 is used to build the word2vec

model for deriving the word embedding vectors. The similarity values of the

top five similar words for each unique word in the training set are used to

create the similarity matrix. The threshold for the similarity between the word

vectors is set as 0.9. The advantage of the proposed graph kernel approach

for text classification is that it considers the contextual information and is not

based on word independence approach as in vector space models. Setting a

high threshold for the similarity values in the similarity matrix and a limit on

the number of similar words to be taken into account for each unique word,

not only helps to consider the closely related words, but also would result in a

sparse matrix reducing the time for the matrix operations in graph enrichment.

Building a similarity matrix with only the most relevant features would further

1http://ana.cachopo.org/datasets-for-single-label-text-categorization
2http://mattmahoney.net/dc/textdata.html
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increase the speed of the graph enrichment process. Also, the graph enrichment

process for different documents could be done in parallel since they are not

dependent on each other.

The proposed approach is compared with linear kernel, cosine similarity,

Sorensen similarity [186], Tanimoto similarity [186], radial basis function (RBF)

kernel, class meaning kernel (CMK) [144], class weighting kernel (CWK) [145],

shortest path graph kernel (spgk) [8] (a graph kernel approach for text classific-

ation with a different graph representation of text) and neural network-based

classifiers such as fastText and CNN for the classification of text documents. Lin-

ear kernel, cosine similarity and RBF kernel are computed with tf-idf weighted

feature vectors of documents. The Sorensen similarity and Tanimoto similar-

ity measures are calculated with boolean vectors of documents. In CMK and

CWK, the documents are represented as tf weighted vectors and the semantic

smoothing is then done using semantic matrix built from meaning values of

terms and supervised term weights respectively. In the shortest path graph

kernel method, the co-occurrence graph is converted to a shortest path graph

with edges connecting nodes having shortest paths below a threshold d and the

edges are labelled by the inverse of the shortest path between the nodes. The

different document similarity measures used for comparison with the proposed

approach are defined in Table 8.1
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Table 8.1: Document similarity measures used in the experiments to compute the
similarity between two documents

Similarity

Measure

Description Advantages/Disadvantages

Linear

d1 · d2

∑
n
i=1 d1id2i

d1 and d2 are vector representations of

the documents.

Advantage:

• Simple and fast

Disadvantage:

• Since it is based on term inde-

pendence assumption, the struc-

tural information is not con-

sidered such as the order of

words, co-occurrence informa-

tion, context information, rela-

tionship between words or se-

mantic similarity.

Cosine

d1·d2
‖d1‖‖d2‖

∑
n
i=1 d1id2i

∑
n
i=1 d12

i ∑
n
i=1 d22

i

d1 and d2 are vector representations of

the documents.

Sorensen

2|d1∩d2|
|d1|+|d2|

d1 and d2 are the sets of terms in the doc-

uments.

Tanimoto

|d1∩d2|
|d1∪d2|

|d1∩d2|
|d1|+|d2|−|d1∩d2|

d1 and d2 are the sets of terms in the doc-

uments.

Radial Basis

Function (RBF)

e−γ‖d1−d2‖2

d1 and d2 are vector representations of

the documents.

γ = 1
n f eatures where n f eatures is the

number of features.

spgk

∑v1εV1,v2εV2 knode(v1,v2)+∑e1εE1,e2εE2 k(1)walk(e1,e2)
||M1||F×||M2||F

Documents d1 and d2 are represented

by co-occurrence graphs G1 and G2

respectively. These graphs are then

converted to C1(V1, E1) and C2(V2, E2)

respectively whose nodes are connected

by an edge if the shortest distance

between them does not exceed d. A1

and A2 are adjacency matrices of C1

and C2 respectively. D1 and D2 are

diagonal matrices with the diagonal

entries set to 1 for the terms that exist in

the documents d1 and d2 respectively.

M1 = A1 + D1

M2 = A2 + D2

||M1||F and ||M2||F are the Frobenius

norms of M1 and M2 respectively.

Advantage:

• A document is represented as a

graph and it considers the co-

occurrence information and the

distance between the terms in

the document.

Disadvantage:

• The terms are assigned equal

importance and hence their rel-

evance is not considered to cal-

culate the similarity.

• Does not consider semantic sim-

ilarity.
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CMK

d1SSTd2T

S = MMT

wt,c = −1
m (log k!

m!(k−m)! − ((m − 1) ×

log N))

d1 and d2 are vector representations of

the documents.

S is the semantic smoothing matrix and

the weight of each term in a class (wt,c) is

used to build the matrix M.

m is the number of times that the feature

t appears in the training documents of

class c and k is the number of times that

the feature t appears in the training doc-

uments.

The size of the class c and the train-

ing dataset, which are measured by total

term frequencies, are denoted by B and

L respectively.

N = L
B

Advantage:

• The class information is con-

sidered to calculate the relev-

ance of terms.

Disadvantage:

• Since a document is represented

as a vector, these semantic ker-

nels do not consider term de-

pendencies such as the order of

words or the distance between

words in the computation of

similarity between documents.

• Requires a long time to train the

classification model

CWK

d1SSTd2T

S = MMT

d1 and d2 are vector representations of

the documents.

S is the semantic smoothing matrix and

the weight of each term in a class (wt,c) is

used to build the matrix M.

wt,c = (log(tft,c) + 1)× log( N
Nt
)

tft,c is the frequency of term t in class c,

N is the number of training documents

and Nt is the number of training docu-

ments that contain the term t.
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8.6 Results

The evaluation metrics used to assess the performance of text classification are

precision, recall and F1 score. The performance of shortest path graph kernel

with different values of d has been evaluated. The proposed method is also

experimented with co-occurrence graphs built using predefined sliding window

w of sizes 2, 3 and 4. The kernel matrices are built with the similarity values

obtained using linear kernel, cosine similarity, Sorensen similarity, Tanimoto

similarity, RBF kernel, CMK, CWK, spgk and proposed method. The row in

the kernel matrix represents the similarity of a document to be tested with the

documents in the training set. Each kernel matrix is fed to SVM to evaluate the

performance of text classification using the similarity measure.

The proposed similarity measure is implemented using python. The networkx,

gensim and scikit-learn are the python packages used to create the graphs,

word2vec model and the kernel SVM respectively. Tables 8.2, 8.3 and 8.4 show

the precision, recall and F1 scores obtained for the sentiment classification data-

sets. Tables 8.5, 8.6 and 8.7 show the precision, recall and F1 scores obtained for

the topic classification tasks. Table 8.8 shows the performance of the proposed

method with co-occurrence graphs built using predefined sliding window w of

sizes 2, 3 and 4. The results reported in these tables are obtained by 10-fold cross

validation except for the 20 Newsgroups dataset that has a standard train/test

split. The validation set is 20 percent of the training set and is used to optimize

the value of the parameter C in SVM. The best value of C from the set of values

{0.01,0.1,1,10,100,1000} is then used to classify the documents in the testing set.

Tables 8.9, 8.10, 8.11, 8.12, 8.13 and 8.14 compare the classification performances

(using train/test split) of the proposed method, the supervised semantic kernels

i.e. CMK and CWK, and neural network-based classifiers such as fastText and

CNN for sentiment and topic classification tasks. Since CMK and CWK require
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long training time, the performance is evaluated by splitting the dataset into

training and testing set in the 80:20 ratio. The default value of 1 for parameter

C in SVM is used to classify the documents. In text classification with CMK and

CWK, attribute selection (as reported in their experiments [144] [145]) is applied

using mutual information to select the best 2000 terms. CWKw f s and CMKw f s

correspond to the semantic kernels CWK and CMK without performing this

feature selection. There is a considerable improvement in the performance of

these semantic kernels without feature selection.

The proposed approach significantly outperforms the baseline similarity meas-

ures and the neural models for text classification on all datasets in terms of

precision, recall and F1 score as shown in Tables 8.2, 8.3, 8.4, 8.5, 8.6, 8.7, 8.9, 8.10,

8.11, 8.12, 8.13 and 8.14. The similarity measure compares the relevant structural

information in the documents and computes the semantic similarity between

the documents. This is possible due to the semantic information available in the

enriched graph representations of the documents. Table 8.8 shows that there is

no considerable difference in the performance with an increase in the size of

the predefined sliding window used to build the co-occurrence graphs. Figure

8.24 presents the results of document classification (in terms of F1 score) using

the proposed method and linear kernel with different proportions of training

set such as 0.1, 0.5 and 0.9. It shows that the proposed method consistently

outperforms the linear kernel even with a small training set (of 10 percent).
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Table 8.2: Precision (weighted average) values for sentiment classification tasks
using different similarity measures
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d=1 d=2 d=3 d=4
Polarity 77.15 77.15 76.65 77.36 77.09 77.13 77.18 77.43 77.77 81.47

Subjectivity 90.98 91.12 90.21 90.86 91.07 90.82 91.02 90.85 90.85 92.74

Books 80.58 80.91 79.88 79.85 80.29 80.85 81.13 81.11 80.55 86.12

Dvd 81.70 82.61 79.67 80.59 81.88 80.63 81.86 81.30 81.34 87.40

Electronics 80.72 80.25 81.07 82.36 80.29 83.07 83.38 84.13 84.05 86.01

Kitchen 84.96 85.78 85.18 85.52 85.27 85.78 85.86 85.82 86.07 90.20

Table 8.3: Recall (weighted average) values for sentiment classification tasks
using different similarity measures
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d=1 d=2 d=3 d=4
Polarity 77.12 77.11 76.60 77.33 77.07 77.10 77.14 77.39 77.74 81.42

Subjectivity 90.94 91.08 90.18 90.84 91.03 90.80 91.00 90.82 90.83 92.73

Books 80.44 80.77 79.69 79.74 80.09 80.74 81.09 81.04 80.49 86.04

Dvd 81.55 82.50 79.50 80.50 81.70 80.50 81.75 81.25 81.25 87.20

Electronics 80.45 80.05 81.00 82.30 79.95 83.00 83.30 84.05 84.00 85.90

Kitchen 84.90 85.70 84.95 85.35 85.20 85.70 85.75 85.70 85.95 90.10

In the underlined datasets, the improvements of the proposed method over linear kernel are
statistically significant at p<0.01 using sign test.
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Table 8.4: F1 (weighted average) scores for sentiment classification tasks using
different similarity measures
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m
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d=1 d=2 d=3 d=4
Polarity 77.12 77.11 76.59 77.32 77.06 77.10 77.13 77.39 77.74 81.42

Subjectivity 90.94 91.08 90.18 90.84 91.03 90.80 91.00 90.82 90.83 92.73

Books 80.42 80.79 79.66 79.72 80.06 80.72 81.09 81.03 80.48 86.04

Dvd 81.53 82.49 79.47 80.49 81.68 80.48 81.73 81.24 81.24 87.19

Electronics 80.41 80.01 80.99 82.29 79.98 82.99 83.29 84.04 83.99 85.89

Kitchen 84.89 85.69 84.92 85.33 85.19 85.69 85.69 85.74 85.94 90.09

Table 8.5: Precision (weighted average) values for topic classification tasks
using different similarity measures
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d=1 d=2 d=3 d=4
20NG 80.33 83.44 83.77 83.58 80.52 81.72 81.64 81.41 81.44 85.10

News 82.49 82.89 81.34 81.39 82.63 80.88 80.92 80.91 81.01 84.39

Table 8.6: Recall (weighted average) values for topic classification tasks using
different similarity measures
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d=1 d=2 d=3 d=4
20NG 79.23 83.03 83.27 82.97 78.59 80.92 80.72 80.55 80.56 84.19

News 82.44 82.83 81.29 81.40 82.55 80.85 80.89 80.90 81.00 84.30

In the underlined datasets, the improvements of the proposed method over linear kernel are
statistically significant at p<0.01 using sign test.
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Table 8.7: F1 (weighted average) scores for topic classification tasks using different
similarity measures
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d=1 d=2 d=3 d=4
20NG 79.31 83.03 83.27 82.95 78.94 81.01 80.79 80.59 80.60 84.36

News 82.34 82.76 81.16 81.30 82.40 80.72 80.74 80.74 80.85 84.20

Table 8.8: Precision, Recall and F1 scores (weighted average) for the proposed
method with graph representation built using predefined sliding window of
different sizes

Dataset Proposed method
w=2 w=3 w=4
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F1 Pr
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n

R
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F1 Pr
ec
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n

R
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F1

Polarity 81.47 81.43 81.42 81.38 81.35 81.34 81.15 81.11 81.11

Subjectivity 92.74 92.73 92.73 92.81 92.80 92.80 92.63 92.62 92.62

Books 86.12 86.04 86.04 86.24 86.14 86.13 85.75 85.64 85.63

Dvd 87.40 87.20 87.19 87.54 87.35 87.34 87.05 86.90 86.89

Electronics 86.01 85.90 85.89 86.82 86.70 86.69 86.63 86.50 86.49

Kitchen 90.20 90.10 90.09 89.90 89.80 89.79 90.02 89.90 89.89

20NG 85.10 84.19 84.36 85.17 83.91 84.18 85.15 83.54 83.88

News 84.39 84.30 84.20 83.87 83.76 83.65 83.72 83.58 83.44
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Table 8.9: Comparison of precision (weighted average) values of sentiment
classification tasks using supervised semantic kernels (SVM), fastText and CNN
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Polarity 62.56 77.49 63.16 75.89 73.86 74.54 78.38

Subjectivity 82.83 91.43 81.73 90.10 90.96 90.22 91.46

Books 66.29 72.61 72.21 76.73 79.31 73.82 81.96

Dvd 69.57 78.00 71.93 76.50 76.90 79.84 84.32

Electronics 74.00 79.50 74.02 81.05 79.01 80.51 81.51

Kitchen 75.71 83.27 82.32 83.35 86.86 80.74 91.25

Table 8.10: Comparison of recall (weighted average) values of sentiment classi-
fication tasks using supervised semantic kernels (SVM), fastText and CNN

D
at

as
et

C
W

K

C
W

K
w

fs

C
M

K

C
M

K
w

fs

fa
st

Te
xt

C
N

N

Pr
op

os
ed

M
et

ho
d

Polarity 62.07 77.46 62.68 75.82 73.84 74.54 78.36

Subjectivity 82.75 91.40 81.60 90.10 90.95 90.20 91.45

Books 66.17 72.43 71.93 76.69 79.25 73.75 81.95

Dvd 69.50 78.00 71.50 76.50 76.75 79.75 84.25

Electronics 74.00 79.50 74.00 81.00 79.00 80.50 81.50

Kitchen 75.50 83.25 82.25 83.25 86.75 78.50 91.25
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Figure 8.24: Classification performance with different sizes of training set

Table 8.11: Comparison of F1 (weighted average) scores of sentiment classifica-
tion tasks using supervised semantic kernels (SVM), fastText and CNN
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Polarity 61.69 77.46 62.33 75.81 73.83 74.54 78.35

Subjectivity 82.74 91.40 81.58 90.10 90.95 90.20 91.45

Books 66.11 72.37 71.85 76.69 79.24 73.73 81.95

Dvd 69.47 78.00 71.36 76.50 76.72 79.73 84.24

Electronics 74.00 79.50 73.99 81.00 79.00 80.50 81.50

Kitchen 75.45 83.25 82.24 83.24 86.74 78.10 91.25
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Table 8.12: Comparison of precision (weighted average) values of topic classi-
fication tasks using supervised semantic kernels (SVM), fastText and CNN
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20NG 73.84 79.76 69.29 73.78 79.55 79.42 85.01

News 71.34 83.04 69.24 78.60 79.57 82.24 83.95

Table 8.13: Comparison of recall (weighted average) values of topic classification
tasks using supervised semantic kernels (SVM), fastText and CNN
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20NG 73.56 79.19 68.98 73.52 79.24 78.75 83.94

News 71.05 83.15 68.66 78.56 79.65 82.38 84.02

Table 8.14: Comparison of F1 (weighted average) scores of topic classification
tasks using supervised semantic kernels (SVM), FastText and CNN

D
at

as
et

C
W

K

C
W

K
w

fs

C
M

K

C
M

K
w

fs

fa
st

Te
xt

C
N

N

Pr
op

os
ed

M
et

ho
d

20NG 73.55 79.12 69.00 73.49 79.23 78.86 84.15

News 71.04 83.06 68.27 78.42 79.57 82.26 83.89
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8.7 Summary

Considering the structural information in text when calculating the similarity

between documents can improve the performance of text classification com-

pared to other methods using kernels. This chapter focussed on building a text

graph model that represents the structural information in text effectively, which

helps to compare documents based on their main similar content. Supervised

term weighting is utilised to weight the terms and their associations, so that the

matching terms and patterns contribute to document similarity based on their

relevance. The graph enrichment is carried out with the word similarity matrix

to consider semantically similar terms and associations, going beyond exact

matching of document content. Then a graph kernel function is employed to

utilise the rich information in the enriched weighted graphs and compute the

similarity between text documents accurately for improving the performance

of classification task. The experimental results on sentiment analysis and topic

classification tasks show that the proposed graph kernel-based approach for

text classification detects and exploits the structural patterns in text to com-

pute the semantic similarity between text documents, resulting in a significant

improvement in text classification performance over other kernel based ap-

proaches. The similarity matrix used in the enrichment could be improved by

designing it based on the application, in order to utilise domain knowledge

and increase the accuracy of the similarity measure.
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CHAPTER

NINE

MEDICAL DOCUMENT

CLASSIFICATION USING

GRAPH-THEORETIC METHODS

The rapidly increasing volume of medical text data, including biomedical liter-

ature and clinical records, presents difficulties to biomedical researchers and

clinical practitioners. Automatic text classification is an important means for

managing medical text data. The main challenge in medical text classification

is the complex terminology used in these documents. Therefore, it is critical

to handle synonymy, polysemy, and multi-word concepts so that classification

is based on the meaning of these documents. The solution to this problem of

complex terminology helps in building systems with better access to relevant

data, resulting in more effective utilisation of the existing information. This

chapter presents a simple and effective approach to address this challenge. A

concept graph is automatically constructed and enriched for each medical text

document with the help of a domain-specific similarity matrix that is built using

Unified Medical Language System (UMLS) concepts in the training documents.

Medical text documents are compared based on their enriched concept graphs
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using a graph kernel. Classification is then done based on the comparison

result. The benefit of this approach is that it allows the incorporation of domain

knowledge into the classification framework. The experiments on biomed-

ical abstracts and clinical reports classification show the effectiveness of the

proposed approach.

9.1 Introduction

As the volume of biomedical literature and clinical records continues to grow

quickly, the complexity of medical terminology is increasing. Biomedical liter-

ature reports new research discoveries and theories. Clinical records contain

data about the patients’ symptoms, family history, diagnosis, treatment and

medication. These documents serve as critical information for clinical decision

making. Due to the rapid growth of medical data, efficient tools are needed to

discover knowledge from the huge data and put them into use for the diagnosis,

treatment and prevention of diseases [187].

Text mining solves the overload problem that results from abundant medical

information. Automatic text classification, which is a text mining task, assigns

class labels to documents based on their content. Medical text classification

helps in organising the growing amount of medical data, making it easier to loc-

ate and extract the relevant data. It assists biomedical researchers and clinicians

to make practical use of the findings by helping them easily find the relevant in-

formation hidden within the large amount of data. In medical text classification,

it is important to be able to leverage medical knowledge bases. It is essential

to have both high accuracy and interpretability in medical applications. Even

though deep learning methods could have high text classification accuracy,

these models are not interpretable [58, 64]. The main challenges in medical text

classification are the identification of medical entities, and handling synonyms
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and polysemous words to classify the documents accurately [188].

Medical text classification can aid in decision making and thus improve the

quality of healthcare. Applications of text classification within the medical do-

main include classification of biomedical articles [189]; classification of clinical

notes based on the medical sub-domain [58]; diagnosis of Autism Spectrum

Disorder based on the information in patients’ medical forms [72]; classifica-

tion of hospital records based on diseases [71]; determination of Rheumatoid

Arthritis Disease activity status from clinical notes of Rheumatoid Arthritis

patients [73]; classification of ICU/NICU notes to identify the procedures and

diagnosis [190]; determination of adverse drug reactions from social media text

[191]; classification of clinical reports to identify cases of lung cancer [192] and

classification of epilepsy diagnosis based on ICD-9 codes [74].

As text classification has several critical applications in the medical domain, it is

necessary to classify the medical documents accurately by considering the relev-

ant concepts and relationships in the documents. This chapter addresses these

challenges and presents an effective method to represent medical documents

for accurate calculation of similarity between medical text documents. To solve

these problems, a medical document is represented as an enriched concept

graph where nodes represent medical concepts and edges correspond to associ-

ation between concepts which is calculated using the similarity between the

concepts. The similarity between the concept graphs is then calculated using a

graph kernel to consider the relevant information in the documents for effective

calculation of similarity.
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9.2 Automatic Construction of Enriched Concept

Graphs

This section explains the process of converting a medical text document to an

enriched graph representation. The steps in this process are illustrated in Figure

9.1. The initial step of identifying medical concepts within a text document

using QuickUMLS is explained in section 9.2.1. The second step assigns a

weight to each medical concept using a supervised concept weighting scheme,

and is presented in section 9.2.2. Finally, section 9.2.3 introduces the automatic

construction of concept graph and its enrichment using similarity matrix S.

Figure 9.1: Steps to convert a medical text document to an enriched
concept graph
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9.2.1 Identification of Medical Concepts in Text Docu-

ments

The first step in the proposed approach is to convert each medical docu-

ment to a list of medical concepts, as shown in Figure 9.2 [193]. It is im-

portant to identify the medical entities in a medical document for accurate

processing of the document. There are many tools available such as MetaMap

[194], CTAKES [195] and QuickUMLS [196] that help in obtaining UMLS (ht-

tps://uts.nlm.nih.gov/home.html) concepts from medical text documents. In

the experiments presented in this chapter, QuickUMLS is used for mapping a

medical text document to a set of medical concepts as it is fast and effective. As

QuickUMLS has high efficiency in the extraction of medical information, it can

be applied to large medical datasets [196].

Figure 9.2: Medical concept identification in medical text data

QuickUMLS is a system based on approximate matching for the extraction

of medical concepts in the UMLS meta-thesaurus. It identifies the text spans

in documents approximately matching concepts in UMLS, and returns the

concepts associated with each text span. The algorithm used in QuickUMLS

for approximate dictionary matching is CPMerge, introduced in [197]. In
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QuickUMLS, the similarity functions such as Jaccard similarity (the default

choice), cosine similarity, dice or overlap can be used for string matching. We

can also set the threshold for the similarity value between strings (the default

value is 0.7). The number of tokens to be considered for matching can be varied

(the default is set to 5). The main advantages of QuickUMLS are its speed,

applicability to large datasets and ability to capture variation of terms e.g.

tumor and tumour [196]. The automatic construction of a graph for a document

from the list of concepts obtained using QuickUMLS, and its enrichment, are

explained in Section 9.2.3.

In the proposed concept graph representation of a document, a node corres-

ponds to a medical concept in UMLS and an edge links the associated concepts

within the document. The rich information contained within each medical text

document is represented using a graph. The automatically constructed graph

considers the following information:

(i) The medical concepts in the document.

(ii) The concepts related to these medical concepts by a parent-child relationship

in the UMLS semantic network.

(iii) The frequency of each medical concept.

(iv) The relevance of each medical concept, as determined using a supervised

concept weighting scheme.

(v) The similarity between each of the concepts in the document.

(vi) The association between each of the concepts in the document to determine

the meaning of the document.

Each medical concept is assigned a concept unique identifier (CUI) which

groups together terms that are synonymous. Hence, it considers terms that

have the same meaning, resulting in a reduction of the number of terms re-
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quired to represent a document. For example, the synonyms such as multiple

myeloma, plasma cell myeloma and myelomatosis that are multi-word concepts

are represented by a single node in the concept graph. The edges connect con-

cepts in the document that are related and hence, the meaning of a document is

determined by the connections between the nodes. Since the similarity between

documents consider the relationship between concepts in each document, the

similarity value is based on the meaning of the concepts in the documents,

thereby solving the problem of polysemy.

Each document is initially represented as a concept vector v, whose components

correspond to the weights of the concepts. The proposed weighting is explained

in Section 9.2.2. Since the distribution of the training documents in the classes is

utilised to weight the concepts, the concept weighting approach is supervised.

9.2.2 Supervised Concept Weighting

The medical concepts identified for each document are weighted based on their

relevance to distinguish the documents in different classes. The proposed ap-

proach to weighting concepts assigns higher weights to class specific concepts,

thus reducing the weights of unimportant concepts within each document.

The relevance of medical concepts is determined using the supervised relev-

ance weight (srw), an effective supervised term weight factor to determine the

relevance of a term that is explained in Chapter 4. Each node in the graph

corresponds to a concept (and not a term as in previous Chapters) and an edge

connects related concepts. srw, described in equations 4.8, 4.9, 4.10 in Chapter

4, is applied to calculate the relevance of a concept m which is given below in

equations 9.1, 9.2 and 9.3.

Initially, the concentration of concept m in class Ci compared to its concentration

in other classes is calculated. class rel prob(m, Ci) in Eq. (9.1) denotes the
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concentration of concept m in class Ci where a, b and c denote the number of

documents in class Ci that contain the concept m, the number of documents in

class Ci that do not contain the concept m and the number of documents not in

class Ci that contain the concept m respectively.

class rel prob(m, Ci) = log2(2 +
a

max(1, c)
)× log2(2 +

a
max(1, b)

) (9.1)

To reduce the overweighting of unimportant concepts, the average density of

the concept m in the classes is calculated as shown in Eq. (9.2) where C is the

total number of classes and Ni is the total number of documents in class Ci.

avg density(m) =
∑

C
i=1(

a
Ni
)

C
(9.2)

The calculation of srw for a concept m is computed as shown in Eq. (9.3)

where max class rel(m) is the maximum of the class rel prob(m, Ci) values for

a concept m.

srw(m) = max class rel(m)× log10

(
1

avg density(m)

)
(9.3)

The weight of each concept m in the document is a product of the frequency of

the concept denoted as f (m) and srw of the concept as shown below.

w(m) = f (m)× srw(m) (9.4)

The section 9.2.3 explains the conversion of the list of concepts in a document

to a graph using an ontology-based similarity matrix.
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9.2.3 Enriched Concept Graph Representation of Docu-

ment

A similarity matrix S =
(

si j

)
p×p

is a square matrix of dimension p× p where

p is the number of unique medical concepts in the training documents. The

values in the similarity matrix correspond to the similarity between medical

concepts determined using UMLS semantic network. If there is a parent-child

relationship (is-a relationship) between concept mi and concept m j in the UMLS

semantic network, then the element si j in row i and column j of S should

have a value greater than 0 and is set to 0.5. Since it is a symmetric matrix,

the similarity between mi and m j is equal to the similarity between m j and mi.

We utilise this ontology-based similarity matrix to automatically construct a

graph-based representation of text.

The initial representation of a document as a concept vector v of dimension

p with components corresponding to the weight of the concepts obtained

using Eq. (9.4) is converted to a concept graph using the similarity matrix S.

The matrix operations in Eq. (9.5)-(9.9) given below convert a concept vector

to a concept graph, where nodes correspond to medical concepts and edges

connect medical concepts that have a parent-child relationship in the semantic

network of UMLS. It also creates new nodes that are related to the initial

concepts extracted from the document using QuickUMLS. To assign lower

weights for edges connecting newly created nodes, Smod is created for each

document d from the similarity matrix S. Hence, more importance is given to

the associations between main concepts within the document by reducing the

weights for the links with the newly added concepts using a reduction factor

x ∈ (0, 1] (the lesser the value of x, the higher is the weight reduction).

A vector vmod (of dimension p) is created from v as given below in Eq. (9.5)

where wmod and w correspond to the elements of the vectors vmod and v respect-
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ively and x ∈ (0, 1] is the reduction factor.

wmod =


1 if w > 0

x if w = 0
(9.5)

Smod (of dimension p× p) is obtained by computing the element-wise mul-

tiplication of each row of S with vmod. The concept vector of a document d

denoted as v is converted to a diagonal matrix V which is a matrix created with

the elements of v on the diagonal. The matrix V is then multiplied with Smod

as in Eq. (9.6) to build a concept graph for document d.

A1 = V× Smod (9.6)

The average of the product A1 and its transpose AT
1 is computed as in Eq. (9.7)

to assign weights to edges based on the average weight of the concepts that the

edge connects, the similarity between the nodes (or concepts) and the reduction

factor x. The weights assigned to edges correspond to the strength of association

between the concepts in the document.

A2 =
(A1 + AT

1 )

2
(9.7)

The next step is assigning weights to nodes using the similarity matrix S as in

Eq. (9.8), resulting in node weights based on the weights of similar nodes.

v
∧
= v× S (9.8)

V
∧

is a diagonal matrix obtained by setting v
∧

as the diagonal elements. A2

∧
is

obtained by setting the diagonal elements of A2 to 0. The adjacency matrix E of
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the enriched concept graph is obtained by adding V
∧

and A2

∧
.

E = V
∧

+ A2

∧
(9.9)

Hence, the weight of each node is represented by a self-loop (an edge that

connects a node to itself) and corresponds to the importance of the medical

concept. As in the previous chapter, the graph enrichment is done using

the similarity matrix. The similarity matrix is also utilised to automatically

construct the concept graph and assign weights to edges unlike the method in

Chapter 8.

9.3 Similarity Calculation between Enriched

Concept Graphs

The proposed enriched concept graphs represent the rich information hidden in

text. To utilise the information represented in the graphs to classify documents,

we can use an effective graph similarity measure. Since the information is

represented by the edges of the proposed graph, we need a similarity measure

that compares the structure of the graph representation of the documents.

Hence, an edge walk graph kernel, which is explained in Chapter 8, is used

to measure the similarity between the concept graphs. The similarity between

every pair of documents is computed by calculating the similarity between

enriched concept graph representations of documents. These similarity values

are used to build the kernel matrix which is then used to train SVM classifier and

the classification model built is used for the classification of medical documents.
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9.4 Graph kernel-based Medical Document

Classification

The proposed graph kernel-based medical text classification pipeline is shown

in Figure 9.3. The documents are initially represented as a set of concepts

obtained using QuickUMLS. The supervised term weight factor is utilised to

assign weight to concepts. These concepts are converted to enriched graphs

automatically using a similarity matrix built with ontology-based similarity

values between concepts. A graph kernel-based on edge matching is then

employed to calculate the similarity between a pair of documents. The similarity

values are then used to build a kernel matrix. The kernel matrix is fed to a SVM

to learn and predict the classes of the documents.

Figure 9.3: Medical text classification pipeline. The main contribution in this
chapter is highlighted in the pipeline.

9.5 Experiments and Results

This section describes the experiments performed to evaluate the performance

of the proposed approach on the classification of medical documents. The

datasets used for medical text classification are listed below.
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• Ohsumed Dataset3 - This is a widely used standard text classification

dataset that contains medical abstracts classified into 23 cardiovascular

disease categories. It is a multi-label dataset and the total number of ab-

stracts is 13929. All the documents with more than one label are removed

to obtain a single label dataset, thereby reducing the size of the dataset to

7400 documents.

• Medical Notes Dataset - The dataset contains 1669 medical transcrip-

tion reports obtained from https://www.mtsamples.com. It is classified

into 11 specialities such as Cardiovascular/Pulmonology, Dermatology,

ENT/Otolaryngology, Gastroenterology, Nephrology, Neurology, Obstet-

rics/Gynaecology, Ophthalmology, Orthopaedic, Psychiatry/Psychology

and Urology.

Using QuickUMLS, each medical document is converted to a set of medical con-

cepts. Table 9.1 shows the number of unique terms and concepts in each dataset.

The size of a document is reduced considerably by mapping it to concepts. In

QuickUMLS, the experiments use the default similarity function i.e. Jaccard

similarity measure, the default threshold of 0.7 for minimum similarity between

strings and the default window size of 5 for the limit on the number of tokens

to be considered for matching. An enriched concept graph is automatically

constructed for a document from the set of concepts using a similarity matrix as

explained in Section 9.2. The similarity matrix containing the similarity values

between medical concepts in the training documents, has the similarity of each

concept to its parents/children in the hierarchical relationship in UMLS set to

0.5. The weight reduction factor x in Eq. (9.5) is set to 0.3. Hence, these are set

to reasonable values to reduce the association with the related concepts added

during enrichment compared to the association with the initial concepts. The

edges are weighted based on the features of the concepts that they connect

3http://disi.unitn.it/moschitti/corpora.htm
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such as frequency, relevance, similarity between the concepts and the weight

reduction factor x. The nodes that represent concepts group together synonyms

and the association between concepts help to determine the context of the docu-

ment. The graph similarity using edge walk kernels compare the concepts and

the associations within each document. As the nodes and edges are weighted

effectively, the matching nodes and edges contribute to document similarity

based on their relevance.

Table 9.1: Number of unique terms and concepts

Dataset No. of unique terms No. of unique concepts
Ohsumed 31079 13039

Medical Notes 17985 9361

Tables 9.2, 9.3 and 9.4 show the precision, recall and F1-scores obtained for the

classification of the medical documents using the proposed similarity measure,

linear kernel, cosine similarity, Tanimoto similarity, Sorensen similarity, radial

basis function (RBF) kernel and shortest path graph kernel (with depth equal

to 1). In spgk with depth equal to 1, the graph is equivalent to an unweighted

co-occurrence graph representation where nodes correspond to terms in the

document and the edges connect terms that co-occur within a predefined sliding

window of size 2. Tables 9.5, 9.6 and 9.7 compare the performances (using

train/test split) of the proposed method, the supervised semantic kernels i.e.

CMK and CWK, and neural network-based classifiers such as fastText and

CNN for the classification of the medical documents. The precision, recall and

F1-scores show the superior performance of the proposed approach compared

to the baseline similarity measures and the neural models for medical document

classification.
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Table 9.2: Precision (weighted average) values obtained for medical document
classification using different similarity measures
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Ohsumed 71.48 73.55 62.69 61.30 72.29 57.78 74.94

Medical
Notes

83.70 84.23 81.40 79.06 83.76 75.96 86.71

Table 9.3: Recall (weighted average) values obtained for medical document
classification using different similarity measures
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Ohsumed 69.37 70.30 61.32 58.69 69.51 53.97 73.51

Medical
Notes

83.48 84.14 81.63 79.72 83.54 76.81 86.89

Table 9.4: F1 (weighted average) scores obtained for medical document classi-
fication using different similarity measures
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Ohsumed 69.33 70.50 60.49 57.13 69.63 51.50 73.29

Medical
Notes

83.09 83.70 81.04 78.73 83.15 75.41 86.41
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Table 9.5: Comparison of precision (weighted average) values obtained for
medical document classification using supervised semantic kernels (SVM),
fastText and CNN
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Ohsumed 58.36 64.79 54.32 53.47 53.03 43.92 73.19

Medical
Notes

85.14 84.45 79.91 80.26 77.58 54.30 86.98

Table 9.6: Comparison of recall (weighted average) values obtained for medical
document classification using supervised semantic kernels (SVM), fastText and
CNN
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Table 9.7: Comparison of F1 (weighted average) scores obtained for medical
document classification using supervised semantic kernels (SVM), fastText and
CNN
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The effectiveness of the text similarity measure depends on the method for

document representation. The proposed automatic graph construction method

converts a document to an enriched concept graph, which helps to consider

the semantic relationship between terms in computing document similarity. It

encodes information about the relevant medical concepts and their associations

within the document. The information represented in the graphs is useful to

take into account the relevant content in the documents for calculating the

similarity between documents. The commonly used similarity measures are

based on term overlap. Medical documents contain complex medical terms

and hence, it is important to understand the medical terminology to determine

the content of the document. The proposed method helps to easily incorporate

the medical terms and their relationships from the medical knowledge base

for semantic classification of medical documents. Therefore, the proposed

approach provides (i) a simple technique to convert a document to a concept

graph (ii) an automatic method for graph enrichment that results in adding

related nodes, linking the nodes and weighting the nodes and edges based on

their relevance and (iii) a similarity measure that goes beyond exact matching

to consider relevant content in the documents. This method easily integrates

knowledge into the text classification framework increasing the performance of

classification of text documents.

9.6 Summary

An effective approach is developed to represent and compare the main content

of medical text documents, solving the challenges due to the complex termino-

logy used in these documents. The set of medical concepts in each document are

identified and then converted to an enriched concept graph using a similarity
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matrix. The enrichment adds related concepts, links the associated concepts

and weights the concepts and their associations based on their relevance. The

similarity between the enriched concept graphs is computed using a graph

kernel and is used to classify medical text documents. The proposed method

easily incorporates the knowledge from UMLS semantic network into the text

classification framework. Based on evaluation metrics of precision, recall and

F1-scores, the proposed method achieves significantly higher classification per-

formance than the widely used similarity measures for similarity-based text

classification.

178



CHAPTER

TEN

CONCLUSION AND FUTURE WORK

Text classification assigns natural language texts with class labels from a pre-

defined set. Machine learning is used for automatic text classification mainly

due to its effectiveness and reduction in expert labour. Text classification has a

wide variety of applications including document indexing, document organ-

ization, spam filtering, sentiment analysis and language identification. The

features that represent the text document should be effective to improve the

performance of the text classification. The traditional vector space model rep-

resentation is based on a term independence assumption and represents a

document as a vector of numerical values corresponding to the weights of the

terms in the document. The weights are usually based on the frequencies of

the terms in text. However, it does not consider the structure of terms in the

document, such as the order of terms or the syntactic and the semantic informa-

tion. Since the structure of terms in the document is important to portray the

meaning of the document, eliminating the structural information in the repres-

entation of a natural language document negatively affects the performance of

a text classification system. A graph-based representation of text can capture

important information in text, such as term order, term co-occurrence, and term

context, that is lost in the bag-of-words model. Text modelled as graphs have

been used for several text processing applications including classification, in-
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formation retrieval, word-sense disambiguation, keyword extraction, sentence

extraction and summarization.

This thesis focusses on capturing and utilising efficiently the structural inform-

ation in text for improving text classification accuracy. The main contributions

of this work are summarised below.

10.1 Summary of Contributions

• Graph-based term weighting using node centrality measures is a simple

and efficient method compared to other graph-based approaches that

utilise structural information for text classification. Since the performance

of centrality-based term weighting scheme for text classification could

be improved by utilising the information about the class membership of

training documents, a supervised graph-based term weighting scheme

is developed (Chapter 4) that utilises the rich information in text and

the relationship of the terms to the predefined classes. It is a class-based

function that considers the co-occurrence information in text. Using an

effective representation that considers the structure information in text

and an appropriate term weighting measure that takes into account the

relationship between terms and the term’s relevance to the classification

task increases the performance of text classification.

• A graph-based framework is developed (Chapter 5) for text classification

that represents each class as a graph, in order to utilise the structural

information in the labelled training documents. Efficient graph-theoretic

techniques such as network centrality measures and k-core decomposition

(Chapter 6) are used in the proposed text classification framework to de-

termine each term’s relevance in classifying the documents into different

classes. A graph reduction method is also developed using k-core decom-
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position to reduce the size of the text graph and eliminate the irrelevant

terms for increasing efficiency.

• The effect of term weighting schemes on the performance of structured

regularization for text classification was investigated (Chapter 7). The

semantic similarity information is added to the class graphs to define

accurate groups of correlated features for structured regularization. The

combination of the graph-based term weighting and structured regulariz-

ation that considers structural information in both text representation and

learning phase boosts the performance of text classification. It helps in

building a compact and accurate model. As there are more parameters

to tune in structural regularizers, the computational complexity is high

for structured regularizers compared to unstructured regularizers. The

structured regularizers reach convergence faster with the proposed graph-

based term weighting method compared to the baseline term weighting

methods.

• A novel method is developed to weight the graph and automatically en-

rich the graphs using a word similarity matrix (Chapter 8). This enables

the graph similarity measure to consider the relevant content in the doc-

uments and to go beyond exact matching of terms and relationships. It

is a simple and effective method and does not require the calculation of

similarity between every pair of words to determine the semantic sim-

ilarity between documents. It easily incorporates knowledge into the

text classification framework through the word similarity matrix. This

technique can be easily adapted for different text classification tasks by

designing the similarity matrix accordingly.

• The graph enrichment method developed is utilised to automatically

build, weight and enrich medical concept graphs (Chapter 9). The sim-

ilarity matrix is built using similarity values between medical concepts
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determined with the help of the UMLS semantic network. The simil-

arity between the concept graphs is calculated to classify the medical

text documents effectively. This method easily integrates medical know-

ledge into the text classification framework increasing the performance of

classification of medical text documents.

10.2 Future Work

• Introducing term weighting method in a neural model helps it to focus

on important words [198–202]. The term weighting methods can be

utilised in different ways in neural models. The embeddings can be

trained by optimizing weighted objective function [198, 199]. The term

weights can also be used to calculate the weighted sum/average of word

embeddings [200]. The weight of each term in the document can be

initialized using term weighting and then fine-tuned during training

[201, 202]. Term weighting can guide the training of neural models. The

embeddings can be trained to give more focus on important words and

ignore irrelevant words. Even though neural models have the ability

to learn features automatically, the information on the term weights is

useful to improve the text embeddings. There has been improvement

in classification accuracy by using term weighting schemes for dense

representation. Better features can be learned by introducing effective

term weighting methods in neural models. The proposed graph-based

term weighting methods can be utilised in neural models to identify the

relevant words to guide the training of neural networks and improve the

feature learning ability.
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• The proposed graph decomposition method shows how the size of the text

graph can be reduced without affecting the text classification performance.

This can be applied mainly for large graphs before implementing graph

algorithms to improve their efficiency on large graphs.

• In graph neural networks for text classification, representation learning

on graph-based text representation extracts the document features which

are fed into a deep neural network for classification [203]. The proposed

enriched graph can be utilised in this graph-based representation learning

approach for text classification to extract the relevant features and improve

its performance.

• Learning distributed representation of the proposed knowledge enriched

graphs can result in explicit vector representation of graphs. Since these

enriched graphs have similar structure for similar documents, learning

the representation of the entire graph can provide high quality document

embeddings with less training. These compressed representations of the

graphs can then be used for several text analysis tasks such as document

classification, clustering and information retrieval.

• The automatic graph enrichment method can be further explored by

embedding knowledge from different knowledge bases to design more ef-

fective word similarity matrix and evaluate its effect on text classification.

• The proposed domain-specific text classification framework can be adap-

ted for different domains by designing the similarity matrix based on the

domain.
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• Incorporating knowledge into text classification framework could be

especially beneficial in cases where there is less training data. Hence, the

graph enrichment method can even enhance the performance of semi-

supervised text classification.

• The graph enrichment method can be extended to calculate similarity

between text documents for other applications such as document cluster-

ing, information retrieval and relevance-based document ranking.
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networks,” Physical Review E, vol. 69, no. 5, p. 051915, 2004.
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[138] G. Siolas and F. d’Alché Buc, “Support vector machines based on a se-

mantic kernel for text categorization,” in Neural Networks, 2000. IJCNN

2000, Proceedings of the IEEE-INNS-ENNS International Joint Conference on,

vol. 5. IEEE, 2000, pp. 205–209.

[139] S. Bloehdorn, R. Basili, M. Cammisa, and A. Moschitti, “Semantic kernels

for text classification based on topological measures of feature similarity,”

in Data Mining, 2006. ICDM’06. Sixth International Conference on. IEEE,

2006, pp. 808–812.

[140] J. A. Nasir, A. Karim, G. Tsatsaronis, and I. Varlamis, “A knowledge-

based semantic kernel for text classification,” in International Symposium

on String Processing and Information Retrieval. Springer, 2011, pp. 261–266.

[141] N. Cristianini, J. Shawe-Taylor, and H. Lodhi, “Latent semantic kernels,”

Journal of Intelligent Information Systems, vol. 18, no. 2-3, pp. 127–152, 2002.

[142] P. Wang and C. Domeniconi, “Building semantic kernels for text classific-

ation using wikipedia,” in Proceedings of the 14th ACM SIGKDD interna-

tional conference on Knowledge discovery and data mining. ACM, 2008, pp.

713–721.

[143] T. Wang, W. Li, F. Liu, and J. Hua, “Sprinkled semantic diffusion ker-

nel for word sense disambiguation,” Engineering Applications of Artificial

Intelligence, vol. 64, pp. 43–51, 2017.

202



[144] B. Altınel, M. C. Ganiz, and B. Diri, “A corpus-based semantic kernel

for text classification by using meaning values of terms,” Engineering

Applications of Artificial Intelligence, vol. 43, pp. 54–66, 2015.

[145] B. Altınel, B. Diri, and M. C. Ganiz, “A novel semantic smoothing ker-

nel for text classification with class-based weighting,” Knowledge-Based

Systems, vol. 89, pp. 265–277, 2015.

[146] S. Srivastava, D. Hovy, and E. Hovy, “A walk-based semantically enriched

tree kernel over distributed word representations,” in Proceedings of the

2013 Conference on Empirical Methods in Natural Language Processing, 2013,

pp. 1411–1416.

[147] J. Kim, F. Rousseau, and M. Vazirgiannis, “Convolutional sentence kernel

from word embeddings for short text categorization,” in Proceedings of the

2015 Conference on Empirical Methods in Natural Language Processing, 2015,

pp. 775–780.

[148] D. Haussler, “Convolution kernels on discrete structures,” Technical

report, Department of Computer Science, University of California â¦,
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