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Abstract

Emerging mobile and IoT technologies, in conjunction with the progress which

has been made in the field of Artificial Intelligence, are paving the way to novel

smart technology based applications capable of delivering innovative e-health

solutions. Despite the level of maturity reached by these solutions to date both

in simulated and controlled environments, several studies have highlighted their

inability to adapt to the new conditions they are faced with when they are

deployed in a free-living uncontrolled environment, and in particular when dealing

with new subjects.

Within this context, the main contributions of this Thesis can be summarised

as follows. Firstly, a flexible software architecture supporting the in situ adapta-

tion of models has been proposed. Consequently, personalisation methods have

been investigated in an attempt to identify a viable approach to implementing

a model’s adaptation based on the characteristics of a final target subject. As a

result of this investigation, a personalisation method has been proposed and eval-

uated on a large publicly available real-world dataset. Results obtained on the

dataset including data from 57 subjects confirmed that the personalised model

outperforms its generic equivalent improving the recognition balanced accuracy

value by almost 20%, from 55.60% to 74.81%.

Finally, the proposed elements within this body of research have been assem-

bled with the aim of building a flexible software architecture capable of support-

ing the application of smart technologies within a behaviour change intervention

framework for the monitoring of physical activities in older adults.



3

Contents

I Introduction 14

1 Introduction 15

1.1 Physical Activity Monitoring . . . . . . . . . . . . . . . . . . . 16

1.2 Problem statement . . . . . . . . . . . . . . . . . . . . . . . . 18

1.3 Thesis Contribution . . . . . . . . . . . . . . . . . . . . . . . 20

1.4 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2 Related Work 27

2.1 Human Activity Recognition . . . . . . . . . . . . . . . . . . . 27

2.2 Sensor-based Human Activity Recognition (HAR) . . . . . . . . 29

2.2.1 Formalisation of the HAR problem . . . . . . . . . . . 30

2.3 ARC - Activity Recognition Chain . . . . . . . . . . . . . . . . 31

2.3.1 Pre-processing . . . . . . . . . . . . . . . . . . . . . . 31

2.3.2 Segmentation . . . . . . . . . . . . . . . . . . . . . . 32

2.3.3 Feature extraction . . . . . . . . . . . . . . . . . . . . 34

2.4 Classification . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.4.1 Knowledge-driven . . . . . . . . . . . . . . . . . . . . 36

2.4.2 Data-driven . . . . . . . . . . . . . . . . . . . . . . . 37

2.5 Performance Metrics . . . . . . . . . . . . . . . . . . . . . . . 42

2.6 Challenges obstructing real-world deployment . . . . . . . . . . 45

2.6.1 Real-World Data . . . . . . . . . . . . . . . . . . . . . 45

2.6.2 Lack of labelled datasets . . . . . . . . . . . . . . . . . 46

2.6.3 Class Imbalance . . . . . . . . . . . . . . . . . . . . . 49



4

2.6.4 Cross-subject variability . . . . . . . . . . . . . . . . . 50

2.7 Challenges addressed in this thesis . . . . . . . . . . . . . . . . 50

II Personalised Activity Recognition 57

3 Heuristic Based Semi-Automatic Data Annotation for HAR 58

3.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 59

3.1.1 Offline Annotation Tools . . . . . . . . . . . . . . . . . 60

3.1.2 Online methods . . . . . . . . . . . . . . . . . . . . . 61

3.1.3 Limitations of current online annotation solutions . . . . 62

3.2 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.3 Experiment I: Learning using Weak Labels . . . . . . . . . . . 65

3.3.1 Segmentation and feature extraction . . . . . . . . . . 67

3.3.2 Classification . . . . . . . . . . . . . . . . . . . . . . . 67

3.3.3 Evaluation Methodology . . . . . . . . . . . . . . . . . 68

3.3.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 70

3.3.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . 70

3.4 Experiment II: Improved Labelling Heuristic . . . . . . . . . . . 72

3.4.1 Improved Heuristic . . . . . . . . . . . . . . . . . . . . 72

3.4.2 Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3.4.3 Feature extraction and classification . . . . . . . . . . . 77

3.4.4 Evaluation Methodology . . . . . . . . . . . . . . . . . 77

3.4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 78

3.4.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . 80

3.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4 Personalisation of HAR Models 85

4.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.1.1 Personalisation Approaches . . . . . . . . . . . . . . . 87

4.1.2 Overview of Personalisation approaches . . . . . . . . . 88

4.1.3 Performances and Limitations of personalisation methods 91

4.2 Proposed Personalisation Method . . . . . . . . . . . . . . . . 94

4.2.1 A semi-population strategy for weight initialisation . . . 96



5

4.3 Classification approach . . . . . . . . . . . . . . . . . . . . . . 99

4.4 Evaluation Methodology . . . . . . . . . . . . . . . . . . . . . 100

4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5 Feature Learning for HAR using Deep Learning 110

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 112

5.3 Experiment I: Comparing HCF and CNN features . . . . . . . . 115

5.3.1 Evaluation Methodology . . . . . . . . . . . . . . . . . 115

5.3.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.3.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . 122

5.4 Experiment II: Addressing the cold-start problem . . . . . . . . 124

5.4.1 Evaluation Methodology . . . . . . . . . . . . . . . . . 125

5.4.2 Results . . . . . . . . . . . . . . . . . . . . . . . . . . 127

5.4.3 Discussion . . . . . . . . . . . . . . . . . . . . . . . . 128

5.5 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

6 Improving the generalisation of Deep Learning HAR models 131

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

6.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 132

6.3 The Experiment . . . . . . . . . . . . . . . . . . . . . . . . . 133

6.3.1 The UU dataset . . . . . . . . . . . . . . . . . . . . . 134

6.3.2 Balanced Batch Learning . . . . . . . . . . . . . . . . 135

6.3.3 Improving DL models’ generalisation with real-world data 136

6.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

6.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

6.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139



6

III Conclusion 141

7 Future Works: Promoting Physical Activity using Smart Tech-

nologies 142

7.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . 143

7.2 Monitoring PA in older adults . . . . . . . . . . . . . . . . . . 146

7.2.1 Current limitations . . . . . . . . . . . . . . . . . . . . 147

7.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.3.1 Physical Activity Monitoring . . . . . . . . . . . . . . . 151

7.3.2 The Web Portal . . . . . . . . . . . . . . . . . . . . . 154

7.3.3 The mobile app User Interface . . . . . . . . . . . . . . 155

7.3.4 Multi-modal Virtual Coach . . . . . . . . . . . . . . . 156

7.3.5 The data storage module . . . . . . . . . . . . . . . . 159

7.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 167

8 Conclusion 171

8.1 Summary of the findings . . . . . . . . . . . . . . . . . . . . . 172

8.1.1 Online semi-automatic annotation . . . . . . . . . . . . 173

8.1.2 Personalisation of models . . . . . . . . . . . . . . . . 173

8.1.3 Experimenting on real-world datasets . . . . . . . . . . 174

8.1.4 Behaviour Change . . . . . . . . . . . . . . . . . . . . 175

8.2 Limitations of this work . . . . . . . . . . . . . . . . . . . . . 175

8.3 Lessons learned . . . . . . . . . . . . . . . . . . . . . . . . . . 176

8.4 Future Directions . . . . . . . . . . . . . . . . . . . . . . . . . 177

Appendices 181



7

List of Figures

2.1 Activity Recognition Chain . . . . . . . . . . . . . . . . . . . . 31

2.2 Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.3 Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.4 Preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.1 Annotation Methods . . . . . . . . . . . . . . . . . . . . . . . 60

3.2 Online training architecture . . . . . . . . . . . . . . . . . . . 64

3.3 Data collection architecture . . . . . . . . . . . . . . . . . . . 65

3.4 Weak labels . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.5 Screenshot of the labeling app . . . . . . . . . . . . . . . . . . 69

3.6 Weakly Supervised Learning Curve . . . . . . . . . . . . . . . 71

3.7 Heuristic fuzzy variables . . . . . . . . . . . . . . . . . . . . . 73

3.8 Heuristic function ground truth . . . . . . . . . . . . . . . . . 75

3.9 Heuristic Accuracy . . . . . . . . . . . . . . . . . . . . . . . . 79

4.1 Personalisation Method . . . . . . . . . . . . . . . . . . . . . 95

4.2 Clustering User Vectors . . . . . . . . . . . . . . . . . . . . . 97

4.3 Clustering-based Semi-Population . . . . . . . . . . . . . . . . 98

4.4 Confusion matrices for the target activities using: (a) 5-random,

(b) 5-closest, (c) 5-random adapted (d) 5-closest adapted. . . . 102

4.5 Macro-average F-score values obtained with an increasing num-

ber of data fragments for adaptation. . . . . . . . . . . . . . . 104

4.6 Boxplot showing measured balanced accuracy using the n closest

user, and worst, average, best cases for n random users. . . . . 105

5.1 Conventional vs. CNN Automatic Feature Extraction . . . . . . 114



8

5.2 Temporal Convolution . . . . . . . . . . . . . . . . . . . . . . 114

5.3 HCF CNN Feature Test Architecture . . . . . . . . . . . . . . 118

5.4 Principal Component Analysis (PCA) for the IMU sensor on fea-

ture space obtained by increasing the number of layers 1-CNN,

2-CNN, and 4-CNN (a); and (b) increasing the kernel size k = 2,

k = 8 and k = 32. . . . . . . . . . . . . . . . . . . . . . . . . 119

5.5 Visual comparison of HCF and CNN . . . . . . . . . . . . . . . 120

5.6 Confusion matrices with CNN and HCF . . . . . . . . . . . . . 120

5.7 CNN architecture Batch Normalization . . . . . . . . . . . . . 121

5.8 Confusion matrices with NULL class . . . . . . . . . . . . . . . 122

5.9 Using pre-trained CNN Feature Extractor . . . . . . . . . . . . 125

5.10 Confusion matrices using pre-trained CNN . . . . . . . . . . . 127

6.1 RS Dataset distribution . . . . . . . . . . . . . . . . . . . . . 135

7.1 Rich Context Information for JITAI . . . . . . . . . . . . . . . 150

7.2 Step counter function . . . . . . . . . . . . . . . . . . . . . . 151

7.3 First derivatibe of steps count . . . . . . . . . . . . . . . . . . 152

7.4 Average daily distribution of spm . . . . . . . . . . . . . . . . 152

7.5 User PA Scatter plot . . . . . . . . . . . . . . . . . . . . . . . 153

7.6 Combined GPS Step counter Activity classification . . . . . . . 153

7.7 Bubble chart of GPS History . . . . . . . . . . . . . . . . . . . 154

7.8 PA Timeline . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

7.9 User Activity and time spent out of home . . . . . . . . . . . . 156

7.10 App User Interface . . . . . . . . . . . . . . . . . . . . . . . . 157

7.11 Multi-Modal Virtual Coach . . . . . . . . . . . . . . . . . . . 158

7.12 Alexa Skill Integration . . . . . . . . . . . . . . . . . . . . . . 162

8.1 Conceptual Overview of the overall work . . . . . . . . . . . . 172

2 Transtheoretical Model . . . . . . . . . . . . . . . . . . . . . . 183



9

List of Tables

1.1 Chapters overview of thesis. . . . . . . . . . . . . . . . . . . 21

1.2 List of related publications. . . . . . . . . . . . . . . . . . . . 23

2.1 Overview of publicly available Datasets for HAR . . . . . . . . 48

3.1 Feature set used in the experiment. . . . . . . . . . . . . . . . 67

3.2 Confusion matrices with fully and weakly supervised approaches 71

3.3 Number of samples with manual labelling composing the ground

truth. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

3.4 Ground truth dataset . . . . . . . . . . . . . . . . . . . . . . 78

3.5 Precision, recall and F-score measured using 10-fold cross valida-

tion for all classifiers. . . . . . . . . . . . . . . . . . . . . . . 79

3.6 Normalised Confusion Matrix obtained using the Neural Network

(NN) that measured the highest F-score Adapted from (Cruciani

et al., 2018a). . . . . . . . . . . . . . . . . . . . . . . . . . . 79

4.1 Overview of studies on personalisation . . . . . . . . . . . . . 92

4.2 Overview of recognition performances of adaptation methods com-

pared to the generic approach . . . . . . . . . . . . . . . . . . 93

4.3 The set of 44 features used in the experiment: 22 from the ac-

celerometer, 22 from the gyroscope signal. . . . . . . . . . . . 100

4.4 Precision, Recall and F-score obtained with a generic and per-

sonalised using proposed method and random selection . . . . . 103

4.5 Results of the t-test analysis performed using balanced accuracies

values obtained in the 57 subjects population using the n-closest,

n-random worst, average and best case. . . . . . . . . . . . . . 105



10

5.1 Precision, Recall and F-Score obtained on UCI-HAR Dataset us-

ing Human Crafted Features (HCF) and CNN features obtained

with different parameters using accelerometer and gyroscope.

Adapted from (Cruciani et al., 2019). . . . . . . . . . . . . . . 121

5.2 Precision, Recall and F-Score obtained with the CNN classifier

using accelerometer and gyroscope signal. . . . . . . . . . . . . 123

5.3 Average Precision, Recall and F-Score obtained with 5-fold vali-

dation on the Extrasensory dataset. . . . . . . . . . . . . . . . 127

6.1 Accuracy measured in Cross-validating the model between Ex-

trasensory (train and validation) and UU dataset (test) using

different optimisers. Adapted from (Cruciani et al., 2019) . . . 137

6.2 Macro-averaged Precision, Recall and Accuracy values measured

on UU dataset for all subjects. Adapted from (Cruciani et al.,

2019). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

7.1 Example of utterances and responses . . . . . . . . . . . . . . 158

1 TTM Stages of change . . . . . . . . . . . . . . . . . . . . . 182

2 Comparison of Virtual Coaching implementations . . . . . . . . 188



11

Abbreviations

AAL Ambient Assisted Living

AI Artificial Intelligence

API Application Programming Interface

AR Activity Recognition

ARC Activity Recognition Chain

ADL Activities of Daily Living

BBL Balanced Batch Learning

BCT Behaviour Change Technique

CNN Convolutional Neural Network

COPD Chronic obstructive pulmonary disease

CRF Conditional Random Field

DBMS Database Management System

DL Deep Learning

DNN Deep Neural Network

DT Decision Tree

EP Emerging Pattern

FBM Fogg’s Behaviour Model



12

FFT Fast Fourier Transform

GUI Graphical User Interface

HAR Human Activity Recognition

HCF Human Crafted Features

HCI Human-Computer Interaction

HMM Hidden Markov Models

IMU Inertial Measurement Unit

IML Interactive Machine Learning

IoT Internet of Things

JITAI Just-In-Time Adaptive Intervention

kNN k-Nearest Neighbours

KR Knowledge Representation and Reasoning

LOO Leave-One-Out

LOSO Leave-One-Subject-Out

LSTM Long Short-Term Memory

MET Metabolic Equivalent of Task

MI Motivational Interviewing

ML Machine Learning

MLP Multilayer Perceptron

MGD Multivariate Gaussian Distribution

NBC Naive Bayes Classifier

NN Neural Network



13

NTP Network Time Protocol

PA Physical Activity

PCA Principal Component Analysis

PMML Predictive Model Markup Language

PSD Power Spectral Density

ReLU Rectified Linear Unit

RF Random Forest

RKELM Reduced Kernel Extreme Learning Machine

RNN Recurrent Neural Network

ROC Receiver operating characteristics

SB Sedentary Behaviour

SCT Social Cognitive Theory

SDT Self Determination Theory

SGD Stochastic Gradient Descent

SHL University of Sussex-Huawei Locomotion

SMOTE Synthetic Minority Oversampling Technique

SSML Speech Synthesize Markup Language

SVM Support Vector Machine

TransRKELM Transfer Learning Reduced Kernel Extreme Learning Machine

TTM Transtheoretical Model

UI User Interface



14

Part I

Introduction



15

Chapter 1

Introduction

In an article on Artificial Intelligence (AI) (Levesque, 2014), Hector Levesque

challenged state-of- the-art AI systems in answering a simple question:

”Could a crocodile run a steeplechase?”

Despite the absurdity of the question, we can assert with reasonable certainty

that the answer is no, considering that with its short legs, it would be impossible

to jump over the normal height of obstacles in a steeplechase. Different consid-

erations would be made if changing the subject of the question to a ’gazelle’,

for instance. With this provocative example, Levesque was highlighting one of

the unique characteristics of human intelligence, i.e. the ability of processing

unexpected (unseen) data, with very limited contextual information. Naturally,

we make use of background knowledge to answer such a question, in a similar

way an AI solution could try to scrape information on the question’s keywords

from the internet. Levesque’s challenge was later proposed to the research com-

munity (Davis et al., 2017). Answering such a question is still too complex a

task for state-of-the-art AI, and represents one of the most debated topics in the

research community (Richard-Bollans et al., 2018; Ruan et al., 2019; Prakash

et al., 2019). Modern AI comes in many different forms and implementations,

therefore, addressing this problem as a whole is unrealistic. Trying to limit the

scope of the problem, a major hurdle that data-driven AI models face, resides in

their ability to deal with new data, or in other words to generalise with unseen

data (El Naqa and Murphy, 2015). This problem usually occurs when putting

AI models in their final working environment; where they face the difficulty of
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dealing with a new context, new subjects, or, more generally, new working condi-

tions. Consequently, this work aims at tackling generalisation issues of AI models

in real-world deployment.

This introductory chapter presents an overview of this Thesis. Section 1.1

introduces the research project that framed this research. Section 1.2 provides

the problem statement. Section 1.3 briefly describes the main contributions of

this work. Finally, Section 1.4 provides the outline of the remainder of this work.

1.1 Physical Activity Monitoring

The research underlying this thesis was conducted within the ACROSSING1

project: an EU research project funded under the Innovative Training Networks

(ITN) Marie Sk lodowska-Curie action. The project aimed at developing novel

technologies, supporting smarter assisted living for older adults. The project

funded 15 PhD research sub-projects, including the work presented here. Within

ACROSSING, the goal of this work was the development of a smart applica-

tion for Physical Activity (PA) monitoring, and the promotion of a more active

and healthier lifestyle among older adults. Sedentarism, and inadequate levels

of PA are among the most common poor health behaviours in the population;

a list that includes also smoking, poor dietary habits and elevated alcohol con-

sumption (Wilson et al., 2019). Several studies have confirmed how poor health

behaviours are related to an increased mortality rate in the population, with 40%

of premature deaths deemed to be related with poor health behaviours (Wilson

et al., 2019). Older adults represent the most inactive segment in the popula-

tion, with more than 60% of people aged over 65 conducting a predominantly

sedentary lifestyle (Harvey et al., 2013; Khaghani-Far et al., 2016).

In an effort to reduce the occurrence of poor health behaviours, Behaviour

Change Theories (BCTs) aiming at promoting and maintaining a healthier lifestyle

have been proposed, and their effectiveness has been investigated (Michie et al.,

2013; Vandelanotte et al., 2016; Short et al., 2018). Behaviour change studies

specifically targeting inadequate levels of PA have also been investigated. Im-

1www.acrossing-itn.eu
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plementing a behaviour change intervention tackling sedentarism requires two

essential pieces of information, the first of which is a set of guidelines indicating

recommended levels of PA. Secondly, it requires a way to assess the amount

of conducted exercise, thus intervening trying to motivate a subject in fulfilling

those requirements when prolonged sedentary behaviours are observed (Spruijt-

Metz and Nilsen, 2014; Vandelanotte et al., 2016).

The PA guidelines for the UK (Department of Health and Social Care, 2019)

recommend a minimum of 30 minutes of moderate intensity activity, at least 5

times a week as minimum requirements in terms of PA for older adults. The

assessment of conducted levels of exercise, unfortunately, is not an easy task.

So far, behaviour change studies have generally been collecting such information

by means of self-reporting; e.g., with subjects filling a questionnaire at the end

of the day indicating an estimate of conducted exercise (Harvey et al., 2013;

Friederichs et al., 2014; Khaghani-Far et al., 2016). Such an estimate is often

biased, and usually provides a poor approximation of PA levels. In (Harvey et al.,

2013), a comparison between self-reported and objective automatic assessment

of PA was conducted for the older adult case. The experiment compared self-

reported information with PA levels measured using a wearable accelerometer.

Results highlighted how 67% of the subjects were sedentary for more than 8

hours a day, against 60% of subjects self-reporting only between 2 and 4 hours

of sedentary time.

Moreover, the automatic and objective assessment of PA is only one among

the main limitations of current behaviour change interventions. An additional

limitation resides in the fact that such interventions are static, i.e. they intervene

(for instance suggesting the subject to do some exercise) at a predefined schedule,

whereas a subject’s motivation that could determine success or failure of the

suggestion is constantly changing in real-time (Spruijt-Metz and Nilsen, 2014;

Wilson et al., 2019).

The progress of technology has witnessed a major acceleration in recent years,

with the proliferation of hundreds of mobile apps in the Google Play and Apple

App Store aiming at promoting a healthier and more active lifestyle (Wilson et al.,

2019). Available commercial apps, however, are predominantly targeting active
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healthy subjects, rather than the older adult cohort (Khaghani-Far et al., 2016).

Moreover, the assessment of PA is usually imprecise and does not guarantee to

meet minimal requirements for PA (Le-Masurier et al., 2003; Jennings et al.,

2018).

AI and the automatic detection of locomotion activities (sitting, standing,

walking, running and cycling) provides the potential of offering better and more

precise support to the delivery of similar interventions. AI models can detect

a subject’s locomotion state with 90% accuracy using a smartphone’s inertial

sensors. This level of accuracy, however, has been obtained only in controlled

environments (Morales and Akopian, 2017). Moving such models in a real-world

scenario still requires multiple challenges to be addressed. In (Papagiannaki

et al., 2019), the authors highlighted the limitations of an AI model trained on

active healthy subjects, when applied to older adults for PA monitoring, with

accuracy reported to be approximately 61.7%.

This issue introduces the main research question underlying this investigation,

i.e. trying to address the generalisation limits of an AI model when dealing with

a new subject.

1.2 Problem statement

The detection of locomotion states is one of the main branches of research into

Human Activity Recognition (HAR). To date, AI models for HAR have been

predominantly implemented following the ’one-size-fits-all’ paradigm, applying

the same model for all subjects. Despite the fact that, ideally, AI models should

be able to generalise well for all subjects, a significant decrease of performance

in terms of accuracy has been observed when a model has to deal with a new

subject (Hong et al., 2016). The situation is even more complex when targeting

older adults, that typically correspond to different levels of frailty, further increas-

ing the complexity of cross-subject variability phenomena (Papagiannaki et al.,

2019). Consequently, cross-subject variability forms the core investigation of this

work. Several methods have been proposed to deal with cross-subject variability.

The most prominent consists in adapting a pre-existing model to a new subject’s
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characteristics, thus implementing personalisation (Hong et al., 2016). Person-

alisation through model adaptation, however, is not the only method to address

cross-subject variability, and alternative approaches have been proposed. Among

those, it is worth mentioning profiling techniques, that aim at addressing cross-

subject variability by grouping subjects based on some similar characteristics such

as their age group, or their level of motivation, as in Friederichs et al. (2015).

Profiling reduces the complexity of the problem by reducing the number of mod-

els to be considered to the number of groups in which the subjects are divided.

Considering the objective of the project, however, the aim of personalisation was

to improve the automatic assessment of physical activities rather than targeting

personalised behaviour change intervention. As such, a profiling technique as in

Friederichs et al. (2015) was not applicable. The alternative option of grouping

subjects based on their age group was also discarded, considered that this type of

adaptation targets only inter-group differences, assuming that all subjects within

the same group will have a similar behaviour. When targeting older adults, how-

ever, intra-group differences ascribable to different level of frailty represent the

main obstacle (Papagiannaki et al., 2019).

Personalisation implemented through model adaptation inherently requires

an online scenario, in which an AI model is expected to evolve over time in or-

der to reduce the detrimental effect that cross-subject variability may introduce.

This online scenario, at the same time, introduces further challenges. Online

adaptation of AI models typically relies on the presence of new labelled data

belonging to the target subject. Presence of such data represents one of the

biggest obstacles not only for personalisation, however, more generally for any

pervasive health scenario (Yordanova, 2019). Crowd labelling approaches have

been proposed to deal with this problem, involving the final target subject in

the process of data labelling, as for instance in (Cleland et al., 2014). Crowd

labelling is usually implemented through a mobile app soliciting the target sub-

ject’s interaction in order to obtain new labelled data fragments (Cleland et al.,

2014). This approach provides a simplified way to gather required information to

implement models’ adaptation, thus enabling an online personalisation scenario.

On the other hand, this approach requires subject interaction, thus introducing
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the risk of being perceived as time-consuming from the user perspective. More-

over, an uncontrolled labelling process can result in label noise, in the form of

incorrect labels, for instance because of distraction or misinterpretation of a label

(Yordanova et al., 2018).

1.3 Thesis Contribution

As previously mentioned, the goal of this work is to address the generalisation

limitation of AI models when dealing with new subjects and in the real-world.

More specifically the following contributions can be identified:

1. A semi-automatic labelling process is proposed in order to enable an on-

line adaptation scenario, while at the same time reducing the amount of

interaction required by the target subject, in order to obtain new labelled

data points for adaptation.

2. An adaptation strategy implementing personalisation is proposed and eval-

uated on a large real-world datasets.

3. Other generalisation issues affecting AI models when deployed in their final

working environment are also addressed, specifically in the case of Deep

Learning (DL) approaches.

4. Finally, a use case is presented where proposed methods are deployed within

a real-world scenario.

1.4 Thesis Outline

This section introduces the outline of this work, specifying how the main con-

tributions are distributed in the following Chapters. Table 1.1 shows a general

overview on how contents and contributions are collocated in the remainder of

this work. Table 1.2 summarises the main peer-reviewed publications produced

during the project.
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Table 1.1: Chapters overview of thesis.

Chapter Thesis Goal Related Publications

Part I: Introduction

2 Overview of Related Work on HAR, –
main limitations and current challenges.

Part II: Activity Recognition

3 A semi-automatic labelling approach is proposed (Cruciani et al., 2018a)

to deal with the problem of data annotation (Cruciani et al., 2018b)

enabling an online adaptation scenario.

4 Dealing with cross-subject variability (Cruciani et al., 2019a)

and personalisation of models

5 Addressing the cold-start problem (Cruciani et al., 2019c)

when using Deep Learning for feature learning (Cruciani et al., 2020)

6 Improving generalisation of Deep Learning (Cruciani et al., 2019b)

models with unknown subjects

Part IV: Conclusion

7 Monitoring Physical Activity (Cruciani et al., 2017a)

using technology (Cruciani et al., 2017b)

8 Conclusion

The remainder of the thesis is summarised as follows: Chapter 2 provides

a general overview of relevant literature, highlighting the main challenges re-

garding HAR, and the limitations of current solutions. This literature review

aimed at identifying the main open challenges in the field of HAR. Some of

these challenges have consequently been addressed in the following chapters. In

particular, Chapter 3 describes the semi-automatic method proposed for data

labelling, facilitating an online adaptation scenario. Building on the proposed

online scenario, Chapter 4 reports on the proposed method for personalisation.

Chapter 5 and 6 report on proposed methods to further improve generalisation,

addressing collateral issues, specifically in the case of DL approaches. Chap-

ter 7 reports on a developed prototype application, and a case study evaluating

proposed methods from a usability perspective in a real-world scenario. Finally,

conclusions are drawn in Chapter 8, providing a general discussion on the main

findings, their potential future applications and the main limitations.
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Table 1.2: List of related publications.

Journal Articles
F Cruciani, I Cleland, C Nugent, P McCullagh, K Synnes and J Hallberg

Automatic Annotation for Human Activity Recognition in Free Living Using a Smartphone

In Sensors (7) 2203, MDPI, 2018.

F Cruciani, A Vafeiadis, C Nugent, I Cleland, P McCullagh, K Votis, D Giakoumis, et al.

Feature learning for Human Activity Recognition using Convolutional Neural Networks

In Springer CCF Transaction on Pervasive Computing and Interaction, 1-15, 2020.

F Cruciani, C Nugent, J Medina, I Cleland, P McCullagh, K Synnes and J Hallberg

Personalizing Activity Recognition with a Clustering based Semi-Population Approach

In IEEE Transactions on Human-Machine Systems, (under review).

Conference Papers
F Cruciani, C Nugent, I Cleland, P McCullagh

”Rich context information for Just-In-Time Adaptive Intervention promoting physical activity”

In Proc. 39th IEEE Int. Conf. Engineering in Medicine and Biology Society (EMBC), 2017.

F Cruciani, C Nugent, I Cleland, P McCullagh

”A Multi-modal Virtual Coach for Behavior Change”

In Proc. 39th IEEE Int. Conf. Engineering in Medicine and Biology Society (EMBC), 2017 (Poster).

F Cruciani, I Cleland, C Nugent, P McCullagh, K Synnes and J Hallberg

Personalized Online Training for Physical Activity Monitoring using Weak Labels

In Proc. of 2018 IEEE Int. Conf. on Pervasive Computing and Communications (PerCom Workshops).

JM Quero, F Cruciani, L Seidenari, M Espinilla, C Nugent

Straightforward Recognition of Daily Objects in Smart Environments from Wearable Vision Sensor

In Proc. of 2019 IEEE Int. Conf. on Pervasive Computing and Communications (PerCom Workshops).

F Cruciani, A Vafeiadis, C Nugent, I Cleland, P McCullagh, K Votis, D Giakoumis et al.

Comparing CNN and Human Crafted Features for Human Activity Recognition∗

In Proc. 16th IEEE International Conference on Ubiquitous Intelligence and Computing (UIC 2019).

F Cruciani, C Sun, S Zhang, C. Nugent, C Li, S Song et al.

A Public Domain Dataset for Human Activity Recognition in Free-living Conditions

In Proc. of IEEE SmartWorld 2019 2nd Smarter AAL Workshop, 2019.

∗ Best student paper award.
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Chapter 2

Related Work

This Chapter provides an overview of relevant literature on the topic of HAR.

The review focuses on the use of Inertial Measurement Units (IMUs) for HAR,

with a particular emphasis on approaches based on the smartphone. The goal

of this overview is to introduce the main approaches and, most importantly,

to highlight current challenges to the development and deployment of solutions

in the real world. The following sections first describe relevant literature on a

general level; followed by a discussion around open challenges of HAR. Identified

challenges are then addressed in the central Chapters of this thesis. An in-depth

literature review on specific topics is provided within each chapter, forming a

self-contained discussion for each challenge.

2.1 Human Activity Recognition

HAR is a research topic with many real-world applications, of which some re-

markable examples include surveillance-based security, and Ambient Assisted Liv-

ing (AAL) (Liming Chen et al., 2012). The latter, and more specifically the appli-

cation of HAR for the development of smart homes, is a frequently investigated

research topic which continues to grow in scientific interest and impact (Chen

and Nugent, 2019). The main reason behind this interest is related to the sup-

port that HAR could provide to the provisioning of the continuum-of care; an

approach that could significantly reduce the cost of delivering healthcare, partic-

ularly for a demographic ageing population (Monekosso et al., 2015; Blackman
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et al., 2016). The fundamental requirement for any smart application resides

in its ability to analyse context information in order to detect on-going actions

and situations (McKeever et al., 2009; Monekosso et al., 2015). Without this

fundamental layer of context awareness, a smart system would not be able to

take action (Liming Chen et al., 2012; Chen and Nugent, 2019). The set of

ideal requirements of context awareness varies according to the final application.

This marks a fundamental distinction, for instance, between home-automation

and AAL. Home-automation aims to deliver context awareness focused on the

environment, e.g., detecting when the temperature in our home is decreasing

towards an uncomfortable value. Whereas AAL focuses on the individuals living

in the environment, rather than the environment itself, with the goal of under-

standing situations related to the activity the person is undertaking (Dey, 2018).

This level of context awareness would allow for the detection of dangerous situ-

ations (e.g. people with dementia forgetting to turn off a stove) or emergency

situations (e.g. fall detection), allowing a larger number of people to live in-

dependently in their homes (Monekosso et al., 2015). In this case, the aim of

HAR is primarily to detect Activities of Daily Living (ADL) (Liming Chen et al.,

2012). More recently, HAR has found an additional application in the study of

software applications as persuasive technologies (Wilson et al., 2019), also known

as captology 1. In this case, HAR is employed to support behaviour change inter-

ventions aimed at promoting the adoption of healthier behaviours (Wilson et al.,

2019). The specific goal of HAR varies from prescriptions adherence, dietary

habits, up to monitoring physical activity levels of a subject, to name a few

examples (Wilson et al., 2019). The final application scenario of a HAR system

implicitly defines a range of activities of interest for that particular topic. For

instance, AAL solutions supporting independent living of older adults usually tar-

get detection of ADL (Liming Chen et al., 2012; Chen and Nugent, 2019). ADL

are often referred to as complex activities, as opposed to the case of simple ac-

tivities that generally correspond to locomotion activities (etc. sitting, walking,

running), e.g. for physical activity monitoring (Dernbach et al., 2012; Morales

1The term captology was first introduced by B. J. Fogg to indicate the study of computers
and software technologies as persuasive technologies (Fogg, 2009).
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and Akopian, 2017). This thesis focuses primarily on HAR for physical activity

monitoring, within the context of promoting a healthier lifestyle.

2.2 Sensor-based HAR

Different application scenarios, as previously mentioned, correspond to different

sets of target activities. An alternative classification of HAR systems can be

made based on the type of input sensors, rather than on the set of target activ-

ities. With reference to the nature of input sensors, two main categories can be

distinguished (Liming Chen et al., 2012; Chen and Nugent, 2019): video-based

and sensor-based approaches. Among sensor-based approaches, two subclasses

can be further distinguished, making use respectively of environmental or wear-

able sensors. The following text summarises the three main technologies:

Video-based using cameras to detect ongoing activities on the observed envi-

ronment. This type of solution is mostly used for surveillance systems, in

the case of AAL is usually limited to simulated environments, because of

the privacy issue that cameras introduce (Liming Chen et al., 2012).

Environmental sensors using unobtrusive sensors e.g. contact sensors or mo-

tion sensors, a more privacy preserving and unobtrusive solution, although

it requires monitored environment to be equipped with deployed sensors (Azkune

et al., 2015).

Wearable sensors approaches, alternatively, aim at ego-centric monitoring of

a subject’s activities through one or more wearable devices. A common

example is the use of inertial sensors embedded on a wristband (Chen and

Nugent, 2019).

Since video-based approaches introduce privacy issues, their use in real-world

settings is rather limited, specially considering a smart home scenario (Azkune

et al., 2015). Environmental sensor based approaches generally have a consider-

ably lower impact in terms of privacy (Azkune et al., 2015). On the other hand,

the main inconvenience resides in sensor deployment. Such systems require sen-

sors to be deployed within the environment. Wearable sensors, instead, are by
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nature obtrusive and can be deemed more invasive, particularly when the applica-

tion requires the use of multiple devices. More recently, smartphone based HAR

has become increasingly popular (Morales and Akopian, 2017). Modern smart-

phones represent a convenient information source since they come with a wide

range of on-board sensors, are perceived as useful devices rather than invasive,

and their diffusion in the population facilitates deployment of smartphone-based

approaches that can rely on devices people already own. For these reasons in

the past few years, smartphone-based approaches towards HAR have become

prominent (Morales and Akopian, 2017).

2.2.1 Formalisation of the HAR problem

The main goal of any HAR system can be summarised as recognising a set of

human activities that a subject is performing in real-world settings (Kim et al.,

2010). The HAR problem can be formalised as a labelling problem: given a set of

sensor readings xt at time t, and let Y = [y1, y1 · · · yn] the set of target activities,

the process of HAR consists in identifying the sequence of performed activities

(y1, y2 · · · yt) corresponding to the observed input sequence (x1, x2 · · ·xt), where

yi ∈ Y . Regarding the set of target activities we can distinguish sparse and dense

sets. A sparse set, such as the case with ADL, usually includes a special activity

label, known as NULL class. Conversely, dense sets are defined as a set of

mutually exclusive activities without the need of introducing the NULL class.

An example of dense set is the state of locomotion of a person (lying, sitting,

standing, walking, running cycling), since a user will constantly be in one of these

states of locomotion. As will be discussed in 2.5, a dense set presents several

advantages with respect to a sparse set.

Historically, investigation on HAR has been facing some major hurdles. These

hurdles include the presence of multiple residents (also known as the multiple-

occupancy problem), the detection of multiple interleaved activities, the NULL

class problem, the scarcity of labelled datasets, and class imbalance, just to name

a few (Bulling et al., 2014). Furthermore, the non-deterministic nature in which

activities are performed by different subjects (Liming Chen et al., 2012). The re-
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mainder of this Chapter is structured as follows. Section 2.3 introduces the steps

commonly implemented in HAR, discussing relevant literature and the current

state of the art. Section 2.4 discusses more common classification approaches.

Section 2.5 analyses common metrics used to evaluate HAR approaches. Finally,

Section 2.6 discusses open challenges in the topic of HAR, concluding with the

challenges addressed within this work.

2.3 ARC - Activity Recognition Chain

The process of HAR can be described as a sequence of steps also known as

Activity Recognition Chain (ARC). This sequence of steps defines the modus

operandi which typically underlies operations performed in a HAR system. As

depicted in Figure 2.1, the ARC consists of four steps leading from raw data to

activity classification; namely pre-processing, segmentation, feature extraction

and classification.

SegmentationPre-ProcessingRaw-Data Feature
Extraction Classification

Figure 2.1: Activity Recognition Chain. Adapted from (Bulling et al., 2014).

in the majority of cases the ARC provides a good summary of the necessary

steps. As will be discussed in Section 2.4, in some cases, such as DL approaches,

the feature extraction step may be performed automatically within the classifi-

cation step. This section provides a brief overview on typical implementations

of each step of the ARC.

2.3.1 Pre-processing

One of the most common operations performed in the pre-processing step is

filtering. For instance, when targeting physical activity monitoring, 90% of the

information is stored in the 0-10 Hz frequency band (Morales and Akopian,

2017). Low-pass filtering is therefore often applied to eliminate high frequency

dynamics in the signal that could be corresponding to noise, or data which are not

informative for the case. Typical cutoff frequencies are around 15 Hz considering
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the 10 Hz band storing most of the information. Figure 2.2 illustrates an example

of signal preprocessing, using a low-pass filter. Low-pass and high pass filters are

commonly used to decompose the accelerometer signal into gravity (or static)

and body (or dynamic) components as in (Anguita et al., 2013).

Figure 2.2: An example of signal preprocessing using a Low Pass filter.

Another operation often performed at pre-processing stage is re-sampling.

Re-sampling is used for instance in the case of multi-sensor fusion, when multiple

signals acquired with different sampling rates need to be processed together

performing data fusion, e.g. combing a smartphone accelerometer signal sampled

at 40 Hz and a watch accelerometer sampled at 30 Hz. More common sampling

rate for HAR are in the range between 20 and 40 Hz, in order to be able to

capture information around the 0-10 Hz frequency band (Morales and Akopian,

2017).

2.3.2 Segmentation

Most signals, including the IMUs, are available in the form of time-series. In

the segmentation step, the set of samples between two timestamped instants t1

and t2 are selected. The segment composed of the sensor readings xt1 · · ·xt2
will then be used to perform feature extraction and classification. The easiest

and most common way to implement segmentation is through a sliding window

approach. In this approach, a fixed number of samples are treated as a segment.

The number of samples considered as a segment defines the window size. The

step (or increment) size defines the time between two consecutive windows, and

consequently the number of samples between the start of a segment and the next
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one. Depending on the step size, segmentation can be performed with or without

overlap between consecutive segments. A smaller step size will correspond to

higher overlap, while step size greater or equal to the window size will implement

a non-overlapping case (Bulling et al., 2014), as depicted in Figure 2.3. Since

(a) (b)

Figure 2.3: An example of segmentation with overlap (a) and without overlap
(b). Adapted from (Ortiz-Catalan et al., 2013).

each segment will correspond to a single input vector and therefore to a single

prediction; ideally, all samples within the same segment should correspond to the

same activity. A sliding window approach may not be particularly accurate at

borders, i.e. in correspondence of transitions between activities. An alternative

approach to segmentation is energy-based methods. A threshold on the energy of

the signal can be defined to perform segmentation based on its energy value, or

even turning off the ARC when an idle or resting state is identified (Bulling et al.,

2014). In smartphone based HAR, a sliding window approach is predominantly

used (Morales and Akopian, 2017). Both step and window size can impact the

accuracy of predictions (Bulling et al., 2014). Window sizes between 1 and 10

seconds are used in most cases for HAR (Dernbach et al., 2012; Morales and

Akopian, 2017). The optimal window size depends on the set of target activities,

and the type of signal, for inertial sensor HAR windows of 1-4 seconds have

been reported to provide higher accuracy (Morales and Akopian, 2017; Anguita

et al., 2013; Reyes-Ortiz et al., 2016; Dernbach et al., 2012) . When targeting

physical activities, the optimal window size may be considered between 2 and

3 seconds (Anguita et al., 2013). Such a window size, taking into account the

normal step cadence for cyclic activities like walking (between 90 and 120 steps

per minute), allows a full walking cycle (2 steps) to be contained in a single

window (Anguita et al., 2013).
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2.3.3 Feature extraction

One of the most important steps in the ARC is the process of feature extrac-

tion. Typically, the definition of the optimal set of features to be extracted

is obtained through a feature selection procedure. A large set of features is

considered at the beginning, and then further experimentation allows the set

to be reduced to a subset of features reducing the input size while preserving

the ability to discriminate between the activities. In three-axial inertial sensor

signals, features can be extracted at single channel level (X, Y, and Z), or by

combining the three channels in the signal magnitude vector. Processing of

signals at single channel level can be particularly beneficial when position and

orientation of the sensor are known a priori. A common way to analyse inertial

sensor signal when location and orientation are unknown a priori, is to process

the 3D magnitude of the signal (Morales and Akopian, 2017). This is also the

predominant way to proceed for smartphone based approaches in which sensor

position is unconstrained (Morales and Akopian, 2017). Commonly, features are

extracted either in the time or frequency domain. Arithmetic mean, or median

value of the signal in the window are often used as features. Other statistical

derived features include standardised moments of the signal: variance (2nd or-

der moment), and skewness and kurtosis, respectively 3rd and 4th standardised

moment (Janidarmian et al., 2017). Other feature sets may include min-max

value of the signal, or the number of zero crossing; similarly, energy and entropy

of the signal are often considered (Janidarmian et al., 2017). Frequency domain

features are more rarely employed since their calculation is computationally more

expensive and requires the calculation of the Power Spectral Density (PSD)

of the signal. Use of frequency domain features on the other hand has been

shown to improve accuracy. Fast Fourier Transform (FFT) is the most used

algorithm to process inertial data and frequency domain features (Morales and

Akopian, 2017). Location and value of peaks in the PSD are commonly used as

features (Janidarmian et al., 2017). Although time and frequency domain are

arguably the most common features used for HAR, some alternatives have also

been proposed. For instance, symbolic representation (Sousa Lima et al., 2018)
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or feature extraction based on wavelet transform (Preece et al., 2008; Ayachi

et al., 2016).

Most classifiers will provide suboptimal working conditions if the input fea-

ture vector is not in the range [-1,1] or [0,1] (Pedregosa et al., 2011). Similarly,

most classifiers work on the assumption that input features vary on comparable

scale (Pedregosa et al., 2011). This issue is usually addressed by scaling data

using either standardisation or normalisation techniques. When using normal-

isation, each input vector is scaled to have a unitary norm, whereas the term

standardisation usually refers to scaling techniques that aim at scaling input data

so that the distribution of scaled data is centred around its mean value, with a

unitary standard deviation (Pedregosa et al., 2011). Different scaling methods

have been proposed, such as min-max scaler (Pedregosa et al., 2011). When

using a min-max scaler, the signal is scaled using the following method:

Xs =
x−min(x)

max(x)−min(x)

Xn = Xs ∗ (max(x)−min(x)) +min(x)

where min(x) and max(x) correspond to the minimum and maximum values

observed in the input signal. With noisy data, or with the presence of outliers, a

min-max scaler may not be the best approach, since both minimum and maxi-

mum values may correspond to data outliers. Alternatively, methods such as the

Robust Scaler have been proposed to reduce the detrimental effects that outliers

may have on scaling, or standardisation is often employed (Pedregosa et al.,

2011). The more common standardisation method consists in subtracting the

mean of the signal and scale it dividing by its standard deviation (Pedregosa et al.,

2011). For some DL approaches, such as Convolutional Neural Network (CNN),

features are automatically extracted. In this case, the scaling problem may apply

either to the raw signal in input, or to the output of the hidden convolutional

layers. Scaling techniques in the CNN case include signal normalisation, i.e. scal-

ing data at pre-processing stage (Ordóñez and Roggen, 2016), or the use batch

normalisation layers between hidden layers (Ioffe and Szegedy, 2015). Regarding

the use of CNN for accelerometer data, it has been observed that in some cases,
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signal scaling has a detrimental effect. Consequently, it may be preferable to

avoid either signal normalisation or standardisation (Ignatov, 2018).

2.4 Classification

There is a wide spectrum of approaches for HAR classification, with two main

categories that may be distinguished: knowledge and data-driven methods (Lim-

ing Chen et al., 2012; Azkune et al., 2015). Knowledge-driven methods are based

on deductive reasoning that uses a priori information. At the opposite end of the

spectrum, data-driven methods rely on a posteriori information to infer on-going

activity through inductive reasoning. The two approaches correspond to the two

main branches of AI, with data-driven Machine Learning (ML) approaches on

the one side, and Knowledge Representation and Reasoning (KR) on the other

side.

2.4.1 Knowledge-driven

Early attempts to HAR were knowledge-driven. The first systems tried to solve

the HAR problem using a set of logic rules (Liming Chen et al., 2012). The

main limitation of logic-based methods resides in the inability of handling uncer-

tainty that could be produced either by noise in the sensor signal, or due to the

non-deterministic nature in which activities are performed (Noor et al., 2016).

Moreover, an additional limitation of early methods was that they were deeply

coupled to the specific environment with its specific set of sensors, and there-

fore, not easily transferable to a different smart environment. More sophisticated

models and formalisations have been proposed, arguably the most successful of

which is ontology reasoning (Liming Chen et al., 2012; Bae, 2014; Noor et al.,

2016). With respect to logic-based models ontologies present a major advantage,

since they were conceived as a formalism to represent and share knowledge be-

tween systems facilitating inter-operability (Liming Chen et al., 2012; Bae, 2014).

The big limitation of ontology approaches is that they are not able to capture

long term time dependencies between sensor activations (Azkune et al., 2015).

This limitation has, for instance, been addressed using temporal logic (Magherini
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et al., 2013), or a combination of the two (Okeyo et al., 2014).

One of the main advantages of using knowledge-driven approaches is that

they rely entirely on a priori information. This means knowledge-driven models

are ready-to-use once the formalisation of the model is complete; whereas data-

driven methods require a training phase, an issue also known as the cold-start

problem. On the other hand, there are some limitations affecting knowledge-

driven methods. Firstly, these methods are static, and opposed to data-driven

model they cannot evolve over time (Azkune et al., 2015; Triboan et al., 2017).

Secondly, their ability to handle uncertainty is rather limited (Azkune et al., 2015;

Noor et al., 2016).

While knowledge-driven approaches have been often proposed for detection

of complex activities ADLs, for instance using ontologies (Triboan et al., 2017),

their use for detection of the state of locomotion is more rare. Among smart-

phone based solutions, knowledge-driven approaches often use the GPS to es-

timate the user’s speed of locomotion. This approach allows to build activity

models detecting the state of locomotion based on a priori information that can

be related to certain activities, for instance the normal walking speed is around

1.3 m/s and can be measured using the GPS on a smartphone, although in

most cases, user’s speed calculated from the GPS has been used in combination

with other features extracted from inertial sensors implementing sensor fusion

techniques (Shoaib et al., 2015).

2.4.2 Data-driven

Data-driven methods, in most cases, belong to two sub-classes known as gen-

erative and discriminative models (Azkune et al., 2015; Abdallah et al., 2018).

The distinction is not always clear, with some approaches combining the two

e.g. (Morales et al., 2013; Abdallah et al., 2018). The generative case aims at

modelling a complete description of the input, existing data are used to learn

the probabilistic models that link sensor inputs and activities, as well as activities

between themselves (Azkune et al., 2015). Discriminative approaches instead,

aim at modelling a simple mapping function between input and outputs (Azkune
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et al., 2015).

Among generative models proposed for inertial sensor based HAR, Naive

Bayes Classifier (NBC) (Bao and Intille, 2004) Hidden Markov Models (HMM)

(Patterson et al., 2005; Martindale et al., 2017) and Conditional Random Field

(CRF) (Kim et al., 2010). NBCs arguably represent one of the simplest ap-

proaches, aiming at learning the joint probability p(x, y), linking sensors input to

the ongoing activity. A major limitation of NBC is that the output only depends

on the current input, and cannot capture temporal sequences, for this reason,

some extensions have been proposed such as Dynamic Bayesan Networks (Ben-

mansour et al., 2015). HMMs, like NBCs, aim at modelling joint probability

p(x, y). In the HMM case though, the current state yt depends not only on cur-

rent input xt, but also on the previous known state yt−1. Some variants of HMMs

have been proposed, for instance, to deal with the problem of multi-occupancy

with k HMM parallel models, one for each occupant (Yi-Ting et al., 2010). CRFs

provide a simpler formalisation with respect to HMMs, aiming at modelling the

conditional probability p(yt|xt) instead of p(x, y) (Kim et al., 2010). Similar to

the HMM case, some variants have been proposed, among which Skip Chain

CRF, that were proposed to deal with interleaved activities (Kim et al., 2010).

Emerging Patterns (EPs) represent a radically different approach, based on

data mining. EPs were originally proposed for data mining in order to identify

trends in datasets (Dong and Li, 1999). The use of EPs found also successful

application in the HAR case, for instance in (Gu et al., 2009) and (Kim et al.,

2010). The main advantage of EPs is that they can be applied in interleaved

and concurrent activities (Gu et al., 2009, 2010; Kim et al., 2010).

As for the generative case, a large number of discriminative solutions have

been proposed. Indeed, most of the ML approaches to HAR would fall into

this category. The list includes but is not limited to k-Nearest Neighbours

(kNN), Decision Tree (DT), Support Vector Machine (SVM), and Neural Net-

work (NN) (Morales and Akopian, 2017). Each model presents different charac-

teristics, advantages and disadvantages. DTs for instance, are easily deployable

into an embedded smartphone solution. Moreover, it is possible to analyse and

interpret the trained model, for instance identifying which features are more dis-
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criminative. This is a clear advantage when compared with black-blox approaches

as in the case of most of DL approaches (Holzinger, 2018). On the other hand,

DTs do not easily support online-training, the entire model has to be recalcu-

lated whenever new data are acquired. Moreover, DTs are not particularly robust

to noise, a problem common to other instance-based methods. Some of these

limitations have been addressed using Random Forests (RFs), that are generally

more robust to noise and less prone to overfitting (Belgiu and Drăgu, 2016), and

for which online training algorithms have been proposed (Sztyler and Stucken-

schmidt, 2017). kNN on the other hand, arguably provide the easiest way to

deal with an online learning scenario, since model adaptation simply consists in

storing new labelled data points. SVM have also been employed frequently, also

in the case of smartphone-based solutions. Although, SVMs were designed for

binary classification problems, their multi-class extension has been often used for

HAR, as in (Stikic et al., 2011). One of the advantages of SVM is that they are

computational inexpensive, at least in the prediction stage (Morales and Akopian,

2017). Finally, NNs have often been employed for HAR in the conventional form

of Multilayer Perceptron (MLP), and, more recently, with their DL variations:

above all CNNs and Recurrent Neural Networks (RNNs). The analysis of the

competitors that joined the 2019 University of Sussex-Huawei Locomotion (SHL)

challenge (Wang et al., 2019), helps to provide an idea on the most common

classification methods for detecting locomotion activities. Among submissions

participating to the challenge, a MLP-based NN was the most common approach

for conventional methods. Among submissions using DL, 8 out of 9 used either

CNN, RNN or a combination of the two. The challenge aimed at classifying 8

locomotion classes (Still, Walk, Run, Bike, Car, Bus, Train or Subway) with a

smartphone-based solution. This statistics reflects the interest that the research

community has recently being dedicating towards DL.

Deep Learning The use of DL approaches within HAR has been increasing in

recent years. DL has increasingly been used also in the case of HAR. Among

proposed DL models and approaches, two types of NNs have emerged above all:

CNNs and RNNs (LeCun et al., 2015). Analysing these two cases we can easily



39

identify some good reasons behind the emergence of these two NN variations.

The main advantage of CNNs is that they provide an automatic way to solve the

feature extraction step (LeCun et al., 2015). In other words, CNNs can learn rep-

resentation/abstraction of data automatically (LeCun et al., 2015). This ability

represents a watershed distinguishing DL and conventional ML approaches. The

feature extraction step traditionally requires domain specific expertise, on the

other hand, the ability of CNNs of processing data directly in its raw form pro-

vides a significant advantage (LeCun et al., 2015). The fortune of CNNs came

first in image and video processing applications using 2D convolution operation

to extract features. The use of CNNs has been rapidly extended to the case

of IMU-based HAR using 1D temporal convolution, including the smartphone

case (Morales and Akopian, 2017).

Figure 2.4: In a RNN cell, the new output is a function of the current input and
the output at the previous step.

CNNs share with the conventional case of NNs (i.,e, the MLP ) the fact that

prediction only relies on the current input. This limitation does not allow to

learn for instance temporal dependencies. RNNs offer a solution to this problem.

As depicted in Figure 2.4, the output prediction yt is a function both of current

input xt and the previous output yt−1. For RNNs in their earlier form, however,

some studies have proven their difficulty in learning long-term dependencies, i.e.

when expected prediction at time t depends on an input processed at earlier

time τ � t (Bengio et al., 1994; Hochreiter et al., 2001). This limitation was

overcome with Long Short-Term Memory (LSTM) (Hochreiter and Schmidhuber,

1997) that found favourable grounds mostly because of their ability to learn long

term dependencies (LeCun et al., 2015). The combination of CNN and LSTM

has also been considered (Ordóñez and Roggen, 2016). More details on both

CNN and LSTM will be given in Chapter 5 and 6, specifically dedicated to DL.
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All the data-driven methods so far described belong to the supervised learn-

ing approach. For the sake of completeness, it should be mentioned that also

unsupervised approaches to HAR have been attempted. For instance in Gu et al.

(2010) a partially unsupervised approach based on EP has been proposed. Im-

plementing a solution in a completely unsupervised manner introduces a further

level of complexity Lara and Labrador (2012). A completely unsupervised ap-

proach can be applied only under certain conditions, as in (Zhao et al., 2018),

where an unsupervised approach was proposed, however, classification of tar-

get activities was limited to discriminate between light, moderate and vigorous

intensity activities; i.e. classifying activity intensity levels rather than specific

activities.

Mixed Methods Borrowing some concepts from philosophical epistemology

and the theory of knowledge, we can illustrate the dichotomy between knowledge

and data driven approaches, with an analogy of the two methods respectively

with rationalism and empiricism (Russel, 1945). The first theory assumes that

knowledge is only acquired by a priori process, whereas empiricism relies in

observation, that corresponds to the presence of labelled data in this analogy.

The debate between a posteriori and a posteriori theories of knowledge was finally

synthesised in Kant’s Critique of pure reasoning (Kant, 1781), where a blend of

empiricism and rationalism was proposed (Russel, 1945). In a similar way, mixed

methods aim at combining knowledge and data driven methods overcoming their

mutual limitations (Azkune et al., 2015). For instance, in (Gu et al., 2010) the

need of labelled data required for mining EPs was resolved combining the data-

driven approach with automatic extraction of knowledge (collecting sets of terms

related to a certain activity) from the web2. Similarly, in (Ye et al., 2015) the

authors combined a data-driven approach with use of an ontology model, thus

facilitating unsupervised discovery of patterns in which ADLs are performed by

different users.

2https://wikihow.com/

https://wikihow.com/


41

2.5 Performance Metrics

HAR as a classification approach is usually formalised as multi-class (Morales and

Akopian, 2017) and, more rarely, as multi-label problem (Kumar et al., 2015).

The multi-class case corresponds to a set of target activities that are mutually

exclusive. In the multi-label case, multiple labels can be activated simultaneously

e.g. ’sitting’, ’on a bus’, ’listening to music’. Most of the existing evaluation

metrics used in binary classification problems can be extended to the multi-class

case; whereas, for the multi-label case, different evaluation metrics are normally

used (Zhang and Zhou, 2013).

The simplest metric to assess a model’s prediction abilities is known as ac-

curacy. Accuracy is defined as the ratio between correct predictions and total

number of predictions:

Accuracy =
TP + TN

TP + FP + TN + FN
(2.1)

where TP, TN, FP, and FN are the number of True Positive, True Negative, False

Positive and False Negative instances, respectively. Other evaluation metrics can

be derived by the binary classification metrics, considering each class separately.

Common examples are sensitivity and specificity, or precision and recall, typically

used in information retrieval.

Specificity =
TN

TN + FP
(2.2)

Recall (or Sensitivity) =
TP

TP + FN
(2.3)

Precision =
TP

TP + FP
(2.4)

F1-Score = 2× precision× recall

precision + recall
(2.5)

All these metrics can be used for both binary and multi-class classification

problems, which is typically the case for HAR. The output prediction of a
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classifier is usually represented as a binary vector of size n, where n is the number

of target activities, e.g. [0, 1, 0, 0] would be the output in the case of 4 target

classes, of which the second corresponds to the predicted class. In the multi-

class case, only one class can be active at a time (representation also known as

one hot encoding), whereas for multi-label problems an output may correspond

to more than one class, e.g. [0, 1, 0, 1]. In this case, a commonly used metric

is the Hamming loss, measuring the distance between the prediction and the

expected output as the Hamming distance between the two vectors (Pedregosa

et al., 2011).

The choice of a valid evaluation metric is an important step, since it can

affect results’ interpretation. For instance, simple accuracy is not reliable in

the presence of class imbalance. In the extreme case of a highly imbalanced

dataset, models providing good results for the majority class/classes will score

high accuracy values irrespectively on their performance on the minority classes.

A better approach to assess a classifier prediction performance, is to use balanced

accuracy. Multiple definitions of balanced accuracy have been proposed. In the

binary case, balanced accuracy can be defined as the mean value of sensitivity

and specificity (Vaizman et al., 2017). In the multi class case, macro average

recall is commonly used to define balanced accuracy (Pedregosa et al., 2011).

Macro averages of either precision, recall and F-score are in general preferable

in the case of imbalanced datasets. With respect to weighted average, that will

weight values based on the number of available samples (i.e. emphasising the

majority classes), macro average values are calculated independently from the

number of samples available per class.

Another common method to evaluate the performance of a classifier is to

look at the confusion matrix providing a tabular representation of predictions

with respect to the actual class. This type of representation provides an in-depth

visualisation of all samples composing the test set, indicating for each class the

number of correct prediction in the principal diagonal, however, also representing

in the remaining cells how misclassified samples are distributed. It is common to

complement confusion matrices visualisation in the form of heatmaps highlighting

with different color cells containing a higher number of samples. In the presence



43

of class imbalance, confusion matrices are often normalised. Normalisation is

normally done per row, i.e. per actual class3. This normalisation approach

allows the recall value for each class to be visualised in the principal diagonal.

The average value of the principal diagonal in this format is equivalent to the

balanced accuracy value defined as the macro-average recall value. This type

of results representation is arguably among the most common in HAR. In the

remainder of this thesis, normalised confusion matrices have often been used to

represent results as for instance in Chapters 3, 4, and 5.

For the sake of completeness, it should be mentioned that there are also ad-

ditional metrics supporting the evaluation process of discrimination abilities of a

classifier. For instance, the Receiver operating characteristics (ROC) curve anal-

ysis allows to visualise the discrimination power of a binary classifier, analysing

its recall as a function of the false positive rate. This type of analysis allows

to compare the quality prediction of a model with respect to a random guess,

thus allowing to analyse its statistical significance against the null hypothesis

(Hanley and McNeil, 1982). ROC curve analysis, however, is more commonly

performed for binary classification problems and rarely performed for multi-class

problems (Valverde-Albacete and Peláez-Moreno, 2014). For this reason, in the

remainder of this work, evaluation metrics such as macro-average recall, preci-

sion and F1-Score have been used allowing the comparison of the results with

similar methods. Alternative methods for statistical significance analysis were

used, as for instance in Chapter 4 using t-test analysis (refer to Table 4.5 in

Section 4.5).

No matter what metric is used to assess the performance of a classifier,

it is hard to make a comparison of methods and different experiments based

on the results obtained. That is because, normally, different experiments refer

to different target classes, that may or may not include conflicting classes. For

instance in (Incel et al., 2013), the Authors reported a large difference evaluating

results on the same dataset when including or excluding the cycling class from

the set of target activities (Incel et al., 2013). Similarly for some set of target

3A confusion matrix can be built either putting the actual class as row, or column, this
description assumes that actual classes are organised per row as in (Pedregosa et al., 2011).
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activities different results can be obtained if including or excluding the NULL

class (Bulling et al., 2014). The NULL class problem is particularly relevant

in the detection of complex activities, whereas, simple activities are generally

considered as mutually exclusive activity sets.

2.6 Challenges obstructing real-world deployment

The previous Sections provided a generic summary of HAR using inertial sen-

sors, and focused mostly on smartphone-based approaches. This Section aims at

identifying the main open challenges, particularly when considering the applica-

tion scenario of physical activity monitoring using the smartphone. An extensive

amount of research has been conducted in this field, nevertheless, major limita-

tions still obstruct the deployment of HAR solutions in the real-world (Abdallah

et al., 2018).

2.6.1 Real-World Data

Firstly, available datasets and conducted experiments are typically conducted

under controlled conditions. Controlled environments, however, may not be rep-

resentative of all the variables co-occurring in a real-world case. In the case of

simple activities a decrease up to 17% in accuracy of predictions gap has been ob-

served when shifting from controlled towards uncontrolled settings (Ermes et al.,

2008). Similarly, models trained offline on the available population of subjects

typically do not perform well on new subjects (not used for training). There

are multiple factors ascribable to the list of causes for this phenomenon (Siirtola

et al., 2018). Firstly, cross-subject variability; different subjects generally per-

form activities in different ways. For instance, in (Papagiannaki et al., 2019),

the authors showed limitations of applying a model trained on healthy adults to

a different target, e.g. older adults. Moreover, in the case of smartphone-based

monitoring, multiple users correspond to multiple devices, further increasing the

variables that may contribute to worse generalisation of trained models. This

problem is compounded by the lack of a large real-world dataset representative

of all these variables (Vaizman et al., 2017). In a much broader sense, this
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corresponds to one of the main challenges for AI in comparison with human

intelligence in dealing with unseen data and the ability of interpretation without

specific training (Levesque, 2014).

The use of smartphones introduces some advantages. First of all it sim-

plifies the model deployment, making possible to generate real-time predictions

locally on the smartphone, leveraging the use of devices that individuals already

own (Shoaib et al., 2015). This enables an online learning scenario allowing the

deployed model to evolve over time, increasing its ability to adapt to a new set

of circumstances. Yet, the ability to develop and deploy a framework support-

ing online learning, and therefore allowing personalisation of models, is seriously

limited by the lack of available datasets.

2.6.2 Lack of labelled datasets

To date, scarcity of accurate groundtruth data available for model training repre-

sents one of the biggest obstacles for pervasive healthcare systems (Yordanova,

2019). In a wider sense, the issue of datasets is not limited to supervised ap-

proaches, since labelled groundtruth datasets are still necessary to evaluate so-

lutions also when opting for unsupervised or knowledge driven methods. To

facilitate dataset generation, annotation tools have been developed and pro-

posed (Cruciani et al., 2010). Similarly, simulation tools modelling human ac-

tivities in smart environments have been developed, allowing automatic gener-

ation of annotated dataset for smart environments (Lee et al., 2015). While

for environmental sensors it is possible to generate synthetic data simulating

ADL in smart environments, there is no realistic way to generate synthetic in-

ertial motion data for monitoring activities. When looking at publicly available

datasets, most of them have been collected in controlled conditions (Siirtola

et al., 2018). Controlled environments ease data collection, however, a signifi-

cant drop in performance was observed, when deploying solutions (trained under

controlled circumstances) in un-constrained settings (Ermes et al., 2008).

In (Siirtola et al., 2018), the authors provided a comprehensive overview

on existing datasets for HAR. The authors also reported on cross-validation
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experiments, training a model in one dataset and testing on a different dataset.

Results obtained highlights how different conditions in which the dataset were

acquired make a transfer-learning learning approach quite challenging. To begin

with, there is no standard format for datasets, and typically some ad-hoc pre-

processing is required in order to get compatible input; for instance sampling

rate varies between dataset. More importantly, the set of target activities varies

significantly between datasets. Having a different set of target activities makes

it very hard to compare results in terms of measured accuracies (Incel et al.,

2013). Regarding the use of HAR for physical activities some classes have often

been reported as conflicting with others. For instance, the cycling class has been

observed to have a detrimental impact on precision and recall of the walking

class. In the case of smartphone-based HAR, for the cycling class, conflicting

phenomena were observed with both sitting and walking class, depending on the

smartphone location, respectively if in the bag or in the trouser’s pocket.

Table 2.1 summarises the most frequently used datasets for HAR. At a

first glance it is possible to notice how the majority of available datasets were

collected under controlled conditions, following a protocol for data collection and

using the same hardware device. The number of subjects is also generally quite

limited. Datasets with these characteristics will tend to under-represent major

issues such as cross-subject, or cross-device variability (Vaizman et al., 2017).

The Extrasensory dataset (Vaizman et al., 2017) is to our knowledge at the

time of writing this thesis, the largest available dataset in real-world conditions,

both for total number of samples, and for number of subjects recruited in the

experiment. These characteristics make the dataset the best candidate in order

to evaluate experiments targeting issues such as cross-subject variability. On the

other hand, the dataset is highly imbalanced with 80% of samples for majority

classes sitting and lying, about 10-15% walking samples, and having running and

cycling as minority classes.
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Table 2.1: Overview of publicly available Datasets for HAR including: type
of sensors, number of subjects, and data acquisition method. Adapted from
(Cruciani et al., 2019).

Characteristics
Dataset Set of Sensors D.A.∗ Subjects
UCI-HAR Smartphone’s accelero- P 30

Anguita et al. (2013) meter, gyroscope (waist)
UCI-HAPT Smartphone’s accelero- P 30

Reyes-Ortiz et al. (2016) meter, gyroscope (waist)
PAMAP2 3 IMUs (wrist, chest, P 9

Reiss and Stricker (2012) ankle) + HR Monitor
Opportunity 7 IMUs P 4

Chavarriaga et al. (2013) 12 accelerometers
(various locations)

MHealth 3 IMUs P 5
Banos et al. (2015) (wrist, chest, ankle)

Real World 7 IMUs (various loca- P 15
Sztyler et al. (2016) tions),GPS, light sensor

Extrasensory Smartphone IMU U 60
Vaizman et al. (2017) wristband

UniMib SHAR Smartphone IMU P 30
Micucci et al. (2017)

∗Data Acquisition: (P) Protocol or (U) Unconstrained.
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2.6.3 Class Imbalance

There are at least two aspects to consider in relation with class imbalance. Firstly,

high class imbalance on the training set usually produces a negative impact on

prediction on the test set (Mazurowski et al., 2008), with the risk of producing

low precision and recall values for minority classes. Secondly, depending on the

metrics used for evaluation, class imbalance can lead to misleading results. In

particular, simple accuracy, usually calculated as the ratio between correct and

wrong predictions is highly exposed to the problem of class imbalance and can

generate biased results. When using simple accuracy, a classifier generating good

predictions for the majority classes will produce high accuracy values indepen-

dently from the performance on the minority classes, statistically less significant,

as seen in Section 2.5. Class imbalance can also affect the training process. The

training of a model’s parameters usually corresponds to an optimisation prob-

lem. The aim of the optimisation is to identify the set of model’s parameters

minimising the loss (distance between prediction and expected output) on the

training set. With highly imbalanced datasets this minimisation will be driven

only by majority classes, having the biggest impact on the loss calculation. Re-

garding these drawbacks that can affect the training process, some strategies

have been proposed to deal with imbalanced datasets. Undersampling is the

simplest way to force the balance, and simply consists in random elimination

of samples from the majority class/classes (Kotsiantis et al., 2006). The main

disadvantage of using this method is that the size of training dataset can be

drastically reduced, up to the extreme case in which too few samples are being

considered. The opposite approach consists in trying to augment the dataset

cardinality for minority classes. This is done by generating new synthetic sam-

ples, as in Synthetic Minority Oversampling Technique (SMOTE)(Chawla et al.,

2002) where new samples are generated as synthetic variations of the existing

ones. An alternative oversampling technique consists in generating new samples

as duplicates, however, introducing a random noise component. The main risk

of using oversampling is that the synthetic set of generated samples may not

provide a robust reconstruction of the real case for training purposes. An al-
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ternative approach is Balanced Batch Learning (BBL) 4, in which the balancing

problem is addressed ensuring that at each epoch, the classifier is trained on the

same number of samples for each class, independently on the sample distribution

across target activity classes. Another common way to deal with class imbal-

ance is to consider class weights, re-weighting the loss function thus giving more

importance to samples belonging to minority classes when calculating the loss

value on the training dataset. All major ML libraries, such as Sklearn (Pedregosa

et al., 2011), Tensor Flow (Abadi et al., 2015) or Keras (Chollet et al., 2015)

allow to train a model using class weights to rebalance the loss function, thus

emphasising impact of samples belonging to minority classes in the training.

2.6.4 Cross-subject variability

As previously mentioned in Section 2.4.2, AI models share a weak point in dealing

with the multiple ways in which activities can be performed by different subjects.

In HAR for physically activity monitoring, different age groups have been ob-

served to cause generalisation problems, particularly, in the case of older adults.

This population segment usually correspond to different levels of frailty, ampli-

fying the phenomenon of cross-subject variability (Papagiannaki et al., 2019).

Personalisation and adaptation methods can be used to adress this issue (Hong

et al., 2016). Lack of large real-world datasets with a high number of sub-

jects, however, as previously discussed poses additional barriers in the way of

implementing personalisation, or adaptation techniques.

2.7 Challenges addressed in this thesis

The literature review presented in this Chapter highlighted the main open chal-

lenges hampering real-world deployment of HAR solutions.

This thesis focuses primarily on cross-subject variability, and on the general-

isation problem that trained models exhibit when dealing with new users. The

proposed approach aims at implementing an online learning scenario allowing

4This is also referred to as stratification.
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personalisation of the classifier to a specific target subject. This scenario inher-

ently relies on the presence of user specific labelled data, for each target user.

Acquisition of new user specific labelled data can be performed using a crowd la-

belling approach (Cleland et al., 2014), in which the final user directly annotates

portions of data. While this mechanism can support the implementation of an

online active learning platform, on the other hand, it introduces the issue of labels

reliability when the labelling occurs in uncontrolled conditions. This issue will

be discussed in Chapter 3, where an heuristic based semi-automatic annotation

mechanism is proposed. Chapter 4 will address the personalisation aspect, with

a clustering-based approach to facilitate model personalisation. Chapter 5 and 6

focus on DL approaches. In particular, Chapter 5 tries to address the cold-start

problem, when using CNN as feature learning method, while Chapter 6 addresses

generalisation issues of DL models when dealing with unseen real-world data. Fi-

nally, Chapter 7 reports on a case study, where the proposed methods are applied

in a real-world scenario supporting the delivery of a behaviour change intervention

targeting physical activity.
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Chapter 3

Heuristic Based Semi-Automatic

Data Annotation for HAR

The previous Chapter introduced the main challenges obstructing deployment of

HAR solutions in the real-world. This Chapter focuses on one of those challenges,

trying to address the problem of data annotation in uncontrolled environments.

As presented in Chapter 2, supervised methods represent the predominant ap-

proach in the research panorama. The main reason resides in the fact that

addressing HAR is not feasible in a completely unsupervised fashion (Lara and

Labrador, 2013). Supervised approaches, on the other hand, typically require

a large amount of labelled data for training, particularly when aiming at per-

sonalised models that require data to be subject-specific. Labelled data are

usually obtained through a time-consuming process of manual data annotation,

a method that is not typically scalable and therefore not applicable to a person-

alised scenario. This Chapter presents an automatic labelling method facilitating

data annotation in the wild. The proposed method allows the development of

an online training scenario supporting personalisation. The remainder of this

Chapter is structured as follows. Section 3.1 describes related work with re-

gards to data labelling, existing tools, and investigated methods to support data

annotation. The proposed semi-automatic annotation mechanism is then dis-

cussed in Section 3.2. The method was developed and refined during the course

of two experiments, published in (Cruciani et al., 2018a) and (Cruciani et al.,

2018b), whose results and contribution will be presented and discussed in Sec-
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tions 3.3 and 3.4. Finally, conclusions are drawn in Section 3.5.

3.1 Related Work

Data annotation is a major burden required when collecting new datasets (Bulling

et al., 2014). Supervised methods rely on the presence of annotation for training

purposes, and even when using unsupervised approaches, the presence of labelled

data is still fundamental at least at the verification stage, in order to assess

the accuracy of produced predictions on valid groundtruth data (Bulling et al.,

2014). Producing accurate data annotation is a time-consuming process, and

faster alternatives for data labelling tend to be more prone to errors (Stikic

et al., 2011). Figure 3.1, summarises the most common methods used for data

annotation, showing their accuracy with respect to time efficiency. An important

distinctive trait of labelling methods is whether the annotation occurs during the

recording (online methods), or whether the annotation is performed offline, after

the data have been recorded. The offline annotation process usually requires

video and/or audio recording of the scenario under investigation. The offline

nature allows the observer (performing the annotation) to go back within the

footage and re-watch specific time intervals if necessary, facilitating accurate

and detailed labelling. The high accuracy of those methods, however, comes at

the price of making the process time-consuming and not easily scalable to large

datasets (Stikic et al., 2011; Cleland et al., 2014). Moreover, video and audio

recordings potentially introduce privacy issues, making the approach suitable

only for controlled environments. Online annotation can be performed by an

observer annotating during the experiment (in controlled environments), or can

be performed directly by the subject/participant. Compared to the offline case,

online annotation is time-wise more efficient, although it can be more prone to

error, specially when the annotation is performed the final subject (Cleland et al.,

2014).

The two modalities will now be discussed highlighting their main advantages

and disadvantages.
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Figure 3.1: Common methods for data annotation can be divided in two main
categories: offline and online methods. The time required to produce data
annotation is generally inversely related with the risk of introducing error in the
labelling process. Adapted from (Stikic et al., 2011).

3.1.1 Offline Annotation Tools

The use of offline annotation is quite common and represents a good approach

in cases requiring accurate labelling. The annotation process generally requires

a considerable amount of time, and therefore, it is hardly scalable and applicable

to ML solutions, requiring a massive of amount of labelled data. Consequently,

several annotation tools have been developed to support this fundamental step of

dataset collection. Offline annotation tools are mostly based on video, providing

labelling functionalities combined with common functions of video players (e.g.,

play, pause, rewind); for instance ELAN (Wittenburg et al., 2006) or the Observer

XT (Zimmerman et al., 2009). The typical scenario for data collection requires

all sensor signals to be synchronised with the video footage. In cases where

data acquisition requires the use of multiple computing units, protocols such as

Network Time Protocol (NTP) 1 can be used to synchronise the different nodes.

Synchronisation between signals, allows the labelling of sensor data corresponding

to annotated video footage portions. In (Cruciani et al., 2010) a similar video-

based annotation tool was developed. In this case, the system used paper-printed

fiducial markers in order to partially automate the annotation process. Objects

tagged with a custom marker were located and tracked in the environment,

1Network Time Protocol https://www.ntp.org

https://www.ntp.org
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producing an automatic annotation log indicating an instantaneous 3D position

of tagged objects.

3.1.2 Online methods

In controlled environments, online data annotation is often facilitated using a

protocol for data collection. Participants execute a predefined set of tasks in a

specific order, where each task has a predefined duration specified in the script

describing the experiment protocol. This type of annotation can produce in-

accurate labels, particularly in correspondence of transitions between different

tasks. For this reason, the process is often facilitated by the presence of an

observer. The observer assists the participant during the experiment by mea-

suring time, and making sure that the script is correctly being followed. This

method reduces the complexity of the annotation task, however, the presence

of an observer makes the approach only suitable for controlled environments. In

smartphone-based HAR online annotation in free-living is usually implemented

using a method known as experience sampling (Stikic et al., 2011; Cleland et al.,

2014; Van Berkel et al., 2017; Duffy et al., 2018).

Experience Sampling Experience sampling is an online annotation method

that leverages the use of smartphones. Considering that most users would take

the smartphone with them almost the entire day (PEW, 2015; Dey et al., 2011),

handheld devices provide an optimal deployment environment for online anno-

tation tools in a free-living context. Experience sampling allows participants to

directly annotate data fragments, typically through a labelling app deployed in

the participant’s smartphone (Stikic et al., 2011; Van Berkel et al., 2017). Mobile

labelling applications implementing experience sampling, are normally based in

periodic prompts, as in (Stikic et al., 2011; Cleland et al., 2014; Patterson et al.,

2016; Vaizman et al., 2017). User prompts, in most cases are provided in the

form of questions, asking the user to indicate which activity was ongoing in the

previously recorded time interval. Prompts can be periodically scheduled with

predefined frequency, or can be triggered by a change point detection algorithm

as in (Cleland et al., 2014; Patterson et al., 2016).
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The main advantage of using prompts is that the approach simplifies the

task of collecting large datasets in the wild, enabling a crowd labelling scenario

where multiple end-users can contribute by providing labelled data. The collec-

tion of real-world datasets, in turn, allows online learning methods to be imple-

mented (Shoaib et al., 2015). Besides the advantages that experience sampling

introduces, the approach also introduces additional challenges, which are inher-

ently related to an uncontrolled labelling scenario (Yordanova et al., 2018). In

particular, uncontrolled labelling can increase label noise, in the form of wrongly

labelled data fragments. Imprecise labelling can be due to multiple factors: e.g.,

user’s distraction, user’s fatigue (in cases for instance where the frequency of

prompts is too high), or the possible misinterpretation of the actual meaning of

certain labels (Yordanova et al., 2018). Another issue is related with activity

boundaries uncertainty, i.e. on the exact time at which the transition between

one activity and the other occurs (since the labelling produced with experience

sampling provides timing at a coarse level) (Stikic et al., 2011).

The uncertainty of labels, also referred to as label noise, was addressed for

instance in (Stikic et al., 2011), where labels were obtained by means of ex-

perience sampling, and label noise was treated as a semi-supervised problem.

In (Vaizman et al., 2018), experience sampling facilitated the collection of a

large scale dataset, containing data belonging to 60 subjects, with up to 28 days

of recording per subject. Results, however, exhibited the challenges of dealing

with uncontrolled labelling, and real-world conditions with accuracy measured

to be around 66%. In (Bota et al., 2019), a semi-automatic approach was pro-

posed based on label propagation, a method that allows to label to data portions

without annotation, based on their similarity with labelled samples.

3.1.3 Limitations of current online annotation solutions

The need for audio/video recordings makes offline methods not suitable for data

collection in free-living, because of the inherent privacy issue that this type of

data introduces. Moreover, an online learning architecture requires an online an-

notation scheme. Experience sampling is therefore a preferable approach towards
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online data annotation in free-living. Nonetheless, a number of potential issues

should be considered, among those, the proposed online annotation method aims

at addressing the following aspects.

1. Experience sampling can still be perceived as time consuming and invasive

if the frequency of prompts is too high (Stikic et al., 2011; Cleland et al.,

2014).

2. The produced annotation is not as reliable as in the case of labels produced

in a controlled environment, and the resulting labelling can be noisy (Stikic

et al., 2011; Vaizman et al., 2018).

3. Datasets produced in a free-living context are generally highly imbalanced (Vaiz-

man et al., 2017) as opposed, for instance, to datasets collected following

a protocol.

The next Section describes the architecture introduced in this thesis im-

plementing online annotation. The proposed solution aims at addressing these

three aspects, i.e. trying to reduce the amount of user interaction required for

labelling, trying to address the problem of noisy labels, while trying to address

the class imbalance typical of datasets collected in free living.

3.2 Implementation

The proposed architecture implements an online learning paradigm, where the

presence of new labelled data can be used to update the parameters of a clas-

sifier; hence implementing a personalisation/adaptation layer. As depicted in

Figure 3.2, the model is trained online on the server-side. Data recorded with

the smartphone’s accelerometer are sent to the server together with a set of

weak labels (i.e. labels that may be considered less reliable) implementing a

weakly supervised approach. The term weakly supervised in this case indicates

a training process using weak labels (i.e. using labels that may be noisy) as

in (Kelly and Caulfield, 2015); as opposed to the case of weakly supervised

which is sometimes used to define semi-supervised approaches. Weak labels are
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obtained through a heuristic function combining information extracted from the

accelerometer and the GPS to produce an annotation automatically, reducing

the required user interaction in the labelling process. This can be used, for in-

stance, in combination with prompts: weak labels automatically obtained reduce

the required user’s interaction, while user’s feedback can still be sporadically

solicited in order to verify/correct produced labelling. The transmission of raw

data to the server can result in high energy consumption due to the amount of

data being transmitted. In order to reduce the amount of exchanged data, in

the proposed architecture, only the features extracted from the accelerometer

are sent to the server, together with the weak labels produced by the heuristic

function. Updated classifier’s parameters are finally sent back to the smartphone

mobile app using Predictive Model Markup Language (PMML) (Guazzelli et al.,

2012)2. Finally, the updated classifier instance is deployed into the smartphone

app and can be used for real-time predictions.

Figure 3.2: Online training architecture: data points extracted from the smart-
phone accelerometer are sent to the server together with weak labels obtained
with the labelling heuristic function. Server-side the model is updated perform-
ing online training. Updated parameters are then sent back to the mobile app in
PMML format for subsequent real-time prediction on the smartphone. Adapted
from (Cruciani et al., 2018a).

The online training architecture, and the heuristic function were developed

during the course of two experiments, described in the Section 3.3 and 3.4.

2The use of PMML allowed serialisation and deployment of trained models between the
server and smartphone. It should be noticed that at the time of writing, more recent frame-
works such as TensorFlow (Abadi et al., 2015) can provide better support for a distributed
learning scenario, with TensorFlow Lite specifically targeting the smartphone case.
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3.3 Experiment I: Learning using Weak Labels

The first experiment aimed at evaluating the feasibility of the proposed online

training architecture, using automatically generated weak labels. During this ex-

periment one of the goals was also to compare prediction accuracy obtained using

different sets of features extracted from the accelerometer for HAR. In order to

facilitate the feature selection process, contrary to the aforementioned scheme,

accelerometer raw-data (instead of a predefined set of features) were sent to the

server. This method, despite being suboptimal in terms of resource consumption,

allowed for extraction and assessment of different feature sets, evaluated offline

on the server-side. An Android mobile application was developed to record data

from the on-board GPS and accelerometer. As presented in Figure 3.3, GPS

timestamped locations were sampled every 5 minutes. Accelerometer data were

sampled at 30 Hz, and to reduce the amount of data sent to the server, only

fragments of 5 seconds of data were sent every 3 minutes. Optimisation of

scheduling parameters was empirically identified as a suitable trade-off between

the amount of available data to be sent and battery consumption. Smartphone

location and orientation was left unconstrained, in order to collect the dataset

in an uncontrolled environment.

Figure 3.3: Architecture used in the experiment for data collection. A mobile
app was developed to record accelerometer data sampled at 30 Hz and GPS
locations sampled every 5 minutes. GPS and accelerometer data are sent to the
server with the step-count measured from the accelerometer. At the server-side,
GPS and step-count information are used to generate weak labels and perform
model training. Updated model’s parameters are then sent back to the mobile
app. Adapted from (Cruciani et al., 2018b).
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The heuristic function produces weak labels on the following set of target ac-

tivities: sitting, standing, walking and transportation. Weak labels are produced

based on the estimated speed measured with the GPS in a 5 minutes interval,

considering expected estimated speed for the target activities (walking ' 1.3

m/s, running ' 3-6 m/s and transportation ≥ 8 m/s) (Cavagna et al., 1991;

Schleinitz et al., 2017). Considering that GPS data are sampled sparsely (every

5 minutes to reduce the battery consumption), GPS information alone does not

allow to produce an accurate labelling: e.g., in cases like driving in traffic that

could result in measured speed values which are comparable to a running or

walking activity. Consequently, labelling is also based on the average step count

measured in the same interval. Step count is computed using an algorithm for

peak detection based on the magnitude of 3D acceleration, pre-processed with

a Butterworth low-pass filter with cut off frequency of 15 Hz as in (Susi et al.,

2013). The 30 Hz sampling rate and the cut off frequency of 15 Hz were used

considering that, for this set of target activities, 99% of the information is in the

0-15Hz frequency band of the accelerometer signal, requiring a minimum sam-

pling frequency of 30 Hz to avoid undersampling (Morales and Akopian, 2017).

The step per minute (spm) rate is compared to the typical stride cadence of a

walking pace (90-110 spm) or a running pace (160-180 spm) (Cavagna et al.,

1991; Marshall et al., 2009a; Cruciani et al., 2017) , either confirming or rejecting

the label produced with the GPS.

Figure 3.4 presents two sample fragments with their corresponding weak

labels automatically generated on the basis of step count information.

(a) (b)

Figure 3.4: Example of accelerometer raw data fragments with the corresponding
weak label: walking (a), and transportation (b). Adapted from (Cruciani et al.,
2018b).
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The aim of this first experiment was to investigate the feasibility of a heuristic-

based labelling approach in order to implement an online weakly supervised learn-

ing process.

3.3.1 Segmentation and feature extraction

A combination of time and frequency domain features (refer to Table 3.1) was

used for the experiment. Features were extracted from the smartphone’s ac-

celerometer sampled at 30 Hz, using a 50% overlapping windowing approach

for segmentation, with window sizes of 1 and 2 seconds. This segmentation

approach was based on research literature about evaluations conducted in pre-

vious studies (Dernbach et al., 2012; Morales and Akopian, 2017). The set of

features was based on (Espinilla et al., 2018), in which the Authors analysed the

most relevant features for HAR using accelerometers, with the addition of two

frequency domain features: the number of peaks in the PSD, and the location

of the highest peak in the 0-15 Hz frequency band.

Table 3.1: Feature set used in the experiment.

Domain Signal Table Column Head
Time 3D magnitude mean, variance, min, max,

range, skewness, kurtosis, energy
Time X,Y,Z axes mean, variance, range

Frequency 3D magnitude number of peaks in PSD,
location of highest peak

3.3.2 Classification

In smartphone-based HAR, commonly used classifiers are: DTs, kNNs, NNs, RFs

and SVMs (Morales and Akopian, 2017). These classifiers were proven to provide

good accuracy of prediction (≥90% in controlled conditions), and the required

computational complexity, at least for prediction, allows their embedded use in

smartphone applications. Since the rationale behind the approach is to develop

an online training architecture, the choice of the classifier was oriented on mod-

els supporting online learning, such as kNN and NN. kNN arguably provides the
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simplest online learning mechanism (model adaptation to a new data point is

resolved by simply storing the new instance) (Morales and Akopian, 2017). On

the other hand, kNN is an instance-based classification approach, since it gen-

erates predictions using available labelled data points directly. In our scenario,

the main assumption to be made is that weak labels (automatically generated)

can be noisy. For this reason, instance-based classifiers like kNNs may not be

robust to this type of noise, since it makes direct use of potential mislabelled

samples. Consequently, NN, and more specifically a network based on MLP,

was identified as good candidate model, since it supports online learning with-

out direct use of data-points for predictions. A DT model was also trained for

comparison. A more comprehensive comparison of different classifiers was con-

ducted in the second experiment. Different NN topologies and hyperparamaters

were evaluated. The identified candidate NN architecture included two hidden

layers with 14 and 10 neurons respectively, an input layer taking 18 features, and

finally the output layer with 4 nodes corresponding to the set of target activities:

sitting, standing, walking, and transportation. Scikit-learn implementation of

robust scaler(Pedregosa et al., 2011) was used to normalise the input feature

vector.

3.3.3 Evaluation Methodology

The experiment compared results obtained using the automatic labelling with the

heuristic function, and a fully supervised approach, where labels were obtained

by means of manual annotation. A labelling user interface was implemented

into the mobile app for data acquisition allowing manual labelling of data frag-

ments. Manually provided labels were used to train the fully supervised model,

whereas, heuristic generated weak labels were used to train a model with the

same structure with the proposed approach.

Figure 3.5, depicts the implemented labelling interface. The user would acti-

vate the button corresponding to the activity he/she is starting; and switch it off

and/or enable another activity in the transition between two different activities.

In this scheme, with this set of simple activities, labels can be considered to be
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a mutually exclusive dense set, therefore no NULL class was defined (subject

will be always in one of these states of locomotion). Considering that the ex-

periment relies on a user’s manual labelling being performed while conducting

the activities, some latency can be expected in proximity of transitions between

two consecutive activities. Consequently, it was not possible to define an exact

timestamp identifying the transition. Therefore, a window segment of 1 second

in duration (500 ms before and after the transition) was ignored when generating

the ground truth, in order to ignore samples that were too close to a transition

between two labels.

Figure 3.5: Screenshot of the labelling UI enabled within the data collection
Android app, with the ongoing activity highlighted and the special error button
to notify labelling errors. Adapted from (Cruciani et al., 2018b).

Finally, an error button was introduced to notify errors in the manual labelling

process (e.g., user forgetting to switch activity at transitions). Every labelled

fragment followed by an error label was subsequently ignored when generating

the final ground truth.

The dataset consisted of 10 days of recording from a single subject (the

researcher)3. The dataset was collected in free-living conditions during normal

3It should be noted that, even if the final goal is the implementation of personalisation
methods, this experiment focused on evaluating automatic annotation only. Cross-subject
variability and related issues were out of the scope of this stage.



69

daily routine, with between 2 and 8 hours of labelled data per day, and a total

of about 36 hours of manually labelled data. Thirty percent of collected data

was used as test set, with the remaining 70% used to train a conventional (fully)

supervised classifier using manually produced labels. Similarly, weak labels pro-

duced in the corresponding time interval were used to train a weakly supervised

model. Comparison between the two approaches was performed on the same

test set. Both the fully and weakly supervised networks were trained for multiple

epochs, using a patience of 4 epochs as stop criterion on training accuracy, i.e.

ending the training process after 4 epochs without an increase in the training

accuracy. Undersampling was used to balance the number of samples for the

target classes in the training set. The training process was repeated multiple

times increasing the number of samples used for training (2000 samples up to

8000 samples).

3.3.4 Results

Figure 3.6 shows the learning curve obtained with the weakly supervised approach

compared with the conventional fully supervised approach, in relation to a grow-

ing number of training samples. The fully supervised approach converges more

rapidly towards higher accuracy (≥70% with 2000 samples), while the weakly

supervised network requires a higher number of samples (≥ 8000 samples) to

reach comparable accuracy rates, suggesting that presence of label noise due to

automatic annotation can adversely affect the model’s learning curve.

Table 3.2 presents the confusion matrices obtained with the two methods:

fully and weakly supervised, for the NN classifier. Similar results were observed

also with the DT model. In comparison with the fully supervised approach, label

noise introduced by means of weak labels appear to increase cases of conflicting

classes, in particular: sitting, standing and walking.

3.3.5 Discussion

Results obtained highlighted a significant gap between the fully and the weakly

supervised approach, particularly with small (≤ 4000samples) training datasets.
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Figure 3.6: Learning curve of weakly and conventional fully supervised approach.
Adapted from (Cruciani et al., 2018b).

Table 3.2: Confusion Matrices obtained with Fully and Weakly Supervised ap-
proaches. The four classes were: C1 ’Sitting’, C2 ’Standing’, C3 ’Walking’ and
C4 ’Transportation’. Adapted from (Cruciani et al., 2018b).

Fully Supervised
C1 C2 C3 C4

C1 0.9224 0.0531 0.0041 0.0204
C2 0.0115 0.8269 0.1538 0.0077
C3 0.0343 0.0882 0.8725 0.0049
C4 0.2308 0.0000 0.0384 0.7308

Weakly Supervised
C1 C2 C3 C4

C1 0.7018 0.1754 0.0702 0.0526
C2 0.1558 0.7487 0.0905 0.0050
C3 0.0292 0.1971 0.7591 0.0146
C4 0.1282 0.0513 0.0769 0.7436
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The gap was only partially reduced by using more samples (8000 samples). It

should be noticed that, in a scenario in which online learning is used to imple-

ment personalisation, this learning gap would result in longer time being required

for adaptation, thus exposing the solution to a prolonged time with inaccurate

classification of activities, that in a physical activity monitoring scenario could

result in low adherence. The confusion matrix shows that, for most classes, the

label noise introduced by the heuristic automatic labelling impacts on results

worsening predictions’ accuracy. This limitation was addressed with the second

experiment, with an improved version of the heuristic.

3.4 Experiment II:Improved Labelling Heuristic

The first experiment aimed at comparing a weakly supervised, with a conven-

tional fully supervised approach. The accuracy gap observed between the two

methods highlighted a high impact of label noise on final accuracy prediction.

Consequently, the second experiment aimed at reducing label noise introducing

an improved version of the labelling heuristic function.

3.4.1 Improved Heuristic

In the improved heuristic version, a probability estimation of produced labels

was introduced. The estimation is based on fuzzy logic (Zadeh, 1968). As in

the previous implementation, the heuristic function uses step count and user’s

speed estimated via GPS sensor, as information sources. The two features were

modelled as two fuzzy variables corresponding respectively to the step count, and

the GPS. As depicted in Figure 3.7, each variable (a) and (b) is defined by a set

of fuzzy terms that model the probability of a certain label, based on the values

measured on a specific time interval. The step count based variable (a) includes

three fuzzy terms: sedentary, walking and running. As in (Cruciani et al., 2018b),

step cadence measured in steps per minute (spm) is evaluated against normal

walking rate (90-110 spm) and running pattern (160-180 spm), where base rates

were based on (Marshall et al., 2009b; Cavagna et al., 1991). Similarly, the GPS

based fuzzy variable is defined in five fuzzy terms: sedentary, walking, running,
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cycling and transportation. The terms were modelled considering the normal

speed for common locomotion patterns ('1.3 m/s walking, 3-4 m/s running,

4-8 m/s cycling and transportation ≥20 m/s). Fuzzy terms are usually modelled

using triangle, trapezoidal or Gaussian shapes. Since the step cadence can be

expected to be normally distributed, Gaussian membership functions were used

to model fuzzy terms composing the step count variable. The same assumption

could not be made for user’s speed measured with the GPS, therefore, the fuzzy

terms were modelled as trapezoidal functions in this case. Trapezoidal functions

better fit this particular case, with respect to triangular shapes, since in cases

like transportation any speed value ≥ 20 m/s can be assigned with the same

probability.

Figure 3.7: The two fuzzy variables used to model label probability: (a) step
count based heuristic with probability modelled by gaussian fuzzy terms (’seden-
tary’, ’walking’, and ’running’) and (b) GPS heuristic modelled by trapezoidal
fuzzy terms (’walking’, ’running’, ’cycling’ and ’transportation’). Adapted from
(Cruciani et al., 2018a).

Quality assessment of a label is expressed as a probability measured with

the two fuzzy variables. The two probabilities reflect the coarse nature of the

annotation (i.e. providing labels associated with 3-5 minute segments in dura-

tion). The fuzzy terms are designed to assign ambiguous fragments with low

probability: e.g., a 5 minute fragment with a step count observed to be around

102 spm will assign a higher probability to the label ’walking’, compared to a
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fragment in which measured step cadence was around 50 spm (situation that

could either correspond to a subject alternating walking and standing still, or to

a subject continuously walking at very low pace). Similarly, the fuzzy terms for

the GPS will assign higher or lower probability to a certain label based on the

estimated speed.

Combining GPS and Step count information The final probability of a

certain label is defined as a weighted average of the two probabilities for the

same label with the two fuzzy variables.

As in Equation 3.1, the probabilities from the corresponding fuzzy terms

are averaged, with the GPS probability weighted based on the accuracy of the

locations used to estimate user’s speed

P (Walk) =
Pstep(walk) + wGPSPGPS(walk)

1 + wGPS

(3.1)

where Pstep and PGPS indicate the probability calculated with the two fuzzy

variables for the step count and GPS, and wGPS represents the weight for GPS

probability.

The weighted average will therefore assign more importance to the step count

variable in an indoor scenario, where GPS accuracy can be expected to be lower.

Conversely, an outdoor case where GPS accuracy may be higher will give more

importance to the GPS based probability. The label with the highest probability

will be used to label the fragment.

Figure 3.8 shows an example of produced ground truth with the probability

of predicted labels with the heuristic, compared to the same fragment labelled

using manual annotation.

3.4.2 Dataset

A larger dataset (consisting of 38 days of recording) was collected for this second

experiment. As in the first experiment, a labelling Graphical User Interface

(GUI) was implemented within the mobile app. The same user interface as in

the previous experiment was used to obtain manually labelled portions, both to
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Figure 3.8: Comparison of ground truth obtained with manual labelling, and
ground truth generated with the proposed heuristic function. Adapted from
(Cruciani et al., 2018a).

validate final accuracy, and to measure accuracy of labels produced using the

heuristic.

Due to the free-living nature of the data collection, the dataset is highly

imbalanced, compared to cases where data acquisition is performed following a

protocol or a script. Table 3.3 illustrates that most of the data-points belong to

the majority class, the sitting activity.

Table 3.3: Number of samples with manual labelling composing the ground

truth.

Class Samples Total time(hh:mm:ss)
Sitting 395004 56:01:51

Walking 169908 26:09:26
Running 8250 01:20:09
Cycling 19132 02:40:35

Transportation 75244 11:47:21
Total 667538 97:59:22

Being the annotation and the data collection processes being performed in

free-living conditions, the presence of some label noise may be expected also

for the case of manual labels, usually due to distraction or fatigue affecting the

annotation (Yordanova et al., 2018). Furthermore, mislabelled samples have
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typically been observed in correspondence of transitions between activities, as in

(Cleland et al., 2014), however, quantifying label noise in uncontrolled settings

still represents an open issue affecting data annotation (Yordanova et al., 2018;

Yordanova, 2019). This type of error has not generally been considered as

affecting the validity of results (Cleland et al., 2014; Vaizman et al., 2017).

Nonetheless, some mitigation countermeasures have been put in this place, for

instance, providing the user with the ability of notifying errors in the labelling as

mentioned in Section 3.3.3.

Dealing with class imbalance In the experiment, undersampling (Kotsiantis

et al., 2006) was used to deal with class imbalance. When employing under-

sampling, balance across classes is normally obtained by eliminating a random

selection of samples from the majority classes. This was also the case in the

first experiment. In this case, the quality assessment of produced labels that the

heuristic produces provided a useful additional piece of information. In particular,

instead of random elimination of samples, an alternative approach was proposed

to balance the dataset, eliminating data-points based on their estimated label

quality. Let Ci be the set of samples belonging to the i − th activity, with

i ∈ [1, 2 . . . 5] corresponding to the 5 target classes (sitting, walking, running,

cycling and transportation). Cardinality of the minority class is computed as in

the general undersampling case as

nmin = min(|C1|, |C2|, |C3|, |C4|, |C5|) (3.2)

Instead of a strict undersampling implementation where for each class nmin

samples are considered, the balancing procedure allowed each class to have up

to 30% more samples than the minority class, therefore for each class ni samples

were considered where:

ni = min(|Ci|, nmin × 1.3) (3.3)

The difference with the conventional undersampling case is that in the experi-

ment, before performing elimination, samples for each activity were sorted based



76

on probability of the weak label. Sorting data points based on a descending

probability order, only the first ni samples (the ones with higher probability are

considered), while the remaining |Ci| − ni samples with lower probabilities are

eliminated. Compared to random elimination, this procedure allows the use of

the assessed quality of each label, getting rid of data points whose labels are

potentially less reliable.

3.4.3 Feature extraction and classification

The feature set was the same as the one used in the first experiment (see 3.3.1).

The accuracy performances of a larger set of classifiers were evaluated in the

second experiment. The aim of this comparison was to evaluate their robustness

to label noise, in a weakly supervised scenario. The set of classifiers included most

commonly used classifiers for smartphone-based HAR, i.e.: Nearest Centroid,

DT, RF, kNN, Multi-class SVM, and NN with two topologies (with one hidden

layer of 12 neurons, and two hidden layers with 36 and 12 neurons respectively).

3.4.4 Evaluation Methodology

In contrast with the heuristic case, which generates weak labels continuously, the

dataset was only partially manually annotated. Evaluation of the new heuristic

function was performed considering only data portions associated with both man-

ually and automatically generated labels. As in Table 3.4 the final ground truth

was defined with a specific format having for each data point, the set of input

features, the label from manual annotation, and the weak labels produced with

the heuristic.
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Table 3.4: Dataset ground truth structure: the first column contains the man-

ually annotated labels, the second column contains the labels generated auto-

matically, followed by the set of features for the data point.

Label Weak Label Feature 1 · · · Feature n

TRANSPORTATION SITTING f 1
1 · · · f 1

n

TRANSPORTATION TRANSPORTATION f 2
1 · · · f 2

n

· · · · · · · · · · · ·

WALKING WALKING fm
1 · · · fm

n

The ground truth in this form was used both to measure accuracy of produced

labels and to evaluate accuracy of trained classifiers. The set of models were

trained and tested over the dataset, using the weak labels for training, and

the manually obtained labels for testing, dividing the overall ground truth in a

train/test set using 90% and 10% of data points respectively, and repeating the

validation procedure implementing a 10-fold validation.

3.4.5 Results

The first part of the evaluation was aimed at measuring the accuracy of the

heuristic, against manually labelled ground truth. The heuristic’s accuracy (ratio

between correct and incorrect labels) was on average approximately 85%. Fig-

ure 3.9 presents the percentage of correct labels on the entire labelled dataset,

the percentage of missing labels (i.e. data points where the heuristic could

not produce any label with high enough probability), and finally the number of

samples considered as potential training data (employing the balancing under-

sampling technique discussed in 3.4.2).

Table 3.5 shows precision, recall and f-score obtained using different classi-

fiers: namely Nearest Centroid, DT, RF, kNN, Multi-class SVM and NN with

the two topologies.
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Figure 3.9: Accuracy of labelling produced with the heuristic, percentage of
missing labels, and number of data points selected for training, with the proposed
undersampling method. Adapted from (Cruciani et al., 2018a).

Table 3.5: Precision, recall and F-score measured using 10-fold cross validation

for all classifiers.

Algorithm Precision Recall F-score
Nearest Centroid 0.6816 0.6334 0.6418

DT 0.8249 0.7878 0.7979
Random Forest 0.8666 0.8299 0.8394

kNN 0.8355 0.8079 0.81405
Multi-class SVM 0.7630 0.7414 0.7424

NN 18x12x6 0.8394 0.8127 0.8188
NN 18x36x12x5 0.8585 0.8345 0.8410

Finally, Table 3.6 represents the normalised confusion matrix obtained with

the NN classifier with the highest F-score, presenting recall values for each class.

Table 3.6: Normalised Confusion Matrix obtained using the NN that measured

the highest F-score Adapted from (Cruciani et al., 2018a).

Sitting Walking Running Cycling Transportation

Sitting 0.88462 0.03365 0.00481 0.0625 0.01442

Walking 0.03967 0.79332 0.04802 0.09395 0.02505

Running 0.00785 0.02356 0.93979 0.00524 0.02356

Cycling 0.01734 0.07514 0.01156 0.85549 0.04046

Transportation 0.02588 0.03512 0.01109 0.14787 0.78004
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3.4.6 Discussion

The analysis of the automatically generated labels’ quality was performed com-

paring weak labels to the corresponding manually assigned ones. The comparison

exhibited significant variations in weak labels’ accuracy across the 38 days of the

dataset (refer to Figure 3.9). Average accuracy of auto generated weak labels

was observed to be around 80-90%, however, with lowest scores (≤40%) in some

days, indicating that the heuristic’s reliability varies depending on external con-

ditions. The use of fuzzy logic in order to assess quality of labelling appears to

mitigate the effect of this uncertainty. In particular, the selection of data points

for training, based on the label’s probability shows that fewer samples were con-

sidered for training in cases where percentage of correct labels was lower (refer

to day 4, 30 or 35), with some exceptions (days 16 and 28). In those exceptional

cases, it was noted that the number of manually labelled samples was lower,

meaning that the statistical significance of those cases is also lower. Based on

this evidence, it can be deduced that the proposed balancing approach, relying on

label confidence information instead of random elimination, improves the classi-

fier’s training process. These results were confirmed by the predictions generated

by the trained classifier, that with respect to the first experiment, exhibited an

increase in both precision and recall on a larger and more complex set of target

activities (including also running and cycling that were not present in the first

experiment). The confusion matrix in Table 3.6, however, highlights conflict

between some of the classes. In particular, between walking and cycling, and

between cycling and transportation. These conflicting phenomena can be at-

tributed to the presence of noisy weak labels, by means of analysis of the ground

truth. This problem indicates that relying only on automatically produced labels,

may not be ideal in ambiguous cases: e.g., cycling and transportation. In those

cases, soliciting users may still be preferable in order to obtain a more refined

labelling. Moreover, it should be noticed how some classifiers are more sensitive

to label noise, whereas other models appear to be more robust. In particular, for

RF and NN, about 84% F-score was observed, against 74% of a multi-class SVM,

and 64% of Nearest Centroid. RF as can be expected was more robust than the
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DT, since samples are randomly divided into separate trees, thus providing more

robustness to noise assuming that the majority of labels are correct (Belgiu and

Drăgu, 2016). RF and NN provided the highest F-score. Best results for the NN

case were obtained using higher values of alpha, i.e. encouraging smaller weights

to prevent (or at least reduce) the probability of overfitting phenomena. Both

RF and NN can support online training. In the NN case, the network’s weights

can be updated upon availability of new labelled data points. Update of the

RF can be performed in different ways. One case consists in recalculating the

entire RF when new data are acquired (a case that would require also to keep

persistence of all labelled data points). As an alternative, an online version can

be obtained simply adding a new DT to the forest when enough data are avail-

able. Nonetheless, the RF approach being instance-based, maintains memory of

potentially mislabelled data used to build some of the trees in the forest. Fur-

thermore, the complexity of the model increases every time the model is updated.

Conversely, the NN provides a concise hyperparameter representation space that

does not increase with updates. Moreover, the update of the network’s weights

does not keep a direct trace of some mislabelled samples used at some points

in the training, in contrast with instance-based classifiers. For this reason, the

investigation on personalised methods in Chapter 4, 5 and 6 mostly focused on

NN based approaches.

3.5 Conclusion

This Chapter focused on exploring novel methods to facilitate annotation of a

large quantity of data collected in the wild, thus facilitating the implementation

of online training architectures. In particular, a heuristic-based labelling method

was proposed. The method allows data labels to be generated based on mea-

sured step count and estimated user’s speed using the GPS. Results highlighted

that the approach is able to generate reliable labels under certain conditions,

however, solicitation of user interaction may still be preferable to deal with am-

biguous cases. As such, the proposed heuristic based annotation can be used

to implement a semi-automatic annotation scheme, using automatic labelling to
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reduce the frequency of requesting user’s interaction. In addition, user’s inter-

action could be limited to either confirming or correcting produced annotation

rather than providing labels.

The ability of producing large quantity of labelled data in a real-world scenario

paves the way to online learning methods, and therefore potentially to develop

a mechanism able to deal with cross-subject variability; an issue that could be

addressed through personalisation of classifier models. Building on the proposed

online training architecture, the next Chapter will focus on the investigation of

personalisation strategies that can be implemented to deal with cross-subject

variability in an online training scenario.
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Chapter 4

Personalisation of HAR Models

Chapter 3 focused on one of the main challenges of HAR, the lack of labelled

datasets for model training. Within this context, a semi-automatic annotation

scheme was proposed with the aim of supporting an online training scenario,

in which the final target subject can contribute, providing additional labelled

datapoints. Building on this online framework, this Chapter focuses on the

personalisation of models, as a way of addressing issues related to cross-subject

variability.

As highlighted in Chapter 2, cross-subject variability is one of the main causes

contributing to poor generalisation among HAR models. Trained models gen-

erally exhibit a significant decrease in recognition accuracy when applied to un-

known subjects, or in other words, subjects whose data were not included in the

training set (Sztyler and Stuckenschmidt, 2017). In most cases, the discrep-

ancy in observed accuracy is due to the fact that a ’one-size-fits-all’ approach

is applied, whereby a single generic model is deployed for HAR with all users.

This generic approach is sometimes referred to as a ’population’ approach, since

a generic model is obtained training on data belonging to an available popula-

tion (Hong et al., 2016). Ideally, a generic model should be able to perform well,

regardless of the subject being considered. In practice, generic models exhibit

significant variation in recognition accuracy from subject to subject, in particular

when dealing with subjects that were not part of the training population (Hong

et al., 2016; Lu et al., 2013). There are multiple factors contributing to the ob-

served deterioration when dealing with new subjects; among them, the different
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ways in which subjects perform the same activities. For instance, in (Papagian-

naki et al., 2019), lower accuracy performance of generic models was observed

when trying to apply to older adults, models trained on young healthy subjects.

The study highlighted how older adults correspond to different levels of frailty,

constituting an additional level of complexity affecting cross-subject variabilty

phenomena. Additional variability can also be introduced by the sensor modal-

ity. Smartphone-based HAR, for instance, despite being less obtrusive compared

to the use of wearable devices, introduces additional variables. Compared to the

controlled case of using wearable devices, in which sensor location and orientation

are generally assumed to be known a priori, the same assumption cannot hold

when using the smartphone to monitor a subject’s activity. Different subjects

tend to carry the smartphone with them in different ways (e.g., in the trouser

pocket or in the bag) exacerbating the effect of those differences (Morales and

Akopian, 2017). Finally, it should be considered that distinct subjects correspond

to different devices with the variation of the smartphone model constituting an

additional variable with respect to the case of data collected under controlled

conditions (Vaizman et al., 2017). This Chapter introduces a personalisation

framework to address cross-subject variability through model adaptation in an

online training scenario.

The following Section describes related work on the topic of personalisa-

tion, highlighting the state of the art in the area and presenting common ap-

proaches attempting to manage cross-subject variability. Section 4.2 describes

the proposed approach to address this problem implementing a personalisation

framework and the conducted experiment. Results are reported and discussed in

Sections 4.5 and 4.6 respectively. Finally, Section 4.7 draws the conclusions on

the conducted experiment.

4.1 Related Work

Regarding the problem of cross-subject variability, the need for personalisation

has been extensively debated. Despite the fact that part of the research commu-

nity advocates that HAR models should be generic (Lara and Labrador, 2013;
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Hong et al., 2016), several experiments have highlighted the phenomenon of a

deteriorating recognition accuracy when models are applied to new subjects (Lu

et al., 2013; Hong et al., 2016). Consequently, a growing effort has been

dedicated to dealing with cross-subject variability using personalisation strate-

gies (Hong et al., 2016; Sztyler and Stuckenschmidt, 2017; Mannini and Intille,

2019; Ferrari et al., 2020). The following Section describes related work and

personalisation attempts targeting cross-subject variability in the field of HAR,

focusing in particular on IMU-based approaches.

4.1.1 Personalisation Approaches

Regarding personalisation, three different strategies can be identified in contrast

to the generic or population approach. As will be described later in this Section,

all personalisation approaches fall into one of these three categories:

Personalised models: where a fully personalised model is trained using only

data belonging to the target subject.

Adapted (or calibrated) models: parameters of a pre-trained (generic) model

are updated based on some data from the target user1.

Semi-population models: in this case the model is obtained using only a sub-

set of the population, composed of subjects having characteristics similar

to the target user.

The first case, corresponding to a fully personalised approach, is rarely used

since it requires a large amount of labelled data for each target user, making

it often infeasible and not scalable. The use of calibration or semi-population

approaches have to date been more commonly applied. This related work Section

is structured in two parts. First, an overview of personalisation approaches is

given in 4.1.2, starting from early personalisation attempts, up to the current

state-of-the-art in the field. Subsequently, in Section 4.1.3, the main limitations

of each method are discussed.

1To avoid repetitions of the word subject, in this Chapter the terms user and subject are
used interchangeably.
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4.1.2 Overview of Personalisation approaches

In the Literature, several approaches towards personalisation can be identified.

The comparison of the accuracy of these approaches is not easy to give, since

studies have been using datasets of different nature, and targeting different sets

of target activities. For this reason, this section aims at providing an overview of

proposed methods without discussing the accuracy performance of each method.

Performance of each method will be discussed in Section 4.1.3 along with their

main limitations.

In (Zhao et al., 2011), one of the earliest studies focusing on this matter, a

calibration method was proposed. The authors used a DT model, where adap-

tation of a pre-trained model was performed using unlabelled data belonging to

the target user. In this case, a DT model trained on subject A was used to

make predictions on data from subject B. Data points of the new subject were

clustered for each target activity. High confidence predictions, calculated as the

k-nearest samples to the centroid were then used to update the DT parameters,

performing calibration on the target subject. The approach was tested on an

ad-hoc dataset consisting of 10 subjects. In (Reiss and Stricker, 2013) a dif-

ferent approach was proposed. In this case, a set of expert DT classifiers were

used. Predictions for a new subject were obtained through a weighted majority

voting of predictions produced by the expert classifiers. An iterative algorithm

was used to identify optimal weights for the specific subject, based on labelled

samples belonging to the new target subject. The approach in this case falls into

the spectrum of semi-population approaches. Expert classifiers providing good

predictions for the specific user are associated with a higher weight in the major-

ity voting, while the use of models providing incorrect predictions is discouraged

through lower weight values, in a similar way in which semi-population methods

restrict the available population, to a subset of candidates.

Similar to (Zhao et al., 2011), in (Deng et al., 2014), adaptation to a new

subject was realised using high confidence predictions of a pre-trained model. All

predictions with a probability over a predefined threshold are used as new training

data. In this case, the authors used Reduced Kernel Extreme Learning Machine
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(RKELM) and online-training to implement Transfer Learning Reduced Kernel

Extreme Learning Machine (TransRKELM). Experiments were conducted using

the UCI-HAR dataset (Anguita et al., 2013). The dataset as described in 2.6.2,

contains data of simple activities of 30 subjects. Compared to (Zhao et al.,

2011), the use of a larger dataset in terms of number of subjects reduces the

risk of having cross-subject variability under-represented, although the dataset

captured a controlled environment scenario.

In (Hong et al., 2016), a semi-population approach was proposed using a set

of expert classifiers. The set consisted of pre-trained fully personalised activity

models. The pool of models included a set of SVM activity models, i.e. for each

subject in the population n SVM activity models were available, one for each

target class. Regarding the process of adaptation to a new subject, the authors

proposed a fitness score. The fitness score measured the accuracy performance

of predictions obtained with the available pre-trained models, identifying the

best candidate activity models for the new user. Based on the fitness score,

two semi-population strategies were proposed and tested: Single Personalisation

(SP) strategy and Multi-Personalisation (MP) strategy. In the first case, the

subject with highest fitness score was identified and all activity models from

that single subject were used as activity models for the new user. In the MP

strategy, a hybrid ensemble of activity models from various subjects in the pool

was generated, where for each activity the activity model with the highest fitness

score was used. In this case an ad-hoc collected dataset was used to evaluate the

method. The dataset consisted of 28 subjects using multiple-wearable sensors.

Data were acquired by participants in their homes in a naturalistic setting, and

the set of target activities included simple activities (Stand, Sit, Walk, Bike,

Bend, Lie, Fall).

Sztyler and Stuckenschmidt (2017) proposed an online adaptation strategy.

In this case the approach was based on RF and the online adaptation was per-

formed through active learning, where the final user provides additional labels. A

generic model was used at the beginning to make predictions, and user prompts

were used to obtain additional labels from the target user. In contrast to (Zhao

et al., 2011) and (Deng et al., 2014) predictions with low confidence are used
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to produce new training samples, prompting the user to obtain labels for less

confident predictions. 15 subjects were recruited for data collection of 8 activi-

ties and data were collected using 7 wearable IMU. Evaluation on the collected

dataset showed that the online adaptation lead to a 3% improvement in accuracy

compared to the generic approach.

A personalised approach was proposed in (Siirtola et al., 2016), where the

authors proposed a data augmentation method based on noise injection. The

authors also highlighted that a personalised model may be vulnerable to new en-

vironmental conditions, when used in the final deployment environment. Noise

injection was introduced in order to improve generalisation of the trained model,

without requiring collection of new data. The experiment evaluated the differ-

ence performance of personalised models without noise, and with incremental

noise ratio (5, 10, 15, 20, 25 and 30% noise). The comparison, however, did

not include evaluation against a generic approach.

In (Zhao et al., 2018) an automatic annotation mechanism was proposed

in order to obtain user specific data points, thus allowing to train a fully per-

sonalised model. Unsupervised K-means clustering approach was used to group

and label the new data points, based on the most likely ongoing activity. High

confidence labelled samples were used to build the Multivariate Gaussian Distri-

bution (MGD) prediction model. The main advantage of their method was that

it does not require user interaction for labelling purposes, however, still aims to

produce personalised models. Evaluation was performed on a dataset limited to

10 subjects, using fixed sensor location (to the waist) and instead of targeting

a common set of simple activities, their method simply aimed at distinguishing

between light, moderate and vigorous activity, plus fall detection.

(Siirtola et al., 2019) proposed an incremental learning approach to imple-

ment a personalisation mechanism to adapt a generic classifier to a new target

subject. The 9 subject dataset (Shoaib et al., 2014) containing data on simple

activities (sitting, standing, walking, jogging, cycling, stairs up and stairs down)

using a smartphone’s IMU in five body locations (left pocket, right pocket, wrist,

upper arm and belt) was used for evaluation purposes. Incremental learning was

implemented using the Learn++ (Polikar et al., 2001), an incremental learning
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algorithm for NNs, updating the model’s classifier upon availability of new data

points. Mannini and Intille (2019) proposed an online personalisation based on a

SVM model. Using an approach similar to (Sztyler and Stuckenschmidt, 2017),

user solicitation is used to obtain new labels for low confidence predictions.

The next Section provides a deeper discussion on these personalisation ap-

proaches, analysing performances and the main limitations of the state of the

art on the subject of personalised models.

4.1.3 Performances and Limitations of personalisation meth-

ods

Despite the number of attempts made, there are some common limitations with

the approaches reported in the literature, either in the proposed approach it-

self, or with the dataset used for evaluation. The previous Section introduced

the main works to date addressing the theme of personalisation. Table 4.1 and

4.2 summarise the personalisation studies discussed in the previous Section, pro-

viding a more detailed view on the type of datasets that have been used to

evaluation personalisation approaches, and which sets of target activities have

been considered.

Table 4.1 provides a concise summary of those studies, supporting the dis-

cussion on the main limitations of each approach. A major limitation in most

cases resides in the number of subjects used to evaluate the approach. In most

cases, datasets used to evaluate the method were limited to less than 10-15

subjects. Only (Deng et al., 2014; Hong et al., 2016; Mannini and Intille, 2019)

evaluated their experiments on a larger number of subjects (≥ 28). Similarly,

the data used for evaluation were predominantly collected in a controlled en-

vironment, thus potentially under-representing some of the factors that usually

have an impact on cross-subject variability, such as different device model, or the

different user’s behaviour, also in terms of device location and orientation that in

many cases was restricted, or assumed to be known a priori. In most cases, the

personalisation process relies on some form of manual labelling to obtain new

data points specific to the subject. Fully personalised approaches, that typically
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can be trained only with presence of large amount of subject specific data, are

rarely employed. The work in (Zhao et al., 2018) is the only case in which a fully

personalised model was proposed. In this case the Zhao et al. (2018) addressed

the labelling problem by proposing an automatic annotation approach. A purely

automated annotation scenario, however, is a challenging task as previously dis-

cussed in Chapter 3. For this reason, the Authors in this case opted for an

extremely reduced set of target activities; that only differentiated between light,

moderate and vigorous intensity activities.

Table 4.1: Overview of studies on personalisation: adaptation method and
dataset used for evaluation.

Method Dataset
Ref. Approach+ Labelling Num. of Data

Required Subjects Acquired∗

Zhao et al. (2011) A N 10 C
Reiss and Stricker (2013) SP Y 9 C

Deng et al. (2014) A N 30 C
Hong et al. (2016) SP Y 28 U

Sztyler and Stuckenschmidt (2017) A Y 15 S
Zhao et al. (2018) P N 10 C

Siirtola et al. (2019) A N 9 C
Mannini and Intille (2019) A Y 33+22 C

This work SP/A Y 57 U
∗Data Acquisition: (C) Controlled, (U) Uncontrolled, (S) Simulated Naturalistic.

+Approach: (P) Personalised, (A) Adapted or (SP) Semi-Population.

In (Zhao et al., 2011; Deng et al., 2014) the data labelling problem was

avoided using an adaptation strategy where predictions with high confidence

(produced by a generic model) were used as new training data points to imple-

ment online training. By performing the adaptation based on high-confidence

samples only, exclusively target activities for which the model already generalises

well enough will benefit from the adaptation. In contrast, for instance in the case

of conflicting classes, for which no high confidence predictions may be produced,

the adaptation of the model would not be able to improve. This phenomenon

can occur for instance, when dealing with new target subjects exhibiting be-

haviours far from the initial training population. As a contrast to this approach,

Sztyler and Stuckenschmidt (2017) proposed active learning, putting the human
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in the loop in order to obtain new labelled data points. In this case, human

interaction is required on the case of low confidence predictions. The approach

of getting new data for low confidence classes can potentially solve situations

with two or more conflicting classes, or new subjects not well represented by the

initial population. The approach, however, was evaluated in simulated, rather

than uncontrolled conditions, and on a rather small sample size (15 subjects).

A full comparison in terms of recognition performances of different methods

is difficult to present, given that evaluations were performed on datasets collected

under different conditions. Similarly, the set of target activities varies between

studies. Table 4.2 provides an overview of performances reported by the various

approaches. The table summarizes the performance of generic approaches in

comparison with the adaptation strategy, indicating also what metrics were used

for measuring accuracy. In most cases, simple accuracy (ratio of true predictions

on the total number of samples) was used, other studies used F-score. As

previously discussed in Chapter 2, the metric used for evaluation can bias results

interpretation in some cases. The set of target activities helps to interpret the

obtained results, considering that larger activity sets are more challenging since

there is more risk of conflicting class phenomena.

Table 4.2: Overview of recognition performances of adaptation methods com-
pared to the generic approach and set of target activities.

Ref. Generic Adapted Metric Target Activities+

Zhao et al. (2011) 61.25% 82.16% Accuracy Stationary, Walk, Run,

Stairs Up, Stairs Down

Reiss and Stricker (2013) 82.27% 89.13% F-score Lie, Sit/Stand, Walk, Run,

Cycle, Nordic Walking

Deng et al. (2014) 91.43% 92.86 Accuracy Lying, Sit, Stand, Walk,

Stairs Up, Stairs Down

Hong et al. (2016) 77.7% 83.4% Accuracy Sit, Stand, Walk, Bike,

Bend, Lying, Fall

Sztyler and Stuckenschmidt 85.0% 88.0% F-score Stairs Up, Stairs Down, Jump,

(2019) Lying, Stand, Sit, Run, Walk

Zhao et al. (2018) 95.4% 97.5% F-score LIA, MIA, VIA, Fall

+Abbreviations: (LIA)/(MIA)/(VIA) Light / Moderate/ Vigorous Intensity Activity

Nonetheless, examining the comparison between results obtained using per-
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sonalisation, with respect to their generic equivalent, provides a further insight

on the problem. The Table confirms the importance of personalisation, with

adapted models consistently outperforming the corresponding generic version.

The different nature of the dataset and the set of target activities, however, lim-

its the ability to compare results between different studies. For instance, in (Zhao

et al., 2018), an F-score of 97.5% was observed. Results, however, were obtained

targeting activity intensity classification rather than activity recognition, reducing

the chances of having conflicting classes. Another case is in (Hong et al., 2016),

where the authors observed a lower accuracy of 83.4%; in this case, however,

the set of target activities was more challenging, and results were evaluated over

data collected in real-world.

The next Section will introduce the proposed personalisation method pro-

posed within this thesis, in an attempt to progress beyond the current state of

the art. Based on the limitations of previous studies, the experiment described

within, and the evaluation methodology aimed at targeting a larger dataset col-

lected in real-world conditions, in an attempt of being more representative for all

cross-subject variability factors. In addition, the proposed method aims at com-

bining the benefits of a semi-population approach, with model adaptation, with

the ultimate goal of providing a personalised model, while minimising required

user interaction for labelling purposes.

4.2 Proposed Personalisation Method

The proposed personalisation method is the combination of two strategies, im-

plemented in a two step procedure: initially a semi-population method is used

for model initialisation, which is followed by an adaptation strategy. The first

step aims at identifying a subset of subjects, from the available population, ex-

hibiting similar characteristics with respect to the target subject. Data points

belonging to the identified subset of subjects are used to train a semi-population

model. Parameters of the model obtained are then updated in the second step

of adaptation. Finally, the personalised classifier is used to make predictions for

the target subject. As in the previous work (Cruciani et al., 2018) presented
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in Chapter 3, the proposed activity recognition framework targets a scenario in

which the user’s smartphone is used to obtain IMU data, and the personalised

model is used to make predictions locally on the smartphone. Online training

and model adaptation are performed server-side, and the personalised model ob-

tained is then sent back to the smartphone for final deployment. The overall

process is depicted in Figure 4.1. The proposed approach is based on a NN clas-

sifier, since in the previous experiment described in Chapter 3, NNs outperformed

other classification models, scoring similar results to the RF model. Nonetheless,

NNs provides better support for online training algorithms facilitating a compact

form of adaptation, that can be performed by updating the network weights, as

discussed in Section 3.4.6.

Figure 4.1: Proposed personalisation method: after collection of some labelled
data points belonging to the target user, a semi-population model is trained
using data belonging to subjects similar to the target user. Finally, user specific
data points are used to further adapt the model to the target user. Adapted
from (Cruciani et al., 2020).

In the early stage of the process, a generic model can be used to avoid the

cold-start problem. Over time, the user provides new labelled data points, for

instance, through experience sampling (refer to Section 3.1).

At a later stage, upon availability of user specific labelled data points for

the main target activities, the semi-population approach is used to initialize a

semi-population NN model. The model’s weights will therefore be initialised

using data belonging to a subset of the available population, identified as good
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candidates based on the similarity measured on the feature space with the target

user. Final adaptation of the model is then performed using the target user’s

data, implementing an online training process.

The similarity measure used to identify the candidate subset of users, imple-

menting the semi-population step, is described in the following Section.

4.2.1 A semi-population strategy for weight initialisation

In the proposed method, each user is represented by a set of vectors in the feature

space <N where N represents the number of features. As depicted in Figure 4.2,

for each user, data points are divided into a partitioning set, grouping all points

belonging to the same activity label. Visualisation in this figure is purely for

illustrative purposes and therefore is extremely simplified to the case where the

dimension of the feature space is equal to n = 2. In the procedure, all data

points belonging to the same subject are grouped according to their activity

label, then the clustering procedure is applied, and finally for each target activity

the user vector uv is defined as in definition 1.

Definition 1 Let <N be the feature space, A = [a1, a2...aM ] be the set of target

activities, and P i the set of data points belonging to user i, the user vector uvik

representing i-th user for the activity ak ∈ A is defined as the centroid of the

majority cluster of data points P i
k = {∀p ∈ P i|label(p) = ak}.

The MeanShift algorithm (Cheng, 1995) was chosen as the clustering pro-

cedure, due to its non-parametric nature; i.e. it does not require as input the

number of expected clusters, as opposed, for instance, to k-means (Pham et al.,

2005), and requires only the bandwidth as input parameter that can be estimated

automatically.

The output of the clustering process is analysed identifying the majority

cluster (i.e. the cluster containing more data points). Subsequently the user

vector is identified as in Algorithm 1.

The proposed method assumes that all user vectors for the available popu-

lation have been calculated offline and are stored on the server. Then for a new

target subject, as soon as new labelled data points are available, the clustering
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Figure 4.2: Data points belonging to the target user are grouped into a partition
set according to their activity label. Then, for each activity, the user vector
is defined as the centroid of the majority cluster, which is identified using the
MeanShift clustering algorithm. Adapted from (Cruciani et al., 2020).

Algorithm 1 Compute User Vector
1: Input : target activity labels: A = [a1, a2 · · · aM ]
2: user data: user data
3: Output : user vectors: uv

4: procedure computeUserVector( A, user data )
5: for all ai ∈ A do
6: data = {∀p ∈ user data|label(p) = ai}
7: clusters = [cl1 · · · cls] = meanShift(data)

8: max cluster =
s

max
i=1

(|cli|)
9: ci = centroid(max cluster)

10: return uv = [c1, c2, · · · cM ]
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procedure is repeated to calculate user vectors for the new target user. Subse-

quently, as depicted in Figure 4.3, for each activity the n closest users can be

identified as those users minimising the distance:

dist(uvik, uvjk) =

√√√√ N∑
l=1

(uvik[l]− uvjk[l])2 (4.1)

i.e. the distance between users i and j, on activity k in the feature space <n.

Figure 4.3: Calculated user vectors are used to map users into the feature space,
using distances between vectors to measure similarity between users. Upon avail-
ability of data, the clustering procedure is repeated for the new user. Finally, the
n closest users for each activity are used to initialise the training weights of the
semi-population model. Adapted from (Cruciani et al., 2020).

Considering that each subject is represented by M vectors uvik ∈ <N (one

for each activity) with the strategy of taking the n-closest candidates for each

activity, the procedure will identify, in total, a variable number of n′ distinct

subjects, with n ≤ n′ ≤M × n, as a candidate subset of the population.

The proposed semi-population approach uses Euclidean distance on the fea-

ture space as a similarity measure. Although the evaluation was limited to the

case of HAR, the approach is generic and theoretically could be applied to ad-

dress cross-subject variability in any supervised problem. Nonetheless, it should

be noticed that being an approach based on the Euclidean distance, the number

of dimensions determining the feature space can adversely affect the similarity

measure. In particular, it has been observed that the relative minimum and max-

imum distances between points in a dataset tend to converge with an increasing
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number of dimensions (Aggarwal et al., 2001). This can result in considering

subjects with quite a diverse range of behaviours as valid candidates, particularly

when increasing the number of subjects n being considered. On the other hand,

it has also been observed that this phenomenon affecting Euclidean distance in

high dimensional spaces depends both on the number of available data points,

and their distribution; with normally distributed data being more sensitive to the

problem (Xia et al., 2015). In the case examined in this work, the method aims at

identifying some macro-differences between users, for instance, detecting users

with similar behaviours in terms of phone location (e.g. keeping the phone in the

trouser pocket, as opposed to those keeping it on their bag or jacket pocket).

Nonetheless, dimensionality reduction techniques, such as Principal Component

Analysis (PCA), can be applied to reduce the number of dimension prior to exe-

cuting the clustering procedure, or else, alternative metrics to measure distances

in the feature space could be considered. For this study, only the Euclidean

distance case was examined, whereas some preliminary results with PCA were

examined to ensure dimensionality of the problem did not affect the selection

criterion. Results confirmed the same set of closest users were identified using

this method with or without using PCA.

4.3 Classification approach

For experimental purposes a set of 44 features was used as input to a NN model.

Features were extracted from two IMU sensors, accelerometer and gyroscope, ob-

taining a set of 22 features for each sensor. The features used in the experiment

were a combination of typical features used for HAR, obtained both from the

time and frequency domain as presented in Table 4.3. The NN model was imple-

mented using Keras (Chollet et al., 2015) with TensorFlow (Abadi et al., 2015)

providing back-end library support. The NN model architecture and feature set

was based on the previous study presented in Chapter 3, with three additional

features computed as the Pearson’s coefficient measuring the cross-correlation

between the accelerometer’s channels.

Some preliminary experiments were conducted, allowing the identification of
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Table 4.3: The set of 44 features used in the experiment: 22 from the accelerom-
eter, 22 from the gyroscope signal.

Domain Signal Table Column Head
Time 3D magnitude mean, variance, min, max,

range, skewness, kurtosis, energy
Time X,Y,Z axes mean, variance, range, cross-corr(X,Y)

cross-corr(Y,Z),cross-corr(X,Z)a

Frequency 3D magnitude number of peaks in PSD,
location of highest peak

across-correlation is measured using Pearson’s coefficient.

the best candidate NN exploring the use of different topologies. The final NN

model was implemented with a dropout (0.2) at the input layer of 44 features,

with 4 dense hidden layers (128x256x128x64) using Rectified Linear Unit (ReLU)

activation function. Finally, the output layer comprised 5 nodes using Soft-Max

and Adam optimizer (Kingma and Ba, 2015). With respect to the NN model

described in the previous Chapter, it should be noted that in this case, a larger

NN architecture was used. The use of a larger dataset for evaluation, as will be

described in the next Section, afforded the use of a more complex model2.

4.4 Evaluation Methodology

Evaluation was performed using the ExtraSensory dataset (Vaizman et al., 2017),

which, to the best of the author’s knowledge was at the time of writing the The-

sis the largest dataset containing smartphone IMU data collected in free-living,

uncontrolled conditions. The dataset consists of recordings from a set of 60

subjects, of which 57 had data available for both accelerometer and gyroscope.

This set of 57 users was used for evaluation purposes. Raw data are divided in

multiple files. Each file stores a 20 second fragment, and is associated with a

label, indicating ongoing activity corresponding to the fragment. Data from the

accelerometer and gyroscope were sampled at 40 Hz, i.e. 800 samples per data

fragment, and labels were obtained by means of experience sampling. Using a

Leave-One-Out (LOO) approach, for each target user two initialisation strategies

2whereas the use of complex model with small datasets may increase the risk of overfitting.
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were applied and compared: (i) using the proposed semi-population approach (in

which for each activity data points for the n closest users have been used for

training), and (ii) using a random selection approach (where training dataset

was build selecting n random users). Performances of the random approach

were measured averaging results obtained with four different random selections

of n users. Repetition of random selection approach was performed to mitigate

the fact that a single random selection of users may fortuitosly overlap with the

n closest selection, and also to generate additional results useful to analyse per-

formances for the best, average, and worst performing case of random selection.

The two approaches were trained for the same number of epochs (100) using

a batch generator providing balanced batches, and a fixed step per epoch 100,

thus ensuring that the random and the clustering based semi-population models

were trained for the same number of data points for each target class.

Models trained with random selection and the n closest criterion were saved

for a second step of comparison. The second step consisted of incremental online

learning providing a limited amount of data, however, this time belonging to the

target user. The rationale of the approach was that initialisation using the n

closest users would help to converge more rapidly to better results for the target

user, as opposed to the case of random users selection for weights initialisation. A

faster convergence allows personalisation to be implemented using less data from

the target user, thus reducing the amount of data needed for personalisation,

while aiming also at reducing the chances of converging towards a local minimum.

Regarding the choice of n the values of n = 5 and n = 10 were used in the

experiment. Considering that the dataset consisted of 57 subjects, higher values

of n would increase the risk of overlapping users between the n-closest and the

n-random criteria. Conversely, smaller values would result in training datasets

potentially too small to provide generalisable results.

4.5 Results

Table 4.4 presents the results obtained with the proposed semi-population ap-

proach (with n = 5 and n = 10 closest users criteria), in comparison to a random
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selection of subjects of equivalent sampling size for weights initialisation. For

the semi-population approach, a higher F-score was observed, compared to the

case of using a random selection of subjects. Similarly, also the results obtained

after model adaptation (using data belonging to the target user), exhibited bet-

ter performance for the model initialised on the training dataset obtained using

the n-closest criterion.

The confusion matrices depicted in Figure 4.4 illustrate how errors are dis-

tributed across target classes. The confusion matrix is reported for all four cases,

(a) n = 5 random, (b) n = 5 closest, (c) n random adapted, and (d) n closest

adapted.

(a) (b)

(c) (d)

Figure 4.4: Confusion matrices for the target activities using: (a) 5-random, (b)
5-closest, (c) 5-random adapted (d) 5-closest adapted.
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Table 4.4: Precision, Recall and F-score obtained with a generic model trained
on n random users (a), using the n closest users (b), and the personalised version
of the classifiers initialised using n random users (c), and using the n closest (d).

Activity Precision Recall F-Score
n=5 n=10 n=5 n=10 n=5 n=10

Lying 0.6185 0.6375 0.5293 0.5749 0.5704 0.6046
Sitting 0.5280 0.5492 0.5819 0.5773 0.5536 0.5629
Walking 0.7651 0.7921 0.7549 0.7872 0.7599 0.7896
Running 0.1435 0.1905 0.6003 0.6511 0.2316 0.2947
Cycling 0.4083 0.4392 0.6176 0.6626 0.5214 0.5283
Average 0.4927 0.5217 0.6168 0.6506 0.5214 0.5560
(a) generic model trained using n random users

Lying 0.6711 0.6802 0.6954 0.6946 0.6830 0.6874
Sitting 0.6298 0.6316 0.5718 0.5962 0.5994 0.6134
Walking 0.8221 0.8320 0.8639 0.8449 0.8425 0.8384
Running 0.2718 0.1993 0.6845 0.6524 0.3891 0.3054
Cycling 0.5164 0.5852 0.6900 0.6905 0.5907 0.6335
Average 0.5822 0.5857 0.7011 0.6957 0.6209 0.6156
(b) generic model trained using n closest users

Lying 0.6215 0.6343 0.6998 0.7332 0.6583 0.6802
Sitting 0.5833 0.6157 0.4927 0.4967 0.5342 0.5499
Walking 0.7452 0.7443 0.8955 0.9008 0.8135 0.8151
Running 0.6840 0.7117 0.8249 0.8516 0.7479 0.7754
Cycling 0.8041 0.8081 0.6369 0.6535 0.7108 0.7226
Average 0.6876 0.7028 0.7100 0.7272 0.6929 0.7086
(c) personalised with initialisation on n random users

Lying 0.6368 0.6713 0.7765 0.7686 0.6998 0.7167
Sitting 0.6491 0.6710 0.4693 0.5486 0.5448 0.6037
Walking 0.7561 0.7712 0.8973 0.9000 0.8207 0.8306
Running 0.7294 0.8154 0.8503 0.8503 0.7852 0.8325
Cycling 0.7539 0.7823 0.7042 0.6994 0.7282 0.7386
Average 0.7051 0.7422 0.7395 0.7534 0.7157 0.7444
(d) personalised with initialisation on n closest users
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Figure 4.5 illustrates the F-score obtained with the proposed semi-population

method, compared to the random selection case, without adaptation, and using

10, 20 and 30 fragments belonging to the target subject for adaptation.

Figure 4.5: Macro-average F-score values obtained with an increasing number
of data fragments for adaptation.

The boxplot in Figure 4.6 summarises results obtained performing the sta-

tistical analysis on the 57 users dataset. The comparison between the proposed

semi-population approach is compared to the worst, average and best case of

random selection.

Statistical significance of obtained results was confirmed performing a t-test

analysis on the 57 subjects population. The balanced accuracy obtained using the

semi-population was compared to the worst, average, and best case of random

selection using a threshold of p = 0.05 for the null hypothesis. Table 4.5 presents

the results of the t-test confirming that the n-closest semi-population method

performs is in line with the best case of random selection, outperforming the

worst and average random choice for both n = 5 and n = 10.

4.6 Discussion

The proposed semi-population demonstrated its improved performance, with a

higher F-score measured with the n closest users in comparison to a random
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Figure 4.6: Boxplot showing measured balanced accuracy using the n closest
user, and worst, average, best cases for n random users.

Table 4.5: Results of the t-test analysis performed using balanced accuracies
values obtained in the 57 subjects population using the n-closest, n-random
worst, average and best case.

Comparison p-value NULL Hypothesis
5-worst vs. 5-closest 1.09731e-11 Rejected

5-average vs. 5-closest 0.000013 Rejected
5-best vs. 5-closest 0.39825 Fail to reject

10-worst vs. 10-closest 1.02969e-9 Rejected
10-average vs. 10-closest 0.000156 Rejected

10-best vs. 10-closest 0.38411 Fail to reject
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selection approach. In particular, the statistical analysis on the 57 subjects

composing the evaluation dataset highlighted that results obtained with the n

closest criterion for semi-population are in line with the best case of random

selection (refer to Fig.4.6). The advantage of a better initialisation of the model

appears to improve also accuracy of a partially adapted classifier, suggesting that

initialisation on similar users may reduce the chances of getting trapped in local

minima during the adaptation phase, when starting from weights that may be

too far from the optimal set of weights for a specific subject. Results obtained

also demonstrated how the approach reduces the amount of data belonging to

the target subject needed for personalisation, with the semi-population scoring

an average F-score of 61.56%, significantly higher than the random selection

55.61% (refer to Fig.4.5), and with the subsequent adaptation leading to 74.44%

with only 10 fragments for each target activity used for adaptation. The set of

target activities used in the experiment was quite challenging, with the presence

of two highly conflicting classes (lying and sitting). The conflict could have been

avoided by using a reduced target set, combining lying and sitting into an idle

class. The set , however, was left with the conflicting classes to allow comparison

of results with (Vaizman et al., 2017), implementing a generic approach on the

same dataset targeting the same activity set. Results obtained using a generic

random initialisation are in line with results in (Vaizman et al., 2017), whereas the

proposed method using the semi-population outperforms the generic approach

improving the F-score from 55.60% to 74.44% of the adapted model. Results of

the t-test analysis confirmed that the n-closest method provides similar results to

the best case of random selection, outperforming the worst and the average case.

Compared to the case of HAR in controlled conditions, it should be noted here,

that results were obtained on a challenging real-world dataset. The complexity of

the dataset is confirmed also in (Vaizman et al., 2017) with results significantly

lower compared to other studies performing evaluation in controlled conditions.
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4.7 Conclusion

Results confirm the importance of adaptation to deal with cross-subject vari-

ability. There are multiple factors that can contribute to the exacerbation of

cross-subject differences. These factors include, among the many, a subject’s

usual smartphone location (which varies between users) and the different ways

of performing the same activity. Moreover, other factors, such as the smart-

phone’s model, may introduce further variability. Compared to other studies,

validation of this experiment was conducted against a larger dataset with 57

users. Moreover, the approach was tested on data collected in free-living and it

is therefore more representative of actual cross-subject variability. The dataset

includes a mix of different smartphone models that were used for data collec-

tion. In relation to cross-subject variability due to users keeping the phone in

different locations (e.g. trouser pocket or in their bag), more investigation is

required to ascertain whether and how the semi-population approach is able to

capture those differences. The Extrasensory dataset provides only a few labels

on smartphone location that may help to investigate the issue, however, fur-

ther experimentation could aim at comparing the matching identified with the

proposed semi-population approach and the usual location of the smartphone.

Finally, although the test dataset in free-living allows to evaluate results in a

real-world scenario, uncontrolled labelling introduces some additional challenges

related to the potential label noise issue that may be addressed in future work.

Despite these limitations, results obtained confirm that the proposed approach

allows personalisation to be implemented using a smaller amount data of the

target user, while, at the same time improving accuracy performances of the

adapted model. As such, the method highlighted how the appropriate personali-

sation approach, can reduce the amount of interaction required by the target user

for adaptation. For that purpose, the proposed method uses a semi-population

strategy identifying a subset of users in the Human Crafted Features (HCF)

space. As previously mentioned in Chapter 2, some DL approaches can gener-

ate features automatically; as in the case of CNNs that allow raw data to be

used as input to the classifier. Such an approach would combine the feature
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space generation with the training process, limiting the ability of controlling the

feature space and, therefore, the potential application of the proposed method

for personalisation. Consequently, future work may address application of the

proposed method for the DL case. Within this line of investigation, the next two

Chapters will focus on the use of DL for HAR, trying to address generalisation

issues of CNNs in dealing with unseen data and unknown subjects. These studies

on CNN-based feature learning represent a necessary step on the way of applying

the proposed personalisation method in the DL case.
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Chapter 5

Feature Learning for HAR using

Deep Learning

After a prolonged period of time, also referred to as the winter of ML (Holzinger,

2018), recent years have witnessed one of the biggest advancements of AI, in

particular DL approaches. DL has led to significant contribution across all dis-

ciplines where ML methods can be applied, mainly owing to higher storage and

processing advances. This Chapter provides a brief review of DL applications

specific to HAR, while presenting the work conducted during the course of two

experiments published in (Cruciani et al., 2019, 2020) that focused on the use

of DL models as feature learning methods.

5.1 Introduction

There is no general definition of DL, thus making it hard to draw a clear line

of distinction between DL and conventional ML. In (LeCun et al., 2015), the

authors defined DL as models that are able to learn representation of data directly

from their raw format, i.e. models able to generate features automatically.

The generic ARC (Bulling et al., 2014) formalises the modus operandi when

applying conventional ML to the problem of HAR, as containing the following

steps: preprocessing, segmentation, feature extraction and finally classification

(see Section 2.3). The first three steps allow raw data to be transformed into a

suitable input format for a classifier model. In the pre-processing step, techniques
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such as signal filtering and/or signal resampling are usually applied. For IMU-

based HAR, the filtering is sometimes performed by means of a median filter,

or more often by applying a low-pass filter, since in the case of physical activity

monitoring, more than 90% of the information is located in the 0-10 Hz frequency

band (Morales and Akopian, 2017). Resampling is applied for instance in the

case of sensor fusion approaches, where multiple signals, acquired from different

sensors, with different sampling rates, have to be combined together (Bulling

et al., 2014). The segmentation step is generally implemented using a sliding

window approach, with or without overlap (Morales and Akopian, 2017). Finally,

segmented portions of signals are processed to extract features that will be used

as input for the classification task.

The process of designing a good feature set normally requires domain spe-

cific knowledge and engineering skills (LeCun et al., 2015). The more common

approach is to start with a large and diverse feature set. Then further analysis

is required in order to identify which features are more relevant to the specific

case, thus identifying the subset of features that reduces the input complexity

whilst still maintaining discrimination abilities between the target activities. In

contrast, when using DL approaches, and in particular with CNNs, none of these

steps are required (LeCun et al., 2015). This represents a major advantage that

contributed to make the success of CNNs. Despite the increasing popularity of

DL methods, their application to HAR is relatively new, leaving an opportunity

for contribution to knowledge. In particular, while HCF have extensively been

investigated in the past, allowing for identification of the most relevant features

depending on sensor location and the set of target activities, the quality of CNN

extracted has rarely been examined. Similarly only a few studies have anal-

ysed the effect that different topologies and set of hyperparameters have on the

feature learning ability of CNN architectures (Ronao and Cho, 2016; Li et al.,

2018).

Moreover, it has to be considered that, when using CNNs, feature extraction

is performed within the classifier model. This makes the approach exposed to the

cold-start problem, considering that a CNN-based model will require a training

phase, in order to generate a suitable feature representation. This drawback has
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often been addressed in more mature fields of application of DL, as in the case

of computer vision where pre-trained CNN models have been used to address

the cold-start problem, as for instance in (Rajaraman et al., 2018).

Within this context, the experiment described in this Chapter presents the

following contributions:

1. Different CNN topologies and combinations of hyperparameters were ex-

plored, in order to identify the best candidate CNN architecture for feature

learning in the HAR case.

2. The cold-start problem was addressed by using a pre-trained CNN model as

a feature extractor, whose accuracy was evaluated over a large real-world

public available dataset.

These two aspects were addressed in two separate experiments that anal-

ysed the use of CNN for HAR utilising IMU and audio sensors, respectively1.

The results of these experiments were published in (Cruciani et al., 2019)2 and

(Cruciani et al., 2020).

The remainder of this Chapter is structured as follows. The next Section

presents related work on HAR using CNN. Section 5.3 reports on an experi-

ment aiming at comparing DL automatically extracted features, with the human

crafted case. Section 5.4 reports on a a second experiment, in which the use of a

pre-trained CNN model has been evaluated over a large public available dataset

collected in the real world. Finally, Section 5.5 draws the conclusion from the

two experiments.

5.2 Related Work

A large number of DL models have been investigated within the Literature. In this

wide range of approaches, the use of Deep Neural Networks (DNNs) has emerged

in a number of applications ranging from computer vision, to natural language

1The experiments were conducted in parallel via a joint collaboration with Centre of Re-
search & Technology Hellas (CERTH), as part of the ACROSSING project. The work presented
in this Chapter presents the IMU case, whereas researchers at CERTH conducted a similar
investigation for the audio case.

2Awarded as best student paper in UIC 2019.
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processing and speech recognition (LeCun et al., 2015), and including the HAR

case (Morales and Akopian, 2017). In particular, two main DNNs are commonly

applied: CNNs and RNNs. CNNs have been successfully employed in image

and video processing to solve complex tasks as the case of object recognition,

whereas RNNs lead to significant advancements in dealing with sequential data,

e.g., in the case of speech and text recognition (LeCun et al., 2015). The

success of CNNs can arguably be attributed to their ability of extracting features

automatically (LeCun et al., 2015).

Automatic Feature Extraction with CNNs Figure 5.1 compares the

conventional feature extraction method and the CNN-based equivalent archi-

tecture in the case of a MLP. In conventional machine learning (a), HCF are

obtained through an ad-hoc designed feature extraction step. The obtained set

of features is usually flattened into a v ∈ <n vector where n is the dimension of

the feature space. This HCF vector is used as input to a MLP model consisting

of a number of subsequent dense layers, and an output layer with one node for

each target activity class. For multi-class problems, (i.e. where activity labels are

mutually exclusive) the typical activation function for the last dense layer pre-

ceding the output layer is usually a softmax, e.g., as in (Ordóñez and Roggen,

2016). In the case of multi-label problems (where multiple output nodes could

be activated at the same time, e.g. ’walking’ and ’listening to music’), other

functions, such as the sigmoid, can be used as the activation function (Huang

et al., 2019). In contrast with the conventional approach, with CNNs (b) feature

extraction is accomplished through a series of convolutional layers. So far, CNNs

have predominantly been used in image processing. In this case, 2D convolution

operations are used to process the input image data (LeCun et al., 2015). For

inertial sensors processing, 1D (or temporal convolution) is more commonly used

to process the signals, as in (Ronao and Cho, 2016; Ordóñez and Roggen, 2016).

Figure 5.2 illustrates an example of 1D convolution. In this case, feature

extraction is performed by means of convolution of the input data, consisting

in a segmented portion of the raw signal, with a kernel (also referred to as

filter) (Ordóñez and Roggen, 2016; Baldominos et al., 2019). The example
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Figure 5.1: In conventional ML (a), the set of HCF are extracted from raw data
in the feature extraction step. In the case of CNN (b), automatic features are
generated after a series of convolutional operations processing data in its raw
format as input. Adapted from (Cruciani et al., 2019).

illustrates the convolution of the input signal with a kernel of size 2. The result

of the convolution operation is known as feature map. As previously mentioned,

CNN architectures can use one or a sequence of multiple convolutional layers.

After each convolutional layer, a Max-Pooling operation is often performed with

the goal of reducing the size of the feature map. To keep a concise notation of the

different CNN models henceforth examined, architectures using n convolutional

layers are noted as n-CNN, k is used to indicate the size of the kernel used in

the convolution, and f is used to denote the number of filters or kernels used in

the first layer of convolution of the model.

Figure 5.2: Visualisation of a 1D (temporal) convolution. The feature map is
obtained through the convolution of the input signal with a kernel. Adapted
from (Cruciani et al., 2019).

In the literature, a considerable amount of experiments have focused on

the analysis of optimal feature sets in the case of HCF, e.g., in (Janidarmian

et al., 2017; Espinilla et al., 2018). Analysis of automatically extracted CNN

features has more rarely been conducted. In (Li et al., 2018), a comparison of

feature learning techniques was conducted, comparing HCF with different meth-

ods including CNNs, LSTMs and the hybrid CNN-LSTM case. The comparison,

however, was limited to the assessment of final accuracy obtained using different
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classification and feature learning strategies. In particular, regarding CNNs, the

experiment did not explore the impact of CNN parameters and topology, e.g.

number of layers of convolutions, kernel size used for convolution. In (Ronao

and Cho, 2016), a more detailed analysis of CNN was given. In this case, the

authors compared the accuracy obtained with CNNs, using a variable number of

convolutional layers, and different kernel sizes used for convolution. In this case,

however, the evaluation of the approach was also limited to the comparison of

final accuracy of obtained predictions.

Within this context, this Chapter investigated two experiments:

1. Different CNN architectures and hyperparameters were evaluated, com-

paring the quality of automatically extracted CNN features with the case

of HCF.

2. As a result of the analysis of the previous step, a candidate CNN archi-

tecture was identified and used as a pre-trained CNN feature extractor

evaluating its use on a large publicly available real-world dataset.

5.3 Experiment I: Comparing HCF and CNN fea-

tures

The first experiment had a twofold objective. On the one hand, it aimed at

comparing feature extraction using CNN, with the conventional HCF approach.

On the other hand, it aimed at investigating the effect that the main CNN

hyperparameters and topologies have on the discrimination ability of the obtained

features.

5.3.1 Evaluation Methodology

The experiment focused on exploring the effect of the following hyperparameters:

1. Number of convolutional layers n.

2. Kernel size k used for the convolution
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3. Number of filters f

The experiment explored the combination of n-CNN layers with n = [1, 2, 3, 4];

kernel size k = [2, 4, 8, 16, 32, 64]3 and number of filters f = [12, 24, 48, 96, 128].

Considering that more complex of models (with higher n, k, f values) can in-

crease the risk of overfitting, particularly considering the scarcity of large scale

training datasets, the exploration of the different combinations was conducted

starting from simple models, keeping k = 2 and f = 12 while increasing the

number of layers n = [1, 2, 3, 4]. The exploration then gradually evaluated more

complex models in search of a trade off between final accuracy and model com-

plexity, first evaluating increasing the size of the kernel, and finally the number of

filters. In the experiment, the same dataset of (Ronao and Cho, 2016) was used

for evaluation, i.e. UCI-HAR (Anguita et al., 2013). With respect to (Ronao and

Cho, 2016), however, the updated version of the same dataset was used (Reyes-

Ortiz et al., 2016). The dataset contains signals acquired using on-board inertial

sensors from a Samsung Galaxy S2 smartphone, with accelerometer and gyro-

scope signals sampled at 50 Hz. It was acquired in a controlled environment with

the smartphone location constrained to the waist. The set of activities labelled in

the dataset includes: lying, sitting, standing, walking, walking downstairs, walk-

ing upstairs, plus postural transitions (e.g. sitting-to-standing) in the updated

version. With respect to the experiment conducted in (Ronao and Cho, 2016),

there are two main differences. The first relates to the presence of labels for

postural transitions which were unavailable in the previous version. Such labels

allow experimentation to be performed considering a more challenging set of

target activities, using samples labelled as postural transitions to define a NULL

class. The second difference is that the previous version contained only pre-

processed accelerometer data, where the accelerometer’s signal was decomposed

into a gravity and a body component. The two components were obtained using

a Butterworth low-pass filter with cutoff frequency, set at 0.3 Hz. The updated

version also contains accelerometer’s raw-data without any pre-processing.

The dataset also provides a benchmark set of extracted features consisting of

3It should be noticed that the grid search was conducted with a sparse approach with
respect to Ronao and Cho (2016) that evaluated k = [3, 4, 5, · · · 15], however, covering the
case of larger kernel size values k > 15.
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561 HCF. This set includes both time and frequency domain features extracted

from accelerometer and gyroscope signals and was used as a reference for the

HCF approach in the comparison with CNN features. Moreover, the benchmark

set of HCF has been used to analyse the quality of features in comparison with the

CNN approach, providing visualisation on how well target activities are separated

in the feature space for both HCF and CNN case. The available set of features

contained in the dataset were segmented with a window size of approximately

2.5 seconds (128 samples/window) and 50% overlap (Anguita et al., 2013). As

previously described in Chapter 2, such a window size allows to complete a full

cycle of two steps in walking activities considering a normal walking stride of

90-110 steps per minute (Anguita et al., 2013).

For the CNN, the same segmentation approach was maintained, thus form-

ing an input vector of 128x6 (x,y and z channels for both accelerometer and

giroscope).

The UCI-HAR dataset contains data of 30 subjects, providing a 70% / 30%

train test partition, with data from 21 participants for training, and the remain-

ing 9 for test. The set of CNN feature extractors (with varying n, k and f)

were trained using the available training dataset. Training was performed us-

ing a learning rate of lr = 0.001 and using Adam (Kingma and Ba, 2015) and

Stochastic Gradient Descent (SGD) (Bottou, 2010) as optimisers. In an attempt

of preventing overfitting phenomena, the 21 training users were divided into two

groups, keeping 3 of them for validation during the training performed on 18

subjects. The remaining 9 test subjects were subsequently used to compute fi-

nal results on unseen participants. After training the CNN models, the CNN

automatic features were extracted on the test set using the trained CNN mod-

els. These CNN automatic features were then compared to HCF features on

the same architecture (Figure 5.3), taking as input a flattened vector of either

CNN-based features or HCF.
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Figure 5.3: Test architecture used to measure final accuracy obtained on a MLP
taking as input HCF or CNN auto features. Adapted from (Cruciani et al., 2019).

5.3.2 Results

The comparison conducted during the experiment was complemented with a

visual representation of HCF and CNN features. PCA was used to reduce the

dimension of the feature space to 3 principal components. The plot obtained

visualising first and second, and first and third components were used to visualise

how target activities were separated in the feature space.

Figure 5.4 shows CNN feature space separation of activities with varying the

number of convolutional layers (a), and the kernel size for the convolution (b).

The plots were generated excluding data points labelled with the lying activity,

since they were far away from the rest of data points, and exclusion of this label

facilitated visual interpretation of data points for the remaining activities. Two

subgroups of activities may be considered in the remaining set: static activi-

ties (sitting, standing), and dynamic activities (walking, walking upstairs and

downstairs). Figure 5.4-(a) shows how, increasing the number of convolutional

layers, inter-group separation between static and dynamic activities improves.

Qualitative assessment on the visualisation using PCA did not introduce signif-

icant differences when increasing the number of layers from n = 3 to n = 4.

Consequently the exploration continued using a 3-CNN model while increasing

the kernel size k, and finally the number of filters f . Figure 5.4-(b) illustrates

separation of activities in the feature space, using a 3-CNN while increasing the

kernel size. In this case, the plots show how larger kernel sizes appear to improve

intra-group separation of both static and dynamic activities.
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(a) Increasing number of layers n-CNN

1-CNN k = 2 2-CNN k = 2 4-CNN k = 2

(b) Increasing kernel size k

3-CNN k = 2 3-CNN k = 8 3-CNN k = 32

Figure 5.4: PCA for the IMU sensor on feature space obtained by increasing the
number of layers 1-CNN, 2-CNN, and 4-CNN (a); and (b) increasing the kernel
size k = 2, k = 8 and k = 32.

Best performing models were obtained using a larger kernel size k = 32.

Similarly, increasing the number of filters was proven to improve results, however,

only up to f = 24. It should be noted that the best performing kernel size k = 32

corresponds to approximately 0.64 sec with a 50 Hz sampling rate. This result

suggests that a more informative feature map can be obtained when the kernel

size is able to capture the duration of one step in the convolution operation.

The plot visualisation supports this observation, showing intra-group dynamic

activities being better separated with respect to the case of using smaller kernels.

Figure 5.5 illustrates a comparison of the CNN that measured the best ac-

curacy on the test set (a 3-CNN with k = 32), with the HCF case.

Figure 5.6 shows the two confusion matrices obtained with the HCF and CNN

for the accelerometer only case. The confusion matrix highlights how error rates

in the CNN case are comparable with the HCF, with higher conflict registered

in both cases between the sitting and standing class.

Detailed results in terms of precision, recall and F-score are provided in Ta-

ble 5.1. The table reports results obtained using Adam optimiser. Performance
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(a) (b)

Figure 5.5: Visual comparison of (a) HCF, and (b) CNN automatic features
using 3 layers. Adapted from (Cruciani et al., 2019).

(a) (b)

Figure 5.6: Confusion matrices obtained using HCF features and CNN auto
extracted features. Adapted from (Cruciani et al., 2019).

of the best CNN feature extractor are comparable (in terms of accuracy of pre-

dictions) with the HCF case. HCF measured a slightly higher F-score (95.50%)

against 93.38% of the CNN when using Adam optimiser. Experiments using

SGD (Bottou, 2010) reduced the gap between the HCF and the CNN case.

For the sake of conciseness, results using SGD are reported only for the

case targeting a more challenging set of activities including a NULL class. The

complete list of results are available in (Cruciani et al., 2019) and (Cruciani

et al., 2020). In this case, samples labelled as postural transitions were used to

define a NULL class. The experiment was repeated to evaluate the CNN case

with a more challenging set of target activities. The new set of target activities

was then used to evaluate a 3-layer CNN architecture with k = 32 on the case

including a NULL class. At this stage also the SGD (Bottou, 2010) optimiser was

used, and experiments were performed with and without a batch normalisation

layer, as presented in Figure 5.7.

Regarding batch normalisation, the experiments highlighted better results
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Table 5.1: Precision, Recall and F-Score obtained on UCI-HAR Dataset using
HCF and CNN features obtained with different parameters using accelerometer
and gyroscope. Adapted from (Cruciani et al., 2019).

Parameters Precision Recall F-Score
HCF (acc & gyro)a 95.80% 95.39% 95.50%

1-CNN K=2 88.84% 89.01% 88.87%
2-CNN K=2 89.54% 89.70% 89.59%
3-CNN K=2 90.51% 90.63% 90.55%
4-CNN K=2 91.84% 91.97% 91.89%
3-CNN K=8 91.44% 91.63% 91.51%

3-CNN K=16 92.96% 93.08% 92.98%
3-CNN K=32 93.31% 93.52% 93.38%
3-CNN K=64 92.03% 92.20% 92.04%

a561 features: accelerometer and gyroscope.

Figure 5.7: CNN architecture including a batch normalisation layer.
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(a) (b)

Figure 5.8: The Confusion matrix (a), and the normalised confusion matrix (b)
using a 3-CNN model with k = 32 and f = 24, for the set of activities including
transitions as NULL class.

without any normalisation or scaling. Other studies, such as (Ignatov, 2018),

analysed IMU signals’ normalisation when using CNN, also concluded that for

accelerometer data it is preferable to feed the first layer with raw data without

normalisation or scaling. The test evidenced that the SGD optimiser could im-

prove the F-score when training on a larger number of epochs. A pure stochastic

optimiser like SGD makes it difficult to estimate the ideal number of epochs. As

previously mentioned, the training was performed using 18 subjects, keeping 3

for validation and the remaining 9 as test set. The training was performed using

a large number of epochs (≥ 1000), saving only the network minimising loss on

the validation set, and using a relatively high patience (200 epochs). Multiple

test repetitions evidenced that a stochastic descent reached its best performance

(minimum loss) on the validation set between 400-500 epochs. The confusion

matrices obtained including transitions and this training configuration is reported

in Figure 5.8.

Table 5.2 reports precision, recall and F-score values obtained with the CNN

when considering also the transition case as the NULL class.

5.3.3 Discussion

This first experiment helped to identify some of the fundamental elements related

to the effect of the main hyperparameters and the choice of an appropriate

optimiser. In particular, the experiment helped to identify that the use of larger
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Table 5.2: Precision, Recall and F-Score obtained with the CNN classifier using
accelerometer and gyroscope signal.

Activity Precision Recall F-Score
Walking 99.79% 95.76% 97.73%
W. Upstairs 97.84% 97.01% 97.42%
W. Downstairs 92.65% 99.52% 95.96%
Sitting 88.67% 72.73% 79.91%
Standing 78.62% 91.91% 84.74%
Lying 99.63% 100.00% 99.82%
Transition 99.33% 91.98% 95.51%
Average∗ 93.79% 91.98% 93.02%
∗ Macro average

kernel sizes can help discrimination of dynamic activities. Similar to (Ronao

and Cho, 2016), the experiment confirmed that CNN can challenge the state

of the art in HCF, while providing a standardised way and a less error prone

way to extract features compared to the conventional case. Nevertheless, in

contrast with the HCF case, CNNs require a training phase in order to learn

filter structures able to generate valid feature maps.

The experiment also highlighted the importance of choosing the appropriate

optimiser. Despite the additional complexity of introducing a NULL class, SGD

was proven to obtain better results than the adaptive alternative (Adam). Similar

considerations concerning the use of SGD were made for other CNN applications,

as in (Keskar and Socher, 2017). For the HAR case, similar results were also

observed on an experiment which was run in parallel, focusing on generalisation

issues of CNNs on unseen data, that will be the main topic of the next Chapter.

Building on the results obtained in this first experiment, the candidate CNN

architecture to be used in the second experiment was identified, with the goal

being, this time, of addressing the cold-start problem by using a pre-trained CNN

feature extractor.
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5.4 Experiment II: Addressing the cold-start prob-

lem

The second experiment was conducted in the form of a case study investigating

the use of a pre-trained CNN model to solve the cold-start problem when using

CNN as a feature extractor.

The rationale depicted in Figure 5.9 consists of three phases. First a dataset

is used to train the CNN feature extractor (a), solving the cold-start problem.

Then the trained CNN feature extractor can be used to produce input feature

vectors for a second classifier model (b). Finally, evaluation of the new model,

making use of CNN automatic features, is performed (c). This scenario can be

summarised into a two step procedure:

1. The CNN feature extractor is trained on controlled environment data (a).

2. The pre-trained classifier is evaluated on a real-world dataset, training (b)

and testing (c) a second model using CNN generated features.

The case study was first introduced in (Cruciani et al., 2019) where some

basic requirements concerning suitable datasets for the two steps were identified.

In particular, for the first step, the use of a controlled environment collected

dataset is preferable; since uncontrolled labelling of real-world datasets may be

subject to label noise and therefore may be less reliable. In the second step, a

large public real-world dataset was chosen as the target dataset, with the goal

of evaluating performance of a pre-trained CNN feature extractor in realistic

conditions. Naturally, the two datasets must have similar characteristics in terms

of collected data and nature of the target activities, even though the target

activity set may be slightly different between the two cases. The case study

aims at reusing a pre-trained model, implementing an approach similar to a

transfer learning scenario, as in (Wilson and Cook, 2019).

Experiments on the case study were completed at a later stage and published

in (Cruciani et al., 2020).
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Figure 5.9: Classification using a pre-trained CNN feature extractor: (a) CNN
Feature extractor training, (b) obtained features from the pre-trained CNN model
are used to train a second model on a different dataset, (c) the new trained model
is evaluated on the test dataset. Adapted from (Cruciani et al., 2019).

5.4.1 Evaluation Methodology

The CNN architecture identified in Section 5.3 was used for this experiment.

For the first step of the case study, the updated version of the UCI-HAR dataset

(Reyes-Ortiz et al., 2016) was used as controlled environment dataset to train

the CNN feature extractor. For the second step, the Extrasensory dataset was

used as a target dataset (Vaizman et al., 2017). Considering the different char-

acteristics of these two datasets, three main adaptations were performed. The

first adaptation concerned the input signal. The UCI-HAR dataset was collected

with the smartphone constrained to be located to the waist, whereas in the Ex-

trasensory dataset the smartphone location may vary in different subjects and in

different moments. Consequently, the 128x6 input layer was extended to a 128x8,

with the two additional channels being the 3D magnitude of the accelerometer

and gyroscope signals. The two additional channels were introduced as rotation

invariant channels to deal with the unconstrained smartphone location of the

Extrasensory dataset. The second adaptation was due to the different sampling

rate of the two datasets, 50 Hz in the UCI-HAR, and 40 Hz in Extrasensory.

Consequently, data from the UCI-HAR were down-sampled to 40 Hz during the

CNN training step. At the same time the candidate kernel size k = 32 was

reduced to k = 28, in order to maintain the size in a comparable time scale

(' 0.64s). Finally, during the training of the CNN feature extractor, the use of
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a dropout layer following each convolutional layer (dropout rate set at 0.5) was

added, trying to prevent overfitting on the first dataset.

The target activity set on the Extrasensory was chosen to be: lying, sitting,

walking, running and cycling. Such a set of target activities allows comparison

with (Vaizman et al., 2017) using HCF on the same dataset, with the same set

of sensors. In implementing the second step of the case study, RF was used as

a second model for final predictions on the Extrasensory dataset. The use of RF

was purely illustrative, and other classification approaches may be considered at

this stage. The choice of RF was made considering results in Chapter 3, where

RF was observed to be the best performing model together with NN when using

HCF.

The evaluation on the real-world dataset was performed using the 5-fold

partition provided with the Extrasensory dataset. The 5 folds correspond to

different train test split, using 48 participant as training, and the remaining 12

as test. As mentioned in Chapter 4, out of 60 subjects in the Extrasensory, for 3

participants the gyroscope data were missing. The test was consequently carried

out using the available 57 users.4 It should be noticed that, with respect to

Chapter 4 despite the use of the same dataset, different evaluation procedure

were used. In particular, leave-one-out was used to evaluate the performance of

classifiers adapted using the proposed personalisation method, whereas in this

experiment being a generic model the one under evaluation, the 5-fold partition

between training and testing was used. In both cases, the choice allowed to

compute results comparable with (Vaizman et al., 2017) for the corresponding

case.

Considering the highly imbalanced nature of the dataset, macro-average val-

ues of precision, recall and F-score were used to evaluate results on the test

set. During the training instead, under-sampling was used to keep the balance

between the classes, while training the RF model with CNN automatic features.

4Due to the missing gyroscope data the 5-fold had different number of participants 46-48
for training, 10-12 for testing as in Vaizman et al. (2017).
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(a) (b)

Figure 5.10: The normalised confusion matrices using the pre-trained CNN as
feature extractor on the Extrasensory dataset with: (a) obtained with fold 2 on
the complete set of target activities, and (b) the average of the 5 folds using the
combined idle class.

5.4.2 Results

Results were calculated validating the accuracy of predictions on the test set,

using the 5-fold validation procedure. A reduced set of target activities, combin-

ing lying and sitting into and idle state class, was also calculated. Figure 5.10

illustrates the confusion matrices obtained for the set of target activities. In

particular, (a) depicts the normalised confusion matrix obtained in the second

fold, and (b) the average of the 5 folds with the reduced set of activities.

Table 5.3 reports the average precision, recall and F-Score values on the

5-fold, and the macro-average global values for all classes.

Table 5.3: Average Precision, Recall and F-Score obtained with 5-fold validation
on the Extrasensory dataset.

Activity Precision Recall F-Score

Idle 99.06% 89.07% 93.80%
Walking 43.30% 77.10% 55.46%
Running 23.28% 65.18% 34.30%
Cycling 21.35% 38.70% 27.52%
Average∗ 46.75% 67.51% 52.77%
∗ Macro average
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5.4.3 Discussion

Results obtained in this second set of experiments highlight the challenges of

dealing with real-world datasets. Precision, Recall and F-Score are significantly

lower compared to the controlled environment case. Nevertheless, similar con-

siderations as in the previous Chapter using the same dataset should be made.

The target activities were more challenging, including several conflicting classes:

such as lying and sitting, and the cycling class conflicting with either the walking

or the idle class, presumably in the first case for users keeping the smartphone in

the trouser pocket, while in the latter, for keeping the smartphone in their bag.

As mentioned in the Chapter 4, investigation of the issue is not an easy task. On

the other hand, when comparing results obtained to the HCF case, the use of a

pre-trained CNN classifier provided a balanced accuracy (macro-average recall)

of 67.51%, a value which is in between values obtained with HCF, respectively

65.06% using 10-random subjects, and 69.57% using the 10-closest. This results

confirms the ability of CNN of generating features that can challenge the HCF

case.

5.5 Conclusion

This Chapter focused on DL methods for HAR. In particular, a comparison

between HCF and CNN was performed to identify a suitable CNN for detec-

tion of simple activities. The CNN implementation was then evaluated in a

cross-validation experiment between two datasets. The results obtained high-

lighted how DL methods are easily applicable to implement HAR models. On

the other hand, results confirmed common issues of uncontrolled settings are a

major hurdle for real-world deployment. The ability of DL of learning features

automatically represents a major advantage point. Nevertheless, higher control

on the feature set in the HCF case may allow more flexibility in applying adap-

tation methods as the one proposed in Chapter 4. Within this respect, future

work may include further investigation on CNN features, and in particular on

their use to explore application of the adaptation method of Chapter 4 to the

CNN case. Further envisioned work also includes the use of LSTM to deal with
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complex ADLs. The benefit of LSTM in learning long-term data relationship

can be particularly useful when trying to accomplish the step going from simple

physical activities to complex ADLs. The nature of the Extrasensory dataset

unfortunately, did not allow the use of LSTM. The dataset contains only the

first 20 seconds of recording on every minute fragment, and using LSTM would

require to reset the state vector every 20 seconds, thus losing the advantage of

LSTM of keeping long-term memory of past data. Once again, the presence of

a large real-world dataset represents a limitation in this sense.

In parallel, with the experiment described in this Chapter, a second experi-

ment also using a CNN based approach for HAR was conducted. Chapter 6 will

report on this second experiment, aiming at improving the generalisation ability

of a CNN model over unseen data.
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Chapter 6

Improving the generalisation of

Deep Learning HAR models

The previous Chapter introduced state of the art DL approaches in the field of

HAR, and discussed conducted experiments to analyse CNNs as a feature learning

method. This Chapter reports on an experiment conducted in parallel evaluating

generalisation abilities of CNN models over unseen data, in real-world conditions.

The experiment was published in (Cruciani et al., 2019), complementing the

experimentation presented in Chapter 5 to deal with the cold-start problem,

with further investigation of generalisation issues of DL models.

6.1 Introduction

Despite the increasing amount of research being conducted on HAR, the emer-

gence of new DL approaches provides new scope and opportunities for contri-

bution to this domain. DL approaches, and above all CNNs, were shown to

outperform, or at least challenge, conventional ML methods. As shown in Chap-

ter 5, despite the increasing number of experiments being conducted, very few

cases, so far, have been conducted using real-world datasets.

In (Siirtola et al., 2018), the authors discussed the most commonly used open

datasets for experimentation concerning HAR. Unsurprisingly, publicly available

datasets were, in most cases, collected in controlled environments. Consequently,

many studies have highlighted the need of testing HAR solutions in real-world
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settings (Vaizman et al., 2017). Moreover, there is the need of cross-validating

solutions, i.e. performing training on one dataset and testing on a different

dataset, deemed to have similar characteristics. Several issues, including data

format and type of activities, however, obstruct cross-validation of HAR models

across different datasets.

This Chapter reports on experimental activities conducted to evaluate gen-

eralisation abilities of CNN models. In order to allow cross-validation of a CNN

model on a different dataset, a new dataset was collected. The dataset was

collected in a compatible format, allowing cross-validation experiments with the

Extrasensory dataset (Vaizman et al., 2017). The data collection and the results

of the experiment were published in (Cruciani et al., 2019).

The remainder of this Chapter is structured as follows. Section 6.2 describes

related work, highlighting the main issues obstructing cross-validation experi-

ments and evaluation of solutions in real-world settings. Section 6.3 describes

data collection activities and the experiment conducted. Results are presented in

Section 6.4, and further discussed in Section 6.5. Finally, conclusions are drawn

in Section 6.6.

6.2 Related Work

HAR solutions and, in particular, DL approaches have predominantly been trained

and tested over data collected in a controlled environment (Siirtola et al., 2018).

The controlled nature of the datasets used to evaluate these methods exposes

learned models to the problem of maintaining generalisation, when dealing with

real-world unseen data. The different conditions that trained models face in

the final real-world environment may significantly affect their accuracy perfor-

mance (Siirtola et al., 2019). In (Siirtola et al., 2018), most commonly used

publicly available datasets were examined. Besides the fact that datasets were

mostly collected in controlled conditions, the Authors highlighted the need of

cross-validating classifier models across different datasets. Cross-validation ex-

periments, however, are obstructed by several issues. One issue is related to the

signals being recorded. In some cases, raw data are available for all IMU signals,
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i.e. accelerometer, gyroscope and magnetometer. Often, only accelerometer and

gyroscope data are available, and in some cases the only recorded signal is the

accelerometer. Furthermore, sampling rates vary between datasets from 20 to

50 Hz, and up to 200 Hz in some cases (Siirtola et al., 2018). Another issue is

related to the sensor location, that is usually constrained to a specific location,

however, different datasets may have used different location constraints (usually

one of: trouser pocket, waist, wrist, chest or ankle). Finally, the set of target

activities varies, with minimum sets usually including activities like sitting, stand-

ing, walking, and walking up and down the stairs; whereas, some datasets also

include cycling and running activities; finally, some datasets contain also labels

for complex activities such as ADL (as in (Chavarriaga et al., 2013)).

The aim of this experiment was to test generalisation abilities of a CNN

in real-world conditions, cross-validating a CNN model using two different real-

world datasets. In particular, the Extrasensory dataset (Vaizman et al., 2017)

was used for training, and a different dataset (Cruciani et al., 2019) collected

in similar conditions was used for testing the ability of the learned model to

generalise over unseen real-world data.

6.3 The Experiment

In the previous Chapter, a dataset acquired in a controlled environment was more

suitable to analyse the quality of CNN produced features in comparison to the

HCF case, since it is less likely to contain artifacts that could alter interpretation

of results, as for instance label noise that real-world collected datasets may

contain (Stikic et al., 2011). In contrast, the experiment objective of this study

aimed at evaluating the use of a DL approach on real-world unseen data.

For this second experiment, two datasets acquired in real-world unconstrained

settings were used: the Extrasensory dataset (Vaizman et al., 2017) and the

Ulster University (UU) Dataset (Cruciani et al., 2019)1.

1Dataset collected during the course of the collaboration with Tsinghua University, in
Beijing. The project was funded by Royal Society International Exchanges Award (IE161780),
the ACROSSING Marie Sk lodowska-Curie EU Framework project for Research and Innovation
Horizon 2020 under Grant Agreement No. 676157 and China NSF Project under Grant No.
61672309.
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The goal of the experiment was to cross-validate a CNN-based classifier on

the newly acquired UU Dataset. The Extrasensory dataset was used for training

considering its characteristic as the largest real-world dataset for HAR using

smartphone data. Of the 60 users included in the dataset, 48 were used for

training and 12 for validation, in a 5-fold validation leading to 5 models trained

on the Extrasensory dataset. Finally, the model obtained was tested on the

UU dataset with similar characteristic (i.e. smartphone’s accelerometer were

recorded in free-living). Cross-validation allowed the generalisation of the learnt

model to be evaluated in a new environment, using unseen data belonging to

unknown subjects that were not used for either training or validation purposes.

6.3.1 The UU dataset

To facilitate cross-validation between the two datasets, the UU dataset was made

available in a compatible format with the Extrasensory dataset. Accelerome-

ter data were pre-processed and stored in fragments containing 20 seconds of

recording at 40 Hz. Each fragment is stored as a separate file, with the file-

name convention that the fragment is of the form ’ti.m raw acc.dat’, where ti

represents the initial timestamp of the data fragment.

Ten subjects were recruited using the participants’ smartphones for data

collection. Due to compatibility issues with different devices, data were correctly

collected from only 7 users.

The dataset was collected in free-living conditions, with recruited participants

using the app for data collection during their normal daily routine, allowing the

collection of data of the same nature as the Extrasensory. It should be noticed

that process of data collection took several months because of the time required

by data collection activities, including recruitment of participants. As such, the

dataset was not available at the time the experiments described in Chapter 4

were being carried out. As stated in Chapter 3, a main inconvenience of real-

world datasets is that they are usually highly imbalanced. Figure 6.1 illustrates

the distribution of samples per class in the two datasets. As can be seen there

is a large imbalance of the majority class (Sit) with the other classes.
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Figure 6.1: Class imbalance: comparison of Extrasensory and UU dataset.
Adapted from (Cruciani et al., 2019).

A common approach to deal with class imbalance is to use either under

sampling (eliminating random samples from the majority class/classes), or over-

sampling (generating more samples for minority classes as small variations of

available samples) (Kotsiantis et al., 2006). A common method for over sam-

pling is SMOTE (Chawla et al., 2002). In Chapter 3, an alternative under

sampling method was proposed, where instead of random elimination, samples

whose label are believed to be less reliable by a heuristic function are eliminated.

In this case instead, class imbalance was addressed using BBL.

6.3.2 Balanced Batch Learning

In BBL, balance between classes during training is guaranteed by providing at

each batch the same number of data points for each target class. BBL was used

with CNN for instance in (Walecki et al., 2017).

The approach is based on defining a batch generator function. Batch gener-

ators are utility functions that can be used to generate batches on-the-fly during

training. This avoids the need for loading the entire training dataset in memory.

This feature is particularly convenient when dealing with large datasets like the

Extrasensory dataset, that includes more than 13GB of data from accelerometer

and gyroscope sensors.

The batch generator was implemented using the proposed balancing ap-
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proach. The balancing procedure is described in the form of pseudo-code in

Algorithm 2. A required pre-condition to the algorithm is the analysis of the

dataset, in order to obtain exact cardinality (i.e. number of fragments) corre-

sponding to each target activity. This allows the identification of the cardinality

of the minority class n, i.e. the cardinality of the target label with fewer frag-

ments. This value defines the number of steps for each training epoch. At each

epoch n batches are generated iterating over all available samples in the minor-

ity class, while keeping the advantage of selecting more random samples for the

majority classes.

Algorithm 2 Generate balanced batch
1: Input : activity labels: A = [a1, a2 · · · aN ]
2: data fragments: F

3: Output : balanced batch: batch

4: procedure getBalancedBatch( A, F )
5: for all ai ∈ A do
6: fragmentsi = {∀f ∈ F |label(f) = ai}
7: frag = {randomf ∈ fragmentsi}
8: samplesi = extractSamples(frag)

9: batch = [samples1 · · · samplesn]
10: return shuffle(batch)

6.3.3 Improving DL models’ generalisation with real-world

data

As seen in Chapter 4, an observed limitation of classifiers is their ability to gen-

eralise on unseen data. For this reason, selecting an appropriate optimiser during

training for gradient descent is important. Adaptive optimisers represent a com-

mon choice for gradient descent. One of the most popular optimisers for DL is

the Adam optimiser (Kingma and Ba, 2015), that allows faster convergence in

comparison with other gradient descent algorithms, e.g., SGD (Bottou, 2010). In

some cases though, SGD (Bottou, 2010) has been proven to improve generalisa-

tion of learnt models (Keskar and Socher, 2017). For this reason, the experiment

compared both the use of Adam and SGD. Moreover, in an attempt to further

reduce the likelihood of overfitting, a combination of Dropout (Srivastava et al.,

2014) and SGD was investigated.
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6.4 Results

Table 6.1 summarises the accuracy obtained using Adam, SGD and SGD with

dropout. The Adam optimiser scored the highest accuracy on the training set.

SGD, however, scored higher accuracy values on both validation and test sets,

meaning that the trained model with SGD improves the generalisation of the

learned model also in the case of IMU signals for HAR, using real-world data.

Similarly, the use of dropout allows to further improve the accuracy on validation

and test sets.

Table 6.1: Accuracy measured in Cross-validating the model between Extrasen-
sory (train and validation) and UU dataset (test) using different optimisers.
Adapted from (Cruciani et al., 2019)

Accuracy
Optimiser Traininga Validationa Testb

Adam 85.21% 72.51% 66.14%
SGD 83.37% 75.59% 67.01%

SGD+dropout 81.75% 78.84% 70.51%
aon Extrasensory dataset. bon UU dataset.

Finally, Table 6.2 shows measured macro-averaged values for precision recall,

accuracy and balanced accuracy for all 7 users in the UU test dataset.

Table 6.2: Macro-averaged Precision, Recall and Accuracy values measured on
UU dataset for all subjects. Adapted from (Cruciani et al., 2019).

Participant Precision Recall Accuracy
ID

User 1 73.11% 81.39% 89.85%
User 2 20.09% 54.39% 24.68%
User 3 71.28% 89.93% 82.62%
User 4 85.41% 79.28% 80.29%
User 5 68.33% 72.10% 60.71%
User 6 54.71% 53.22% 65.49%
User 7 83.83% 71.48% 89.93%

Average 65.25% 71.68% 70.51%

As discussed in Section 2.5, balanced accuracy (macro-average recall value)

provides a more stable metric, in the case of real-world imbalanced datasets (Vaiz-
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man et al., 2017). An example of how simple accuracy can be affected by class

imbalance can be observed for User 2, for which fewer labels were available, and

the ones available were mostly belonging to the minority classes (running and

cycling).

6.5 Discussion

The cross-validation of a CNN over two real-world datasets confirmed the impor-

tance of testing models under realistic conditions, since controlled environments

tend to under-represent common issues of deployed systems. The choice of a

suitable optimiser plays a fundamental role in the model’s generalisation abil-

ity. SGD, despite providing lower accuracy on the training set, was observed to

improve generalisation both on the validation and the test set. While the use

of an adaptive gradient descent, although allowing faster convergence and with

higher accuracy on the training set, may be more prone to overfitting. Similarly,

the use of dropout, in order to further prevent overfitting phenomena, improves

the generalisation abilities of the trained model. Overall, the obtained balanced

accuracy on the new dataset was 71.73%, an encouraging result considering

the extremely challenging conditions of performing cross-validation between two

real-world datasets. Nonetheless, cross-subject variability observed in Table 6.2

highlighted once again the limitation of generic models for HAR. Balanced accu-

racy varies in a wide range between 53.22% and 89.93%. An online adaptation

strategy, similar to the one proposed in Chapter 4, could be implemented to deal

with cross-subject variability, highlighting that personalisation strategies should

be investigated also for cases using DL approaches.

It should be noted that the further experimentation could be envisioned for

future work, particularly regarding the use of dropout, for which only the value

suggested in (Srivastava et al., 2014) (i.e. dropout 0.2 in the input layer) was

used. Further experimentation could explore fine tuning of both the dropout and

the learning rate, that has been kept to the default value of 0.001.
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6.6 Conclusion

This Chapter presented the experiment conducted, in order to assess general-

isation abilities of CNN models in real-world and unseen conditions. Results

obtained highlighted two main points. On the one hand, the experiment con-

firmed the advantages of using a CNN-based approach, that allows a model to

be trained without performing feature design, selection and extraction. On the

other hand, it can be observed that also for DL approaches, as in the case of using

HCF, generic models are subject to the problem of high cross-subject variability.

Consequently, future work may be conducted investigating personalisation and

adaptation methods aiming at reducing the detrimental impact of cross-subject

variability in the final accuracy of models.

This experiment concludes the primary research conducted in this thesis.

The next Chapter reports on a real-world case study. The case study links all of

the conducted experiments described so far. The objective of this investigation

within the framework of the ACROSSING project, described in Chapter 1. Some

of the methods discussed so far were consequently incorporated into a deployable

solution, aiming at monitoring PA levels in an older adults cohort.
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Chapter 7

Future Works: Promoting

Physical Activity using Smart

Technologies

This Chapter presents a use case introducing the foreseen real-world application

of some of the elements presented in the previous Chapters. The use case

combines the use of smart technologies within a modular platform, designed

following a multi-disciplinary approach, aimed at supporting a behaviour change

intervention promoting the regular undertaking of PA. This Chapter shifts back

the topic from HAR to one of its application within the multi-disciplinary field

of behaviour change. It is important to remark that within this context, the

goal of this work was to support the automatic and objective assessment of

physical activity, rather than targeting persuasion. The use case here presented

has found its first application as part of the ACROSSING project, with the goal

of providing a smart technology-aided approach for promoting PA amongst older

adults. The modularity of the platform, however, allows the main components

of this framework to be reused also in future studies, some of which have already

been planned and will be presented in the next Chapter.



142

7.1 Related Work

Risk factors related to health behaviours are deemed to be linked to 40% of

premature deaths (Kvaavik et al., 2010; Saint Onge and Krueger, 2017; Wilson

et al., 2019). As stated in Chapter 1, poor health behaviours can increase the risk

of developing chronic conditions and early morbidities. The list of poor health

behaviours includes bad dietary habits, smoking, excessive alcohol consumption,

and lack or inadequate levels of PA (Kvaavik et al., 2010; Wilson et al., 2019).

This technology presented in this use case was aimed at tackling the latter.

The importance of having regular PA exercise is well known to the research

community. In (Katzmarzyk et al., 2009), the authors reported results of a 12

year longitudinal study aiming at investigating the correlation between sedentary

behaviours and increased mortality risk. The target population of the study

was divided into four groups: active almost 100%, 75%, 50%, and 25% or less

of their active time. The authors reported an increase in the mortality rate

of 15-20% between the first and the last group. As such, a growing number

of studies have focused on promoting healthier habits, which is also known as

behaviour change (Owen et al., 2011). The term behaviour change refers to the

design of models (and their application) in order to deliver interventions aimed at

promoting a healthier lifestyle (Oinas-Kukkonen, 2013). The promotion of PA is

among the main objectives, due to the pandemic of sedentary lifestyle that mostly

affects developed countries (Owen et al., 2011). Demographics shows how in

general, the older adults (≥ 65 years old) segment of the population is the most

inactive (Harvey et al., 2013). For older adults, guidelines on PA recommend at

least 30 minutes of moderate intensity activity 5 times a week (Department of

Health and Social Care, 2019). Alternatively, 20 minutes of intense PA 3 times

a week are sufficient to meet minimal requirements. Exercise sessions can be

divided into smaller bouts; however, each bout shall have a minimum duration

of 10 minutes (Marshall et al., 2009).

Smart technologies can facilitate monitoring of PA and the delivery of be-

haviour change interventions. A plethora of mobile apps are available on both

Google Play Store and Apple App Store. In most cases though, there is no evi-
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dence of the behaviour change model being applied (Middelweerd et al., 2014),

and apps rarely make reference to the recommended PA levels (Marshall et al.,

2009). An example is the 10k steps goal (present in the majority of commercial

apps), which by itself does not guarantee the satisfaction of minimal require-

ments, since it potentially includes exercise bouts shorter than 10 minutes (Le-

Masurier et al., 2003).

On top of these considerations, user engagement constitutes an additional

challenge. Issues such as low adherence and use of solutions designed for the

intervention have been often reported in behaviour change studies (Vandelanotte

et al., 2016; Short et al., 2018). Within the older adult cohort, adoption of

smart technologies such as smartphones is increasing (Center, 2019). The use

of technology for this segment of the population, however, has received fewer

investigations compared to other age groups (Vandelanotte et al., 2016).

Beside these considerations, specific to the case of PA behaviour change in-

tervention, in an attempt to implement a multi-disciplinary approach, software

engineering requirements should also be considered. A large majority of solutions

supporting behaviour change interventions were designed following a vertical ap-

proach, resulting in the implementation of ad-hoc systems that cannot easily be

adapted, for instance, to address a different type of intervention (e.g. weight

loss, instead of PA monitoring). Within this respect, this work aimed at follow-

ing industry standard design best practice, in order to build a modular platform

easily adaptable to a different type or intervention and/or application scenario.

A similar objective can be achieved with the implementation of the software

platform as a set of independent self-contained modules, following separation

of concerns and SOLID principles (Hayim, 2015). In essence, an architecture

supporting a behaviour change intervention with the use of smart technologies

can be seen as being composed of three main modules. The first of which is

the one at the user level (the intervention participant). This module has the

role of gathering all data necessary for the monitoring of the intervention (e.g.

statistics on the amount of PA, or self-reported dietary information in a weight

loss intervention). In technology aided interventions, this is usually implemented

as a mobile app or a website application, as for instance in (Middelweerd et al.,
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2014). At the opposite end of the platform, the second element (usually imple-

mented as a web portal) is used by the coach, or the investigator, in charge of

following the intervention, monitoring all data being collected on the participants

(Middelweerd et al., 2014). In between the two, a third data aggregation module

can be identified. This module serves as a secure data storage module where

data from the participants can be collected and made available for visualisation

to the coach following the intervention. The first two components involve GUI

elements and their design is usually deeply tied to the specific target audience,

particularly when using a user-centred design approach. Unlike the two front-end

modules requiring Human-Computer Interaction (HCI) functionalities, the data

storage module does not provide any HCI, and only exposes a set of web services

composing an Application Programming Interface (API) that the other software

modules can use to insert and retrieve data. Consequently, for the software

module in charge of data storage, scalability and reusability principles should be

considered at the design stage, allowing the platform to be extended, for instance

adding the support for other types of interventions. A similar design approach,

was used for instance in (Patterson et al., 2015), implementing a self-monitoring

platform for patients suffering from different chronic conditions. Nevertheless,

in this case, the hardware requirements that were introduced by the technologies

used for the implementation required its deployment to be performed in a cen-

tralised server scenario. With the Internet of Things (IoT) paradigm emerging

in recent years, however, a different approach to software design is more widely

being adopted, with development trends such as edge computing that are mov-

ing towards lightweight decentralised architectures (Singh et al., 2019). Using

an edge computing paradigm, data can be stored closer to the data source that

generated them, in a more privacy preserving scenario that would facilitate the

deployment of such technologies in a smart home scenario. The implementation

of a decentralised architecture ideally requires lightweight software components

that can easily be embedded in a smart home using low cost hardware solutions.

Within this context of software engineering requirements this work presents the

following contributions:

1. The platform is designed using a modular approach, which adheres to the
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separation of concerns principle.

2. The data storage component implements the core functionalities of an

extensible platform, able to scale to different types of interventions and

applications.

3. The developed component is portable and lightweight, allowing its deploy-

ment either as a centralised or a distributed architecture while containing

the cost of the hardware being required.

The remainder of this Chapter is structured as follows. Section 7.2 discusses

related work on technology-aided behaviour change interventions. As a result of

the analysis of the state-of -the-art, current limitations are highlighted, and a so-

lution is consequently proposed and presented in Section 7.3. Finally, conclusions

are drawn in Section 7.4.

7.2 Monitoring PA in older adults

There are two independent risk factors that should be considered in relation

with PA: sedentarism, and inadequate levels of PA (Gardner et al., 2016; Harvey

et al., 2013; Owen et al., 2011). For instance, a person going for a morning

run of 30 minutes duration every day, may still be exposed to a prolonged sit-

ting time during the rest of the day. This fact is particularly relevant, since it

highlights that there are two main metrics to be monitored: the overall amount

of PA with respect to guidelines, and the ratio between active and sedentary

time. It is recommended that both these metrics should be monitored indepen-

dently. Considering the older adult cohort, 60% of people in this segment are

exposed to prolonged sitting time according to (Harvey et al., 2013; Saint Onge

and Krueger, 2017), however, this metric is usually not monitored in currently

available apps (Le-Masurier et al., 2003; Khaghani-Far et al., 2016). Mobile

applications for PA monitoring often include the use of a wristband activity

monitoring devices, while simpler solutions rely only on smartphone on-board

sensors (Matthews et al., 2016). Step count is the most common metric for PA

assessment in older adults, given that PA within this group will mostly consist
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in walking exercise sessions. In (Marshall et al., 2009), the authors investigated

the use of a step count based metrics to monitor moderate intensity activity,

showing that 3 METs1 correspond to a walking pace of 90-110 steps per minute,

and that step count is a viable metric to assess levels of PA in the older adults

cohort. Nevertheless, applications monitoring only the total number steps, as

in the case of the aforementioned 10k steps daily goal, will not monitor pro-

longed sedentary behaviours (Le-Masurier et al., 2003; Jennings et al., 2018).

Consequently, the analysis of the step count must be done considering the ra-

tio between active and sedentary time. Smartphone embedded IMUs allow the

automatic and objective assessment of PA to be performed. For some people,

however, the change in behaviour will not occur without the additional support

of some behaviour change technique being applied. Persuasion and motivation,

however, were not the main focus of this work, whose goal was to improve the

objective assessment of PA levels. A more detailed description of the literature

review on the topic of technology and behaviour change is given in Appendix A.

7.2.1 Current limitations

Among studies with a theoretical base on behaviour change, virtual coaching is

the most common approach. The analysis of these implemented solutions pro-

vides a useful input for the design of novel applications targeting the promotion

of PA for older adults. In particular, some interaction methods may not be suit-

able for the older adult cohort, e.g., web based implementation of the virtual

coach (Friederichs et al., 2014)(Watson et al., 2012). Another limitation resides

in the way PA assessment is performed. In (Friederichs et al., 2014) assessment

is based on self-reported information. In (Ofli et al., 2016) and (Hanneton S.

and Hanneton, 2009), an automatic assessment was implemented. PA monitor-

ing, however, is limited to exercise sessions, and therefore does not allow the

monitoring of active/sedentary ratio during the course of the day.

From a software engineering perspective, all these solutions were designed

1Metabolic Equivalent of Task (MET) is used to estimate energy expenditure: 1 MET
corresponds to energy normally spent at resting state, 3-6 METs moderate intensity activity
e.g. walking or cycling, >6 METs running or intense activity (Ainsworth et al., 2000).
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following a vertical approach. Consequently, their modification requires the en-

tire software stack to be reimplemented in order to extend the use of the platform

to a different type of intervention. This drawback would cause the duplication

of the data storage software modules, increasing the complexity of performing

evolutionary maintenance of a software line of products. In such a case, a sim-

ple bug fixing operation at the data storage level may require the fix to be

applied to the entire set of duplicated software modules. As previously men-

tioned, this limitation was addressed for instance in Patterson et al. (2015),

where a generic centralised data aggregator was implemented in order to provide

a unique data aggregation software module, able to support the self-monitoring

of certain behaviours for patients with different chronic conditions. In this case

three classes of chronic patients were considered: Chronic obstructive pulmonary

disease (COPD), stroke and dementia. The modularity of the platform allowed

the data aggregation component to be used as the common infrastructure for

the three conditions, despite the specific customisations required on the client

side according to the condition being monitored. The server module, in this case,

was implemented as a Java web application and was able to securely store an

unlimited range of heterogenous data formats by using a data model abstraction.

Despite the advantage of a modular architecture, due to the hardware require-

ments of the implemented solution (requiring at least 2GB of RAM), the solution

could only support a centralised scenario where a dedicated server is used for de-

ployment of the data storage component. Nevertheless, such a software module

ideally should be ready to be deployed also as embeddable in computationally

constrained devices, as it could be the case of an AAL solution within a smart

home. Despite the similarity to Patterson et al. (2015) in the design approach,

this work considered as an additional requirement the possibility of deploying the

data storage module as an embedded in limited resource hardware.

The next Section will describe the proposed solution for PA. The design of the

proposed system aimed at addressing some of the user acceptance challenges, in

particular regarding obtrusiveness and usability of the client software modules, as

well as portability and reusability of the data aggregation component deployable

both in a distributed or centralised scenario.
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7.3 Implementation

Considering the main limitations discussed in the previous section, the proposed

solution aims at (i) providing unobtrusive and automatic PA assessment, com-

bined with (ii) elements facilitating natural interaction with the system, while

(iii) building the core components of a modular extensible platform. This Section

describes the implemented solution and provides details on these three aspects.

The proposed architecture aims at supporting a Just-In-Time Adaptive Inter-

vention (JITAI) paradigm, providing a simple, unobtrusive and usable solution.

The unobtrusiveness of the PA assessment is a key factor and, for that reason,

the smartphone is conceived as the main source of information. Most users will

carry their device with them during the day (Dey et al., 2011), particularly in

an outdoor scenario, when most of the walking activity can be expected to be

performed. These characteristics make the smartphone a viable unobtrusive op-

tion for monitoring PA. Although the proposed solution is based primarily on

the smartphone, a communication layer which provides compatibility with some

of the most common wristband activity monitors (e.g., Withings, Fitbit) was

also implemented. This feature allows an opportunistic sensing approach, taking

advantage of having an additional data source for those users that already own

a wristband activity monitor, without forcing others to use an additional device.

Wristbands can more precisely monitor active/sedentary time ratio in an indoor

situation, where the users may not carry the smartphone with them at all time.

The multiple sensors on-board the smartphone allow to model rich context in-

formation associated with PA. The proposed rich context information with this

thesis includes five main dimensions (Cruciani et al., 2017b):

1. Temporal : i.e. monitoring time at which activities occur in relation also

with diary information (e.g., the system can avoid suggesting an exercise

session if an appointment is scheduled for the same time)

2. Spatial : GPS records user’s location, information that can be used to

measure time spent at home; however, also to get weather forecast based

on current location (e.g., suggesting the user to take a walk on a sunny

day).
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3. Physiological : integration of additional sensors may enable monitoring of

additional parameters, such as the heart rate through a wristband activity

monitor.

4. Physical Activity : inertial sensors from the smartphone and the wristband

allow detection of ongoing activity and locomotion state of the user (i.e.

sitting, walking, running etc.); thus monitoring PA levels

5. Social : finally, the social dimension could detect user’s mood based on

interaction with social media apps.

Figure 7.1 illustrates the five dimensions of the rich context information.

PA monitoring dimension provides input information to perform assessment of

activities with respect to recommended guidelines. The guidelines on PA are

stored in a knowledge base. PA assessment and rich context information serve

as input to a behaviour change engine, that may implement triggers (as suggested

in Fogg’s Behaviour Model (FBM)) to be delivered through the virtual coach.

Ubiquitous

Localization

GPS outdoor, 

RSSI indoor...

Time 

Interval

Diary, appointments,

prescriptions...

Body and 

Physiological 

params
BMI, age, Heart Rate...

Physical

Activity

Step count, sitting, 

walking, running...

PA

Assessment

Rich Context Information

Knowledge base 

on SBs and 

PA guidelines

Knowledge base 

on BCTs

Behavior

Change Engine

Virtual

Coaching

Activity

Socio-

emotional

Social Interaction, 

mood...

Figure 7.1: The five dimensions of rich context information for JITAI: Adapted
from (Cruciani et al., 2017b).

Within this conceptual framework, implementation focused particularly on PA

assessment and on the interaction with the virtual coach, leaving for future work

exploitation of other dimensions to provide further customisation and enhanced

JITAI.
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7.3.1 Physical Activity Monitoring

This section presents the proposed mobile app for PA monitoring. A smartphone-

based approach allows the monitoring of PA to be conducted in a less obtrusive

manner, compared for instance to the use of wearable devices. As discussed

in Section 7.2, step count provides a reliable metric for the older adult cohort.

Monitoring of step count allows for assessment of the moderate intensity exercise

corresponding to a walking stride between 90 and 110 spm (Marshall et al., 2009).

The step detector implemented for the heuristic function described in Chapter 3

was used to monitor a user’s step rate using the smartphone accelerometer.

Figure 7.2 illustrates an example of step count evolution during the day for a

monitored user. Time intervals in which the step count increases correspond to

active time, while observed prolonged intervals with non-increasing step count

correspond to sedentary periods.

Figure 7.2: Step counter function allows identification of active and sedentary
time, (i.e., time intervals when the total step count is increasing or not).

Analysis of the spm rate, calculated as first derivative of the step counter

function allows the estimation of the intensity of the activity, consequently help-

ing to identify moderate intensity activity levels as prescribed in the minimal

PA requirements (Marshall et al., 2009). Figure 7.3 illustrates an example of

intensity estimation obtained by measuring the spm rate. Identification of time

intervals with a measured spm between 90-110 allows the evaluation of progress

with respect to the 30 minutes goal, helping to identify moderate intensity ex-

ercise sessions of at least 10 minutes in duration.

In addition, monitoring the spm rate over longer periods allows the calculation

of the average walking and running pace for a user’s daily routine. Figure 7.4

provides an example of average daily distribution of spm rates, calculated over
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Figure 7.3: The first derivative of the step count function allows assessment of
intensity of PA based on the step count (90-110 spm corresponding to moderate
intensity activity).

a week of observation. This vector representation allows monitoring of average

activity for both moderate (walking 90-110 spm) and intense activity (running

160-180 spm). The same representation can be used also to evaluate the efficacy

of the intervention, by comparing the average spm rates from the first week, with

the one measured after a few weeks of intervention.

Figure 7.4: Average daily distribution of spm rates calculated over a week of
observation. Adapted from (Cruciani et al., 2017b).

Figure 7.5 illustrates the comparison of two subjects’ step rate measured

during a 2 week interval of PA monitoring using the mobile app. The plot

illustrates activity sessions at a consistent spm rate in relation with their duration.

It can be noticed that for the two subjects a considerable number of continuous

exercise sessions were close to 10 minutes in duration. Sessions to the left of

the 10 minutes line, however, do not contribute to the overall progress towards

the goal of 30 minutes.
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Figure 7.5: Scatter plot illustrating two users’ exercise sessions duration with
respect to the measured intensity in spm. The vertical line of 10 minutes indicates
the minimum duration to contribute to reaching minimum requirements of PA
levels. Adapted from (Cruciani et al., 2017b).

The choice of implementing the PA monitoring in the form of a mobile

app introduces some further advantages, due to the presence of several on-

board devices. In particular, accelerometer and GPS sensors are available on

most smartphone models. As discussed in Chapter 3, relying on the step count

information only, may result in false positives produced by the step counter

function. Conversely, relying on the GPS only may result in producing incorrect

assessment in ambiguous situations (e.g. driving in traffic). Figure 7.6 illustrates

activity classification obtained combining GPS and step counter information. The

target classes in this representation are: 0 sedentary, 1 walking, 2 running, and

3 transportation.

Figure 7.6: Combined GPS and step count activity classification: correction of
ambiguous situations (e.g. subject driving in traffic).

The analysis of the GPS observed locations allows the system to automati-

cally identify important places like the subject’s home, consequently allowing a
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measurement of time spent out of home. Figure 7.7 represents a user localisation

in the form of bubble chart, with the point radius proportional to the time spent

at the same location.

Figure 7.7: Bubble chart of GPS history. Point radius is proportional to the time
spent at a location. Adapted from (Cruciani et al., 2017b).

Time spent out-of-home provides valuable information. Some studies have

evaluated the correlation between PA levels and time spent outdoors, as in (Pe-

tersen et al., 2014).

7.3.2 The Web Portal

The web portal implements a dashboard for data visualisation, allowing a hu-

man coach, or any investigator following the behaviour change intervention, to

check the data being collected for all the participants. Access to the web portal

is restricted to registered users. Consequently, all investigators monitoring the

intervention will need to be registered into the platform as intervention admin-

istrators granting them the required authorisation access to visualise data of all

the participants. The web portal2 was implemented in HTML/Javascript. The

use of Javascript allows the portal to interact with the data storage module,

performing operations such as login, registering or data retrieval for an authenti-

cated user using the REST API that the data storage module implements. The

main advantage of this approach is that all the data processing operations, re-

quired for visualisation purposes, are performed on the client side, minimising

the workload on the data storage module.

PA assessment is performed using the information gathered with the activity

labelling obtained through GPS and step count analysis, using the software mod-

2https://promotion.ddns.net/
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ules used to implement the heuristic function presented in Chapter 3. Figure 7.8

illustrates the web portal visual reconstruction of activities during the day in the

form of a timeline. The timeline divides activities based on the state of loco-

motion of the user, distinguishing between sedentary and active time. Segments

of the active time are further distinguished on a separate track, if their duration

is over 10 minutes, and the spm rate is compatible with a walking (moderate

intensity activity) or running pace (high intensity activity). Those intervals will

contribute to the goal achievement.

Figure 7.8: Timeline representation of PA activity during the day. The timeline
distinguishes sedentary and active periods, with the further distinction of exercise
moments contributing to the goal.

Figure 7.9 (top) illustrates the amount of low, moderate, and high intensity

activity levels and the total number of steps. The bottom graph illustrates the

ratio between active and sedentary time in relation to the time spent out-of-

home.

7.3.3 The mobile app User Interface

The app’s user interface was implemented following a minimalistic design, with

a single-screen interface aiming at the implementation of a usable application

for the target group. The interface provides a simple way of checking of relevant

metrics, simply by opening the app, without any further interaction. The two

metrics monitored, as depicted in Figure 7.10, are the ratio between active and

sedentary time, and the completed percentage with respect to goal of 30 minutes

of moderate intensity activity. The user can access educational texts through

the interface (see Figure 7.10-b) tapping on the ’INFO’ button. This content

combines the UI explanation with educational and motivational material. The UI

interface reports on goal completion (Figure 7.10-c) whenever the user reaches
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Figure 7.9: Summary of a user’s activity in a week. The top graph illustrates
number of steps, and amount of light, moderate and intense exercise. The
bottom graph shows active/sedentary time ratio in relation with time spent out-
of-home. Adapted from (Cruciani et al., 2017b).

the recommended daily goal of 30 minutes of moderate activity. Finally, the

UI (Figure 7.10-d) summarises performances with respect to the goal of the

last 7 days, allowing to monitor achievement of minimum requirements (i.e. 30

minutes 5 times a week). PA monitoring functionalities were implemented as

a background service in the mobile app. This approach guarantees that PA

metrics are always being collected in the background regardless of the amount

of interaction the user has with the GUI of the app.

Beside the HCI enabled through the mobile app, the users have an alternative

way to check their progress. This second way of interaction is enabled as speech

interaction through a virtual assistant, implementing a multi-modal virtual coach.

7.3.4 Multi-modal Virtual Coach

As discussed in Section 8.4, the modality of interaction with the virtual coach is

an important factor to be considered. This is particularly the case when targeting

older adults, for which natural ways of interaction are preferable (Khaghani-Far

et al., 2016). This general requirement is reflected in the implementation of

the virtual coach that enables two interaction modalities: text-based interaction

(through the mobile app UI), and speech-based interaction through a virtual
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(a) (b) (c) (d)

Figure 7.10: The App User Interface: the main screen (a) shows the two metrics
(ratio between active and sedentary time, and percentage of today’s goal), (b)
the INFO button allows access to some educational text, (c) shows the interface
upon goal completion, and (d) the summary of the last 7 days (visible scrolling
down on the main screen).

assistant. The past two years witnessed the proliferation of virtual assistants

(e.g., Amazon Echo, Apple Siri, Google Home). These types of devices are

becoming increasingly popular, and their integration facilitates the introduction

of speech interaction functionalities into a smart home scenario.

Figure 7.11 shows the data flow and the interaction modalities enabled with

the implemented prototype. Data monitoring for PA assessment is performed

using the smartphone, and a wristband activity monitor. Data on PA levels are

sent to a server application. The server application exposes a set of RESTful

web services (refer to Section 7.3.5), allowing interaction with the virtual coach

in the two forms: text-based interaction (using the smartphone app), and voice-

based interaction through the virtual assistant. The prototype implemented a

compatibility layer, to enable Speech Synthesize Markup Language (SSML) se-

rialisation along with JSON serialisation used for text-based interaction with the

mobile app. To ensure users’ privacy, communication with the data storage mod-

ule is implemented using an HTTPS encrypted channel. A set of base services

implements an authentication/authorisation layer. Each user can access only

his/her own data. Data access is restricted to authenticated users, authentica-

tion is implemented using a token based standard OAuth3 authentication scheme.

3https://oauth.net/2/

https://oauth.net/2/
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A more detailed description of the data storage module and the authorisation

scheme that the API implements will be given in Section 7.3.5.

The functionalities described in the previous section provide a base platform

to build a behaviour change app.

Figure 7.11: Multi-Modal Virtual coach interaction. PA data are sent to the
central server where an application enables speech interaction with the virtual
coach using a virtual assistant. Adapted from (Cruciani et al., 2017a).

Table 7.1 provides example utterances for interacting with the virtual coach,

and the corresponding example responses.

Table 7.1: Some example interaction utterances and corresponding responses.

Utterance Response
ask my coach Today you totalled 42 minutes

for my performance of moderate intensity activity.
for today You have reached your

goal for today
ask my coach This week you reached
for my weekly your daily goal 4 times.

summary Congratulations!
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7.3.5 The data storage module

The data storage module plays a fundamental role within the overall scheme,

implementing some essential functionalities supporting the delivery of the inter-

vention. Its main role is to provide a data aggregation and distribution layer.

In order to facilitate the interoperability with the other software modules, the

data storage module implements a RESTful API. REST was first introduced by

Fielding (2000), and despite being a mature technology, it is still employed in a

large majority of web services architectures (Wu and Zhu, 2016). RESTful ap-

poraches presents several advantage points from a design perspective, of which

at least two are particularly relevant for the set of requirements considered in

this project:

Separation: RESTful architectures implement the separation of concerns prin-

ciple, separating the data storage component (usually on the server side)

and the user interface, or any piece of software on the client side. This

level of separation allows the software modules on the client side to be

implemented using different technologies. In this case HTML/Javascript

for the Web Portal, whereas the mobile app was implemented as a Java

Android application.

Statelessness: RESTful approaches allow the server side to be stateless, i.e.

no information on the state of a session needs to be maintained on the

server side. This allows to minimise the amount of memory required to

serve multiple requests at the same time, facilitating the implementation

of a lightweight server application.

Data access is limited to registered users on the platform, according to their au-

thorisation level. This authorisation layer was implemented following a standard

OAuth v2.0 scheme, allowing the definition of the required authorisation levels:

• the user level providing read/write data access to registered participants

to their own data

• the administrator level for the investigators monitoring the intervention
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• and a read-only data access that the user can grant to 3rd party applica-

tions.

The authentication layer requires all calls to the data storage API, to be

performed using a valid access token, that only registered users can obtain. The

register function allows to create a new user on the data storage module. Listing

7.1 presents the entrypoint for the register service.

Listing 7.1: Entrypoint for the registering service.

POST: / a g g r e g a t o r / a p i / r e g i s t e r

The request must be performed as a POST HTTP request, with the body

(in JSON format) like in the example presented in Listing 7.2.

Listing 7.2: Example of a request’s body for a register request.numbers

1 [ {” username ” : ” a u s e r n a m e ” , ” password ” : ” y o u r p a s s w o r d ” , ” i n v i t a t i o n ” : ”

a v a l i d i n v i t a t i o n c o d e ”} ]

The invitation code is validated by the data storage module against a con-

figurable list of valid codes. This prevents unauthorised registration attempts

(e.g. bots trying to register fake users to the platform), and can be used to dis-

tinguish access level (user or admin) and to which group the new user belongs.

The group information is used to distinguish between different groups of users as

participants to different interventions that may be ongoing in parallel. It should

be noted that being a POST request made through HTTPS, the body of the

request will be encrypted to protect against eavesdropping attacks. The use of

HTTPS ensures that the data storage module provides a valid certificate, making

possible to the client side counterpart to ensure its identity, preventing common

man-in-the-middle attacks.4 Once the invitation code has been validated, the

data storage component will register the new user in its database storing only

the salted hash of the password used for registration (Gauravaram, 2012). All

read and write data requests from the client side must be performed using a valid

token that must be included in the header of all requests to the data storage

API. The token automatically expires after a configurable amount of time (1

4A further level of authentication can optional be put in place on the client side, e.g. the
mobile app may be using a valid certificate.
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hour by default) and can be used by the client to make multiple operations until

its expiration. The token allows the data storage module to validate the request,

identifying the user trying to perform the operation and verifying its group and

authorisation level, in order to check if the operation can be authorised or not.

Following the OAuth user authentication scheme, clients can refresh their expired

token expire using the appropriate entrypoint, as in Listing 7.3.

Listing 7.3: Refresh token service entrypoint.

POST: / a g g r e g a t o r / a p i / l o g i n

If the refresh token operation is successful, the data storage module will

produce a response similar to the one in Listing 7.4, that illustrates an example

of a response upon successful refresh token operation. The example refers to a

token refresh operation performed by an administrator level user, belonging to

the group ”PA TRIAL”.

Listing 7.4: Example of the body of a response upon successful refresh token

operation.

1 {

2 ” token ” : ”4

fe7a3200b3d197a8b4a0c9a0a862b43f8 f082e65abea393b3829a4f1081b89c ” ,

3 ” i d ” : ”1” ,

4 ” group ” : ”PA TRIAL” ,

5 ” l e v e l ” : ”ADMIN”

6 }

As previously mentioned in Section 7.3.4, there is an additional authorisation

level that 3rd Party applications may use to communicate with the data storage

module. That is the case, for instance, of the virtual coach interaction through

the Alexa virtual assistant, that was implememted as an Amazon Alexa skill5. In

this case, the data request that the data storage module will receive would be

coming from an Amazon server (i.e. by a 3rd party application) that does not

correspond to either the web portal or the mobile app case. OAuth allows the

users to grant permission to this 3rd party app for reading access to their data.

This authorisation level is used in the same way as other PA monitoring

platforms. Fitbit or Withings, for instance, implement the OAuth authorisation

5https://developer.amazon.com/en-US/alexa/alexa-skills-kit
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scheme in their API, providing the ability to 3rd party applications to access

a user’s data using their web API. The overall process, also known as account

linking, is illustrated in Figure 7.12. Using the Amazon Alexa app, the user can

activate the skill enabling the interaction with the virtual coach (a). At this

stage, as a standard procedure in the OAuth process, users are redirected to

a dedicated page served by the data storage module, in order to confirm their

identity. If the credentials are validated correctly, the Amazon account connected

to the Alexa device performing the request will be linked to a local user account

in the platform, allowing the data storage module to distinguish different API

requests coming from an Amazon server, corresponding to different users. Once

the account linking process has been completed, the user can start using his/her

Amazon Alexa device to interact with the virtual coach, and the Alexa skill will

be able to receive a valid token to interact with the data storage module.

(a) (b) (c) (d)

Figure 7.12: Screenshots of the procedure to authorise data access for the Alexa
skill: (a) the skill visualised through on the Amazon Alexa app, enabling the
skill redirects the user on the web portal (b), (c) the user must confirms his/her
identity on the web portal to confirm that is a valid request, and (d) the skill is
enabled and read access to data of the authenticated user is granted.

Implementing the data storage module while keeping it reusable in different

type of interventions (e.g. PA monitoring rather than weight loss), and for

different scenarios (e.g. a behaviour change intervention, or an IoT based AAL

application for a smart home scenario), the server must be able to store any type

of data. The data storage module should also provide a flexible way to query

the same data, without any change to the software component in charge for the
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data aggregation whenever a new type of data is produced or consumed by a

client application. For this reason, the data storage component was implemented

as completely independent, with respect to the data format that clients use to

represent the piece of data being stored. As in (Cruciani et al., 2014; Patterson

et al., 2015), the data storage module can store any type of data format that may

be represented in the form of a string. By representing data values as strings, it is

possible to receive an unlimited range of formats, since the string may represent

a numeric value of a reading (e.g. ”23.5” as a temperature value), a value within

an enumeration of cases (e.g. a binary sensor with the cases being ”ON” and

”OFF”, or ”0” and ”1”), or it could be a more complex piece of data, such as a

fragment of raw data readings from an inertial sensor, an image, an XML format,

or a complex encapsulation format, such as HL76 for medical data. Listing 7.5

presents an example of two different readings, with an example of a temperature

reading from an IoT device (lines 1-9), and a fragment of accelerometer raw data

(lines 10-20). This type of representation of sensor data was used to collect

the dataset described in Chapter 3 were fragments of accelerometer readings

were represented in CSV format and encoded in base64 for encapsulation within

the valid format being accepted from the server. Complex data formats such

as readings from inertial sensors, images or XML data data can be encoded

as base64 strings to ensure compatibility of exchanged data across different

platforms and operating systems. The base64 encoding/decoding is performed

on the client side to maintain the separation of concerns principle.

Listing 7.5: Example body request of heterogeneous range of formats, composed

of two pieces of data, the first being a temperature from an IoT device, and the

second a fragment of raw data samples from a 3-axial accelerometer in form of

a csv string encoded using base64.

1 {

2 ” s t a r t d a t e ” : 123456789 ,

3 ” enddate ” : 123456789 ,

4 ” t y p e ” : ”SENSOR TAG” ,

5 ” key ” : ”TEMPERATURE” ,

6 ” l a b e l ” : ”ROOM 1” ,

7 ” v a l u e ” : ” 1 9 . 2 ” ,

6http://www.hl7.org/implement/standards/index.cfm?ref=nav
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8 ” d e s c r i p t o r ” : ” C e l s i u s ”

9 } ,

10 {

11 ” s t a r t d a t e ” : 123456789 ,

12 ” enddate ” : 123456789 ,

13 ” t y p e ” : ”RAW DATA” ,

14 ” key ” : ”ACC” ,

15 ” l a b e l ” : ”SMARTPHONE” ,

16 ” v a l u e ” : ”MS41MjYxLDAuNDA3MiTI1L0LDI1LDAuNyw5LjM

17 . . .

18 MS41MzE0LDAuNDA2Nyw5LjM4NTY7MS41MTI1LDAuNDIwOCw5” ,

19 ” d e s c r i p t o r ” : ” base64 c s v ”

20 }

When new data are being sent to the data storage module, the client specifies

a set of meta-data fields, such as the start and end time, specifying when the

piece of data being sent was recorded. Timestamps are expected to be in the

form of UTC unix epochs. A unique entry point is provided for sending data to

the data storage application as in Listing 7.6. The entrypoint for this service

includes the user identifier that will link the piece of data to a specific user on

the platform. The user identifier in the request is verified against the token used

to perform the request.

Listing 7.6: Entry point of the service used to send a new piece of data to the

server.

1 POST: / a g g r e g a t o r / a p i / u s e r s /{ u s e r i d }/ data /new

Like in (Cruciani et al., 2014), instead of providing a fix set of data querying

methods, the server provides a unique entrypoint (Listing 7.7) to retrieve data.

Listing 7.7: Entry point of the query by example for data retrieval.

1 POST: / a g g r e g a t o r / a p i / u s e r s /{ u s e r i d }/ data / example

Also in this case, the request must be done using a POST operation using the

meta-data fields to specialise the format of the data of the query. Adding meta-

data fields in the body of the request allows the client to restrict the query. For

empty meta-data fields the data storage module will consider any value as a valid

response. Listing 7.8 presents an example of a query for all raw data between the

timestamps 123450000 and 123456789, whereas Listing 7.9 restricts the query

to only gyroscope data labelled as WRISTBAND. It must be noted that the



164

data storage module does not perform any check or semantic interpretation of

the meta-data fields. The data storage module will consider any type of string as

valid for all the meta-data fields. The semantic of those fields must be defined

on the client side, making sure for instance that the mobile app will use the

same combination of valid strings (for the type label and key fields) that the web

portal is expected to retrieve, as in an edge computing paradigm. In this way,

new components can be added client side, for instance to store data monitoring

a different type of intervention without modifying the data aggregation module.

While for any specified type, label or key string value the data storage module

will look for an exact match in order to produce the response, the interpretation

of the start and end timestamps is slightly different. In this case, the data

storage module will not look for an exact match of the two timestamps, and will

compose a response combining any piece of data with a timestamp within the

start-end interval.

Listing 7.8: Example of a request’s body querying all events of type RAW DATA.

1 {

2 ” s t a r t d a t e ” : 123450000 ,

3 ” enddate ” : 123456789 ,

4 ” t y p e ” : ”RAW DATA”

5 }

Listing 7.9: Example of a body restricting the previous query to only gyroscope

data labelled as WRISTBAND.

1 {

2 ” s t a r t d a t e ” : 123450000 ,

3 ” enddate ” : 123456789 ,

4 ” key ” : ”GYRO” ,

5 ” t y p e ” : ”RAW DATA” ,

6 ” l a b e l ” : ”WRISTBAND”

7 }

The database abstraction layer completes the data storage component, pro-

viding the link between the REST API layer and the physical database. This layer

allows to deploy the same RESTful API module using different Database Manage-

ment Systems (DBMSs) to host the physical database in the final environment.

The abstraction layer makes the DBMS compatibility extensible. Compatibility
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with SQLite and MySQL DBMS were implemented, and the range of compatible

DBMS can be extended to cover different deployment requirements, by simple

derivation of the abstract class providing the interface for database connection.

The RESTful API layer and the DBMS abstraction layers were implemented as

shared libraries. This allows both the API and DBMS to be extended in the final

environment. As previously mentioned in Section 7.1, besides implementing

secure storage and controlled data access, the server component was developed

addressing reusability and flexibility requirements with respect to the possibility

of deploying the component both in a centralised and a distributed (embedded)

scenario. The main contribution in this respect was the implementation of a

lightweight data aggregation component. Consequently, the software module

was implemented in C/C++ keeping the number of library dependencies for

compilation of the module to a minimum. There are only two dependencies lib-

microhttp7 used to implement the REST layer, and SQLite8 as default DBMS.

The server application is portable across multiple platforms, including Linux Win-

dows and MacOSX based systems. The portability of the solution was tested

in two main modalities deployed as a centralised topology on a Ubuntu 18.04

server, as well as in its distributed form, where the deployment of the application

was tested on an IoT platform as embedded on a Raspberry Pi (Model 3 B)9.

The centralised deployment in the Ubuntu server was used to test the platform

for PA monitoring, in combination with the mobile app, the Web portal, and the

Amazon Alexa skill for speech interaction. The distributed deployment with the

data storage module running on a Raspberry Pi was used to test an IoT scenario,

collecting data from environmental sensors in order to check the performance on

a resource constrained scenario. The low hardware requirements (700 kBytes of

RAM required) allow the module to be deployed on systems with very limited

capabilities as in the case of the Raspberry Pi.

7https://www.gnu.org/software/libmicrohttpd/
8https://sqlite.org/index.html
9https://www.raspberrypi.org/
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7.4 Conclusion

This Chapter presented a use case integrating a set of software components in

an extensible platform able to support behaviour change interventions.

The implemented solution combines multiple design elements aiming at pro-

viding a simple and user-friendly solution for PA monitoring, while building the

base for an extensible behaviour change intervention platform. The platform

includes design elements taking into account a multi-disciplinary approach, com-

bining the use of behaviour change and usability elements with software engineer-

ing requirements, in order to build a portable and extensible solution. Moreover,

the use case presented in this Chapter demonstrates the application of some of

the elements composing the online learning architecture presented in Chapter 3.

In this scenario, newly collected labelled data from a smartphone can be sent

to the data storage module. The same data can then be used to personalise

a classifier model, transferring back to the smartphone the updated classifier’s

parameters, enabling the personalisation method proposed in Chapter 4.

Future work will include the use of the platform for behaviour change inter-

ventions. The application has been deployed and configured to support three

studies, expected to run start during 2020. This future applications will be dis-

cussed in the next Chapter, showing the potential of the extensible platform

presented.
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Chapter 8

Conclusion

HAR has played a central role in research conducted on pervasive systems sup-

porting AAL during the last two decades. More recently, a new application of

HAR has emerged: the development of persuasive systems, i.e. systems with

the goal of delivering some form of behaviour change intervention. Behaviour

change applications refer to a number of different types of interventions targeting

different health behaviours. Within this wide spectrum of solutions, this project

focused on the development of a system aiming at promoting the conduction of

regular PA levels among the older adults.

As for any other application of HAR, recent advancements in the field of AI

(particularly in the case of supervised ML models) have provided great contri-

bution to the field. Such models are able to detect and classify in real-time a

user’s state of locomotion (e.g. sitting, walking, running, cycling), thus providing

essential information for PA monitoring. Nevertheless, the most common HAR

approach is the generic method, where the same model is used for monitoring

any subject. Issues related to cross-subject variability cause such models to ex-

hibit significant variations in accuracy with different subjects when deployed in

real-world scenarios. This phenomenon ends up, in the worst case, worsening

accuracy performance, up to a level in which gathered information can be un-

reliable for some subjects. Older adults typically correspond to different frailty

levels, further exacerbating issues related to cross-subject variability (Papagian-

naki et al., 2019).

Within this context, the goal of this project was to investigate novel methods
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of facilitating personalisation of AI models, to provide the best possible working

conditions when such models are deployed in the real-world to support a be-

haviour change intervention targeting PA. The work covered different aspects,

including the investigation of techniques to address generalisation problems of

AI models, however, also focused on building a software framework incorporating

software engineering best practice to facilitate its reuse in different context and

consequently its potential impact. Figure 8.1 illustrates the different aspects

that were addressed and how the conducted studies are related.

Figure 8.1: Conceptual diagram illustrating the overview of work done.

8.1 Summary of the findings

The essential requirement for systems implementing personalisation is their abil-

ity to evolve over time; reducing the impact of cross-subject variability by gradu-

ally adapting the model to the new target subject; in other words, personalisation

requires an online learning scenario. Adaptation of the model to the target sub-

ject, allows over time to reduce the detrimental effect of cross-subject variability.

The main contributions of this work can be summarised in four main points,

corresponding to the central Chapters of this thesis:

1. An online learning scenario has been proposed in Chapter 3, using a heuris-

tic based semi-automatic annotation scheme.

2. A personalisation method, with an initialisation strategy based on semi-

population was presented in Chapter 4.
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3. Generalisation issues of DL models when dealing with real-world datasets

were addressed in Chapter 5 and 6.

4. A generic architecture supporting data collection and the delivery of a

behaviour change intervention was presented in Chapter 7.

These four elements are further described in the following subsections.

8.1.1 Online semi-automatic annotation

User solicitation represents, so far, the prominent approach for data acquisition

of user specific labelled data in real-world conditions. Compared to the conven-

tional case, the approach presented in Chapter 3 partially automates the process,

reducing required user interaction and therefore reducing the invasiveness of the

approach from the user perspective. Moreover, the introduction of a label quality

assessment through a heuristic function allows the improvement of the quality of

produced labelling, by identifying potentially mislabelled samples corresponding

to low confidence labels on the heuristic function. This feature can be par-

ticularly beneficial in real-world conditions, where datasets are typically highly

imbalanced. When addressing the problem using undersampling, the heuristic

label quality assessment allows the deletion of less reliable samples form majority

classes, rather then performing random elimination.

8.1.2 Personalisation of models

The aforementioned semi-automatic annotation scheme facilitates the implemen-

tation of an online training architecture, enabling the adaptation of AI models

towards a personalised version, using labelled data belonging to the final target

subject. Building on this online framework, a personalisation approach has been

presented in Chapter 4. The proposed method implements personalisation in

two steps:

• Firstly, a subset of subjects are selected from the available population.

These subjects are selected based on their similarity to the target sub-

ject, allowing the initialisation of the model’s parameters using data from
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this subset of subjects. This initialisation strategy is also known as semi-

population method.

• Finally, the semi-population model is further adapted to the target subject

using some data belonging to the target subject.

An algorithm to assess similarity between users was proposed to implement the

semi-population strategy, and a real-world dataset composed of data collected on

57 subjects was used to evaluate the semi-population initialisation, and the final

personalisation. The proposed semi-population initialisation was compared with

a random selection of the same number of subjects. The comparison between

the proposed method and random selection highlighted how the semi-population

strategy leads to faster convergence of the model towards higher accuracy values

of predictions for the target subject. More specifically, statistical analysis of the

proposed method highlighted how the results obtained using the semi-population

method are in line with the best case of random selection, while performing

significantly better compared to the worst and average case.

This result is particularly relevant, since it confirms that to obtain the same

level of accuracy on the personalised model (second step), the semi-population

method requires less data belonging to the target subject. This factor, combined

with the heuristic based semi-automatic annotation scheme can significantly re-

duce the amount of data and therefore the amount of interaction required by

the target user.

8.1.3 Experimenting on real-world datasets

With respect to similar studies on personalisation, this work was evaluated in

more challenging conditions. As mentioned in Chapter 4, personalisation ap-

proaches have predominantly been evaluated using data collected in controlled

environments. This highlights that in evaluation procedures conducted in other

studies, issues related to the real-world deplyoment of solutions were potentially

under-represented. In addition, the proposed method was evaluated on a sig-

nificantly larger sample size (57 subjects) compared to 10-15 subjects in most

cases.
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Similarly, in Chapters 5 and 6, further experiments were conducted to address

generalisation issues of DL models in the real world. In particular, Chapter 5

focused on feature learning abilities of CNN models, addressing the cold-start

problem by using a pre-trained model for feature extraction. Chapter 6 focused

on further experimentation, aimed at improving generalisation of abilities of CNN

when dealing with unseen data. The experiment highlighted how the combined

use of dropout, and the use of a stochastic gradient descent approach, despite

slowing down the training process, ensured higher generalisation performance of

the trained model on unseen data.

8.1.4 Behaviour Change

A generic architecture, supporting the delivery of technology aided behaviour

change interventions, was presented in Chapter 7. The Chapter also reported on

a use case presenting the use of some of the developed methods and algorithms

to be employed in a real-world case. Moreover, the flexibility of the architecture

leaves scope for application of the same architecture to different cases of be-

haviour change interventions, some of which are under development at the time

of writing and will be discussed along with future opportunities in Section 8.4.

8.2 Limitations of this work

Addressing generalisation issues of AI models is one of the main open challenges

for HAR. Consequently, it must be noted that the scope of this work was limited

to certain aspects.

On a general level, this work focused on the application of AI for PA moni-

toring, addressing cross-subject variability issues that could be exacerbated, par-

ticularly in some special circumstances, such as in the case of solutions targeting

older adults. As a direct consequence of this scope, conducted experiments

evaluated the proposed methods for recognition of locomotion activities (such

as sitting, walking, running, cycling). More specifically, cross-subject variabil-

ity issues affecting recognition of those activities were addressed. Cross-subject

variability, however, does not affect only the detection of state of locomotion.
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Indeed, more general cases such as the detection and recognition of ADL may

even provide more complex cross-subject variability due to the non-deterministic

way in which these activities are performed by different subjects.

On a more specific level, the proposed methods for PA monitoring also present

some limitations. In particular, the heuristic-based annotation method, although

partially reducing the need for a user’s interaction, does not provide labels with

enough reliability to implement the annotation process in a completely automatic

fashion. Regarding this issue, the combination of the proposed heuristic with

unsupervised training methods may be explored to further automate the process.

Another limitation can be identified on the proposed semi-population method

for assessment of users’ similarity. The proposed approach is based on similarity

measured using Euclidean distance on the feature space. Euclidean distance,

however, can be a sub-optimal way to assess similarity in feature sets with high

number of dimensions. Although, as discussed in Chapter 4, this drawback

could be addressed reducing the number of dimensions using methods such as

PCA; evaluation of alternatives to Euclidean distance may be considered, possibly

improving the similarity assessment.

8.3 Lessons learned

Recent advancements in AI, above all, the introduction of DL methods, have

outperformed the accuracy of previously developed HAR models. Nonetheless,

the increase in performance has reached accuracy above 90% only in controlled

environments. In this regard, one of the main lessons learned in conducting

this work was understanding the importance of evaluating solutions in realistic

conditions, i.e. with real-world data and possibly with a larger number of sub-

jects. Results obtained in real-world unconstrained conditions are significantly

lower in accuracy compared to the case of controlled environments, even for

state-of-the-art methods, as in the case of DL approaches. More and larger

datasets are needed in order to help reduce the gap between the controlled and

the uncontrolled case, possibly including a larger sample size in terms of number

of subjects. Availability of larger datasets would allow the experimentation to
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include larger DL architectures, without the risk of incurring the overfitting phe-

nomena. Nevertheless, the experiences of collecting a new dataset, as the one

used for the experiment described in Chapter 7, confirmed the complexity of the

tasks to be performed for data collection. An activity that costs a great deal of

effort and is prone to errors at all stages. Crowd-labelling approaches can reduce

the burden, however, that happens at the expense of producing a less reliable

annotation. As such, the development of models more robust to label noise may

play a central role for the deployment of HAR solutions in the real world.

Finally, the experience of developing the required software architecture for

the delivery of behaviour change interventions in the real-world, highlighted the

complexity of deployment solutions working in the real world, that with respect

to research studies introduce reliability requirements. Moreover, from a software

engineering perspective reusability requirements must also be considered, allow-

ing software products to be easily adapted to a different scenario, at minimum

cost.

8.4 Future Directions

Despite the limited scope of this work, with application of HAR for PA monitor-

ing, the generalisation issue of AI models remains one of the main challenges of

AI. Consequently, there are a number of future directions that may be consid-

ered to build upon this work. Firstly, the proposed method for personalisation

has the potential of finding application in other cases. A natural extension of

its use would be the application of personalisation for detection of ADLs, where

cross-subject variability is even higher than the case of locomotion activities. Sec-

ondly, further experiments could allow to improve the proposed semi-population

method, for instance evaluating alternatives to Euclidean distance to assess the

level of similarity between subjects.

Similarly, experimenting on real-world datasets highlighted the problem of

labels’ reliability when annotation occurs in uncontrolled environments. That

is typically the problem for annotation obtained using user’s solicitation that

allow to produce annotation at a coarse level; i.e. few minutes of raw data
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with a certain label may contain a few mislabelled portions. The problem was

identified for instance in (Stikic et al., 2011; Cleland et al., 2014). The proposed

clustering method may be used in this case, rather than to assess similarity

between subjects, to analyse the obtained set of a samples with a certain label, in

order to detect potentially mislabelled samples. Clustering techniques to detect

mislabelled samples and optimise the training process, as for instance in (Lu

et al., 2019), could be investigated.

Finally, further opportunities may come from reusing the platform developed

for PA monitoring in different applications. At the time of writing, three ad-

ditional studies are expected to run using the proposed application. The first

study will be conducted within the collaboration framework of the ACROSS-

ING project (funding this research), and the ACTLIFE project 1. The study has

already received approval by the bioethical committee of the Rizzoli Orthope-

dic Institute (IOR), who are in charge of subject recruitment for the ACTLIFE

project. Recruitment for the study started in September 2019; 30 subjects have

been recruited of which a subset of volunteers will use the mobile app. Users will

be required to use the app for a minimum evaluation period of 4 weeks, after

which they will be free to continue to use the app within the course of the 9

months observation period foreseen for the ACTLIFE study. At the end of the

study, participants will be asked to fill in a questionnaire to obtain an insight on

how the solution was perceived, mostly from a usability perspective. The sec-

ond application will be for a study monitoring motivation in athletes preparing

for the marathon competition in the 2024 Summer Olympic Games. The study

will be conducted in collaboration with Ulster University’s School of Sport. A

third study, is expected to start in the summer of 2020 and will provide PA

monitoring and self-reporting functionalities for patients participating in a pain

management program. This study will be conducted in collaboration with the

School of Psychology at Queen’s University, Belfast.

This Chapter concludes the presentation of this work, where new methods

addressing common issues of real-world deployment of ML solutions have been

proposed. In particular, an online learning platform and a personalisation method

1ACTLIFE H2020 https://site.unibo.it/actlife/en/project

https://site.unibo.it/actlife/en/project


178

have been proposed in order to address generalisation issues of ML models. The

main elements of the proposed architecture have also been considered within the

context of a use case, integrating design elements from multiple disciplines in

order to develop a flexible technology platform able to support behaviour change

interventions. The next foreseen steps highlight the wide range of potential

applications for these components, with three separate studies that will be reusing

the core components of the platform.
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Appendix A

Technology and Behaviour change

This Section provides an overview of the related work on behaviour change and

the use of technology for interventions. First, a concise discussion of suitable

methods for PA monitoring on older adults is provided. Then, a brief overview

of common behaviour change approaches and their use with technology is pre-

sented. Finally, the main limitations are discussed.

Behaviour Change

Behaviour change as a subject has been deeply investigated in psychology studies.

Several theories were proposed in an attempt to model factors behind motivation

and behaviour change. The Transtheoretical Model (TTM) (Prochaska and

Velicer, 1997), for instance, focuses on the states of change with respect to

behaviours. TTM stages are reported in Table 1.

Table 1: TTM Stages of change

Stage Description
Precontemplation not intending to take action and/or unaware of the problem

Contemplation know the pros of changing behaviours but balanced with the cons

Preparation willing to take action in the short term

Action putting effort in changing behaviour

Maintenance maintaining health behaviour in medium term

Relapse getting back to unhealthy habits

According to the TTM, a subject in precontemplation may be unaware of

the risks related to a poor health behaviour, or simply is not interested in doing
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the change. In the contemplation stage the subject knows the advantages of

adopting a healthier behaviour, however, the effort required in doing the change

counterbalances those advantages, consequently the subject may consider taking

action in the future, but not in the short term. At the preparation stage the

subject is ready to act. Consequently, the next stage consists in maintaining the

health behaviour. Usually, as depicted in Figure 2, a subject will alternate cycles

of preparation, action and maintenance, however, periodically going to the stage

of relapse. Relapse is a phase where the subject goes back to the unhealthy habit

and may or may not reconsider acting again (i.e. going back to contemplation).

Figure 2: The stage cycle in Transtheoretical model: after taking action a subject
may go into relapse (i.e. back to the unhealthy habit) and may or may not get
back to one of the other stages.

The stages proposed in the TTM are often used as selection criteria for

behaviour change studies. A questionnaire is used to assess the initial subject

state and used as inclusion criterion (e.g., targeting subjects in contemplation or

preparation phase), or exclusion criterion (e.g., excluding subjects in precontem-

plation). Whereas TTM models the states of change, other theories focus on

modelling factors behind motivation. The theory of planned behaviour (Ajzen,

1991) for instance, considers social and individual elements that may affect in-

tention of change. In the COM-B system (Michie et al., 2013), capability and

opportunity affect motivation and therefore can influence the behaviour. Social

Cognitive Theory (SCT) of self-regulation (Bandura, 1991) models behaviour

change using different factors: knowledge, self-efficacy, outcome expectation

and goal formation. Self Determination Theory (SDT) aims at assessing a sub-

ject’s motivation using three parameters: autonomy, competence, relatedness.

Behaviour change interventions will be tailored to a specific subject using one of
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these models, and personalisation of the intervention is based on assessment of

the factors of the chosen model, e.g., in SDT subject A could have high com-

petence and low autonomy, while subject B could have the opposite situation.

While behaviour change theories provide a general framework to assess vari-

ables that can be used to tailor the intervention, the intervention is delivered

using Behaviour Change Techniques (BCTs). In (Michie et al., 2013), the au-

thors provide a taxonomy of 93 BCTs. Some illustrative examples of BCT are:

self-management: the user is provided with some way to monitor the target

behaviour, maintenance of the target behaviour is left to a subject’s self-

management

goal setting: in this case a specific goal related to the target behaviour is

defined; aspiration to achieve the goal is supposed to provide additional

motivation to the subject

positive reinforcement: here maintenance of target behaviour (or goal achieve-

ment if combined with a goal-setting strategy) is reinforced by giving the

subject some form of reward.

Although both behaviour change theories and techniques have been widely

investigated, a major limitation resides in how conventional interventions are

delivered. Interventions are static, in the sense that the monitoring of rele-

vant metrics, and application of behaviour change techniques happens at fix

schedules (Spruijt-Metz and Nilsen, 2014; Wilson et al., 2019). Moreover, in

most cases, monitoring of parameters is based on user self-reported informa-

tion (Spruijt-Metz and Nilsen, 2014; Harvey et al., 2013). The use of self-

reported information has multiple drawbacks: it is subjective, it could be biased

or imprecise, and may be invasive from a usability perspective since it requires

users’ interaction. For instance, in (Harvey et al., 2013), self-report was com-

pared with an objective measurement of sedentary behaviour using body-worn

accelerometers. Results of the comparison highlighted how user self-report esti-

mated overall sitting time watching TV of 2-4 hours per day for 60% of users,

while the objective assessment measured more than 8 hours of sitting time for

67% of the users.
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Technology and Behaviour Change

The fact that interventions (also in the case of PA) are mostly based on self-

reported information, highlights the potential of delivering the same intervention

with the auxilium of smart technologies that could allow automatic and objec-

tive assessment of PA levels. Integration of technology into behaviour change

interventions led to the design of new models, meant to be used with technology.

Fogg’s Behaviour Model FBM is one of the main examples (Fogg, 2009).

Fogg’s model was explicitly conceived for all software design aiming at promot-

ing some form of behaviour change. FBM is based on three elements: ability

(measuring how difficult it is to accomplish the target behaviour for the subject),

motivation (how willing the subject is to reach the goal), and trigger (some form

of stimulus that the system provides, e.g., a reminder or a feedback message).

In FBM ability and motivation balance each other: i.e. highly motivated users

will be able to achieve complex tasks, or vice versa. Nevertheless, even in cases

of high motivation and ability, the change may not occur without a trigger. The

theory of FBM dynamically identifies the appropriate time for a trigger, since trig-

gers would fail if sent with wrong timing (e.g., low ability and low motivation).

FBM also identifies strategies to deal with the three components. Regarding

motivation, Fogg proposes a few types of motivators; e.g., hope and fear are

powerful motivators, that could be used to increase motivation. An example

application is providing the user with educational materials trying to act as a

motivator. Similarly, social acceptance can be a powerful motivator. Ability is

related to simplicity, a good example considering simplicity in practice is the 1-

click purchase of a big online retailer, that motivates customers to buy by making

the task simpler (i.e. reducing the number of steps in the User Interface (UI)).

Applying the FBM model to the PA, lowering the target goal could be a way

to increase a user ability to perform the behaviour. Triggers are a way to put

a strategy into action at the right time. Also in this case, Fogg proposes a few

types of trigger. For instance, a facilitator trigger will aim at increasing ability,

while a motivator trigger example is the delivery of textual context through a

software application aiming at one of the motivators, e.g., hope and fear.
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Just-In-Time Adaptive Intervention JITAI (Spruijt-Metz and Nilsen,

2014), like FBM, considers that a subject’s motivation changes in real-time,

and that the intervention should aim at intervening when more appropriate. For

instance, a depressing event during the day may affect self-regulation abilities.

This factor makes of JITAI a dynamic model, as opposed to conventional be-

haviour change approaches, that would act with a predefined schedule, which is

deterministically defined at the stage of intervention design. JITAI aims at reach-

ing a distal outcome, e.g., keeping regular levels of PA. The distal outcome can

be obtained through proximal outcomes, that act as mediators capturing progress

in the short term (e.g. time spent walking today). JITAI can be formalised as

consisting of four elements (Nahum-Shani et al., 2014):

1. Decision points define the appropriate frequency at which the system

should evaluate the situation (e.g. every 30 minutes)

2. Intervention options are a set of possible choices, i.e. outcomes of a

decision point (including the case in which the outcome decision is to not

intervene)

3. Decision rules define which option will be taken at every decision point

4. Tailoring variables are used to assess a metric with respect to proximal

and distal outcomes, and are evaluated in decision rules to define the

intervention option to take.

The JITAI framework provides a problem formalisation, for the design of

real-time adaptive interventions with the support of technology.

Human and Virtual Coaching

An important element in behaviour change interventions is related to the hu-

man involvement. Human Coaching is often employed as part of behaviour

change interventions, and has been proven to enhance the likelihood of suc-

cess (Khaghani-Far et al., 2016). The coach has the role of identifying the

subject’s needs, to prescribe a bespoke plan, and to monitor progress; modifying

the plan accordingly when needed. On the other hand, the main downside of
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human coaching is that it increases dramatically the cost of interventions, and its

application is hardly scalable (Friederichs et al., 2014). Once again, technology

represents a powerful ally. Implementation of coaching in the form of virtual

coaching has been observed to be beneficial (Friederichs et al., 2014); with the

further advantages of drastically reducing the cost of interventions (Khaghani-

Far et al., 2016). Nonetheless, only 4% of commercially available apps targeting

the promotion of PA make use of virtual coaching (Khaghani-Far et al., 2016).

Motivational Interviewing (MI) is a common counselling approach that can be

used to structure a coaching based intervention. MI was used to implement

virtual coaching for instance in (Friederichs et al., 2014). The interview is done

with a virtual agent in the form of multiple-choice questions. At the end, the

virtual coach delivers a feedback message based on the information gathered

with the MI. In (Fadhil et al., 2018), questionnaires were used to gather the

necessary information from the user and interaction with the virtual coach was

implemented in the form of a chatbot.

The interaction modality enabled by the system may also represent a critical

element. Concerning interaction modality, it is important to note a major distinc-

tion between natural and indirect input (Khaghani-Far et al., 2016). Examples

of natural and direct input are gestures (e.g. Microsoft Kinect), or speech in-

teraction. By extension, touch interfaces may be considered natural, as opposed

to the indirect case of using a mouse, in which the interaction must be trans-

lated (Khaghani-Far et al., 2016). Considering the older adult cohort, approaches

based on natural interaction are preferable (Khaghani-Far et al., 2016).
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Table 2: Comparison of systems implementing Virtual Coaching

Virtual Coaching Behaviour HCI PA Evaluation
System Model Assessment
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