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Abstract

This thesis considers multiple approaches to the development of mathematical and com-

putational models of food web assembly and simulation. In particular, we study three

models of increasing complexity, scope and realism.

The first approach concerns simple two-dimensional discrete models representative of a

system incorporating both mutation and predation. This conceptual model demonstrates

the establishment of a stable two-species ecosystem from a single initial species by means

of mutation. It is amenable to mathematical analysis, and we study the population dy-

namics including hyperchaos and a Neimark-Sacker bifurcation.

Second, we undertake a computational study on ten predator phenotypes and ten prey

phenotypes arranged on coupled map lattices, with the prey species able to mutate

amongst their nearest-neighbours. Whilst the dimensions of the systems under considera-

tion have increased, the number of species and their relationships remain predetermined.

Results indicate that the distribution of competition amongst prey is of little significance,

provided that intraspecific is stronger than interspecific, and that it is preferable for a

predator to adopt a foraging strategy that scales linearly with prey populations if it is the

only predator phenotype. In an environment of multiple predator phenotypes, extreme

feeding strategies are optimal.

In the third case, we reproduce the Webworld model of food web assembly that com-

bines ecological processes with dynamics on the network structure through extinctions

and speciation events. We show that the model supports a link-species relationship of
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neither constant link-density or connectance, and new properties are calculated including

clustering coefficients and stability in the sense of community robustness. Finally, we

extend this model to a spatially-explicit variant, which features migration of populations

between multiple local sites. We study the effects of different schemes and rates of move-

ment on local and global properties of the metacommunity, and consider the distinctions

between systems of coupled homogeneous and heterogeneous local environments.
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Chapter 1

Introduction

1.1 Theoretical and Computational Food Web Research

This research is concerned with developing a greater understanding of the general underly-

ing mechanisms by which natural ecosystems of all types come into existence and regulate

themselves. This includes interactions such as competition and mutualism, however it is

predatory interactions, depicted in food chains and, more generally, food webs, that we

shall be primarily interested in. Such models represent the flow of energy through an

ecosystem from sources that can be herbivores, primary producers or ultimately sunlight

depending on the scope of the study, to primary and secondary consumers and, eventu-

ally, top carnivores. This energy flow is an important aspect of a functioning ecology, and

thus is typically studied more often than any other type of ecological interaction. How-

ever, simple food webs can be expanded to more comprehensive models of ecosystems by

representing other biological interactions such as competition and mutualism. One aspect

of food web study lies in understanding which species and trophic links are most essential

to maintaining the stability of the entire network, and deducing this is a non-trivial task.

Indeed, it is known that the importance of a feeding link in this respect is not necessarily

synonymous with a relatively high flow of energy [Pai80]. A sample of a simplified marine

food web is shown in Figure 1.1, indicating the feeding relationships, the flow of energy

from resource to consumer species, and the different shortest-chain trophic levels.
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Figure 1.1: Sample Food Web

Since the beginning of the 20th century, the scientific study of ecology by use of math-

ematical models has seen a broad variety of approaches. Mathematical modelling is an

important means of studying theoretical ecology, as with most topics in the physical and,

increasingly, the social sciences. The hope is that one can reduce a complex real-life

situation to a handful of key features and the simplest possible representation of the

mechanisms that unite them. By formulating a simple model in this way, it should be

amenable to mathematical analysis which can allow the researcher to make predictions

about the behaviour of the real system under future or hypothetical circumstances, and

to perform “experiments” on the model in a way that may not be possible or ethical

for its the real-life counterpart. However, there are a number of serious pitfalls. First,

the extent to which even a relatively complicated model captures the true behaviour of
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a real-life system, especially a social or ecological one, is often debatable. Second, it is

often the case that anything but the very simplest of models, with a very limited number

of free parameters, can be easily investigated using mathematical analysis. This usually

requires the researcher to make decisions that simplify the model in some way, not all of

which may have a strong modelling justification. However, the modern scientist does have

one useful tool that can increasingly help to deal with this problem. The proliferation of

computers in the latter-half of the 20th century has provided a massive boost to mod-

elling all kinds of systems, as it now allows researchers to perform complex simulations

based on millions of calculations that would not have been possible previously. Future

research of this kind will certainly rely on ever more powerful CPU’s becoming available

for scientific use.

The pioneering work of Lotka and Volterra [Vol26] kickstarted population biology us-

ing simple two-species models, and these have remained popular ever since. Interest in

simple deterministic models was strongly renewed by the development of chaos theory in

the 1960s and 1970s by Lorentz [Lor63], Feigenbaum [Fei79], and especially Robert May

[May76] who applied its principles to simple functions often used in ecological modelling

such as the logistic map. These efforts typically involve small scale, detailed mathematical

investigations of a compartment of a food web - for example, a three species food chain,

or two competitors with a common prey. Age and stage-structuring may sometimes be

taken into account.

In the 1980s, ecologists began a new approach, in an attempt to uncover unifying sta-

tistical properties of food webs. They created a variety of large-scale abstract statistical

models that would assign species and feeding relationships according to set rules, hoping

to replicate the structural properties of empirical food web data. These efforts included

the Cascade, Niche, and Nested-Hierarchy Models [CN85, WM00, CBBR+04], and expe-

rienced limited success. The current consensus is that the field data was insufficient to

support the claims that were made [Dun06]. Since then, many researchers have created or

applied models to food web development and maintenance that emphasize computation

and, to some extent, the role that the evolutionary history of a food web plays in its

14



currently-existing ecology and therefore in its response to perturbation and other events.

Some have adapted toy models from areas of theoretical physics in order to study the

abstract evolutionary dynamics of an evolving network, and this has been encouraged

by the emergence of complex networks as its own interdisciplinary field. Others have

attempted to combine the processes of food web construction with a realistic set of rules

governing the population dynamics of existing species. These have included the commu-

nity assembly models of Law, Morton, Drake and others [PP83, Dra90, MLPD96, LM96],

whereby the food web is constructed by the invasion of species from a pre-existing pool.

More recently, a variety of eco-evolutionary models have been developed that still feature

population dynamics, but these are influenced by the traits of the current species in the

ecosystem. Other species, which could be considered mutants of the existing species,

periodically attempt to invade and the population dynamics determines the outcome of

this invasion and the trophic role performed by the mutant should it successfully estab-

lish itself. Such models include the Webworld model [CHM98, DHM01], and the work of

Loeuille and Loreau [LL05], Rossberg [RIAI08], Yoshida [Yos03], Allhoff et al [ARR+15]

and others.

1.2 The Subject of this Thesis

This thesis follows our work over the past three years roughly chronologically, charting a

course of three parts in the realm of food web and predator-prey modelling: starting with

low-dimensional, highly-abstracted conceptual models that are fully deterministic and

amenable to mathematical analysis, and from there moving through progressively more

realistic, high-dimensional simulation-based approaches. The final form of the computa-

tional models feature stochastic elements and include evolutionary aspects by enabling

the number and type of species present in the system to change over time and in response

to the state of the system. In particular, we will adopt a successful eco-evolutionary

model of the early 2000s called Webworld, and employ it to conduct a large number of

new studies. We will gather many new properties of the food webs that it constructs

in greater detail than ever before. Then in the last chapter of this work, this model is

extended to a spatially-explicit model of multiple connected food webs. In this case, we

will study the impact of allowing migration of species between local food webs, and the
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influence of the frequency and direction of these population movements on the local and

global properties of the metacommunity.

We will ask many questions concerning the dynamics of the species populations - in

particular, under what circumstances and for which parameter ranges do species survive?

When can they coexist? What circumstances favour the highest populations or the great-

est diversity? Is the long-term behaviour of the population a fixed point, periodic, or

chaotic? We study the effects of different implementations of competition for resources

between species, and the influence of the rules controlling how and when populations

migrate between neighbouring habitats.

A great deal of inquiry will be concerned with testing various forms of the stability

of the food webs. This has been a question of great interest to ecologists over the last

few decades, and there are many interpretations available. However, most of them relate

to the question of when a species or a community is able to withstand shocks such as the

extinction of a neighbouring species or the reduction of habitat resources without col-

lapsing. This clearly has implications for the important contemporary issues of climate

change and habitat destruction.

1.3 Relevance of Modelling to Conservation and Bio-

diversity

Our understanding of food web functioning and maintainance has been imbued with

renewed significance in recent decades, as biodiversity loss, pollution, climate change,

conservation and other concerns regarding the anthropological impact on natural com-

munities made its way to the forefront of both public consciousness and the interests

of the scientific community. Mathematical and computational models are one means of

understanding and predicting these global shifts in the environment and mitigating or re-

covering from their potentially devastating effects [May09, McC00, DALP09]. The study

of food webs as a form of complex adaptive network is of particular importance to the

application of ecological modelling to climate change and habitat destruction. When a
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trophic relationship is viewed as part of a complex network, its interpretation may change

entirely - for example, a naive approach assumes that a predator-prey relationship has a

negative effect on the prey’s population. However, when such relationships are situated

within a large network and indirect effects are taken into account, many are found to have

a net positive impact [MWES09]. The emergence of such counterintuitive outcomes has

clear implications for the predictive power of our models, and the conservation policies

that may be made as a result.

Population models have long been put to practical use in fishery management. In par-

ticular, if the impact of a given amount of fishing “effort” on commercial stocks can be

accurately quantified and the subsequent behaviour of the fish population predicted, con-

trols can be put in place that will maximise the amount of fish that can be harvested

whilst ensuring that the endeavour is sustainable in the long term. In other words, that

the fish populations will not be driven to extinction, but also that long term yield can be

maximised, which is not necessarily the same as maximising short-term yield.

As global food production becomes more centralised, and the management of protected

or threatened populations increases in importance, it seems likely that such techniques

as have been popular in fishery management will become much more common in many

other areas of life and industry.

1.4 The Significance of Chaos Theory and Complex

Networks

The emergence of chaos theory as a field of study in the 1970s and 1980s (particularly the

work of Lorentz [Lor63], May [May76] and Feiegenbaum [Fei79]) has had a profound effect

on the landscape of dynamical systems theory, of which population dynamics could be

considered a subfield. In particular, it is now clear that the principle “small perturbations

have small effects” is simply not necessarily true. For food web and population studies,

what this means is that even though we can isolate and identify the “most important”

species that affect the species of interest to us - for example, we may know the main prey
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and the main predator of the species whose population we wish to model - we cannot

be sure that the results of our model will accurately reflect real life and thus be reliable

guides for making policy decisions. It could, in principle, be true that the apparently

weak relationship with some other, more distant species in the network actually has a

disproportionate and unexpectedly strong effect on the species we are interested in. In

order to understand the behaviour of any real food web, it is therefore essential to model

it as closely as possible, accounting for the many weak feeding relationships and low

population species which may intuitively seem unimportant to the casual observer. For

this reason, the simple food web models of two, three or four species that were prevalent

during the 20th century, whilst interesting in their own right, are not reliable guides to the

response of a real food web. Fortunately, the continued rise in computational power and

the emergence of complex network theory is allowing researchers to begin to address the

need for methodology that can grapple with large food webs. Complex networks provide

an alternative perspective from which to analyse systems with very many components

and to compare them for unifying unifying patterns. It has proved to be a useful tool

in many areas of science, such as in the study of social networks and citation networks,

but some researchers have begun to investigate ecological networks and large food webs

in particular using this approach [Str01, C+07].

1.5 Thesis Outline

Chapter 2 presents a detailed review of the literature surrounding population dynamics,

ecological modelling and the history of and current approaches to computational food

web modelling.

Chapter 3 reports the study of a discrete two-dimensional map from a dynamical sys-

tems perspective. This system could be considered as a toy model of the ideas that

interest us - namely in that it demonstrates the establishment of a stable two-species

ecosystem from a single initial species by means of mutation.

In Chapter 4, we leave this mathematical approach behind and consider a purely com-

putational, but still deterministic, model of ten prey species which are arranged upon a
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lattice and may mutate to their nearest neighbours. The effects of interspecific compe-

tition amongst these prey species are considered on four scenarios: the introduction of

either one or ten predators which may or may not also have the ability to mutate in the

same way as the prey along their own coupled map lattice.

Chapter 5 details the methods and results of a series of investigations into modifications

of the pre-existing Webworld eco-evolutionary food web model. This is a computational

model with stochastic elements that simultaneously simulates not only the predator-prey

dynamics of multi-species systems, but also the underlying evolutionary processes that as-

semble the network itself by the creation and extinction of species that are not predefined

by the researcher. Using this model, we collect many food web and network properties

and investigate ecological features such as the relationship between the number of species

in the food web and the number of feeding links, and the correlation of these factors

with the ability of the webs to survive species extinctions. The impact of a reduction

in energy input, by cutting the resource’s biomass, to an already-established food web is

tested. We study the behaviour of the model over much longer evolutionary timescales

than tested previously, and expand on previous research into whether the model exhibits

self-organised criticality.

In Chapter 6, the Webworld model is extended to a spatially-explicit metacommunity

model, with multiple food webs that are connected and disconnected over the temporal

course of simulations. We study the role played in such a spatial setup by the topology

of the connected sites, the resource species in each of the cells, and the rules governing

how frequently local populations emigrate to neighbouring cells and how much of the

population moves.

Chapter 7 presents conclusions and suggestions for future directions along this research

theme.

The bibliography concludes the thesis.
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This thesis is accompanied by a supplementary document, whose contents are as fol-

lows:

Chapters 1-3 contain supplementary images to Chapters 3-6 of the main document re-

spectively. Chapters 4-6 display the main code in the Fortran 90 programming language

that were used to perform the simulations described in Chapters 3, 4 and 5-6 respectively.

Finally, Chapter 7 of the supplement contains a comprehensive account of empirical food

web datasets available in research articles or on the internet.

1.6 Published works related to this Thesis

All results presented in this thesis have either already appeared in peer-reviewed academic

journals, or are currently submitted to such a journal for review.

Based on the work discussed in Chapter 3, a research article was published in the In-

ternational Journal of Bifurcation and Chaos [AM16]. Two separate works on similar

classes of models, and using closely-related techniques for analysis, were later published

in an educational journal [AM17, Abe18b].

Chapter 4 is based on a study of coupled map lattices of prey and predator species

which was published in a journal of numerical simulation [AMG18]. This was a follow-

up to a strand of predator-prey numerical research carried out at Ulster University,

which also resulted in additional published works in the course of preparing for this

work [MAGM16, AMGM17].

Finally, Chapters 5 and 6 are based on an in-depth study and extension of the Web-

world eco-evolutionary model. Each of these chapters has been prepared as original

research articles. In particular, Chapter 5 is accepted for publication in Communications

in Nonlinear Science and Numerical Simulation [AMGss], whilst Chapter 6 has been ac-

cepted subject to moderate revisions at a journal concerned with ecological modelling

[AMGed]. An overview of some of this work also appeared as a two-page micro-thesis in

the newsletter of the London Mathematical Society [Abe18a].
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Chapter 2

Literature Review

2.1 Introduction

In this chapter we will seek to accomplish a number of goals. To begin, we will provide a

brief overview of some of the fundamental tools of mathematical modelling of population

biology, for example the predator functional response. Following this, we shall give an

account of the historical development of food web research in the context of ecological

modelling. In particular, we will discuss the development of theories, key questions and

properties of interest. Finally, we shall focus on the sequence of modelling paradigms

that have been most popular in food web modelling, including static models, community

assembly models, and spatial models. We will summarise the recent body of research on

coupled-map-lattice ecological models at Ulster University, and survey the most impactful

examples of eco-evolutionary food web models that have been proposed, with a view to

highlighting the current state of this particular field. This will provide the backdrop and

motivation to the research studies documented in the subsequent chapters of this thesis.

2.2 Nonlinear Dynamics of Discrete systems

To begin, we here elaborate on some notions from the theory of dynamical systems which

we shall make use of in Chapter 3. In particular, we are concerned with theory pertaining

to two-dimensional discrete-time systems of difference equations. The texts [ASY, Hil00,
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Str14] offer solid introductions to nonlinear dynamics with the applied perspective that we

take in this work, and the article by Geritz and Kisdi presents one ecological framework

from which several well-known discrete population models may be arrived at given various

biological assumptions [GK04].

2.2.1 Linear Stability of Equilibria

Given a two-dimensional set of difference equations:

xn+1 = f(xn, yn) (2.1)

yn+1 = g(xn, yn), (2.2)

we represent them by the map xn+1 = f(xn), and define the Jacobian matrix J , also

known as the linear stability matrix or community matrix in ecological contexts, as:

J(x) = J(x, y) =

∂f/∂x ∂f/∂y

∂g/∂x ∂g/∂y

 (2.3)

(Note that the term “community matrix” (like “stability” and “complexity”) is somewhat

ambiguous, having been used to define several different constructs. A useful guide is

provided by Novak et al [NYN+16].) Given then the equilibrium solution x∗ = f(x∗),

denote by J∗ the Jacobian matrix evaluated at x∗. Then the equilibrium is locally stable

in the sense that small perturbations will dissipate rather than being amplified if and

only if both eigenvalues Λ of J∗ satisfy |Λ| < 1. Otherwise, the steady state is unstable.

2.2.1.1 The Jury Conditions for Stability

If explicitly determining the eigenvalues of the Jacobian matrix is proving difficult, it may

be convenient to examine the equivalent Jury conditions for stability of discrete systems.

Let z ∈ C, and define the function

F (z) = z2 − tr(J∗)z + det(J∗), (2.4)
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where tr and det denote the trace and determinant of the matrix respectively.

Then x∗ is linearly stable precisely if these three conditions are all satisfied [Ela05]:

F (−1) > 0, F (1) > 0, 1− det(J∗) > 0. (2.5)

If the first condition is no longer satisfied as F (−1) = 0, one of the eigenvalues is real

and equal to −1, causing the steady state to lose stability by a period-doubling (“flip”)

bifurcation and resulting in a transition to a periodic attractor.

If instead the second condition is uniquely violated with F (1) = 0, one of the eigenvalues

is real and equal to +1. This results in a stationary bifurcation, which may be of several

types: a pitchfork bifurcation (the system switches between 1 and 3 steady states existing),

a saddle-node/fold bifurcation where the stable fixed point collides with another that is a

saddle point (a hyperbolic unstable fixed point with at least one corresponding eigenvalue

within the unit circle), or a transcritical bifurcation where the stability is exchanged with

another unstable steady state. (See [LMNW11] for a detailed classification of the fixed

points of discrete dynamical systems.)

Finally, in the event that the border of 1−det(J∗) = 0 is crossed from a region of stability

whilst F (±1) > 0 is still satisfied, then the eigenvalues have product and modulus 1 but

they are not themselves equal to ±1, hence both eigenvalues are exiting the unit circle

simultaneously and are complex conjugate. This indicates a Neimark-Sacker bifurcation,

producing a closed invariant curve around the fixed point (see [Kuz13] for a suitable

treatment of this topic). Quasiperiodic orbits are thus found in the region beyond this

boundary if the invariant curve possesses an irrational rotation number ρ. In such a case,

any orbit is dense in the curve and fills it uniformly, an application of the equidistribution

theorem that follows as a corollary of Weyl’s criterion [KN12]. If instead ρ is rational,

the resulting periodic behaviour is maintained in Arnol’d (resonance) Tongues by the

phase locking phenomenon. This type of bifurcation, though less commonly discussed,

is prevalent in many low-dimensional systems - for example a simple modification of the

classic Hénon map [ES08b])
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2.2.2 Lyapunov Exponents

Given a deterministic map, and initial conditions x0, we frequently wish to determine

if the orbit (xn)n under the map f is “chaotic”. We classify it as such provided that

the orbit is bounded, not asymptotically periodic, and is “sensitive to initial conditions”.

The latter criterion may be quantified by calculation of the Lyapunov exponents, which

measure the degree of exponential stretching of the phase space under the action of the

map. An n-dimensional map has precisely n (not necessarily distinct) exponents, where

the maximal one is the primary indicator of sensitivity. It is defined in the following

manner:

λ1 = lim
n→∞

1

n

n−1∑
k=0

ln(|f
′
(xk)|) (2.6)

For a two-dimensional system, we perform the numerical calculation using the follow-

ing algorithm taken from Sprott’s textbook [Spr03]:

Let

Jn =

A B

C D

 = J(x)|(xn,yn) (2.7)

so that A,B,C,D denote the entries of the Jacobian matrix evaluated at the nth iteration,

then define the rescaled co-ordinate

y
′

n+1 =
C +Dy

′

n

A+By′
n

. (2.8)

The maximal (characteristic) Lyapunov exponent, λ1, can then be calculated in practice

by

λ1 = lim
n→∞

1

2n

n∑
k=1

log

(
(A+By

′

k)2 + (C +Dy
′

k)2

1 + y
′
k

2

)
(2.9)

and provided the above conditions are satisfied, we classify an orbit as chaotic precisely

if λ1 > 0. That is, orbits infintesimally close to these initial conditions will be separated

at an exponential rate under f as the average exponential stretching of the phase space
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between them is positive.

To calculate the spectrum of Lyapunov exponents for a system of greater than two di-

mensions is somewhat more complicated, not least because a renormalisation procedure is

required in order to avoid numerical problems that occur due to the finite precision of any

computer and the large relative magnitudes of the variables involved. A substantial ex-

planation is provided in Ott’s textbook [Ott02]. However, computational procedures have

been developed that allow the calculation of all of the Lyapunov exponents of a discrete

system of arbitrarily-many dimensions. Example pseudocode for such QR-factorisation

methods of spectrum calculation can be found in the paper by Hubertus and Udwadia

[HUP97].

Note that in the above definition of a chaotic orbit, we included the requirement of

“not asymptotically periodic”. For practical purposes, we, along with most researchers

in the field of complex systems, take a positive largest Lyapunov exponent (along with

confidence that the orbit must be bounded) as evidence enough of chaos. However, this

additional requirement is strictly necessary, as examples have been obtained (primarily

in the Russian literature) of systems that feature a positive Lyapunov exponent but are

stable, and of systems with a negative largest exponent that are nonetheless unstable -

for example, see the works by Leonov and Kuznetsov [KL03, LK07]. This is due to a phe-

nomenon known as the Perron Effect, and stems from a discrepancy in the linearisation

process that most methods rely on when calculating exponents. Though these investi-

gations typically focus on time-dependent continuous dynamical systems, examples have

also been obtained for autonomous discrete systems [BC13].

2.3 Predator-Prey Models

2.3.1 Historical Background

Mathematical modelling of trophic relationships between interacting species has been

underway at least since the work of Volterra [Vol26], investigating fish populations in the

Mediterranean in 1926, and the chemist Lotka shortly afterwards. They produced the
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famous Lotka-Volterra differential equations where, in their simplest form, the populations

of a prey N and predator P are governed by:

dN

dt
= N(1− P ) (2.10)

dP

dt
= aP (N − 1). (2.11)

The system described by equations (4.1)-(4.2) has been generalised to the standard

predator-prey model, which takes the following form:

dN

dt
= NF (N)− g(N,P )P (2.12)

dP

dt
= cg(N,P )P − dP. (2.13)

Here, f(N) = NF (N) is the density-dependent growth term of the prey and determines

how the prey population changes in the absence of predators. g(N,P ) is the predator

functional response, determining the decrease in prey population growth per predator

individual per unit time - that is, this term measures the negative effect of predation on

the prey. The parameter c is then the ratio of this decrease (caught prey) to the corre-

sponding increase in predator reproduction, and the total increase in predator growth per

predator cg(N,P ) is the numerical response. It is assumed that the predator is dependent

on the prey for its survival and is unable to obtain resources elsewhere, so in the absence

of prey it has a mortality rate d instead of a natural growth function. In the case of the

Lotka-Volterra equations, the prey have a Malthusian growth function f(N) = N which

enables them to grow without bound, c = d = a, and the functional response is the epony-

mous linear prey-dependent function g(N,P ) = N . A simple first step to improving the

Lotka-Volterra equations is to replace the Malthusian term with a unimodal map, with

the logistic model f(N) = aN(1−N) proving particularly popular, although the Ricker

model f(N) = N exp(a(1 − N)) [Ric54] is also a common and perhaps more realistic

choice. Other well-known developments that followed include the Nicholson-Bailey model

for a parasite-host relationship, and the Holling predator functional responses [Hol59].

More sophisticated functional responses such as the Beddington-deAngelis [DGO75] and

the Ratio-Dependent form [AG89] have been a focus of research aimed at improving the

applicability and predictive power of such methods. These are discussed in greater detail
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in a dedicated section later in this chapter.

Interest in dynamical models of this type was greatly encouraged by the emergence of the

chaos theory of dynamical systems, and in particular Robert May [May76] and Mitchell

Feiegenbaum’s [Fei79] discoveries. They showed that the discretised versions of even

these relatively simple one-dimensional models could contain extraordinarily complicated

dynamic behaviour that nonetheless was governed by a peculiar underlying order and uni-

versality. This behaviour is certainly not lost when incorporated into a two-dimensional

system, and the resulting predator-prey models are often both more interesting and more

amenable to analysis than their continuous-time counterparts. Many recent versions of

these models are based on the consumer-resource bioenergetic approach developed by

Yodzis and Innes [YI92], that emphasise the flow and assimilation of energy and biomass

through the system from low to high trophic levels. Bioenergetic dynamic models of this

nature, whether discrete or continuous, are an important component of ecological stud-

ies, as they lack the unrealistic restrictions (assuming populations at equilibrium) of the

alternative approach - community matrix linear stability analyses - that were popular in

the 1970s.

2.3.2 Two-Species Systems

In recent decades, bifurcation theory has been a popular approach to the analysis of

low-dimensional dynamical systems, both discrete and continuous. Many studies have

been conducted for variations of two-dimensional discrete predator-prey systems, for ex-

ample [KG14, AEEME09, BCPS01, DCB97] all concern themselves with the investiga-

tion of a given system by means of analysing the fixed points and their linear stabil-

ity against small perturbations via examining the eigenvalues of the Jacobian matrices.

Some authors emphasise the classification of possible bifurcations which may then occur,

whilst others focus on numerical properties such as the Lyapunov dimension of attractors

[EEMEA12], or on methods of controlling and stabilising the occurrences of chaos in the

system [CTH13, HL11]. Other properties from fractal geometry and dynamical systems,

for example the correlation dimension of the orbits or the box-counting dimension of at-

tractors, could be used when classifying the behaviour these systems display.
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Continuous-time systems of ordinary differential equations, as in (4.10)-(4.13), are gen-

erally more popular. However, given a continuous-time system it can be iterated by

converting to a corresponding discrete system. The forward Euler scheme is the most

common method for this, whereby a step length h is chosen and y′ = f(y) is replaced

by yn+1 = yn + hf(yn). Some shortcomings are highlighted by Ushiki [Ush82], and as a

result Liu and Elaydi propose some alternative methods for Lotka-Volterra type systems

[LE01].

2.3.3 Food Chains

Although n-dimensional systems with arbitrarily large numbers of species tend to be ana-

lytically intractable, some works have extended the type of bifurcation analysis discussed

above to systems of three species [Els12, Ran15, MY95, MY94]. These models can be

useful as, unlike two-species systems which typically model a specific real-life interaction

between two populations, they can be considered as representative of an ecological food

chain or some component part of a larger web (the interaction between two predators of

the same prey species, for instance). Thus in a very simple way, these food chain or food

web module models can be employed to investigate the processes maintaining an actual

ecology, for example successfully demonstrating the possibility of persistent chaotic dy-

namics in model ecosystems [HP91].

However, in order to study the operation of trophic interactions and evolutionary pro-

cesses in raising up complex food webs, it is clear that such low-dimensional models are

not sufficient. In the next section, we look at the numerical techniques and large-scale

simulations afforded by improvements in computational power available to researchers.

2.3.4 Large-Scale Systems

The easiest way to investigate an arbitrarily large system is to use a generalised version

of the Lotka-Volterra model. For species i of an n-species system:

dNi
dt

= riNi

(
1 +

n∑
j=1

aj,iNj

)
, (2.14)
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where ri is the natural growth or mortality rate, and aj,i is the interaction coefficient

measuring the effect of species j on the growth of species i per individual of j. This

framework can cover a variety of ecological interactions, with ai,j , aj,i < 0 if the species

are in competition, ai,j , aj,i > 0 if a mutualistic relationship exists, and ai,j > 0, aj,i < 0

if species j predates upon i. By choosing ai,i < 0 for all species i, this model includes

logistic growth terms with growth parameter ri.

Researchers at the Ulster University have also considered systems of multiple prey and

multiple predator species who occupy two separate lattices along which mutation can

take place [MGM13, MGM15, MAGM16], with population dynamics following a modi-

fied Ricker model [NKL95]. These may be used as abstract models of the coevolution

of many strains of a single prey and a single predator species. Without the ability for

a prey to mutate to a predator and vice versa their appropriateness for studying food

web assembly (where a species has the possibility of changing its trophic position and

interaction via mutation) is limited, but they also fall within a tradition of using one

and two-dimensional Coupled Map Lattices as a basis for simple metacommunity models

which is discussed in the later Section 2.5.5 on “Spatial Models”. These studies began

with comparisons of the Ricker, tent and logistic growth maps for a single prey species in

a two-species system based on the Neubert model [MGM13], and then extended this to a

non-mutating 100-prey, 100-predator version which was used to analyse the consequences

of predation effort being distributed according to a variety of strategies [MGM15] - for

example, preferences for the prey species which are most numerous, or weighted according

to the prey’s growth parameter. These results were collected in the thesis [Mul14], and

a subsequent article investigated the effects of introducing a constant rate of mutation

between neighbouring species on a system of 10-prey and a single predator [MAGM16].

A further study extended this work to consider the consequences of mutation amongst

both prey and predators in a 10-prey, 10-predator system [AMGM17].

Early work on these dynamic models was limited to modules of food webs, such as the two

and three-species food chains described above. However it cannot be assumed that the

effects observed in such small closed systems scale to webs of the order and complexity
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observed in nature. A 2004 study using bioenergetic population dynamics with stabilising

functional responses superimposed on a model of food web structure successfully produced

stable dynamics with as many as ten species [WM04b]. In Sections 2.4.3-2.4.4, we will

consider in detail the recent development of stochastic models of food webs assembled by

ecological and evolutionary processes.

2.4 Concepts and Questions in Ecological Modelling

2.4.1 Universal Laws and Properties of Food Web Structure

In the following section, we will discuss a number of quantifiable properties of food webs.

These are important for two reasons: firstly, they matter to field researchers and those

who study empirical data in an attempt to uncover statistical patterns that reveal univer-

sal laws underpinning the maintenance of ecosystems. Such efforts, as we shall see, have

been underway and subject to major difficulties for many years. Second, these properties

as measured in the field and laboratory are of use to theorists by providing a first criteria

for evaluating the various computational models of food web structure that have been

developed. In such a way, we can rigorously and quantitatively test whether and to what

extent changes to a model have produced more realistic food webs, and thus determine

the truth of the principles embodied in those changes - again a means of searching for

the organizational laws of ecology. Recent progress in uncovering these principles has

involved a variety of approaches - including stability analysis, network theory, and nu-

merical simulation. May briefly recounts the dominant challenges faced and trends to

emerge during the 20th century in his introduction to a special issue of Phil. Trans. R.

Soc. B on food web maintenance [May09]. To understand the state of food web theory

up until 1982, Staurt Pimm’s classic text is recommended [Pim82]. As well as a useful

introduction to the mathematics of linear stability analysis for the precise purposes of

population biology, it discusses several definitions of stability and the relationship be-

tween web structure and functioning for a number of key properties including food chain

length, omnivory, and compartmentalisation. However, Pimm’s work is restricted to very

simple Lotka-Volterra models and the questionable hypothesis that all populations are

returning to an equilibrium state following perturbation. A new foreward in the 2002
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edition attempts to address criticism of the weakness of this approach in the light of more

recent research.

In all that follows, L refers to the number of feeding links in a network, and S (called di-

versity) denotes the number of nodes - that is, the number of species in the web. “Species”

here often refers to “Trophic species”, which is just the term for those that have the same

predators and same prey, since it can be difficult to distinguish these in the field. Fur-

thermore, taxa may be split between adults and juveniles who have different food sources.

Many analyses are carried out with the trophic species versions of empirical webs, rather

than the original-species (“taxonomic”) webs that were compiled by the field researcher.

Links per Species A key point of early discussion surrounds the nature of the relation-

ship L = aSb. Linkage density, L/S, was popularly hypothesised in food web research in

the early 1980s to be a universally constant property of webs. That is, is an exponent of

b = 1 was suggested, with linkage density invariant to the diversity with a value of approx-

imately 1-2, and analysis of empirical data appeared to support this [CB84, CN85]. This

idea, known as the link-species scaling law, was eventually abandoned after the realization

in the early 1990s that previous data simply was not detailed and consistent enough to

support the broad inferences that had been made [Pai88, PLC91, Pol91, HR93, Win96].

This process was expedited by the publication of field studies with new, larger webs that

were much more highly resolved and which had higher connectance than expected and

showed trends of L/S increasing with S, for example [Hav92]. Re-analysis of existing

data was found to support this new theory of scale dependence [Mar94]. More recent

suggestions are that it increases with the number of species as a trivial consequence of

the constant connectance hypothesis (b = 2).

Connectance - the proportion of realized feeding links, which is sometimes formulated

precisely as 2L/S(S−1) and other times more simply as L/S2. Connectance is one of the

most popular choices of measuring “complexity”, however as pointed out by Loeuille and

Loreau [LL05], there is some difficulty when comparing this property between empirical

food web data and models that use or produce weighted feeding links. Most empirical
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data does not record interaction strengths, and thus the choice of weighting threshold for

counting or discounting links could have a major and arbitrary effect on the connectance

recorded from the model.

A current theory held by some ecologists is that this quantity (rather than link den-

sity) is a constant, at least with respect to other properties such as diversity, for example

[Mar92, Mar93a, Mar93b, War94]. Thus, a relationship of the form L ∝ S2 is hypothe-

sised. However, whilst being independent of web size, it may be partially dependent on

the composition of the web and in particular may be reduced by the presence of a large

fraction of parasitoid links in a food web. This is because parasites are typically highly

specialized with only one possible host species, compared to regular predators who are

generally more flexible in their choice of prey [Cou91]. Thus, one possible system is to

classify webs as having many or few parasitic links, and then connectance ought to be

constant within those divisions. However, it must be emphasised that support for this

current theory of constant connectance is by no means unanimous. For example, a highly-

collaborative analysis of 59 empirical food webs that quantified the “effective number of

predators and prey” [BRBC+09] using both weighted and unweighted links found con-

nectance to decrease with network size - link density was either constant or increasing too

slowly with diversity. Furthermore, some empirical data suggests an exponent of b = 1.5

in the L = aSb law, such that neither L/S nor connectance are truly constant [Dun06].

With so many different studies having investigated empirical and theoretical webs with

varying size, topology, type of habitat and all manner of other caveats producing conflict-

ing results, it remains uncertain at best if a universal relationship of the form L/S ∼ Sn

exists for all types of food webs.

B,I,T ratios - species in food webs may be broken up into the following classifications:

Basal species (B), which have no prey and feed directly (and only) off the environmental

resource, Top species (T ), which have no predators, and Intermediate species (I) which

have both predators and prey. The ratio of these groups, and the arrangement of links

between them - that is, the ratio of B − T , B − I, I − T and I − I links - are quantities

that are also often considered. It was suggested that these ratios were also scale-invariant
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with the ratio of B − I − T at 19%, 52.5%, 28.5% [BC84], although this idea too was

eventually challenged [Mar93b]. It is generally found that as diversity increases (that is,

in larger and more highly-resolved food webs) the proportion of I and I − I will increase

[Mar94], with the suggestion that the asymptotic limit of the B− I−T ratios will be 5%,

95%, 0% [NDM95].

Prey-predator ratio - related to the previous subdivisions of species by prey H = B+I

and predators P = I + T . The ratio H : P is then considered.

2.4.1.1 Ecological Efficiency

At this point, it is useful to highlight the concept of ecological efficiency. This simply

refers to the fraction of the biomass of a slain prey that is successfully converted to

predator biomass. Clearly for purposes of the conservation of energy, this must be less

than 1, and its low value is a good candidate for explaining the typically small number

of trophic levels observed in webs - due to the low efficiency of energy transfer to higher

levels, relatively few higher-level species can receive enough resources to be sustainable.

The value of ecological efficiency in food web models is usually assumed constant and

taken to be 0.1 [Pim82, DHM01, Hum79] or 0.23, e.g. [UD07], although it can be varied

according to body mass as we shall see later and some authors believe that it decreases

with trophic level [BMRJ10].

2.4.1.2 Trophic Level

Average and Maximum Trophic Level are also properties of interest. However, before they

can be determined we are faced with issue of choosing a definition of the Trophic Level

(TL) of a species in the food web (given that feeding links may or may not be weighted).

Three of the most popular choices are described below, although a discussion of others

can be found in work by Williams and Martinez [WM04a]. This paper is particularly

helpful as it contradicted suggestions that high levels of cannibalism and omnivory were

destroying the usefulness of trophic levels as a meaningful property [PS96]. In particular,

they found that the majority of species in four well-resolved empirical food webs could

easily be assigned discrete trophic levels.
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i) “Shortest” TL = 1 + shortest chain length from the species to a basal species.

This quantity, also called the First Trophic Level, is useful if it is necessary to assign

integer values to each species. It can be calculated relatively quickly, and the biological

significance of this quantity can be justified since due to low ecological efficiency it may

be reasoned that most resources obtained by a given species will have passed through the

route with the shortest number of trophic levels.

ii) “Chain-averaged” TL = 1 + average length of all possible chains from the species

to a basal species.

iii) “Prey-averaged” TL: This is the most popular method for these models when the

feeding links are assigned weightings, and in practice the TL’s must be calculated algo-

rithmically starting at the lowest level and working upwards. Let ti denote the trophic

level of species i, and fi,j the fraction of effort that i allocates to hunting species j (alter-

natively, the fraction of i’s diet that is comprised by j). Then ti = 1+
∑
j fi,jtj , where the

sum is over all prey of the species. Effectively, this method gives 1 + mean trophic level

of prey that the species actually consumes when weighted by diet or predation strategy.

Note that methods (ii) and (iii) will require first discarding any loops and cannibalis-

tic links from the food web, and when calculating the mean trophic level of a web some

authors consider only the consumer (intermediate and top) species, as the number of

basal species is sometimes considered a confounding variable (eg. [MWD06]). It has long

been believed that food webs, regardless of size, typically have no more than three trophic

levels [MS02, WBD+02] - although originally it was just thought to be less than 6 [Elt27].

As discussed in the later subsection on network properties, this restriction is likely due

to reasons connected with efficient transfer of energy.

2.4.1.3 Aggregation and Resolution of Empirical Data

One potential problem affecting food web properties that was identified by ecologists in

the early 1990s concerned variable resolution of the empirical data [Dun06]. This occurs
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in two main forms - firstly, in terms of taxonomic rank. For example, a field researcher

interested in the effects of pollution on a local forest population may for example carefully

record and assign nodes to each individually identified species of bird in the ecosystem,

whilst simply recording 1200 species of beetle as the family of “stag beetle”, represented

by a single node in the web and thus potentially skewing calculated properties that rely on

an accurate observation of numbers of links and nodes. This tendency is know as aggrega-

tion, or “species lumping”. The second form of the problem can be stated thus: if it is the

case that some feeding links only occur seasonally, their significance may be overstated if

the researcher does not record the frequency of observations, and alternatively may be un-

derstated if the researcher fails to observe them due to an insufficiently long-lasting study.

In a study of aquatic communities featuring hundreds of trophic links published in 1990

[Win90], Winemiller tested the sensitivity of various food web properties to the exclu-

sion of links that were sufficiently weak. These systems featured significant temporal

variation, and disspiritingly he noted that varying the threshold of link exclusion could

strongly influence the resulting web properties. Therefore, a much greater consistency in

sampling efforts would be required in order to reliably analyse data, and especially data

that may have seasonal or spatial variation, in the search for scaling trends. Following

this, Martinez [Mar91, Mar93b] suggested that the link-scaling laws and other food web

patterns of the 1980s were due to poor resolution of the food webs, as the new, larger and

more detailed empirical webs (in particular, his well-resolved dataset from Little Rock

Lake) not only gave different results, but when they were subject to artificial aggregation

their properties bore greater resemblence to those predicted by the old scaling laws - thus,

the now-unpopular theories of scale invariance can be attributed to poorly resolved data

inducing this phenomenon. It was similarly shown that the frequency of compartmentali-

sation is greatly reduced in the aggregated versions of complex empirical webs [KFM+03].

Later, Solow and Beet [SB98] criticised the Cascade Model on the basis that it assumes a

random distribution of links throughout the web, whilst their analysis of empirical data

suggested that this was not the case due to strong compartmentalisation. Therefore, they

argued, the Cascade Model was unreliable as its properties could be overly-influenced by
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the aggregation of species. In their review article [LL09], Loeuille and Loreau highlighted

this sensitivity to species aggregation as one of several limitations of binary (i.e. featuring

unweighted feeding links) food web analysis such as the Cascade Model. An additional

misleading effect of aggregation was suggested by Martinez and Williams [WM04a]. They

highlighted that exaggerated levels of omnivory reported in empirical food web data could

in fact be due to a high aggregation of species whilst retaining all their feeding links. Thus

it would appear that a single node is feeding on multiple species at different levels, when

it could in fact be that this node represents several predators, each of which consumes on

only one trophic level.

2.4.2 The Stability-Complexity Debate

A major question has dominated ecological modelling since Robert May’s publications in

1972 and 1973 [May72, May73] on linear stability of random graphs challenged previous

ecological intuition. Prior to this work, 20th century ecologists had assumed that the

sheer complexity and interconnectedness of the natural world was intrinsic to its non-

collapse [Elt58, Mac55], for example it is well-known that monocultural farming practices

are susceptible to disease and invasions by destructive pest species. However, May’s

results seemed to indicate that stability was favoured by low diversity (number of species),

connectance, and feeding link strength. In other words, according to May’s criterion, more

complex webs ought to lack stability.

Theorem 2.4.1 (May-Wigner stability criterion). Let J∗ be the Jacobian matrix of a

network of S species and connectance C evaluated at equilibrium, with all elements drawn

from a Gaussian distribution with mean 0 and variance σ2. Then the network is almost

certainly linearly stable (all S eigenvalues Λ of J∗ satisfy |Λ| < 1 for a discrete system)

precisely if:

SCσ2 < 1 (2.15)

This apparent revelation elicited many responses. For example deAngelis suggested

some restrictions that could restore a positive relationship in the model [DA75], and Yo-

dzis [Yod81a] demonstrated that community matrices constructed from empirical data

36



(which is clearly not random) had greater local stability to perturbation than randomly

assembled matrices. One obvious criticism of May’s result is that local stability of local

equilibria may not be relevant to constantly fluctuating real populations. However, a

fascinating study recently demonstrated that the May-Wigner criterion employed in such

matrix analyses may nonetheless accurately describe the relationship between diversity

and global stability in the form of species permanence even in the presence of random

Lotka-Volterra dynamics [SS05]. Another study showed that a positive relationship could

be found from an empirical data set of 15 soil food webs between linear stability and com-

plexity when weighted connectance (according to feeding rates) was used as the measure

of stability [vAHdR16].

Complex ecosystems such as tropical rainforests clearly do exist, and so the question

therefore is this: what are the processes and properties of the structure of food webs

that allow them to possess some reasonable notion of stability in addition to and possibly

despite their complexity? For example, the same effect of increased linear stability over

random matrices can be achieved by using patterns of interaction strength drawn from

empirical data [dRNM95] - indicating that the nonrandom natural distribution of link

strengths may be such a property.

Nearly all studies in the subject of food web modelling and simulation offer some com-

ment on the relationship between stability and complexity that is indicated by their work.

However, this is greatly complicated by the many forms of “stability” and “complexity”

that may be tested, and the lack of consensus on which are the most ecologically-relevant

properties that could be considered. A helpful description of eight of the most important

types of stability is provided by Pascual and Dunne [PD06], which we shall not repeat

in full here. However, some very useful measures of stability in this context that we will

refer to are permanence - the ability for species to survive and avoid extinction despite

fluctuations in the rest of the web - and robustness, which describes the stability of a

food web as a whole by considering the number of species that remain after a given allot-

ment of population dynamics or other perturbations (for example, the addition of a single

species). In particular, some studies (for example, [DWM02b]) define robustness as the
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number or fraction of species which must be artificially deleted in order to induce a total

(including secondary extinctions) of 50% species deletion. Unless otherwise stated, we

will use “robustness” in the former, more generic sense for the remainder of this chapter.

A related measure is species deletion stability which is the fraction of species in the web

which, when they alone are artificially deleted, do not result in any further extinctions.

When performing many simulations with stochastic elements it may be easier to simply

look at community persistence which is the fraction of the instances of the simulations

that survived the full run of population dynamics without the loss of any species (effec-

tively, the probability of maximum robustness). There are also the competing notions

of resistance and resilience (the web’s ability to return to its original state following a

perturbation), amongst others. In fact, one study compiled 70 different concepts of an

interpretation of stability that have been employed in the literature [GW97].

There are several useful reviews of this topic available. McCann gives a survey of the

studies surrounding the Stability-Complexity debate up to 2000 [McC00] with a particu-

lar view toward issues of global conservation and biodiversity maintainance, while a more

recent overview that is also a useful reference for all the properties used to quantify food

webs is provided by Saint-Beat [SBBA+15]. The chapter by Dunne et al [DBWM05] pro-

vides a detailed history of these developments with a view to to the modelling approaches

of the future, in particular they call for an amalgamation of the dynamical population

modelling viewpoint with the contemporary network and graph-theoretic analyses that

have been proving successful recently. As one will gather from a cursory read of any of

these sources, unravelling the relationship between complexity and stability has been fur-

ther hampered by difficulties in the area of food web modelling in general, as conclusions

were drawn that, it was later realised, were not adaquately supported by the empirical

data. However, the most recent and high-quality evidence indicates that increased con-

nectance increases the stability of a food web in the sense of robustness, as found in a

study that considered 16 well-resolved empirical food webs collected from diverse habitats

[DWM02b]. Because of the difficulty involved in rigorously collecting empirical food web

data in detail, this is still one of the best data sets available, and we shall highlight several

other studies that made use of it. These results were corroberated by a later study of 4
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large marine food webs [DWM04]. Evidence for this connectance-robustness relationship

is further reinforced by a theroetical study using the most sophisticated structural static

food web models (the Niche, Nested-Hierarchy, and Generalised Cascade Models) [DW09],

which found that robustness to secondary extinctions from sequentially deleting random

or the most-connected species increased both with connectance and diversity. Because

of this connection between connectance and robustness, one would intuitively expect the

most-connected species (“hubs”) to be of the greatest significance to the functioning and

survival of the network (that is, “keystone species”). However, the same study also found

that static Niche Model webs were often less robust against the sequential removal of the

least-connected species than random or the most-connected species. This notion is sup-

ported by another study of empirical webs with quantified interactions strengths which

suggested that perturbation of the less-connected species has a greater net effect on the

rest of the network, perhaps because the many direct and indirect effects of perturbing a

highly-connected species dampen each other out [MWES09]. Furthermore, an alternative

graph-theoretic analysis of empirical food webs has also suggested that this may not be

the case [ABP09]. By instead considering only the ∼ 90% of links deemed “functional”

(they provide a new source of energy to the predator), hubs are found to have relatively

many redundant links - and so are not necessarily the most important for preventing

bottom-up secondary extinctions due to elimination of prey.

One property now thought to have a major influence on stability is the distribution of

feeding link strengths, which may be measured either by the elements of the normalised

Jacobian matrix, or by the fraction of a predators’ diet/strategy that a prey comprises.

A “press-perturbation” experiment by Yodzis suggested that the long-term robustness

of a food web to the addition or deletion of individuals of a given species is often sensi-

tive to the strength of that species’ interactions with the others [Yod88]. Furthermore,

when large empirical food webs with quantified feeding link strengths are considered, the

importance of understanding the entire ensemble becomes apparent [MWES09]. This

study demonstrated that when indirect links are taken into account, a large proportion of

predator-prey relationships have a net positive effect on the prey population (a counter-

intuitive effect previously demonstrated for chains of four species with adaptive foraging
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[Abr92]). Thus, it is essential to study the strength and distribution of links in order to

predict the effect of perturbation on a ecosystem. It is also believed that the presence

of relatively many weak feeding links can improve stability by helping to damp oscilla-

tions in the dynamics rather than improving linear stability, and this is thought to be

true of many types of network [Cse09]. One study found the dynamics of a three-species

food chain could be stabilised by a fourth weakly-interacting species [MHH98]. In this

way we may be able to reconcile the early beliefs of ecologists, such as the suggestion by

MacArthur [Mac55] that large fluctuations in population size are damped by the presence

of many feeding links, with May’s work on linear stability of random graphs [May72] -

first by using this different measure of stabilty, and second by hypothesising that rather

than diversity itself, it is the coupling of a few strong links with many weak links that

provides stability (indeed, if all links are weak, the webs are less robust [UD07]), and

such properties are present in real webs but not in the random communities consid-

ered by May [McC00]. A study using the dynamic eco-evolutionary model “Webworld”

[DMQ04], where species can vary their feeding preferences over potential prey, found that

the variants of the model which resulted in complex, persistent food webs that sustained

more than one trophic level naturally featured a majority of weak links with most species

choosing to focus on a single prey. This trend was reinforced by subsequent research

[QHM05b]. Alternatively, a repeat of May’s study of random community matrices found

that the signage patterns (rather than the strength of the interactions) was an impor-

tant determinant of linear stability [AP08]. In particular, random models simply with a

predominance of predator-prey interactions were far more stable (regardless of diversity

and connectance), and this stability was often robust to subsequent randomisation of the

coefficient magnitudes. Similar results were obtained using Cascade and Niche Model

data.

The use of sophisticated models has helped to illuminate the importance of food web

structure when discussing the relationship between stability and complexity. For exam-

ple, a dynamic study by Williams, Martinez and Dunne [MWD06] found that for both

the Cascade Model and the Niche Model, which better approximates food web structure

and link distribution, species’ relative persistence (the fraction of initially present species
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that survive the dynamics) decreased as diversity and connectance increased - implying

a negative stability-complexity relationship - with connectance having the greater effect.

However, note that this does not directly contradict the positive relationship between

connectance and robustness mentioned previously, and this study also found that abso-

lute persistence (the total number of surviving species) could increase with diversity, and

in general both relative and absolute persistence were nevertheless greater for food webs

produced by the Cascade Model than a random model, and substantially greater again

when using the Niche Model. This indicates that real food webs rely on properties of their

distinctly non-random network structure in order to remain stable despite the presence

of large numbers of species. Furthermore, they determined via deletion experiments that

lower average trophic levels and higher proportions of basal, herbivore and omnivorous

species are characteristic of the most persistent food webs. This study, and others such

as those using the eco-evolutionary models, are of great importance as we cannot assume

that the effects observed in the huge body of previous work on modules of two or three

species will still hold true (and bear significance) in ecosystems with a more realistic

number of species. For example, this was the first study to demonstrate that predator

interference and adaptive foraging (whereby predators can choose to hunt only the prey

most beneficial to them - usually meaning the most abundant species), imposed on a

realistic network topology generated by the Niche Model, could promote persistence in a

system of at least thirty species. This research can be compared with a static approach

[DW09] that found a random model with a beta distribution of links to be more stable

- in the sense of robustness to secondary extinctions - in a deletion experiment without

dynamics than any of the structural food web models considered, all of which imposed a

hierarchy of feeding. As the latter authors highlighted, taking the two studies together

indicates that whilst hierarchical feeding may undermine purely static robustness, the

advantages over random models that it confers to persistance against unruly dynamics

are of much greater importance for species survival.

An additional structural property of Trophic Coherence [JDGDM14] was recently pro-

posed as a determinant of linear stability. This property, the standard deviation of the

signed difference in (prey-averaged) trophic levels between predator and prey in each
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link of the web, is designed to measure how strictly the network is stratified into dis-

tinct trophic levels. The authors of this work successfully obtained a positive stability-

complexity relationship in the sense of network size and connectance when the food webs

had sufficient Trophic Coherence.

The influence of competition for resources (food, water, nesting sites, sunlight, bolt holes

etc.) has been well-studied in ecological models and a number of effects have been ob-

served, depending on the strength of the competition and the precise nature of the model.

Very strong competition can be destabilising [DMQ04, QHM05a] but some competition

increases diversity and helps to blur trophic levels. For example, in the Loeuille-Loreau

model [LL05], if interspecific competition is wholly absent this can lead to plain food

chains as species evolve toward maximum efficiency at a given body size - there is no

benefit to being anywhere else to avoid competition. That is, mild interspecific compe-

tition provides an incentive for species to occupy new niches or trophic positions that

would otherwise be non-optimal. Thus, one principle would be that a moderate degree

of competition is necessary for diversity and the production of complex food webs that

bear the characteristics of real ecosystems, as it promotes speciation [LL05, BLLD11].

Furthermore, for the Webworld model [DHM01] it was found to be necessary for interspe-

cific competition to be weaker than intraspecific competition in order to allow coexistence

of multiple species. Garlaschelli et al [GCP03] discuss how the presence of interspecific

competition may be crucial to explain food web topology, as the trade-off causes species

to raise trophic level to avoid competition whilst transportation costs are minimised by

preferring the lowest possible trophic level. Therefore in the absence of any interspe-

cific competition, all species would seek to maximise efficiency by feeding directly on

the environment. A study by van Altena et al [vAHHdR16] found that, whilst patterns

of the distribution of self-regulation strength across 11 empirical soil webs did not have

any correlation with stability, the choice of pattern (e.g. uniform, biomass-dependent,

trophic level-dependent) could strongly impact the response of the web to variation in

the density-dependence of a single species - making it hard to predict the effect of a given

interaction unless the whole pattern of intraspecific competition strengths across the web

is known.
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Other possible factors include the degree of Redundancy - that is, the presence of mul-

tiple species with the same predators and prey (dividing up the trophic species). One

study using the Webworld model [QHM05a] found that this increased resilience to further

extinctions after a species deletion. However, this work also found that a greater number

of species reduced stability, but if there was adaptive foraging in the model then more

links per species would increase it again, and so the overall effect of greater complexity

is unclear.

The role of the functional response, various types of which are described in the following

subsection, can also be significant. Ratio-dependent functional responses, or artificially

adding prey selection to Lotka-Volterra, Holling or Beddington-deAngelis functional re-

sponses such that the predators target the species they are best suited to hunt, has been

found to stabilise food webs and enable greater complexity [DMQ04]. Polis pointed out

that a more realistic functional response prevents the unrealistic and potentially desta-

bilising possibility of a predator feeding simultaneously on multiple prey species at a

high rate [Pol98]. Overall, non-linear functional responses help to produce stable and

complex food webs (and so they are a property of complex webs). In particular, Lotka-

Volterra systems are known to be less stable than more realistic functional responses

[DM03, KGD09].

2.4.3 Modelling Predation: The Functional Response

A debate has been underway in recent years over the best form of the predator functional

response, g, which is the term representing the number of prey eaten per predator per

time-step (or unit time in a continuous model). The simplest biologically reasonable

version is the linear form, that is Lotka-Volterra dynamics.

Lotka-Volterra Functional Response.

g(N) = αN (2.16)

Progressing in complexity, we have Holling Type I, II [Hol59], III and IV, which are
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derived by considering the maximum number of prey a predator can eat, regulated by

handling time (the amount of time to kill and digest a captured prey before beginning

to hunt again). Type II is perhaps the most popular functional response after Lotka-

Volterra, having been used in a great many studies (just a few examples being [MY95,

AEEME09, GGS12, LC03, KR06, SS06]), but the question of which response provides

the best fit to empirical data is thought to vary according to the class of organisms under

consideration - for example, whether vertebrate or invertebrate [Hol66].

Holling Functional Responses.

Type I: g(N) = min{αN,α} (2.17)

Type II: =
mN

1 + bN
, where α = m/b (2.18)

Type III: =
mN2

1 + aN2
, where α = m/a (2.19)

Type IV: =
mN

1 + bN + aN2
(2.20)

Types I-III are monotonic functions saturating at max{g(N)} = α, with Type III

reducing the amount of feeding when the prey populations are very low. Type IV is

non-monotonic, and was originally proposed under the name Monod-Haldane function

to describe the specific situation of microbial consumption of nutrients which can be-

come inhibiting at high concentrations [And68], although it is now also used for general

predator-prey studies [PW04, ZWXJ08]. Some studies have even introduced intermedi-

ate versions of these Holling Types, with a control parameter that allows the function to

vary continuously between Types II and III [WM04b]. This work indicated that even a

slight modification to the Type II function that resulted in reduced predation of species

at very low populations could greatly improve the robustness of high-diversity systems.

Similarly, it has also been suggested that the so-called “Paradox of Enrichment” [R+71],

whereby an increase in resources or carrying capacity leads to destabilisation of a system,

is due to the use of exact Holling type functional responses [GEF04] when observing local

stability. This paper proposed a much more complicated function that is very similar in

overall shape to the Holling Type II and can be derived from allowing the members of

the predator population to choose between employing Holling Types II and III, but that

does not lead to the Paradox of Enrichment which as the authors point out, despite being
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well-documented in theoretical studies has barely been observed in nature.

These responses collectively are prey-dependent, but others such as the Beddington-

deAngelis [Bed75, DGO75] functional response are also limited by the amount of predators

present, in an attempt to model interference competition between predators.

Beddington-deAngelis Functional Response.

g(N,P ) =
mN

1 + bN + cP
(2.21)

This means that, as well as having to compete with other predators for a finite re-

source, a predator’s hunting efficiency may also be decreased by time wasted encounter-

ing other predators that get in its way whilst on the hunt. These responses are termed

predator-dependent, but the reader should be aware that this means that the function

explicitly depends on both the predator’s and the prey’s population densities, whilst prey-

dependence indicates an exclusive dependence on prey population density. This inclusion

of predator competition was found by one study to significantly improve species persis-

tence in model food webs with a large number of species [MWD06], and a study using

19 data sets of real predator-prey relationships found that predator-dependent responses

give better statistical fits than the popular Holling type II - although the choice of which

predator-dependent response to use depends on the precise nature of the interaction being

modelled - indicating the ecological significance of interference competition [SG01]. Type

III responses have been found to assist with positive stability-complexity relationships

[CRGB08].

A subset of predator-dependent functional responses which are currently popular are

variations on the ratio-dependent response developed by Arditi and Ginzburg [AG89].

The current debate amongst ecologists focuses on whether ratio-dependence or prey-

dependence provides the most suitable (and best supported by empirical evidence) start-

ing point for modelling predation [AG00, AAG95].
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Ratio-dependent Functional Response.

g(N,P ) = g

(
N

P

)
=

mN

bN + cP
=

mN/P

bN/P + c
(2.22)

Versions of all of the above types and more have been developed for modelling multi-

species systems, which are not always as immediately obvious as they may appear. Con-

sider a system featuring a predator with two possible prey - how do we ensure that it is

not allowed double the time and effort for hunting as if it had a single, well-populated,

prey? Or in a situation where a single prey species has two predators, does the (discrete-

time) model technically permit both predators to feed on more than 50% of the prey

during a single iteration? These issues are addressed by ensuring that any general func-

tional response created for such a system satisfies the consistency condition of Arditi and

Michalski [AM96], which requires that if a predator has two prey that it views as identical

(neither is preferable over the other) then the outcome should be the same as if they were

a single species of their combined populations, and similarly in the case of a prey species

with multiple identical predators. One such example is the sophisticated ratio-dependent

functional response for a species with an arbitrary number of prey, each of which may

have an arbitrary number of other potential predators, that has been developed for use

in the Webworld model [DHM01].

2.4.4 Adaptive Foraging

Some investigations in recent years have considered the significance of adaptive foraging

in dynamic food web models. This simply means that predator species have the ability

to dynamically decide how best to allocate their hunting efforts in order to concentrate

on the potential prey species that shall be most profitable. In general, this has been

found to have stabilising effects by reducing the predatory pressure on species with low

populations, and in evolutionary or invasion models allows newly-added species to survive

long enough to increase their population.

The allocation of efforts are typically determined using replicator equations derived from

game theory [TJ78], and is usually considered as a behaviour that occurs more quickly

than the actual population dynamics of feeding and reproduction, although it can also
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be implemented on a longer timescale as a biological instinct or preference subject to

evolutionary pressure. This can give a different outcome, as it is known that the speed at

which foraging occurs relative to the population dynamics can have implications for the

sorts of dynamical behaviour that result [AM04].

Species behavioural efforts, which can also incorporate efforts devoted to predator avoid-

ance rather than hunting a specific prey, are usually ensured to satisfy the natural (linear)

constraints:

n∑
j=1

fi,j = 1 (2.23)

where fi,j is the fraction of energy, time, or other interpretation of “effort” that species

i devotes to hunting prey j. Using such a constraint allows the predator to potentially

behave in a perfect way, focusing exclusively on the prey that are most fulfilling. Some au-

thors have contended that this is somewhat unrealistic, and in particular when modelling

situations where predators require a varied diet, or are likely to encounter a secondary

prey even whilst hunting the most beneficial prey, it would be better to use a constraint

that allows for overlaps and prevents predators from exclusively hunting the most ben-

eficial prey. One method [UDB07] of implementation reduces to the following nonlinear

constraint with parameter x > 1:

n∑
j=1

fxi,j = 1 (2.24)

We note that when utilising adaptive foraging, it is necessary that we distinguish between

potential and effective connectance, depending on all the possible prey and those actually

chosen for hunting by the predator respectively, as connectance is typically the measure

of complexity whose effect on stability is being tested.

Kondoh [Kon03] found that the presence of sufficiently fast adaptive foraging in randomly

generated Lotka-Volterra model webs led to a positive complexity-stability relationship,

in that the probability of community persistence (all species initially present surviving

under population dynamics for a given duration) increased with connectance. These ef-
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fects are also observed in Niche Model webs [Kon06] when the fraction of basal species

is controlled, otherwise when Holling Type II functional responses are incorporated they

are not seen. Indeed, nor do they occur in the Cascade Model unless the degree of

adaptive foraging (the number of such consumers and the rate at which their behaviour

changes) is unrealistically large [BWM03]. Similarly, a study using the eco-evolutionary

version of the Niche Model by Guill and Drossel [GD08] found that incorporating adap-

tive foraging allowed more species to coexist, reduced the size and frequency of extinction

events, and led to generally more complex food web structure with the small numbers

of species existing on the 3rd trophic level able to persist for longer periods. For three

and ten-species systems of a bioenergetic resource-consumer model, Williams and Mar-

tinez [WM04b, MWD06] found evidence of adaptive foraging in the predator functional

response providing stability in the sense of persistence as low-population prey can survive

while the predator switches to a more abundant food source.

Uchida and Drossel [UD07] found evidence of adaptive foraging stabilising (in the sense

of robustness and species deletion stability) the dynamics on food webs created by ran-

dom and Niche models, both by increasing stability outright and by causing stability to

increase with connectance when adaptive foraging was present. They conclude that when

adaptive foraging is present, a mechanism which increases the number of prey per species

results in increased robustness. In the sister paper [UDB07], the authors considered the

comparative effects of two different approaches to adaptive foraging - linear and nonlin-

ear constraints on foraging efforts. They found that using the more realistic nonlinear

constraints permitted larger numbers of links, and thus more complex behaviour, to be

present in their models.

2.4.5 Temporal variation on an ecological level

Seasonal variation is well-known to occur and affect foraging behaviour in empirical food

webs [MMH+15]. It would be limiting therefore to focus on static webs with no temporal

variation, and so one avenue of our research will concern the combination of adaptive

foraging at the ecological level with seasonal variation in resource availability.
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2.4.6 Theory of Body Mass and Allometric Scaling

The notion of organising food webs of all kinds into a trophic level structure suggests a

hierarchichal ordering of species, and as we shall see later most food web models are based

around assigning some value to each species relative to the others in order to determine

feeding relations. It is therefore a natural question to ask: to what, if any, biologically-

meaningful property does this value correspond?

One suggested answer is body mass [WL87] which, alongside other factors such as temper-

ature, is known to affect animal metabolism [Hem60, BGA+04]. This was supported both

by empirical data and by this interpretation providing a good fit to Cascade Model data

[CPYS93], and the highly influential work of Yodzis and Innes [YI92] related metabolic

rates, body size, and types of organisms (for example, endotherms vs. ectotherms) in

their bioenergetic approach which has become the paradigm for many subsequent popu-

lation dynamics studies. It is thought that rates of metabolism (usually implemented as

a variable ecological efficiency), respiration (natural death rate) and equilibrium biomass

density (see the Metabolic theory of Ecology [BGA+04]) should follow a law of scaling

with adult body mass x in proportion to x0.75 (or x−0.25 per unit mass) [Pet83], although

alternative relations such as x2/3 [WS03] have also been proposed. This type of relation-

ship is known as allometric scaling.

This theory was taken as the basis of the eco-evolutionary model proposed by Loeuille and

Loreau [LL05], which connected the one-dimensional hierarchical arrangement of species

in the Cascade Model and Niche Model with the parameter of body mass subjected to

evolutionary selection. This was followed later by a study of ecological dynamics im-

posed on Niche Model structures [GD08]. In the latter article, Guill and Drossel followed

Loeuille-Loreau’s approach of metabolism and natural death rate scaling allometrically

with, in this case, niche value which was explicitly equated with a scaled logarithm of

the organism’s adult body mass. Similarly, in 2010 Williams et al published a study

on a modified version of the Niche Model that directly equated the assigned niche value

with the organism’s body size [WAP10]. In a separate approach, Berlow et al [BDM+09]

imposed body-masses and allometrically-determined feeding relationships using balance
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equations on networks generated by the Niche Model. By correlating the effects of species

deletion on the population sizes of each of the remaining species against many different

food web parameters, they were able to show that only the biomasses and body sizes

of two species were required for a reasonable prediction of the effect of deleting one on

the other. This provides some evidence of the organisational power of the body mass

trait, and gives some hope that with regard to conservation, the response of food webs to

perturbation may yet be somewhat predictable despite their nature as complex networks.

In order to rigorously confirm the expected real-life patterns, a large collaborative work

[BJB+06] studied a sizeable amount of empirical data on body mass ratios between preda-

tors and prey in order to deduce the patterns of how this ratio varies according to habitat

and organism type. They found that the ratio can vary by several orders of magni-

tude, and confirmed that 80% of recorded predator-prey interactions were indeed between

smaller prey and larger predators and that predator and prey body size are positively cor-

related.

Heckmann et al [HDBG12] used webs generated by a random and Niche model to in-

vestigate the effects of combining adaptive foraging and allometric scaling of metabolic

rates, given that both are already known to have stabilising influences. Their results indi-

cated that allometric scaling is stabilising if the food web structure ensures that predators

are consistently larger than their prey. Moreover, through its combination with adaptive

foraging they were able to show that it is possible for this predator-prey size-structure to

emerge from an initially random network structure as an evolutionary result of seeking

stable webs using these dynamic models. Various other studies have supplied supporting

evidence that food web structures incorporating body size structure, amongst other fac-

tors, can attain positive stability-complexity relationships [CRGB08, BWM06, KHDG10],

or have increased stability in the sense of robustness [KGD09].

2.4.7 Modeling Productivity

The link between productivity and body mass has already been discussed above. However,

also of interest to ecologists has been the productivity not just of a given species but of en-
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tire ecosystems, and in particular the question of whether a more species-rich ecosystem

will be more productive (and not just more stable). The relationship between diver-

sity and productivity (where the productivity is typically measured according to plant

biomass) has been greatly studied, and comparisons of the results of studies conducted

at different scales (local, regional, etc.) have strongly indicated that it is scale-dependent

[MSS+01]. Positive, unimodal, and negative relationships have all been observed, but one

currently-popular theory is that the relationship is generally unimodal at the local scale,

and becomes linearly increasing at the global scale [ZNB+11, LNI+01, CL02]. By increas-

ing the resource and considering the near-linearly increasing biomass on the first trophic

level (primary productivity), researchers have investigated the productivity-diversity re-

lationship in the evolved networks of the Webworld model [QHM05b]. It may agree with

the suggested monotonic relationship on a larger continental scale.

2.4.8 The Role of Omnivory

The degree of omnivory - that is, the presence of predators that feed upon species of

multiple trophic levels - is another potentially useful property by which to classify a food

web, as a greater amount of omnivory is one quantifier of a “complex” network struc-

ture by increasing connectance [Pol91, Str92] and decreasing regularity by blurring the

distinctions between trophic levels. The standard deviation of a species’ prey’s trophic

levels can be used as a measure of its omnivory, although it is often overestimated in field

studies as a result of overly aggregating groups of species together whilst maintaining

records of all the feeding links of constituent species [WM04a].

Early work such as that of Pimm and Lawton [PL78] in the 1970s predicted that omnivory

ought to be a rare phenomenon as their Lotka-Volterra model indicated that its presence

would destabilise the system in the sense of reducing resilience - again apparently run-

ning counter to ecological intuition that complexity through increased numbers of feeding

links would bring stability by damping perturbations. However, as with many of the

food web properties already discussed, field data in the late 80s and early 90s began to

reverse the theoretical predictions. In particular, Polis [Pol91] published a highly-resolved

study of the Coachella Valley which included evidence of commonly occurring omnivory
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amongst its 29 species. Given, then, that omnivory is present in real food networks, we

naturally must ask again what effect does it have on stability? McCann and Hastings

[MH97] used a more sophisticated model with Type-II functional responses and consid-

ered non-equilibrium dynamics, concluding that the addition of omnivory (provided it is

not too strong) could have stabilising effects by placing positive bounds on chaotic orbits

(increasing the likelihood of species persistence) or else stabilising them to a periodic

attractor which was not locally stable when omnivory was absent.

The major 2002 study of 16 highly-resolved real food webs by Dunne et al found no

relationship between omnivory and robustness to species deletion [DWM02b], and in a

later work [MWD06] they found evidence that omnivory is not in itself stabilising but

that the correlation observed in previous work was possibly a consequence of the shorter

average food chains that resulted from the biased means of implementing omnivory (by

usually making a species predate upon lower species than its normal prey). They contend

that the stabilising effect is due in principle to shorter food chains, as it was found that

persistence in their model food webs was maximised when omnivores preferred to con-

sume prey on lower trophic levels but retained some flexibilty, and persistence suffered

greatly when their preference was instead skewed toward feeding on higher trophic levels -

so omnivory was not in itself stabilising, and could in fact be destabilising if implemented

in a fashion that increased the average trophic level of consumers. More recently, one

study [IHS09] investigated the role of omnivory on an evolutionary time-scale using food

webs constructed by the dynamic Loeuille-Loreau model (see Section 2.5.3). They found

that increasing the levels of omnivory (across all species) decreased the model’s ability to

find an uninvadable steady state, with a greater degree of evolutionary turnover of new

species replacing old ones in the long term, and so in this broader sense omnivory can

be associated with decreased stability of dynamic ecosystems and, on a macroevolution-

ary scale, a greater tendency for phenotypic diversity in an ecosystem to be related to

relatively recent rather than ancient evolutionary patterns [IHS12].
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2.4.9 Parasites versus Predators

Elucidating the unique and long-underrepresented [LDK06] role of parasites in multi-

species networks has been highlighted as a priority in current food web research [DALP09].

Taking parasites into account is thought to reduce connectance, as they are typically

highly specialised in contrast to more generalist predators [Cou91]. Furthermore, their

inability to adapt to the loss of the host (and, indeed, they may require the presence of a

different host at each stage of their life-cycle) means that the inclusion of parasites may

also reduce web robustness [LK09]. If a given free-living species is host to many different

parasitic species that depend on it exclusively, the event of its extinction will therefore

necessitate many secondary extinctions.

2.4.10 Hubs and Keystone Species

When it comes to determining the “most important” species in a food web, one’s method-

oloical background may come into play. Network theorists speak in terms of “hubs” which

simply refers to the most connected node in the network - that is, the species that has the

most trophic relationships with other species. By contrast, ecologists focus on “keystone

species”, meaning those species which perform some role such that their loss may have

(perhaps disproportionate to their population size) a significant impact on ecosystem

functioning. A common way of testing this in a dynamic model is by performing deletion

experiments. Some such studies obey the intuitive result that the more connected the

species, the greater the consequences of its removal [DWM02b].

The correlation between hubs and keystone species may appear to rely on the assump-

tion that all links are of equal strength and importance. In a study that distinguished

between “functional” and “redundant” links in terms of their impact on food web ro-

bustness [ABP09], it was determined that hubs typically had many redundant links and

thus were not the most important for preventing bottom-up secondary extinctions in

particular. However, when performing deletion experiments with the Webworld model,

which incorporates population dynamics and variable link strengths through adaptive

foraging, Quince et al [QHM05a] also found a positive correlation between the degree of

a node and the number of secondary extinctions that resulted from its removal. This
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was because predators, both direct and indirect, of the deleted species were more likely

than a random species to perish as a result of the deletion. Furthermore, even prey of

the removed species often faced a greater liklihood of extinction, possibly due to reliance

on “predator-mediated coexistence”, where the former predator had been supressing a

similar but competitively-superior prey species.

2.4.11 Network Properties of Food Webs

An alternative approach in the effort to find common patterns and governing principles

of food webs is to start not with biology but rather by considering food webs as simply

a particular type of network in the emerging interdisciplinary field of complex networks

[Str01, C+07]. An important property from this perspective is Degree Distribution, denot-

ing the variation of the proportion of the nodes in the network which have a given degree

(the number of edges attached to that node). Many real-world networks (for instance,

academic citation networks and the World Wide Web) have an underlying universality,

in that the cumulative degree distribution obeys the power law:

P (k) ∝ k−γ , (2.25)

where k is the degree, γ is a parameter to be determined dependent on the individual

network, and P (k) denotes the probability of a node in the network having degree k or

greater. This law causes such networks to possess scale-invariance. Alternatively, other

real-world networks are known to obey “broad-scale” and “single-scale” degree distri-

butions, and it is understood that this topology is related to the process by which the

network is constructed (e.g. [BA99]).

However, the situation is rather different for food webs. They tend not to display the

power-law scale-invariant degree distribution, possessing fewer nodes of very high degree

than would be expected of a scale-free network. Instead, rather than obeying a universal

law, it appears that for food webs degree distribution follows a functional form that varies

with connectance [DWM02a]. Furthermore, although one study of four taxonomic webs

[MS02] suggested consistency with small-world networks, a more comprehensive investi-

gation [DWM02c] of the same 16 large empirical trophic-species webs employed in other

54



recent research found evidence of some webs having exponential or uniform cumulative

degree distributions, depending on the web’s connectance, and that most of the webs did

not have clustering coefficients large enough to be characteristic of small-world networks.

This means that the probability of two neighbours of the same node also being neighbours

of each other is not as high as in a small-world network, and is thought to be a conse-

quence of food webs having generally smaller size - often by many orders of magnitude

- and fewer links per node than most such networks. In particular, only those networks

with particularly low connectance, which were source webs that emphasised parasites and

may have understated the influence of generalist consumers, displayed power-law distri-

butions and a clustering coefficient significantly greater than that expected of random

graphs. For this reason, despite satisfying the other condition of having low average path

lengths (that is, non-directed distances between any two nodes) [WBD+02] food webs

are not considered to have “small-world” network topology. As previously discussed, it

is well-recognised that even large webs have few trophic levels, which imposes a maxi-

mum value on the characteristic path lengths. A study of four marine empirical food

webs found that they displayed particularly low average path lengths of approximately

1.6 [DWM04].

Despite the presumed failure of the constant L/S hypothesis (and the questions sur-

rounding whether connectance is truly constant), the graph-theoretic approach has per-

haps finally succeeded in unveiling a universal property of food webs: By considering the

web as a transportation network carrying resources from lower to higher trophic levels,

the efficiency of this resource transfer can be quantified by determining the allometric

scaling of transportation cost as a function of the size of subtrees of the spanning tree.

Although there may be multiple spanning trees, a unique spanning tree can be chosen

by implementing a criteria that reasonably represents the main flow of resources - for ex-

ample, that which minimizes the length of the chain to each species. This quantification

of efficiency has successfully been calculated for both food webs based on empirical data

and those obtained from sophisticated models [GCP03].

Definition 2.4.1. Consider the spanning tree of a food web. For a species i, where i = 0

denotes the environment, let Ai be 1 plus the number of species that feed (directly or
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indirectly) on i. Then calculate

Ci =
∑
k

Ak, (2.26)

where the sum is over i and all direct predators of i.

Then the allometric scaling exponent of transportation cost with subtree size, if it exists,

is given by ν where Ci ∝ Aνi .

In particular, the authors calculated an exponent of about 1.13 for some real webs,

finding that source webs had the same value as full community webs which strength-

ens the evidence for self-similarity between a web and its branches being the cause of a

universal exponent. A broader discussion of how this quantity compares to other real

networks, such as models of river formation and the cardiovascular system (which are less

efficient than food webs from this perspective), can be found in the chapter by Cartozo

et al [CGC+06]. If this property truly is universal, it would indicate that considering the

food web as a transportation network, the adaptive process of optimising the trade-off be-

tween maximising efficiency (low trophic level and star-like web topology) and minimising

interspecific competition (by raising trophic levels and creating chains in the structure)

is one of the most significant underlying principles ultimately responsible for shaping all

food webs. In this hypothesis, “strong” links (that is, those belonging to the spanning

tree) determine efficiency and have a universal organizing principle, and “weak” links

(meaning the remaining links which form undirected loops; not in the sense of predatory

interaction strengths) determine the connectance and thus the stability of the network in

the sense of robustness against deletions.

Earlier in this section we discussed clustering coefficients. It is here necessary to clar-

ify some exact definitions for later use. The “Local Clustering Coefficient” refers to the

average of the following property over all nodes: the fraction of pairs of neighbours of

the node which are themselves directly connected. The “Global Clustering Coefficient”

refers to a similar but distinct property, being the fraction of all paths of length two in

the network which are closed. That is, where the start and end nodes are distinct but

also directly connected.
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2.4.11.1 Compartmentalisation

One idea from network theory is of the “compartmentalisation” of a network into subwebs,

within which the nodes are very highly connected, but with a much smaller degree of

connection between the subwebs. Early theory based on the weak data sets pre-1990 held

that, like cycling and omnivory, compartmentalisation would not be prevalent in food

webs [Dun06]. More recent analysis suggests that it is more commonly observed in the

later datasets that have greater resolution [KFM+03], and that its previous absence was a

result of over-aggregation. However it has also been pointed out that, as with clustering,

the high degree of connectance in food webs compared to other types of network can also

obscure significant compartmentalisation [DWM02a]. The significance of this property

on the functioning and stability of food webs is still poorly understood [Dun06], but

some studies have suggested that it can improve system stability in the sense of species

persistence [SB11] by reducing the extent to which effects of extinction can be transmitted

throughout the entire network.

2.4.12 Conclusion

We thus conclude that current theory suggests food web models will reproduce realistic

food web structures with positive complexity-stability relationships if they are equipped

with sufficiently fast adaptive foraging with nonlinear effort constraints, Holling Type III,

Beddington-deAngelis or Ratio-dependent functional responses, the structural constraints

obtained from body-size scaling of allometric rates with predators consistently larger

than their prey, the ability for omnivores to prefer lower trophic level prey, and realistic

network topology and link-strength distribution with many weak links generated by the

Niche Model or the Nested-Hierarchy Model. The topological properties, predator-prey

distribution, and link distributions may however be observed as emergent properties of

the models provided that the other features are in place and that the networks have

sufficient ability to adapt and thus dynamically select these properties which give rise to

stability.
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2.5 Models of Food Webs

2.5.1 Introduction

There has been much interest in developing models of the origin and persistence of food

webs, with recent efforts placing emphasis on large-scale community ecosystem models

that incorporate both predator-prey population dynamics and the possibility of speciation

by small mutations and evolutionary pressures. In such models the food web structure,

and the traits of persisting species, emerge dynamically due to these processes rather

than having been decided a priori by the researcher. A useful summary of the research

in this field until 2012, including earlier design philosophies, can be found in the review

by Brännström et al [BJL+12], and a review of toy models influenced by studies in the

physics literature (with a focus on extinction avalanches and the notion of self-organised

criticality) is given by Drossel [Dro01]. Along with another author of the Webworld model,

McKane, Drossel’s contributed chapters in two texts give overviews of their model in the

light of very helpful summaries of the food web history, properties, modelling approaches

and methodology discussed in both this and the previous section [MD05, DM03]. Fuss-

mann et al’s review of eco-evolutionary models lends focus to the evolutionary dynamics

aspect [FLA07], and a 2009 review by Loeuille and Loreau [LL09] focuses on comparisons

to their model and a discussion of future modeling approaches (in particular, involving

body-size as a primary trait) and applications. We here present some major modelling

approaches of relevance to the current thesis.

2.5.2 Static Models and Community Assembly

2.5.2.1 Random Models

The simplest way to generate a model food web is to choose the number of species and

the connectance, C, as input parameters, and then realise each of the S(S − 1) possible

links with probability C. Such random structures are often used in comparison with those

generated by the following more realistic models in order to investigate the significance

of realistic food web network structure.
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2.5.2.2 The Cascade Model

This is one of the early computational food web models, proposed in 1985 [CN85] in the

first of a series of papers outlining Cohen et al’s unified theory of food webs. It is not a

dynamic model, nor does it feature any evolution. The idea is just a set of simple rules

for stochastically adding species and links to a one-dimensional space, where species have

the possibility of feeding on species with a lower value. In particular, diversity S and link

density L/S are taken as input parameters, and one then investigates if these rules will

reproduce other food web patterns such as chain length distributions and proportions of

Top, Intermediate and Basal species. It does not account for any possibility of looping

(that is, closed loops or cannibalism in the predatory links), which we now know to be

a drawback, and with just those two parameters it was able to provide a good fit to the

pre-1990 data which has since been shown to be poorly resolved [Dun06]. In particular

it sat well with the now discredited link-species scaling law of constant L/S, as well

as a constant B − I − T ratio that was close to the then-accepted value. Stouffer et al

[SCG+05] later developed the generalised Cascade Model, which relaxes the restriction on

cannibalism, but more importantly assigns links according to a beta distribution - similar

to the Niche and Nested-Hierarchy Models below. This is related to the exponential

degree distribution that recent network analyses of empirical food webs have gathered

evidence for [DWM02c].

2.5.2.3 The Niche Model

The next major advance, improved versions of which remain popular for ecological inves-

tigations today [PDG12, HDBG12], was the development of the Niche Model [WM00].

Put forward after the renaissance of empirical food web data, it attempts to address the

Cascade Model’s flaws (no looping, link-species scaling, and no trophic overlap). Like

the Cascade Model, it has two input parameters: diversity S and connectance C. Each

species is assigned a random one-dimensional niche value, a random feeding midpoint less

than this value, and a feeding range taken from a beta distribution that should produce

a web with the desired connectance (Figure 2.1). All species within the range are then

taken as prey, which could include the predator itself and some with higher niche values

if the feeding midpoint is sufficiently high, so that cannibalism and feeding loops become
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a possibility. Studies showed that the Niche Model provides a good fit to the structural

properties of empirical data [CGA02], surpassing the Cascade Model [WM00, DWM04]

and a similar random model even more so. Given the diversity and connectance as input

parameters, it successfully reproduces the characteristic path lengths of empirical webs

[WBD+02].

The report by Martinez, Williams and Dunne [MWD06], in part based on its progen-

itor article [WM04b], studied bioenergetic dynamics on the Niche Model, and compared

the results with a random model and a modified Cascade Model. It was found that de-

spite increased complexity (in the form of connectance) decreasing stability in the sense

of persistence of species, far greater persistence was obtained by using the Niche Model

than the others - thus providing evidence of the key role of realistic food web network

structure in enabling large, complex ecologies to remain stable.

Some limitations remain in the Niche Model. It features a tendency to underestimate

the fraction of herbivores and overestimate average trophic levels and food chain length

[MWD06], and it can overestimate the number of predators per prey species [KGD09].

Because each species is assigned a range on the dimension, within which it feeds on all of

the species, the food webs produced are “interval” - essentially meaning that the feeding

habits of the predators in the web can be visualised by intervals on a one-dimensional

space (for more information, see for example the texts by Pimm [Pim82] and Cohen et al

[CBN12]) - and the fact that each species is assumed to feed upon all of the species within

its assigned range is ultimately too simplistic to describe real ecosystems. As the authors

acknowledged in the paper proposing the model, these are not features shared by the em-

pirical data [CBN12]. A new but relatively similar model known as the Nested-Hierarchy

Model was created with the intention of improving on the Niche Model by adding some

new rules regarding the distribution of feeding links [CBBR+04] in order to remove the

intervality and relax the feeding range condition. Furthermore, in the Niche Model the

fraction of basal species decreases with connectance, and this can have a large negative

impact on stability and thus the number of basal species may need to be controlled as a

separate parameter when investigating complexity-stability relationships and comparing
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with other models [Kon06]. For this reason, some authors suggest the Nested-Hierarchy

Model better reflects empirical patterns of stability and complexity [KGD09]. Other vari-

ants of the Niche Model include the minimum potential niche model proposed by Allesina

et al [AAP08], and the probabilistic and allometric niche models [WAP10]. The latter

versions altered the manner in which the diet of a species was chosen, given its niche

value, and improved the model’s fit to empirical data. The allometric version, whereby

niche position was explicitly determined as a function of body size, did not give the best

fit when compared to other probabilistic variants - indicating that body size alone can

not provide a complete one-dimensional account of the empirical data.

A similar model with two controlling parameters was used by Luo and Jianxi to in-

vestigate the effect of food web structure, and looping in particular, on “evolvability” of

the network (measured using the NK-model to simulate a fitness landscape) [Luo14].

Figure 2.1: Niche Model

2.5.2.4 Solé and Manrubia

In the field of evolutionary dynamics, statistical models were also developed that did

not emphasise food web properties or biological realism, instead studying the nature

of network assembly. One example of this approach is a model developed by Solé and

Manrubia, which they used specificially to investigate patterns of extinctions over long

time-scales [SM96]. Similar to some of the eco-evolutionary models we will discuss later,

the species present are not explicitly assigned traits, but rather are described by their

relationships with all other species via a community matrix. This matrix determines the

effects of each pair of species on each other, so for example a negative and a positive
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response implies a predator-prey pair whilst two positive responses denote a mutually

beneficial relationship. Mutation is implemented by random modifications to some of the

interaction scores, and if species go extinct they are replaced by mutants of an existing

species, so that a constant level of diversity is maintained in the network. The distribution

of extinction event sizes was analysed, and a power law relationship found - indicating

self-similarity in the pattern of extinction events of different sizes, and supporting the

theory of Self-Organised Criticality in explaining that mass extinctions in the fossil record

could be a result of biological factors and nonlinear dynamics rather than necessitating

qualitatively unique external events.

2.5.2.5 Community-Assembly Models

Whilst the previous models were merely statistical, later efforts on community assembly

models sought to replicate the mechanism of food web construction rather than just

the final result. These models have population dynamics on an ecological time-scale,

separate from the longer assembly time-scale on which the food web structure is changed

by the invasion of new species randomly selected from a pool that do not necessarily have

anything in common with the pre-existing species already present in the web. Thus, rather

than mutation and evolution, these models are more reflective of a geographically-isolated

community (for example, an island) that is periodically invaded by the migration of a new

species into the system. We will not be focusing on any one community-assembly model

in detail, but a selection can be found in the following [PP83, Yod81b, Dra90, MLPD96,

LM96]. These models have showed a tendency to converge to invasion-resistant states,

although it has been suggested that this is simply a consequence of the pools of potential

invasive species not being sufficiently large [DM03]. Bastolla et al [BLMV01] illustrate

a comparison between the equilibrium achieved by a community-assembly model and an

individual-based approach. A review of these types of models is provided in the chapter

by Law [Law99].
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2.5.3 The Loeuille-Loreau and Webworld Eco-Evolutionary Mod-

els

We now focus our attention on so-called “eco-evolutionary” models, and two in particu-

lar. The random, Cascade and Niche models are static and do not consider any form of

dynamics (although, as we shall see, some authors have constructed dynamic versions by

imposing population dynamics on top of structures created by the Niche Model). More-

over, they seek to reproduce food web statistical properties by using purely stochastic,

abstract rules that have no mechanistic basis. Community-assembly models attempt to

address this by considering the mechanism of web assembly by the immigration of species

from a predefined pool, and then subjecting them to multi-species extensions of tradi-

tional population dynamics in order to study the maintenance of the network. However,

as stated above, these models are poor imitators of speciation by biological mutation

which places some limits on their usefulness in the context of studying macroevolutionary

patterns. Eco-evolutionary models, therefore, operate in a similar fashion except that the

species are defined in some way such that we may determine which prey and predators

they have, and that we can measure the degree of similarity that they have with other

species. It is then simply a matter of stochastically selecting an already-present species

and introducing a child with slightly altered traits - rather than bringing in species with a

predefined trophic position from an external pool. The two models which we will consider

in detail differ primarily in the means by which they characterise a species - one by a

single, continuous trait, and the other by the presence or absence of a selection of discrete

traits.

2.5.3.1 The Loeuille-Loreau Model

The model first described by Loeuille and Loreau [LL05] features only a single, continuous

biological trait (body size) which fully describes a species’ place in the food web, deter-

mining both its trophic level and its ecological interactions with all other species present

in the system. Specifically, a species predates upon those which are within a window of

body sizes (niche width, a parameter of the model) smaller than its own, using simple

linear Lotka-Volterra functional responses, and experiences interference competition with

those of a similar body size to itself. These two interaction types are determined by γ
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and α respectively, which are both functions of the difference between their body masses.

Allometric scaling of metabolic rates is incorporated, so that production efficiency f and

mortality rate m scale with body mass according to proposed power laws [Pet83]. The

population dynamics of species i (excluding the resource, which has its own more com-

plicated dynamics taking account of waste and recycling from the rest of the ecosystem)

in an n-species system are therefore governed by:

dNi
dt

= Ni

(
−m(xi)+f(xi)

i−1∑
j=0

γ(xi−xj)Ni−
n∑

k=i+1

γ(xk−xi)Nk−
n∑
l=1

α(|xi−xl|)Nl
)

(2.27)

This system is iterated using the Runge-Kutta method for a large number of time-

steps and at each step there exists a small probability of speciation taking place. When

this happens a population is chosen, with probability according to its total biomass, to

undergo mutation, which in this case is represented by the child species’ body mass trait

being drawn from the interval of [0.8, 1.2] times the mass of the parent.

In their initial investigation, the authors found that by using evolution and predation

based on body-size alone, as described, a realistic complex food web can gradually evolve.

This is an achievement given that the model is significantly simpler than others which

succeed at this. Diversity rapidly emerges and then stabilises, as the food webs produced

eventually become static, with the structure of the final webs heavily influenced by the

parameters controlling niche width (the range of the feeding interval) and competition

intensity. Small niche widths enable distinct trophic levels to emerge, whereas larger

feeding widths tend to blend the levels together. In the total absence of competition, this

model produces unstable networks with very low diversity. The model’s webs were robust

to all other parameters, and to changing to Holling Type II functional responses. How-

ever, more sophisticated responses were not tested, and recent studies have demonstrated

the potential significance of even slightly modified Type II responses for stabilising large

dynamic systems [WM04b].
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Subsequent publications that employed the Loeuille-Loreau model used webs that it had

generated for a variety of purposes. One study gathered evidence against the ecologi-

cal hypothesis known as the Energetic Equivalence Rule (“total energy consumed by a

species is independent of its body size”) [LL06]. Another used a variation of the model

with Holling Type II functional responses and which allowed for evolving niche widths,

demonstrating that favouring larger niche widths would permit a greater degree of om-

nivory behaviour, leading to a greater turnover of species and thus decreased stability

[IHS09]. The same authors later used a similar version of the model [IHS12] in a study

of phylogenetic trees and the relationship between the model parameters, degree of om-

nivory, and ecosystem evolutionary histories. A study in a similar macroevolutionary

vein by Stegen and Swenson [SS09] used a modified version of the model to investigate

hypotheses regarding the range of trait space explored over evolutionary time, finding ev-

idence that this range increases and then saturates as a function of the number of species.

Further work [SEF09] combined the Loeuille-Loreau model with biological modelling of

optimal temperatures, such that the temperature dependence of a species was subject to

evolution in addition to its body size.

The model was further studied by Brännström et al [BLLD11], who altered the model

to depend on relative body size ratios instead of absolute differences which increases the

degree of allometric scaling. They also changed the competition to a Gaussian function,

rather than a block, and took a stochastic approach to determining when the next suc-

cessful speciation will occur. They then investigated the effects of the parameters on

final species diversity and maximum trophic level achieved, finding that those parame-

ter choices which favour the initial emergence of diversity (which is primarily sensitive

to the amount of resource) do not necessarily coincide with those which maintain final

diversity (most sensitive to variation in ecological efficiency). Furthermore, it was found

that the most diverse food webs did not have the highest number of trophic levels, and

that trophic levels are maximised at an intermediate intensity of interference competition.

Most recently, modifications were made by Allhoff and Drossel [AD13], who sought to

understand the mechanisms underpinning the robust and uniform structure of the food
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webs generated by Loeuille-Loreau, despite a lack of adaptive foraging in the dynamics.

They found no significant effects result from altering the ecological dynamics - such as

changing to ratio-dependent functional responses, increasing the extinction threshold, re-

moving the resource recycling feature, or removing the weak allometric scaling present in

the original model. However, variations in the evolutionary processes so that the feeding

distance and range may evolve can temporarily produce more complex webs than the

usual very uniform structure. However, if they are not strongly constrained by including

a trade-off if the features deviate too far from some optimum value, these complex webs

rapidly collapse as an extreme web structure is selected. Thus, they conclude that an

evolutionary food model requires more than one evolvable trait to obtain a stable complex

structure but it is essential that all evolving traits are subject to strong restrictions.

2.5.3.2 The WebWorld Model

The Webworld model was originally proposed in 1998 [CHM98] and then further refined

with a more sophisticated ratio-dependent functional response, amongst other improve-

ments, in what is now the canonical 2001 version [DHM01]. In contrast to the approach

considered in the previous section, here species are each assigned a number of integers,

which represents the presence of an abstract morphological or behavioural trait, the com-

bination of which determines that species’ relationship with every other species. In par-

ticular, each trait is randomly assigned a score against every other one, and the direction

and strength of a predatory link between two species is calculated from the sum of their

traits’ scores. A bioenergetic resource model of population dynamics, in the form of

balance equations, is superimposed on this food web structure:

dNi
dt

= −Ni + λ

n∑
j=0

Nigi,j(t)−
n∑
k=1

Nkgk,i(t) (2.28)

where the terms on the right-hand-side represent species i’s natural death rate in the

absence of predators, biomass gain due to predation and biomass loss due to being pre-

dated upon. In this case, λ denotes the ecological efficiency (that is, the fraction of the

biomass of a slain resource individual that is successfully converted to biomass of the

consumer) and is taken to be 0.1 in accordance with some empirical estimates [Pim82].
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Note that this model therefore assumes that natural mortality and metabolic efficiency

are uniform across all species and trophic positions. This form of dynamics, based on

the influential work of Yodzis and Innes [YI92], has become a popular paradigm, with

some of the same authors implementing it on a variety of other food web models (eg.

[WM04b, GD08, UDB07, UD07, HDBG12]). The system is iterated repeatedly using the

Euler method to calculate the resulting species densities. After a steady state is reached

or a sufficiently large number of iterations have passed, one “evolutionary time-step” is

deemed to have occurred and a surviving species is selected to undergo speciation. In

this process, one trait of the parent is randomly selected and replaced with another, and

the population dynamics then decide if the mutant child perishes or if it successfully in-

vades and establishes itself as a viable member of the ecosystem. The 1998 version lacked

sophisticated population dynamics, and as a result it was found that the food webs it

created would eventually reach an uninvadable state where no new species generated by

mutation could successfully join the network. It is important to stress that this does

not necessarily imply that there is no possible species that could invade, but that there

could in principle exist peaks in the fitness landscape that cannot be crossed by small

mutations. To test this would require a model variant that combines speciation with inva-

sion of species by migration from separate ecosystems that were previously isolated. The

authors of the 2001 version propose that the change to incorporate feeding efforts results

in invader species being ignored by potential predators due to their very small popula-

tions, and this allows the possibility of successful invasion to be a permanent feature of

the food web. Since they also perform experiments with the new regime that only allow

basal species, finding that these too become uninvadable, it seems that the possibility of

new species to become predators of existing species, along with predator dietary choices

that enable them to establish, are key features of a system that will show this continu-

ous evolutionary cycle of new species replacing the old after many evolutionary time-steps.

These first two papers were primarily interested in establishing that the food webs pro-

duced by the model could be verified by comparison of their properties to those of em-

pirical food web data, thus giving legitimacy to the model. Ratios of predators:prey and

top:basal species, alongside average trophic levels, are calculated over many evolution-
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ary time steps. They observed that competition strength between predators strongly

affects the number of species remaining in the web. Finally, the recent version [DHM01]

turns some attention to the size distribution of extinction events that occur as a result

of the species invasions, as these can represent the stability of the system to perturba-

tions inherent to the internal dynamics of the evolutionary process rather than special

external events (e.g. meteor strike), concluding that their results support exponential

decay, rather than a power law, and thus that large extinction events are improbable.

This also provided evidence for the stabilising implications of adaptive foraging, as such

large extinction events had been observed previously in the 1998 model. However, it is

worth noting that most of the conclusions drawn in that paper are based on relatively

few instances of the (stochastic) model.

The Webworld model has been largely successful at reproducing complex food web pat-

terns, but it retains some flaws - for example, Dunne et al [DBWM05] point out that

connectance is typically lower than expected, and tends to decrease with species diversity

despite the recent suggestions that connectance depends primarily on the fraction of par-

asitoids and ought not to vary with diversity. Furthermore, they claim that the model’s

many parameters may preclude drawing conclusions about real ecosystems. Whilst the

abstract nature of the traits (and their lack of ordering) is useful for enabling us to avoid

having to define evolutionary timescales or what constitutes a mutation significant enough

to produce a different species, this is also a drawback in that it precludes meaningful con-

versation about the evolution of specific traits and the exploration of a functional trait

space over evolutionary time [SS09]. Others have pointed out that the link-density of

the webs constructed are typically lower than those of the most reliable empirical webs

[QHM05b].

Subsequent studies using the Webworld model included using food webs generated by

it as a base for investigation into the likelihood of a successful mutant invasion given its

parent’s trophic position in the food web [QHM02], finding that children of second and

third level species had the greatest probability of success since level one species would

be constrained heavily by competition with well-adapted basal species, while additional
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fourth-level species will lack sufficient prey populations. The numerical values of these

trophic levels will depend on the fixed amount of resource and so how many trophic levels

can be typically sustained, so the general conclusion is that children of species at the ex-

tremes of the web will find it difficult to become established. This study also considered

the consequences of such a successful invasion, finding evidence for the intuitive notion

that the parent, competitors, and prey of the invading species have an above average prob-

ability of extinction as a result of the invasion, whilst potential predators are much less

likely to be displaced. Some of the same authors later considered the effects of artificially

deleting a species from the food web, and how such effects depend on the trophic posi-

tion and Basal-Intermediate-Top classification of the deleted species [QHM05a]. These

results showed that the only major correlation of species deletion stability with a web

parameter was a mild positive correlation with redundancy, here meaning the number of

species that have the same feeding relationships as another species in the web. As one

would expect, competitors of the removed species are less likely to perish than an average

species, whilst predators are much more likely. Surprisingly, however, the prey of a species

also possesses an above-average probability of secondary extinction. This is explained by

further developing a paradigm of Webworld food webs that occurs in several of these pa-

pers: namely, that predation and competition are the controlling factors of populations of

very specialised species at low trophic levels, while prey population availability becomes

the determining factor of more generalised predator populations existing at high trophic

levels. The implication for the deletion study is that the higher-level generalist predators

possesses several similar prey, and if it is removed then one of the prey will be allowed to

grow and outcompete the other, driving it to extinction.

Several studies involving some of the original authors have sought to determine the de-

gree to which the successful, complex food webs assembled by Webworld depend on rela-

tively arbitrary modelling choices. One [DMQ04] tested the effects of implementing other

predator functional responses, concluding that the absence of adaptive foraging that con-

centrates a predator’s efforts on the single prey species which it can hunt most effectively

prevents the webs from sustaining more than a single trophic level (similar investigation of

the evolutionary Niche Model found that this also reduced that model’s stability against
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invasion [GD08]). They also found evidence that with some functional responses strong

interspecific competition can be destabilising, preventing complex webs from being built.

Those versions of the model that were successful were found to have most possible links

being either zero or very weak as an emergent result. A review by McKane [McK04]

placed emphasis on a more detailed consideration of the structure of the resulting food

webs, and comparison with empirical data. He also studied the relationship between base

resource and the mean size of the possible webs. Another article [QHM05b] reported in

some detail on the effects of varying the parameter governing resource input (but only

as an initial parameter, not during a simulation), finding that diversity increased with

the resource, and that overall species become more specialised with fewer prey and more

predators. They also discovered critical choices of the predation saturation and inter-

specific competition strength parameters, above which the model does not give rise to

complex networks. Furthermore, this work emphasised link strength distributions and

found that - in line with empirical suggestions and regardless of whether link strength is

defined as the fraction of predator diets or as the direct effect of perturbing each species’

population at equilibrium on each other - there are many weak links in the generated

webs and, regardless of parameters, almost all efforts are very large or very small so that

most predators have one main food source. A breakdown of link distributions by type and

trophic level provided further evidence for the theory of specialist-to-generalist transition

in food webs as one rises “up” the food chain.

In two papers published in 2008, Lugo and McKane measured the consequences of chang-

ing various aspects of the species and trait definitions and the means of evolution. This

included the stochastic distribution for choosing the matrix of trait interaction scores,

the size of the pool of available traits (and hence the space of all possible species), the

number of traits assigned to defining each species, the nature of the competition func-

tion, and the threshold value for species extinction [LM08b]. Most of these were found

to be relatively inconsequential, however increasing the extinction threshold causes the

resulting diversity and proportion of top species to decrease, which is expected because

they have lower populations and are thus more sensitive to such variations. It was found

that substantially increasing the number of features possessed by all species results in the
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transient stage of web development being longer as diversification in genotype requires a

greater number of mutations. They also trialed adding species via a “complexification”

mechanism, which increases the number of traits the child species has over its parent, and

explored the results of simplifying the definition of species to remove the need for explicit

traits altogether [LM08a] using a mechanism similar to that employed by Tokita and Ya-

sutomi’s mutualism model [TY03]. In the event of complexification being an occasional

occurrence (it must be much less probable than a standard mutation event) it was found

that species with more traits tend to occupy higher levels, allowing coexistence between

species with very different numbers of traits. There is also a possibility that early in the

web’s development, a single “superspecies” will become predominant, prevent diversity

in the ecosystem, and continually accumulate additional traits. When instead using a

simplified speciation mechanism the final configuration is reached more quickly, has fewer

trophic levels, and more links between species, compared to the standard model given the

same parameters.

Kristensen (in progress) is currently investigating the relationship between diversity and

invasibility in the Webworld model.

2.5.4 Other Eco-Evolutionary Models

2.5.4.1 The Eco-Evolutionary Niche Model

An evolving version of the Niche Model, with superimposed population dynamics, was

studied later by Guill and Drossel [GD08]. This model followed a similar design to

Webworld, featuring the same balance equation paradigm with multi-species Beddington-

deAngelis functional responses, incorporating interference competition by measuring feed-

ing range overlap, and building up the network one species at a time after achieving a

steady state. Daughter species that invade the network simply have the three Niche Model

properties (niche value, feeding centre, relative feeding width) of their parent species with

a small random perturbation. It was found that a combination of adaptive foraging and

allometric scaling were required to produce complex networks resembling real food webs.

Adaptive foraging, in particular, was crucial, as without it the addition of body-size

features had little effect on the stability of the networks.
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2.5.4.2 Bastolla and Lässig’s Model

This model [LBMV01, BLMV02] arranges species into a hierarchy with each group able

to consume members of the one below, and new species are obtained by randomly altering

the interaction coefficients between species. In particular, after a steady state is attained

the mutation is implemented by adding, deleting, or modifying the strength of a link of

an existing parent species. The most recent incarnations of this model were not yet able

to sustain more than one trophic level, however they used Lotka-Volterra-type equations

which we now know to be relatively poor at promoting stability [DMQ04] and so it is

very probable that a version with adaptive foraging would fare better.

2.5.4.3 Rossberg’s Matching Model

First published in 2006 [RMAI06], then upgraded to an eco-evolutionary model with pop-

ulation dynamics and four independent subcommunities in a paper investigating mech-

anisms of ecosystem biomass regulation in 2008 [RIAI08], the Matching Model assigns

each species traits from two spaces: a space of hunting traits, and a space of vulnerability

traits. A species is able to predate upon another if its hunting traits correspond to that

species’ vulnerability traits. This model also incorporated body-size effects.

2.5.4.4 Ito and Ikegami

A model proposed by Ito and Ikegami in 2006 [II06] is similar in its treatment of species

to if Webworld had infinitely-many traits. It employs a two-dimensional phenotype space

by reducing the many binary traits to two continuous traits describing a species’ role as

a predator and as a prey. The simulation begins with a single concentration of biomass

at one point in the two-dimensional space (in other words, a single initial species) and

mutation is then modelled by a continuous diffusion across this trait space, demonstrating

evolutionary branching as the cluster breaks apart into multiple separated groups - each

representing a distinct trophic species with some continuous variation of phenotype be-

tween taxonomically distinct species within the trophic species. The focus of the authors’

investigations was on the evolutionary mechanisms of diversification in constructing a

diverse food web, as evolutionary arms races can be visually observed in changes in the

phenotype space over time. Examples of branching of predators, prey, and both in simul-
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taneous coevolutionary branching are observed. Research using a version of this model

continued in 2009 [ISI09], with a substantial analytic component investigating the con-

ditions required for diversification. This work found that formation of complex, diverse

webs was assisted by a “small but not too small” degree of evolutionary lag between

predator and prey species and showed analytically that prey diversification could induce

diversification of their predator species.

2.5.4.5 Mutualism Models

All of the models discussed so far have focused entirely upon one type of ecological

interaction: the trophic interaction between one predator and one prey species, the former

benefitting from the interaction and the latter suffering. However, some models [Yos03,

TY03] have taken into account mutualistic relationships where both parties benefit from

the existence of the other. This is particularly relevant in Yoshida’s model as it is a rather

complicated trait-based eco-evolutionary model in a similar vein to Webworld, although

there are several different types of trait spaces and other evolvable parameters assigned to

each species (including a characteristic that parameterises the extent to which the other

traits may mutate), and it also featured occasional invasion by species unrelated to those

already present in the ecosystem. The addition of mutualistic couplings to the model

had profound and unrealistic effects on the results, as in most cases the system initially

became stable and diverse with many predators, but then a few highly-mutualistic species

developed, precipitating a mass extinction which only they survived.

2.5.4.6 Allhoff et al 2015, Scientific Reports

This model [ARR+15] could be considered an improved version of the Loeuille-Loreau

model (although it is also likely influenced by the eco-evolutionary Niche Model, given

that these one-dimensional models have specifically linked body mass and hierarchical

niche value), with three separately-evolving traits: body mass, preferred feeding body

mass, and feeding window size. Its development was clearly influenced by the conclusions

drawn by the same authors when investigating the factors responsible for the uniformity

of the Loeuille-Loreau model’s results and their robustness against modification [AD13].

The outcome was that food webs displaying more realistic and desirable behaviour were

73



obtained. Instead of the static networks generated by the Loeuille-Loreau model, this

model produces constant species turnover and extinction avalanches due to a repeating

pattern whereby species form clusters within which they become increasingly specialised,

then a new species appears between clusters and rapidly overpopulates, resulting in a

wave of extinctions through the network. This was followed up by a recent investigation

[AD16] into the effect of species diversity on so-called “ecosystem functioning”, which

refers to five properties describing the shape and energy flow through the network. This

study found further evidence that increasingly complex networks are more robust against

large species collapses. Similarly to their treatment of the Loeuille-Loreau model, the

authors more recently investigated the effects of migration in a metacommunity version

of this model [BDA17].

2.5.5 Spatial Models

One area that has seen much research in recent years is that of metacommunity and

spatial modelling. For example, the 2008 incarnation of the Matching Model featured in-

vasion from nearby communities [RIAI08]. Hauzy et al studied the effects of the dispersal

rate between two patches in a Rosenzweig-MacArthur model with one predator and one

prey species [HGHL10], finding intermediate dispersal rates to be the most favourable for

species stability. In addition to simply dividing populations into subregions where more

or less resources and refuges may be present, the effect of homogenous and heteroge-

neous environments on the mobility of organisms is often a key consideration - with some

researchers even studying predator-prey models on fractal landscapes [CY02]. Hamm

and Drossel [HD17] constructed a metacommunity of twenty connected food webs us-

ing Holling Type-II population dynamics on Niche Model topologies, finding evidence

that sufficiently strong dispersal and a heterogeneous distribution of resources amongst

the habitats led to increased robustness and diversity of species (the “Habitat Hetero-

geneity Hypothesis”). Recent efforts have integrated metacommunity models with an

evolutionary perspective. For example, Urban [Urb06] extended a “Mass Effects”-style

metacommunity model (whereby heterogeneous habitats induce assymmetric populations

with sources and sinks) to incorporate varying phenotypes of multiple competing species,

finding that the possibility of phenotypes with less than optimal local fitness can reduce
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local diversity if migration is weak, but local diversity can be increased by this effect if

migration rates are sufficiently high. Finally, the author emphasises the need to combine

evolutionary and multispecies metacommunity considerations in unified studies. Simi-

larly, Loeuille and Leibold [LL08] studied a multispecies metacommunity with evolution

where one of the habitats also varied temporally, testing the effect of the relative rates

of adaptation, dispersal, and environmental fluctuation on the resulting species compo-

sitions. In most cases, the changing environment results in invasions before the resident

species can adapt, but sufficiently low relative rates of migration can allow adaptive species

to gain an uninvadable monopoly on local environments, and if the rates of evolution and

migration are both high relative to environmental fluctuation then a single species can po-

tentially dominate the entire metacommunity. Leibold and Loreau were among those who

contributed to a useful review of the metacommunity paradigm [LHM+04]. When consid-

ering the effect of dispersal rates between patches on the stability of the local food webs

in the sense of species and community persistence, the general consensus that emerges

is of a unimodal relationship governed by “the balance between the positive effects of

low dispersal (allowing recolonisation and rescue effects) and the negative effect of high

dispersal (synchronisation)” [HGHL10]. This study modelled a single predator and single

prey species in a two-cell metacommunity with spatially homogeneous parameters. In the

local cells, the Rosenzweig-MacArthur model is used: the prey has logistic growth, and

the predator feeds with Holling Type II. They find that the prey and predator population

dynamics always synchronise - either both periodic or both chaotic - as well as evidence

for intermediate dispersal rates being most favourable to community persistence. An-

other recent study that spatially-connected four homogeneous sites featuring food webs

generated by the Niche Model, with superimposed Holling Type II population dynamics,

found that even at very low dispersal rates (modelled by stochastic events, rather than by

deterministic time-continuous migration with rates too low to establish local populations)

stability in the sense of species persistence was increased by increasing the rate of these

rare movements [TD18]. This occurs by two main mechanisms: the Rescue Effect, where

migration allows a species to recolonise a region after local extinction, and Dynamical

Coexistence where constant migration keeps an otherwise unsustainable local population

going. The spatial topology of how these patches are connected was generally found to
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make little difference.

Allhoff et al developed a spatial version of the Loeuille-Loreau model [AWRD15], an

environment of two patches and a chain of eight patches, where migration between the

subregions could occur from the beginning of the evolutionary simulation or after a set

period of time had passed. They also investigated several means of modelling the migra-

tion process itself, whether diffusive, allometrically scaled with body size (large species

travel faster), or only occurring when the species’ population was decreasing in its cur-

rent environment (which can simultaneously model a lack of food or a predatory pressure

without having to assign relative weightings to these factors). They concluded that the

resulting networks of species depended primarily on the rate of migration, and whether

it had occurred from the beginning, and these factors typically determined one of two

possible outcomes: rapid migration causes the species networks of the subregions to be-

come effectively identical, and slow migration may increase local diversity by producing a

network of food webs that are very similar in trophic structure, but the primary species in

a given trophic level may differ between the regions, with each also featuring a very small

population (maintained only be migration) of the dominant species in the corresponding

trophic level of the neighbouring networks. Some of the same authors undertook a similar

analysis of a spatial version [BDA17] of their own model that was itself an evolution of

the Loeuille-Loreau model with additional evolving traits. This spatial study considered

size-dependent migration (larger species move faster) between metacommunities of two

and four habitats (comparing ring and star topologies for the latter), varying the times

during which migration was permitted. It was found that incorporating a spatial aspect

increased diversity compared to the single-region version of the model, via a rescue effect

of the low-population top predators which led to top-down effects that increased diversity

at every trophic level. Furthermore, networks were found to have a memory effect, such

that habitats that were no longer connected would retain a larger number of species for

the duration of the simulation.

One straightforward framework for such a spatial model is the coupled map lattice (CML).

Simple implementations in one dimension have been carried out using two coupled logistic

maps to model a single species that migrates between two regions [Llo95, Fro92]. In two
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dimensions, CML’s divide a geographic region into cells in which the local dynamics are

calculated at each time step, followed by a migration stage where populations may trans-

fer between adjacent cells. Examples of such efforts have been applied to systems of plants

[HMW96] and insects [HCM91]. Discrete models of predator-prey relationships with more

than two species were studied by Mullan et al [MAGM16], and on a two-dimensional lat-

tice using the generalised Lotka-Volterra equations [SBV92] where emphasis was placed

on the interaction between global and local chaotic phenomena and the consequences for

species permanence. Recent studies have considered two-species discrete-time predator-

prey models in a spatial lattice with more realistic functional responses, including Holling

Type II with an Allee effect [HZ16] and Beddington-deAngelis [HZY+17]. These works

focused on both mathematical bifurcation analysis, and uncovering spatial pattern for-

mation in the system by means of numerical simulations across a n × n region where n

could be as large as 200 in the presented data.

Other approaches to modelling of population dynamics with a spatial aspect include

reaction-diffusion methods which are often used in models of pattern formation [Mur02],

and kernel-based models (for example, [NKL95]). Recently, Lurgi et al [LMM16] used a

spatially-explicit individual-based approach to elucidate the combined impact of spatial

phenomena and generalised ecological interactions on a network’s stability. They found

that increasing the proportion of mutualistic to antagonistic interactions between plants

and herbivores is always non-negative in its effects on stability, and results in a decrease in

the average interaction strengths between species. In another study [NUV+12], Norberg

et al used a one-dimensional spatial model with eco-evolutionary effects (modelling eco-

logical interactions in a straightforward manner and evolutionary effects via genetic drift)

to study the effects of climate change in a spatial model with evolutionary responses. This

work showed that the combination of a high degree of genetic variance and a relatively

low spatial disperal best reduced the risk of extinctions due to climate change, and that

after the climate had stabilised it would still result in changes to species diversity and

traits for a long period afterwards.
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2.6 Alternative Approaches from Computer Science

In addition to the models discussed so far, which have primarily arisen out of the fields of

ecology and mathematical biology, in recent years a variety of techniques originating in

computer science have begun to see wider application including in ecological modelling.

Agent-based modelling (or IBM for Individual-based modelling) is an alternative to the

equation-based modelling (where entire population densities are considered as a single

variable) that seeks to explicitly model the behaviour and choices of individual agents

(usually memebers of the population). This approach is much more granular and cap-

tures behaviour over shorter timeframes at a more “local” level. An example applied to

ecosystems would be the Tangled Nature model [CCHJ02]. However, this is extremely

computationally-expensive, and is not so suitable for modelling the changes on evolu-

tionary time-scales that we wish to study. IBM has been used to model the species-level

outcome of individual behaviours and decision-making with regard to habitat preference

[MSMM11], as IBMs are typically spatially-explicit, for example studying how a popula-

tion of jaguars interacts with a mixture of farmland and forest in its habitat [WNF+15].

However, note that IBMs can make a particular contribution to evolutionary modelling,

in that some models assign genetic variation to the individuals, so that the process of

sexual reproduction and genetic drift can be explicitly observed. For example, the SLiM

software models evolution on an individual level in a spatially-explicit population [HM16].

Agent-based modelling generally involves a bottom-up approach, which means that the

model is constructed with the assumption that the resource input on the trophic level be-

low is the most controlling feature. An example that simulates individuals of four species

to study the emergence of competitive effects is given by [KMS16]. This is an alternative

to top-down modelling, which assumes that the top predator controls the populations

on the trophic level below. For example, [CAG+02] investigates the interaction between

competing species and the controlling effect of a shared predator. We shall see some

examples of top-down emergent effects in the models we explore in Chapters 5 and 6.

Using cellular automata is also a possible approach to discrete spatial modelling that

has been considered by some reserachers [Hog88]. In this approach, cells arranged on a

discrete grid are assigned a discrete state which updates according to a specified rule set,
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usually taking the states of the neighbouring cells into account. It has been applied to

spatial models of plant competition in grassland [BPM11], but is more typically used for

specific spatial applications of processes such as forest fire spread [KT97] as this is easily

reduced to discrete states - either there “is” or there “isn’t” fire in a cell. The coupled

map lattices that we have discussed earlier in this chapter represent an intermediate step

between fully discrete cellular automation, and using fully continuous ODE models for

the entire ecosystem [CM89].

Finally, some techniques from the study of artificial intelligence and machine learning

are also being applied to ecological modelling. Existing ecological data has been used to

train predictive models of fish populations [AAJ+17] and aquatic ecosystems [ATD+06]

where the procedure determined the precise ODEs that could provide a good fit to the

existing data for a small number of species. Neural networks and genetic algorithms

have been successfully used in ecological modelling [Rec01], and provide an alternative

to the traditional approaches for predictive the responses of ecosystems to environmental

changes. One particular area in which machine learning may prove very useful is in using

existing data to predict likely food webs since, as discussed earlier, gathering empirical

data is extremely difficult and time-consuming, and some authors have demonstrated a

model that generates plausible feeding relationships for a farmland dataset [BCLM+11].

In this case, the AI is predicting “who eats who” for a high-diversity data set, i.e. deter-

mining the topology of the food web.

2.7 Concluding Remarks

In this chapter we have provided an overview of developments and approaches to ecologi-

cal, population and food web modelling over the last century, and have surveyed a variety

of topics of interest in these fields.

First, we considered the classical population dynamics approach of mathematical biology,

and in the following chapter we shall use some of these techniques to study an example

of such a model and consider how this approach can be used to study the interplay of

mutation, competitive effects, and predation.
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In addition, we have discussed the recent strand of ecological research at Ulster Uni-

versity using Coupled Map Lattice models of multiple prey and predator phenotypes,

and with emphasis on predator foraging behaviours. In Chapter 4 we will extend these

models further, in order to determine what impact the inclusion of competitive effects

amongst the prey phenotypes has on prey and predator survival and the best predatory

startegies.

Finally, we have identified gaps in current understanding of the most sophisticated class of

models currently under popular study. In general, eco-evolutionary models, and especially

ones which also have spatial effects, are still relatively few because of their complexity

and the amount of computer power required to fully investigate them. As a result, a num-

ber of authors have made the case that more of these, and more sophisticated ones, are

required [Urb06, DBWM05]. While the Webworld model in particular has been subject

to a relatively large amount of investigation, it nonetheless lacks both a spatial extension

and an in-depth study of most of its properties over either a large number of simulations

or a very long-term simulation. Our studies in Chapters 5 and 6 will attempt to ad-

dress both of these shortcomings, and thus contribute to the overall need for more and

better-understood eco-evolutionary models.
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Chapter 3

Conceptual Low-Dimensional

Models featuring Mutation and

Predation

3.1 Introduction

Our research in food web modelling follows a trajectory from low-dimensional conceptual

models to sophisticated computationally-intensive stochastic simulations of food webs

containing large numbers of species. To begin this work, we consider an abstract deter-

ministic model of two species in a predator-prey relationship where the second species is

ceated via mutation from the first species. In such a way, a two-species ecosystem can

evolve from a single initially-present species. This work lies in the tradition of many pre-

vious studies of two-dimensional discrete models, for example [AEEME09, JY06, HL11,

BCPS01, HIT10, HTZ11], with bifurcation analysis from a dynamical systems perspective

proving a popular approach in recent years.

In this chapter we consider a class of models derived from the following discrete predator-
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prey model presented in [Smi68]:

xn+1 = axn −
(a− 1)

b
x2n − cxnyn (3.1)

yn+1 =
a

b
xnyn. (3.2)

The above system is also used as an example for bifurcation analysis in Kuznetsov’s text-

book [Kuz13]. Our class of models takes this system as a basis and superimposes upon it

a very simple representation of mutation by constant diffusion from the prey species to

the predator. Some authors have looked at coupling two logistic maps to model spatial

structure [Llo95, Fro92], however these cases model a single species that can freely move

in a two-patch environment. In this study we instead consider mutation in one direction

only, which could be used to represent a fraction of the population at each time step mu-

tating to a competing predatory subspecies, or simply developing cannibalistic tendencies

that they will pass to their offspring. This provides an alternative to most cannibalis-

tic studies which typically employ an age-stratification approach [BLR10, KT03, SJL10].

Some versions of our model also include interspecific competition between x and y, and

logistic growth for the predator species with an increase to the reproductive parameter

facilitated by the presence of prey. The general form is described in the next section.

Recently, Ghaziani [KG14] provided a comprehensive analysis of a similar nature for

another system in this tradition. This model differs from ours in a number of regards,

namely it featured a Lotka-Volterra functional response, no mutation or interspecific

competition, and was derived from a continuous-time model via the Euler scheme with a

constant natural death rate for the predator.

Our goal in this chapter is therefore to formulate a simple two-dimensional model based

on the above set of equations that incorporates two explicit features: predation and

mutation, and to undertake a numerical analysis of this model, classifying the dynamic

behaviour of the populations that can occur under different parameter and modelling

choices. In particular, we will highlight any unusual or counter-intuitive notions that

arise from interpreting the ecological meaning of the model’s behaviour.
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3.2 Method

3.2.1 The Models

We consider simple models of two interacting species with the intention of exploring

the simplest possible model that encapsulates both predation and mutation. Discrete-

time systems are typically easier to manipulate than their continuous-time counterparts.

Therefore, we use discrete-time logistic growth as the basis for our model. We look at

three versions of a model where only one species, x, is initially populated. This is the

evolutionary “parent” species, and it produces a “child” y via mutation. The trophic

interaction is that this child shall be the designated predator, capable of increasing its

reproduction by hunting the prey species x. To maintain simplicity, we shall assume a

constant rate of mutation p. Furthermore, we make the assumption that both species

have a lifetime of a single timestep, with mutation occurring at the moment of reproduc-

tion, and predation taking place upon the juveniles of x.

Our model, therefore, follows the general form:

xn+1 = (1− p)F1(xn, yn)xn − g(xn, yn)yn (3.3)

yn+1 = pF1(xn, yn)xn + F2(g, xn, yn)yn (3.4)

where F1, F2 are the density-dependent growth functions of x and y respectively, g is the

predator functional response, and the domain is [0, 1) × [0, 1). As noted above, we shall

use logistic growth for the prey species, and the control parameter will be denoted by r.

The next modelling choice is the predator functional response, which determines the

negative effect of predation upon the prey species. The best form for the functional re-

sponse has been the subject of substantial debate in the ecological literature [AG00], but

following (5.3) in all versions of our model we shall content ourselves with the simplest

reasonable form, which is linear in x, and termed Lotka-Volterra dynamics in reference

to the corresponding continuous-time model. Thus, g(xn, yn) = −cxn, where parameter

c controls the rate of predation.
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The variants of the model are differentiated by the following features:

Model 1, the simplest, incorporates competition between the two species, and the preda-

tor is fully dependent on the prey to survive, with its growth function equivalent to its

numerical response to x and directly proportional to the functional response. One might

say that it is a “pure predator”, as it is unable to obtain resources in any other manner.

This is altered in Models 2 and 3, where y can survive independently of its prey by means

of logistic growth, but the presence of x is of benefit to y and allows it to reproduce

more effectively. (A pair of logistic maps coupled by a similar mechanism were studied

in [ES08a].) In order that the growth of both species remain comparable, we scale the

reproductive parameter of y by 1/2 compared to that of x in Model 3. In Model 2, if

this were to remain the case it would result in y being competitively unviable, so we scale

its growth by 2/3 instead. This is because Model 2 includes a simple representation of

interspecific competition, whereas in Model 3 this is discarded and we consider instead

the situation where the predator species has mutated sufficiently from its prey-parent

such that they now occupy two separate ecological niches.

Model 1.

xn+1 = max((1− p)rxn(1− xn − yn)− cxnyn, 0) (3.5)

yn+1 = max(prxn(1− xn − yn) + rxnyn, 0) (3.6)

Model 2.

xn+1 = max((1− p)rxn(1− xn − yn)− cxnyn, 0) (3.7)

yn+1 = max(prxn(1− xn − yn) +
2r

3
(1 + xn)yn(1− xn − yn), 0) (3.8)

Model 3.

xn+1 = max((1− p)rxn(1− xn)− cxnyn, 0) (3.9)

yn+1 = max(prxn(1− xn) +
r

2
(1 + xn)yn(1− yn), 0) (3.10)

Note that for each equation we implement a maximum function in order to prevent
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the occurrence of negative populations.

The remaining structure of this chapter is as follows: In Section 3.3, we shall present

the results of a numerical investigation of these models with a defined, constant mutation

rate of p = 10−3. The emphasis shall be on the global behaviour of the system across the

(c, r) parameter space from the viewpoint of ecological modelling and population dynam-

ics. Despite their relatively simple description, such nonlinear models are often highly

resistant to yielding general analytic results. Therefore we will frequently compare the

computational results of our simulations to analytic statements concerning the limiting

cases of the models as p→ 0, in order to obtain insight into the mathematics underlying

our observations. The limiting case of Model 3 retains particularly interesting dynamics,

which shall be explored in more detail in Section 3.4. Section 3.5 presents the conclusions.

3.2.2 Numerical Methods

For each version of the model we present images of the qualitative behaviour of the

system in the parameter space (c, r) ∈ [0, 10) × [0, 5). These are created by numerical

calculation of the maximal (characteristic) Lyapunov exponent, denoted by λ through-

out, using the algorithm and error estimates for two-dimensional systems provided in

Sprott’s textbook [Spr03]. For each set of parameters, the algorithm is performed with

105 transient iterations and then a further 106 calculations are used to calculate the

maximal exponent. Therefore, taking the error approximation 1/
√
N , we will not assume

chaos unless λ > 10−3. The resulting behaviour is then classified in the following manner:

i). λ > 10−3 indicates chaotic behaviour.

ii). When |λ| < 10−3, we determine the dynamics to be quasiperiodic, where the maximal

Lyapunov exponent is identically zero for extended regions. Note that this is also the case

at infinitesimal points of bifurcation, which is sometimes visible due to the coarse range

of classification.

iii). When λ < −10−3, ordered behaviour occurs and we perform a test over the final 104

iterations to determine if the system has reached a fixed point within a 10−6 tolerance in

each dimension. Thus, for λ < −10−3, we separately classify period-1 (fixed point) be-
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haviour and periodic behaviour. Finally, all of the above scenarios are classified according

to whether x, y or both species are persisting.

It should be noted that, for the purposes of computation, if either population falls below a

threshold of 10−6 then it is set to zero. In ecological terms this effectively sets a maximum

carrying capacity of 106 for each species, but it also ensures correct classification in the

event that populations are slowly converging to zero. All numerical results are obtained

using Fortran 90 with double precision arithmetic.

3.3 The Case of Mutation

3.3.1 Numerical Results with p = 10−3

For our numerical analysis, we choose a mutation rate of p = 10−3. To model a system

arising from a single species, in all scenarios we start with the initial condition x0=0.1,

y0=0.

In addition, we have tested the behaviour of the systems for p = 0.1, p = 0.25, and

starting values of x0 = 0.3. It was found that changing the initial conditions has rela-

tively little effect except for altering the broken boundary between fixed point coexistence

and the (0, y∗) fixed point in Model 3.

Increasing the value of p tends to compress the region of co-survival in all three variants:

as p increases, for all c the minimum value of r required to allow coexistence increases,

and given a sufficiently large value of c the maximum r for that value of c which permits

coexistence is reduced. For Model 2 and 3, the trend is toward flattening the border of

coexistence against the axes, with the region of survival being simultaneously stretched

in the r-axis for sufficiently low values of c. However for Model 1, all survival remains

bounded at a maximum of r = 4 for c = 0, and for all c > 0 the region of coexistence

is compressed. At larger values of p, Model 1 also incorporates regions of quasiperiodic

behaviour which, as seen in Figure 3.1(a), is not present when p = 10−3. The structure of

the parameter space in such a case is very similar to that observed in our recent pedagog-
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ical study of a version of Model 1 with the simplified functional response g(xn, yn) = −c

[AM17]. The outcome of these experiments are not illustrated, and we shall focus on the

results of the system with p = 10−3 as representative of the case of mutation. These are

shown in Figure 3.1.

3.3.2 Model 1 Discussion

The qualitative behaviour of Model 1 (Figure 3.1(a)) over the range considered is effec-

tively independent of the consumption rate c, and follows the general structure expected

from the 1-dimensional logistic map with control parameter r, passing through extinction,

a stable fixed point, and then bifurcations through periodic orbits to chaos. Note that

the thin green line exactly at r = 3 is due to the Lyapunov exponent touching 0 at the

first period-doubling bifurcation point, and does not indicate quasiperiodicity. Analyti-

cally, it is straightforward to confirm in the limiting case as p→ 0 that the existence and

stability of the interior fixed point of this model is indeed unaffected by variation of c.

However, one would expect that this parameter must have some consequence given that

it cannot be removed from the system by non-dimensionalisation and, indeed, it is easily

shown that the effect of increasing c is to lower the size of the population of y at the fixed

point. In particular, when p = 0 the coexistence fixed point takes the form ( 1
r ,

r−2
r+c ) and

is linearly stable for all of 2 < r < 3.

We note that in the case p = 10−3, the range 1 < r < 2 also results in an interior

period-1 orbit. This is because while the axial point (1− 1
r , 0) is the unique attractor in

this region when p = 0, for positive mutation this is forced to become a coexistence fixed

point as the existence of x necessitates the appearance of y at the next iteration.
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(a) Model 1

(b) Model 2

(c) Model 3

Figure 3.1: Qualitative Behaviour: Purple = Extinction, Blue = Coexistence Period-1,
Red = y-only Period 1 [(b) and (c) only], Green = 2D Quasiperiodicity [(c) only],

Yellow = 2D Periodicity, Orange = 2D Chaos.
p = 10−3 throughout. For every set of parameter values x0 = 0.1, y0 = 0.0, and 105

transients are discarded before the Lyapunov exponent is calculated over 106 iterations.
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3.3.3 Model 2 Discussion

For Model 2 (Figure 3.1(b)), the modification of the predator-child to be able to survive

independently introduces a region such that if c and r are large then species x will be

driven to extinction and species y will attain a fixed point by itself. In the limiting case,

as p → 0, r = 3c
2c−1 marks the boundary of the region where the x-value of the coexis-

tence fixed point is negative (and thus zero). This coincides with the axial fixed point

(0, 1− 3
2r ) first attaining linear stability. For r > 4, even though y has the ability to exist

independently (and could survive alone up to to r = 6), the region of extinction remains

due to the possibility of xn + yn > 1 for some finite n, which through the interspecific

competition in this model will then result in the death of both species.

If we remove the possibility of y’s existence, the dynamics of species x reduces to the

standard logistic map, which collapses (by attaining negative values) for r > 4 and is

intermittently chaotic within a∞ < r < 4, where a∞ ' 3.57 denotes the accumulation

point. One would expect the large variation in population numbers associated with this

chaos to be biologically undesirable, especially as in hostile environments this could re-

sult in the population temporarily visiting a region of the phase space that leads to total

extinction. However, in Figure 3.1(b) we can see that for 0.63 < c < 0.79 the blue region

of period-1 coexistence now extends all the way to r = 4. For example, at c = 0.64,

r = 4, species x is being held at equilibrium with x∗ = 0.105 when in the absence of

y its orbit at these parameters would eventually visit an arbitrarily low value and thus

result in extinction given any minimum population size. Thus, for a value of c within this

range it would be a beneficial form of self-regulation for the species to periodically pro-

duce a hostile mutant that would stabilise the population through predation that, in this

model, could be considered a form of cannibalism. Such behaviour has been observed in

other studies that considered more sophisticated models of age-based cannibalism within

two-species systems [KE95, SJL10, BLR10, Hen97].

3.3.4 Model 3 Discussion

For Model 3 (Figure 3.1(c)), competition between the species has been removed and re-

productive control parameter of y has been reduced to r/2. This has mostly removed the
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collapse of the system for r > 4, as xn + yn > 1 is no longer sufficient to eliminate both

species. The region of coexistence has been extended to larger values of c and r from

Model 2. Once again, this boundary is due to the value of x becoming negative as the

curve is crossed. The remaining upper bounds of the coexistence state are divided into

three distinct forms:

Figure 3.2: Detail of Figure 3.1(c), key as for Figure 3.1.

(i) The fixed point may lose stability via a flip (period-doubling bifurcation) for very

small c as r increases.

(ii) In the range approximately 0.1 < c < 2, the system undergoes Neimark-Sacker bifur-

cation to a closed invariant curve around the fixed point. This results in quasiperiodic

behaviour which is only observed in Model 3, and Figure 3.2 shows the region where this

occurs in greater resolution. Here we can see the Arnol’d Tongues of periodic orbits pro-

duced by phase locking at the bifurcation point. This is discussed further for the limiting

case in Section 3.4.4.
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(iii) Finally, the system moves to an axial fixed point (0, y∗) in the range 2 < c < 6

as r increases past approximately 3.8. The analysis of the limiting case indicates that

the interior fixed point continues to exist without further bound, and remains stable in

this region and therefore this broken boundary is the result of the ecological conditions

attached to the algorithms producing these images, such that x is permanently set to 0

in the event that it is mapped to a negative number for even a single iteration. Together

with the fractured nature of this boundary, we infer that this boundary is likely to de-

pend on the initial conditions of the map, and this is confirmed to be the only qualitative

change upon inspecting the case of x0 = 0.3.
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(a) Lyapunov Exponents: red denotes the Maximal Exponent.
Each exponent is calculated over 106 iterations following 106

transients.

(b) Feigenbaum Diagram. Up to 1000 iterations are displayed
per r-value, after 107 transients are discarded.

(c) Zoom on bottom-right of Feigenbaum Diagram (b), with a
much larger number (2× 106) of post-transient iterations.

Figure 3.3: Model 3 behaviour for c = 0.65. p = 10−3 throughout, and x0 = 0.1,
y0 = 0.0, for each value of r.
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Regarding the ecological implications of Model 3, we observe that just as was the

case in Model 2, the introduction of a mutant predator can be stabilising, this time for

sections of the range 1.5 < c < 6, 3.6 < r < 4. Moreover, it is dependent on the precise

value of r and the initial conditions, but we can see that this variant may permit stable

coexistence in small areas of the parameter space where r > 4 and thus x would be driven

to extinction altogether if it did not have the ability to create its own predator.

An example Feigenbaum diagram for this system, with c = 0.65, and the plot of the

corresponding Lyapunov exponents are given in Figure 3.3. Note that this Feigenbaum

diagram (b) is fairly robust to variation in the system’s initial conditions, being visually

indistinguishable for x0 = 0.1, 0.2, . . . , 0.9 with y0 = 0. Observe the sustained region

where the maximal exponent is zero, corresponding to the quasiperiodic behaviour. This

is distinct from the non-differentiable point at r ' 3.78 where the exponent rises to zero,

which instead (as can be seen from the Feigenbaum diagram) is due to a flip bifurcation

from a Period-7 to a Period-14 orbit occurring within the next Arnol’d tongue with which

this cross-section of the parameter space interacts.
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(a) r = 3.9300

(b) r = 3.9325

(c) r = 3.9350

Figure 3.4: Model 3 - Strange Attractor, for c = 0.65 and p = 10−3. In each case 5× 106

iterations are plotted after 107 transients are discarded.
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Figure 3.3(c) provides a closer look at the diffuse wings that appear on the Feigen-

baum diagram for 3.93 < r < 3.95. The sparsity results from the frequency distribution

of the orbits in phase space - for values of r in this range the frequency (tested over 109

iterations following 107 transients) is low but non-zero at the extremes of the attractor.

For example at r = 3.94 the probability of visiting 0 < x < 0.1 is 0.0025. Consequently,

very large orbits at each increment of r would be required to produce definitive bound-

aries on the bifurcation diagram, well in excess of the 1000 iterations plotted in Figure

3.3(b). Moreover, an examination of the time-series within this range indicates that at

approximately r = 3.9325 the strange attractor undergoes a transition to one which fills

a larger region of phase space. This process is illustrated in Figure 3.4.

Finally, numerical investigation indicates the presence of hyperchaos (that is, both Lya-

punov exponents are strictly positive, which we take to be the case when both are greater

than the error bound 10−3) for regions of the parameter space in Model 3 with p = 10−3.

These regions are described in Figure 3.5, and Figure 3.6 shows an example of a hyper-

chaotic attractor that may be obtained from this system.
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Figure 3.5: Model 3 Region of Hyperchaos. p = 10−3 throughout. For every set of
parameter values x0 = 0.1, y0 = 0.0, and 106 transients are discarded before both

Lyapunov exponents are calculated over 106 iterations.
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Figure 3.6: Model 3 Hyperchaotic Attractor, for c = 0.082, r = 3.846. p = 10−3,
x0 = 0.1, and y0 = 0.0. 5× 106 iterations are displayed after 107 transients are

discarded.

3.4 The Limiting Case of Model 3 As p→ 0

We now consider the limiting case of Model 3 with p = 0 in greater detail. This has the

benefit of far greater tractability for analytic results, and serves as an approximation for

the system with a biologically realistic rate of mutation.

In this limit, the map is reduced to:

xn+1 = rxn(1− xn)− cxnyn (3.11)

yn+1 =
r

2
(1 + xn)yn(1− yn) (3.12)

All numerical results presented in this section take the initial conditions x0 = y0 = 0.1.

3.4.1 Numerical Results

The behaviour across the parameter space is illustrated in Figure 3.7, where the legend is

altered to accommodate the new possibility present in this model - namely, the axial fixed
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point (x∗, 0). The global structure is similar to that obtained for the case with p non-

zero, and so we are able to make some inferences about that more complex situation. The

main changes in this case are: first, that the fractured upper boundary of the coexistence

steady state is replaced by a smooth curve.

Figure 3.7: Model 3 limiting case with p = 0: Purple = Extinction, Dark Blue = x-only
Period 1, Light Blue = Coexistence Period-1, Green = y-only Period 1, Orange = 2D
Quasiperiodicity, Light Red = 2D Periodicity, Dark Red = 2D Chaos. For every set of
parameter values x0 = y0 = 0.1, and 105 transients are discarded before the Lyapunov

exponent is calculated over 106 iterations.

Second, the range 1 < r < 3/2 has been separated from the coexistence region. Here

it is actually the axial fixed point (1 − 1
r , 0) that is attracting, but in the case above

where constant mutation was present there can of course never exist such an equilibrium.

Observe that this is only fully the case for all of 1 < r < 3/2 when 0 < c < 9, as beyond

this range the region is disrupted by the boundary r = c/9, beneath which x1 is negative.

This results in full extinction for 0 < c < 18 beneath this line, as the one-dimensional

system governing y alone does not have a non-trivial attractor for r < 2. This boundary

is dependent on initial conditions, such that if x0 = y0 = α, then it is given by r = cα
1−α .
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Finally, a curved region of total extinction has been introduced for approximately 0 <

c < 4.1 and r > 4.1. This is found numerically to be the boundary of y3 = 1, hence

yn = 0 for n ≥ 4 and so the recurrence relation for x is reduced to the usual logistic

equation. Since r is greater than 4, x then proceeds to go extinct following the standard

properties of the logistic map. However, in this region in Figure 3.1(c) this feature was

not present, which illustrates another benefit of even a low rate of mutation: it may allow

the child species y to persist to a steady state where we now see there would otherwise be

total extinction. This is because the region of extinction appearing in this case (p = 0) is

caused by y3 ≥ 1, leading y to perish before x. Thus, r > 4 causes x to then also die out

as stated. However, when mutation was present, x was able to restart y after the third

time-step (an evolutionary rescue effect). x subsequently dies out, leaving y to attain

the non-trivial fixed point of its one-dimensional dynamics which is stable throughout

2 < r < 6.

3.4.2 Analytic Results

The system (13)-(14) has potentially four fixed points: (0, 0), (0, 1 − 2
r ), (1 − 1

r , 0), and

(x∗, y∗), where (x∗, y∗) satisfies

r(1− x∗)− cy∗ = 1 (3.13)

r(1 + x∗)(1− y∗) = 2. (3.14)

The general Jacobian matrix is therefore given by:

J(x, y) =

r(1− 2x)− cy −cx
r
2y(1− y) r

2 (1 + x)(1− 2y)

 (3.15)

In all that follows, we only consider solutions where r > 0 and c > 0 and the resulting

(x, y) ∈ [0, 1)× [0, 1).
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3.4.3 Fixed Points and their Stability

For the trivial fixed point (0, 0),

J(0, 0) =

r 0

0 r
2

 (3.16)

and clearly the eigenvalues are Λ1 = r and Λ2 = r
2 , so it follows that

(0, 0) is


stable if 0 < r < 1;

a saddle point if 1 < r < 2;

a repellor if 2 < r.

Let us next analyse the axial fixed points.

The fixed point (0, 1− 2
r ) exists (and is distinct) precisely if 2 < r. Then,

J(0, 1− 2

r
) =

r − c+ 2c
r 0

1− 2
r

r
2 ( 4
r − 1)

 (3.17)

Thus the eigenvalues are Λ1 = r− c+ 2c
r and Λ2 = r

2 ( 4
r − 1) = 2− r

2 . Hence, |Λ2| < 1 for

2 < r < 6, and for a given value of c > 0, |Λ1| < 1 if r > 2c
c−2 for 0 < c < 2 and if r < 2c

c−2

for 2 < c.

We therefore conclude that this fixed point is:
stable if c < 3, r < 6, or 3 < c, r < 2c

c−2 ;

a repellor if 2 < c and r > max(6, 2c
c−2 );

a saddle point for r > 2 otherwise.

The other axial fixed point (1− 1
r , 0) exists (and is distinct) precisely if 1 < r. Then,

J(1− 1

r
, 0) =

2− r −c(1− 1
r )

0 r − 1
2

 (3.18)

Thus the eigenvalues are Λ1 = 2−r and Λ2 = r− 1
2 . Hence, |Λ1| < 1 precisely if 1 < r < 3,
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and |Λ2| < 1 if 1 < r < 3
2 for 1 < r.

We therefore deduce that this fixed point is:
stable if 1 < r < 3

2 ;

a saddle point if 3
2 < r < 3;

a repellor if 3 < r.

Finally, we consider the interior fixed point (x∗, y∗).

First, we must determine when both co-ordinates lie on the real line. Simultaneously

solving equations (5.13) and (5.14), and using r > 0, we obtain the following solution for

x∗:

x∗ =
1

2r
(−(c+ 1)±

√
g(c, r)), (3.19)

where g(c, r) is given by:

g(c, r) = 4r2 + (−4− 4c)r + (c2 + 10c+ 1). (3.20)

Solving g(c, r) = 0 for a fixed value of c, we find that

r =
1

2
(1 + c±

√
−8c). (3.21)

Since we only consider c > 0 there are no real, positive values of r and c such that

g(c, r) = 0. Now, g is continuous and non-zero ∀c, r > 0, so g(1, 1) = 8 > 0 implies that

g(c, r) > 0 and hence x∗ real for all c, r > 0.

However, as we are investigating these as ecologically-inspired models, we restrict our

interest to the range 0 < x∗, y∗ < 1. Clearly, for x∗ to be positive, we may only consider

the positive root of (5.19). Now, substituting x∗+ back into (5.14), we obtain

y∗+ =
1

2c
(2r + c− 1−

√
g(c, r)), (3.22)
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and so y∗+ is also real for all c, r > 0. Next, we must establish for which parameters

(x∗+, y
∗
+) satisfy the ecological conditions. First,

x∗+ =
1

2r
(−(c+ 1) +

√
g(c, r)) > 0 precisely if

√
g(c, r) > c+ 1. (3.23)

It follows that this condition is equivalent to

c >
r(1− r)

2− r
for r < 2, and c <

r(1− r)
2− r

for 2 < r. (3.24)

(Note that the intersection of this curve with the boundary r = c/9 reveals that the max-

imum predation rate which will permit coexistence in this system (p = 0) is c = 19.125.)

Next, x∗+ < 1 if and only if
√
g(c, r) < 2r + c+ 1, and hence precisely if:

r >
c

1 + c
(3.25)

For the y-co-ordinate, y∗+ > 0 if
√
g(c, r) < 2r + c− 1. This condition reduces to r > 3

2 .

Finally, y∗+ < 1 is satisfied if and only if
√
g(c, r) > 2r − c − 1, and this requirement is

met for all values of r provided c > 0.

From these conditions, we deduce that the interior fixed point (x∗, y∗) is real, unique

and lies in (0, 1)× (0, 1) in the following two regions of parameter space: 3
2 < r < 2, and

2 < r with c < r(1−r)
2−r . Given satisfactory values of c and r, the fixed point is determined

by:

x∗ =
1

2r
(−(c+ 1) +

√
g(c, r)) (3.26)

y∗ =
1

2c
(2r + c− 1−

√
g(c, r)) (3.27)

Next we shall investigate the linear stability of this fixed point, and the associated bifur-

cations that may occur in this map.
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3.4.4 Bifurcation of the Interior Fixed Point

We may study the stability of the interior fixed point using the Jury conditions of stability

for a discrete system. Let Λ ∈ C, and define

F (Λ) = Λ2 − tr(J(x∗, y∗))Λ + det(J(x∗, y∗)), (3.28)

where tr and det denote the trace and determinant of the matrix respectively. Then

(x∗, y∗) is linearly stable precisely if these three conditions are satisfied [Ela05]:

F (−1) > 0, F (1) > 0, 1− det(J(x∗, y∗)) > 0 (3.29)

For our system, (5.13), (5.14), we find that the boundaries of these requirements are given

by the following 6th-order polynomials:

0 = 8r3−8r2−4cr2+8cr−2rc2+62c+22c2+5+c3+
√
g(c, r)(−7−2c2−15c+2cr+2r−4r2)

(3.30)

0 = 8r3−8r2−4cr2+16cr−2rc2+2c+10c2+1+c3+
√
g(c, r)(5−2c2−15c+2cr+2r−4r2)

(3.31)

0 = 8r3−8r2−4cr2+12cr−2rc2+16c+16c2+3+c3+
√
g(c, r)(−1−2c2−15c+2cr+2r−4r2)

(3.32)

Within the parameter space that concerns us (that is, where the fixed point exists), a

numerical search returns the curves shown in Figure 3.8. The smaller, leftmost curve that

exists only for 0 < c < 0.2 gives the boundary of the condition F (−1) > 0. Crossing this

boundary corresponds with a real eigenvalue equal to −1 for the fixed point, resulting

in a period-doubling bifurcation and, as observed for the same region in Figure 3.7, the

transition from a stable fixed point to periodic orbits.
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Figure 3.8: Jury Condition Boundary Curves

The second curve that spans the range of c shown is the boundary of 1−det(J(x∗, y∗)) >

0. When this curve is crossed from a region of stability, but neither of the other two condi-

tions are also satisfied, the eigenvalues have product and modulus 1 but they are not equal

to ±1, hence both eigenvalues are exiting the unit circle simultaneously and are complex

conjugate. This indicates a Neimark-Sacker bifurcation, producing a closed invariant

curve around the fixed point. This accords with the numerical results which indicate the

onset of quasiperiodic orbits in the region beyond this boundary, corresponding to the

invariant curve possessing an irrational rotation number ρ. In such a case, any orbit is

dense in the curve and fills it uniformly (a consequence of Weyl’s criterion [KN12]). In the

event of ρ rational, the resulting periodic behaviour is maintained by the phase locking

phenomenon as the parameters are varied further. These Arnol’d (resonance) Tongues

of periodic behaviour are visible in the image, and are clearly seen in the zoomed image

(Figure 3.2) in the case of mutation in the previous section. We infer that qualitatively

similar behaviour is occurring in that case.

It appears that F (1) > 0 is satisfied throughout the region. It follows that the inte-
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rior fixed point is stable in the region that is bounded above by r given as the minimum

function of these two curves, shaded in Figure 3.8.

Since this numerical analysis indicates that the equilibrium is destabilised only by a

smooth continuation of this curve for larger values of c, and our analysis in the previ-

ous subsection showed that it continues to exist with biologically-reasonable values for

all greater r and c, we then turn our attention to the last unexplained feature of the

parameter space: the smooth curve (replacing the shattered boundary for the case of

p = 10−3) marking the collapse of the coexistence state to the axial fixed point (0, 1− 2
r )

for 2 < c < 6. This is a separate occurrence from the parabola for approximately

6 < c, which is accounted for by equation (5.27) where the fixed point value x∗ is

negative. From a further numerical search (Figure 3.9 shows values of c, r satisfying

1 − r( 9r−c
100 )(1 − 9r

100 −
79c
2000 ) − 99cr

4000 (1 + 9r−c
100 )(1 − 99r

2000 ) = 0 within a tolerance of 10−6),

we determine that this final boundary of the interior fixed point is the curve satisfying

x3 = 0 given these initial conditions x0 = y0 = 0.1.

Figure 3.9: x3 = 0 Boundary Curve
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3.5 Conclusion

In this chapter we have studied a selection of simple discrete two-dimensional population

models, that could be considered as toy models encapsulating the effects of predation and

mutation in the simplest reasonable manner. A variety of interesting phenomena may be

observed, including chaotic dynamics, hyperchaotic attractors, and Neimark-Sacker bifur-

cation producing quasiperiodic orbits and Arnol’d tongues with a fractal-like structure in

parameter space. These models also illustrate several forms of beneficial self-limitation,

such that the production of a mutant predator can allow the prey species to survive, or

to attain a stable population, where it otherwise could not. Although a highly abstracted

coupled logistic map, the model demonstrates that such ecological phenomena can, in

principle, occur in nature without necessitating external perturbations or greater sophis-

tication.

For greater justification as an ecological model, several improvements are suggested. More

realistic Ricker growth could be used for the prey, and the growth function (numerical

response) of the predator species should be dependent on the functional response (which

could be replaced with Holling Type II) and, in particular, on the predation parameter

c. This would be a clear next step for such an investigation. However, one risks intro-

ducing too much complexity and indeed even for the present models the scope of analytic

statements is fairly restricted - such that one must consider the limiting case of p→ 0 in

order to obtain any useful results.

In relation to the wider literature, the models studied in this chapter function as an

indicative example of the low-dimensional population dynamics approach to ecological

modelling that has been popular since the Lotka-Voltera models. There are a great many

examples of such models, and similar to examples such as the recent work by Ghaziani

[KG14] and Elhadj [ES08a], we have observed a variety of ordered and chaotic dynamics

and attractors induced by varying the numerical values of a small number of parameters

in a discrete-time model. For the particular interests of the theme of this thesis, we have

also commented on the counter-intuitive benefits of predation that arise when interpreting

our model in an ecological context.
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Chapter 4

A Multi-Prey, Multi-Predator

Model

4.1 Introduction

In this chapter we consider an altogether different class of models. Rather than a math-

ematical analysis of a low-dimensional (2 to 3 dimensions) model, we instead consider

several variants of a system of 10-predator and 10-prey phenotypes arranged along a

one-dimensional lattice with the possibility of deterministic mutation between nearest-

neighbouring phenotypes.

The model we study is an improvement over previously-developed versions, which con-

cerned i) a system of 10 mutating prey and 1 predator [MAGM16], ii) an extension of that

system to include 10 predator phenotypes which mutated at the same rate as the prey

[AMGM17]. Our model utilises the same structure, but the basic mechanism by which

reproduction occurs has been redesigned to allow greater self-consistency and biological

justification of each step. We describe the model in detail in a later section.

We extend the work of a coupled map lattice (CML) model [MGM13, MGM15, MAGM16,

AMGM17]. In this framework, the species are predefined and separated into two one-
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dimensional trait spaces: a prey lattice and a predator lattice. Positions on each lattice

represent different prey and predator phenotypes, with the prey’s reproductive parameter

and the predator’s degree to which it focuses its feeding efforts on the most populous prey

phenotypes dependent on their positions on their respective lattices. All phenotypes are

assumed to exist in a single, well-mixed environment. Individuals of a given phenotype

have the option to mutate to a neighbouring position along the lattice, but may not jump

to the other lattice (i.e. a prey cannot become a predator and vice versa). This approach,

unlike the evolutionary food web models explored in later chapters, is less suited to explor-

ing the construction and maintenance of ecosystems from a “first species” scenario, but

at low mutation rates may provide a suitable model for investigating the coevolution of

phenotypes of a given prey and predator in an environment. Previous work on this model

demonstrated evidence of dynamic behaviour including chaotic orbits [MAGM16], and a

variety of predator strategies were compared [MGM15]. Subsequent work was restricted

to the most intuitive of these foraging strategies - weighting hunting efforts according to

the size of the prey subpopulation. This is the form of predator strategy implemented in

this work also, and predator phenotypes are differentiated by the degree to which they

adopt this strategy.

This research considers an altered version of the previous model, and investigates two

primary aspects: predator strategy, and the distribution of competition between the prey

phenotypes. Much effort in behavioural ecology has been devoted to measuring foraging

strategies and in particular the development of Optimal Foraging Theory [RHM66]. In

the context of dynamic food web models, adaptive foraging has been found to positively

impact stability of various types [Kon03, GD08, WM04b].

The study of competition has been a significant topic in mathematical ecology and a

number of effects have been observed, depending on the strength of the competition and

the precise nature of the model. Some studies have found very strong competition to be

destabilising [DMQ04, QHM05a], whilst a moderate amount promotes survival and helps

to blur trophic levels so that a more complex, realistic network structure can be obtained.

For example, in the Loeuille-Loreau model, if interspecific competition is wholly absent
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this can lead to plain food chains as species evolve towards maximum efficiency at a

given body size, as there is no benefit to being anywhere else to avoid competition. In

other words, mild interspecific competition provides an incentive for species to occupy

new niches/trophic positions that would otherwise be non-optimal. Thus, one principle

would seem to be that some moderate degree of competition is necessary for survival

and the production of complex food webs that bear the characteristics of real ecosys-

tems, by promoting speciation [LL05, BLLD11]. Recent studies from a graph-theoretic

approach (considering food webs as a transportation network) have suggested that this

trade-off between the efficiency of a star-shaped network structure and the avoidance of

competition in a chain-shaped network could be the fundamental principle underlying and

uniting all food webs. The authors of these works [GCP03, CGC+06] therefore propose

a possibly universal property that describes the scaling of transportation cost with the

size of subtrees of the spanning tree. Furthermore, a study that considered the effects

of intraspecific competition in a selection of empirical soil webs [vAHHdR16] found that

whilst patterns of the distribution of the strength of self-regulation across the system (e.g.

uniform, biomass-dependent, trophic level-dependent) lacked any strong correlation with

its linear stability, it could strongly impact the response of the web to variation in the

density-dependence of a given species. Furthermore, for the Webworld model [DHM01],

it was found to be necessary for interspecific competition to be weaker than intraspecific

competition in order to allow coexistence of multiple species.

In what follows, we use numerical simulations to examine the effects of changing the

distribution of competition between neighbouring prey phenotypes, and varying the de-

gree to which predators focus their efforts on the most populated prey phenotypes, in

a discrete model that consists of a one-dimensional prey phenotype lattice and a one-

dimensional predator phenotype lattice, providing a simple model of coevolution of a pair

of species in an ecosystem. We now describe the model and methods in detail. Our

aims for this chapter therefore, are to extend the model developed and studied previously

[MGM13, MGM15, MAGM16, AMGM17], and to test what impact, if any, arises from

incorporating prey competition has on the survival of prey and predator species under

different predator strategies.
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4.2 Multiple Species Predator-Prey Model

Consider a system of n prey phenotypes arranged along a one-dimensional lattice, and

m predator phenotypes arranged likewise. Prey phenotype j at time-step t is denoted by

N j
t , and predator phenotype i is denoted by P it .

4.2.1 Scenarios

We study five scenarios separately. In all cases there are precisely ten prey phenotypes

(that is, n = 10) with mutation enabled between them.

i) A single, non-mutating predator is introduced to the system.

ii) A single, mutating predator (the least focused) is introduced to the system.

iii) The same as (ii), but the predator introduced is the most, rather than the least,

focused.

iv) 10 non-mutating predators are introduced to the system.

v) 10 mutating predators are introduced to the system.

Therefore, for scenario (i) we have m = 1, and in all other scenarios m = 10. For each

situation, we consider the average total prey and predator population sizes and numbers

of surviving phenotypes, given a variety of initial predator population sizes, distributions

of prey competition, and, in the case (i) of a single non-mutating predator, the degree to

which it focuses on hunting prey phenotypes that have larger populations. In the cases

where 10 predators are introduced, their individual initial populations will be scaled by

0.1 so that the combined initial population is comparable to scenarios where only one

predator initially enters the system.

4.2.2 Before Mutation

Consider first the prey species. We model a regime whereby each of the prey phenotypes

(in competition with itself and its nearest neighbouring phenotype) reproduces by logistic

growth, laying eggs and then that generation dies out. Following this, predation on the

next generation (that is, the young) then occurs.
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4.2.2.1 Assignment of Control Parameters

The prey phenotypes reproduce according to a logistic map, and they are differentiated

according to their reproductive (growth) parameter rj , which increases linearly with phe-

notype number according to rj = 1 + rmaxj/n, where j ∈ {1, . . . , n}. In the cases

presented here we take rmax = 3, so that rj varies uniformly in the range [1.3, 4].

Predator phenotypes are differentiated according to hunting strategy. Each is assigned a

value αi which governs the degree to which they focus on the prey phenotype or local pop-

ulation which is most numerous (the effects of choosing alternative predation strategies

in the precursor to this model were investigated in [MGM15]). The effort that predator

i expends on prey j at timestep t is then calculated in the following manner:

f i,jt =
(N j

t )αi

Σnk=1(Nk
t )αi

(4.1)

Thus it is ensured that, for each predator i, the natural constraint Σnj=1f
i,j
t = 1 is sat-

isfied. In our model, the effort f i,jt that predator i devotes to prey j at iteration t can

be treated equivalently with the fraction of the population of predator phenotype i that

is actively hunting prey phenotype j at that time. For the case of ten predators, the

parameter α is simply scaled linearly in 0, 1, . . . , 9. That is, for predator i, αi = i − 1.

However, for the scenario featuring only one predator (with predator mutation switched

off), we investigate the cases of α1 = α ∈ {0, 1, 2, 4, 7, 10, 15, 20, 30, 50, 100,∞} where

α = ∞ indicates that at any given time step the predator feeds only upon the most

populous prey phenotype. Since the prey are governed by a logistic map, any given

prey phenotype has a maximum population determined by the competition parameters.

Hence, a maximally-focused predator (α = ∞) may be able to eat with more efficiency

(in the event of any prey phenotype having a low population), as it does not waste any

proportion of its effort on prey phenotypes that are poorly populated, but it is limited in

its reproduction as it can only consume a prey population of one phenotype per iteration.

A less focused predator is less efficient in this sense, but can potentially consume all ten

prey populations simultaneously.
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The impact of a predator i on prey j is then largely determined by the control parameter

ci,j , which controls the number of individuals of prey j killed per individual of predator

i that is actively hunting it per unit time, where the encounter rate between the species

is determined by N j
t f

i,j
t P it . That is, ci,j gives the ratio between the number of kills and

the product of the prey population and the predator population actively hunting it. As

we shall see later, in order to reduce the number of free parameters in the model, we

choose a model such that ci,j equates biologically to both the predator i’s kill rate of prey

j and the reproductive efficiency i gains from the kill. We then choose a uniform rate of

consumption, so ci,j = c for all predators i and prey j.

4.2.2.2 Dividing the Prey amongst Predators

Initially, based on our definitions the number of prey j killed by predation at a given time

step will be
∑m
i=1 c

i,jf i,jt P itN
j
t . However, this leads to a problem: because the predator

phenotypes choose how to allocate their efforts independently of each other, there could

be a situation where this sum is greater than the total population of that prey phenotype.

To preclude this, after efforts are determined but before feeding occurs we divide the prey

phenotype amongst its potential predators according to the predator’s population and

the fraction of effort that it is devoting to hunting that particular prey. This ensures that

each predator only gains access to a proportionate fraction of the prey. The number of

prey killed then becomes:

m∑
i=1

ci,jf i,jt P it

(
N j
t

f i,jt P it∑m
k=1 f

k,j
t P kt

)
=

(
1

φt(j)

m∑
i=1

ci,j(f i,jt )2(P it )
2

)
N j
t , (4.2)

where

φt(j) =

m∑
k=1

fk,jt P kt (4.3)
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represents the total number of predator individuals of all phenotypes hunting prey j.

Then,

Φt(j) =


0 if φt(j) = 0;

1
φt(j)

∑m
i=1 c

i,j(f i,jt P it )
2 otherwise,

so that Φt(j) gives the final impact of predation on prey j, per prey individual, at time t.

4.2.2.3 The Model without Mutation

Then if the prey reproduce by a logistic model in the order described above (predation

follows reproduction and the prey generational life-span is identified with a single itera-

tion), and experience intraspecific competition of strength a and interspecific competition

of strength b with nearest neighbours only, we arrive at the following set of equations:

N1
t+1 = r1N

1
t (1− aN1

t − bN2
t )(1− Φt(1)), (4.4)

N j
t+1 = rjN

j
t (1− bN j−1

t − aN j
t − bN

j+1
t )(1− Φt(j)) for j = 2, . . . , 9, (4.5)

N10
t+1 = r10N

10
t (1− bN9

t − aN10
t )(1− Φt(10)) (4.6)

Note that phenotypes at the ends of the lattice (j = 1 or j = 10) will in general have a

reduced amount of interspecific competition.

For the predator phenotypes, we consider a “pure predator” with no other means of

obtaining resources, and so we assume a general form:

P it+1 =

n∑
j=1

f i,jt P itG
i,j
t (βi,j , ci,j , f i,jt P it ), (4.7)

whereGi,jt is the per capita production and βi,j the reproductive parameter of predator

i when it consumes prey j. Now, as it is a pure predator, P it must feed with a carry-

ing capacity equivalent to the situation where every prey individual is consumed. Since

f i,jt P itN
j
t is the number of encounters between predator i and prey j per iteration, and ci,j
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gives the fraction of these that result in a successful kill, the carrying capacity of predator

i for prey j will be reached when ci,jf i,jt P itN
j
t = N j

t and all prey j are killed. Therefore,

for the predators to also follow a logistic-like model, we take Gi,jt = βi,jN j
t (1−ci,jf i,jt P it ).

In order to keep the number of free parameters to a minimum, we choose βi,j = ci,j = c.

Therefore, c controls both the killing efficiency and the growth rate of the predator, which

seems reasonable as the more efficient it is in slaying its prey, the faster the population

will grow. Moreover, if the term (1 − cf i,jt P it ) which governs carrying capacity were the

only explicit occurrence of c in the model then an increased kill rate would be detrimental

to the predator population. Therefore, by introducing the second dependence on c we

minimise the model’s parameters, and determine the following three effects of increasing

c: 1) a predator-prey encounter is more likely to result in a successful kill; 2) the repro-

ductive efficiency of predator i when feeding on prey j is increased; 3) predator i requires

a greater prey population in order to ensure its own survival.

Finally, we must take into account the division of possible prey amongst the predators by

introducing a factor of f i,jt P it /φt(j) into the sum. This brings us to the following general

equation for the predators:

P it+1 = (P it )
2

n∑
j=1

1

φt(j)
(f i,jt )2cN j

t (1− cf i,jt P it ) (4.8)

4.2.3 Mutation

Throughout, we will employ a Nearest-Neighbour mutation scheme for the prey and for

the predators when their mutation is enabled. For either the predators or the prey, let

K denote the number of possible phenotypes (that is, the number of positions on the

lattice), and for a given 1 ≤ i, j ≤ K let pi,j denote the fraction of phenotype i that

mutates to phenotype j after reproduction at each time step. Then clearly,

n∑
j=1

pk,j = 1, ∀k. (4.9)

As we are using a nearest-neighbour scheme, the probability of mutating to a specified

adjacent phenotype is p which is constant throughout a given simulation. There is no
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possibility of mutating directly to a phenotype more than one position away on the lattice.

Thus,

pk,j =



p, |j − k| = 1

1− 2p, j = k 6= 1 or K

1− p, j = k = 1 or K

0, otherwise.

(4.10)

4.2.4 Final Model with Mutation

Therefore, incorporating mutation, we have:

N j
t+1 =

n∑
l=1

pl,jrlN
l
t(1− bN l−1

t − aN l
t − bN l+1

t )(1− Φt(l)) (4.11)

= prj−1N
j−1
t (1− bN j−2

t − aN j−1
t − bN j

t )(1− Φt(j − 1))

+ (1− 2p)rjN
j
t (1− bN j−1

t − aN j
t − bN

j+1
t )(1− Φt(j))

+ prj+1N
j+1
t (1− bN j

t − aN
j+1
t − bN j+2

t )(1− Φt(j + 1)),

if j ∈ {2, . . . , 9}. (4.12)

and

P it+1 =

m∑
l=1

pl,i(P
l
t )

2
n∑
j=1

1

φt(j)
(f l,jt )2cN j

t (1− cf l,jt P lt ) (4.13)

= p(P i−1t )2
n∑
j=1

1

φt(j)
(f i−1,jt )2cN j

t (1− cf i−1,jt P i−1t )

+ (1− 2p)(P it )
2

n∑
j=1

1

φt(j)
(f i,jt )2cN j

t (1− cf i,jt P it )

+ p(P i+1
t )2

n∑
j=1

1

φt(j)
(f i+1,j
t )2cN j

t (1− cf i+1,j
t P i+1

t ),

if i ∈ {2, . . . , 9}. (4.14)
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4.2.5 Forms of Competition

In this chapter, we investigate the significance of the distribution of competition strength

between the prey phenotypes, in particular, varying the relative strength of intraspe-

cific competition against interspecific competition with nearest neighbours. We will

consider the case where prey phenotypes which are sufficiently biologically similar such

that they can mutate to each other, are also sufficiently similar in ecological niche such

that they share resources and are in competition. This shall take the general form:

1 − bN j−1
t − aN j

t − bN
j+1
t for prey phenotype j, as seen in the model equations in pre-

vious sections. Thus, b controls the strength of interspecific competition, and a controls

the intraspecific competition. These quantities must always satisfy a + 2b = 1, so that

the effect observed is of the distribution of competition - that is, the relative strengths of

intraspecific to interspecific - rather than being influenced by the total combined strength

of competition experienced, which is controlled to be always equal to 1.

The situations studied are as follows:

Competition 0: a = 1, b = 0 Competition 6: a =
18

30
, b =

6

30

Competition 1: a =
28

30
, b =

1

30
Competition 7: a =

16

30
, b =

7

30

Competition 2: a =
26

30
, b =

2

30
Competition 8: a =

14

30
, b =

8

30

Competition 3: a =
24

30
, b =

3

30
Competition 9: a =

12

30
, b =

9

30

Competition 4: a =
22

30
, b =

4

30
Competition 10: a =

10

30
, b =

10

30

Competition 5: a =
20

30
, b =

5

30

4.2.6 Numerical Methods

In all cases, the system is initialised with only the first prey phenotype (with r = 1.3)

populated, with N1
0 = 0.5, N j

0 = 0 for j ∈ {2, 3, . . . 10}, and no predators present. The
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model is iterated for 10,000 time steps, and predator species with population P1 are in-

troduced at the beginning of the 10,001st step. The introduction of predators at this

step is governed by which of the five scenarios described in Section 4.3.1 is being inves-

tigated, and for each case and set of parameters (e.g. competition type) we test each of

P1 ∈ {0.1, 0.2, 0.3, 0.4, 0.5}.

Therefore, for scenarios one and two P 1
10001 = P1, P j10001 = 0 for j 6= 1. For scenario

three, P 10
10001 = P1, P j10001 = 0 for j 6= 10. And for scenarios four and five, where all ten

predators are initially introduced, P j10001 = P1/10 for j = 1, . . . , 10.

There are a maximum of ten possible prey and predator phenotype positions on their

respective one-dimensional lattices. Following the introduction of the predator(s), we run

the simulation for a further 90,000 iterations and then the data is collected by averaging

the number of surviving prey and predator species over iterations 100,001-110,000. All

phenotypes are considered to have a minimum population size of 10−6, and if a phenotype

falls below this size at any time-step, it is set to zero.

The initial data is generated by performing this procedure over the (c, p) parameter

space, for 240 values of c in (0, 6] and 200 values of p across the range (0, 0.5]. If predator

mutation is switched on, it is given the same value of p as for the prey lattice. For each

scenario (one or ten initial predators, mutation amongst predators enabled or disabled,

initial predator population P1) we examine a number of properties of both the prey and

predators. The most important of which are the following:

i) Phenotype Survival: the average number (between 0 and 10) of prey/predator phe-

notypes that are alive (population greater than 10−6) over the final 10,000 iterations.

ii) Total Population Size: the average sum of the populations of all ten phenotypes over

the final 10,000 iterations.

A number of other derived quantities are calculated, but for the constraints of time and

space, they are presented only in the supplementary material, and are described there.
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The only one we shall refer to within the main text is Expectation. That is, the expected

value of the prey and predators, averaged over the final 10,000 iterations. At a given

iteration, the expected value of phenotype i = 1, . . . , 10 with populations {x1, . . . , x10} is

given by:

E =

∑10
i=1 ixi∑10
j=1 xj

. (4.15)

We also consider plots of averaged species survival and population size against com-

petition type. To produce these images, the data for average species survival S and

population size P over iterations 100,001-110,000 are averaged across the (c, p) parame-

ter space. For a given scenario and species, we then plot the maximum, minimum and

average of this data across the five-possible predator initial conditions as a function of

competition type. As per the ordering of the competition types described above, the

x-axis is therefore a measure of the degree of diffusion of competition strength across

nearest neighbours, being fully concentrated on intraspecific competition at Type 0 and

spread equally between a phenotype and each of its neighbours at Type 10.

Therefore, we are plotting the maximum, minimum and average of the following quan-

tities separately for predators and prey with respect to P1 as a function of competition

type:

S′ =
1

pnumcnumtave

pnum∑
r=1

cnum∑
s=1

tmax∑
t=1+tmax−tave

S|n=t,c= s
40 ,p=

r
400
, (4.16)

P ′ =
1

pnumcnumtave

pnum∑
r=1

cnum∑
s=1

tmax∑
t=1+tmax−tave

P |n=t,c= s
40 ,p=

r
400
, (4.17)

where S denotes phenotype survival and P denotes the total population across all

phenotypes of the species. cnum = 240 and pnum = 200 are the number of gradations

of the (c, p) parameter space as above. tmax = 110, 000 is the maximum number of iter-

ations, and tave = 10, 000 is the number of iterations over which the average properties
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are calculated.

All numerical simulations are performed with double precision variables using the Fortran

90 programming language. Each individual run (240x200 values of c, p for a given preda-

tor scenario, Competition Type and P1) took 2.5-3 hours on a single core of a Skylake i7

6700k processor, using the Intel Fortran compiler (ifort). The main body of data, that is

excluding at least 400 hours of processor time producing the material in the final sections

of the appendix chapter, is the product of 880 such runs and therefore at least 2200 hours

of processor time (in actual fact much more, as often less capable processors had to be

employed).

4.2.7 Outline of Contents

We begin in Section 4.3 with a broad illustration of the role of competition in the system,

given by the averaging plots described above.

In Section 4.4, we present a selection of Feigenbaum diagrams gathered by variation

of a single parameter (both p and c are tested). This begins with an investigation of the

effects of varying p in a scenario where no predators are ever introduced.

Next in Section 4.5 we discuss the main body of work, where the primary results of

variation across the parameter space of c and p are presented for the cases of P1 = 0.1

(as final results do not appear to depend strongly on this choice).

The Discussion and Conclusions for this chapter follow in Sections 4.6 and 4.7.

4.2.7.1 Contents of Supplementary Chapter (Supplement Chapter 1)

Properties (i)-(ii), together with a number of other properties, for P1 = 0.1, all scenarios,

all values of α (where relevant) and a selection of Competition Types (0,1,2,4,6,8,9,10) are

all collected and presented in the supplementary chapter that accompanies this chapter.

Selected plots are reproduced in the main text below. Furthermore, the supplementary

chapter features concluding sections containing additional data that was produced in re-
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sponse to some observations from the initial material. These include some results for

P1 = 0.3, and for the scenario of Ten Non-Mutating Predators with a variety of different

initial conditions of both predators and prey, in order to illustrate the aspects of the

survival plots that are sensitive to such variation and those that are robust.

A further section of the appendix shows a selection of material showing the full range of

0 < p ≤ 1 and 0 < c ≤ 10. The takeaway from these results is the discontinuity of the

plot at p = 0.5, and that the area of predator survival tends to be reflected in this line

and then compressed - regions of particularly high c and p are suppressed compared to

an exact symmetry - however, predator populations are always substantially larger for

0.5 < p. Unsurprisingly, therefore, for all competition types there exists a threshold of p

above which prey populations are substantially reduced. However, the average number of

surviving prey phenotypes is also reduced beyond this threshold, and we observe that this

threshold in p decreases monotonically with increasing competition type until it reaches

p < 0.5 for Competition Type 10. This trend occurs in all the scenarios tested: One

Non-Mutating Predator with α =∞; One Mutating Predator with α = 0; One Mutating

Predator with α = 9; Ten Non-Mutating Predators; and Ten Mutating Predators. Prey

survival is inhibited for these impossibly high rates of mutation even when the predators

are extinct, but as can be seen in the case of Ten Non-Mutating Predators, when the

predators are present and p > 0.5 the effect on prey survival is even more pronounced,

matching the region of predator survival, and disappearing as soon as the p-threshold is

reached.

Finally, Section 1.8 of the supplementary document contains plots relating to the sce-

nario of One Mutating Predator, but where it is instead predator #2, 3, . . . or 9 that is

initially populated with size P1 at the 10, 001st time step. This choice, surprisingly, has

significant and persistent effects on the system and on predator survival at intermediate

p in particular.
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4.3 Results - Integral of Species Survival and Popula-

tion against Competition Type

4.3.1 One Non-Mutating Predator

(a) α = 0 Prey Survival (b) α = 0 Predator Survival

(c) α = 0 Prey Population (d) α = 0 Predator Population

Figure 4.1: One Non-Mutating Predator, α = 0
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(a) α = 4 Prey Survival (b) α = 4 Predator Survival

(c) α = 4 Prey Population (d) α = 4 Predator Population

Figure 4.2: One Non-Mutating Predator, α = 4

(a) α = 7 Prey Survival (b) α = 7 Predator Survival

(c) α = 7 Prey Population (d) α = 7 Predator Population

Figure 4.3: One Non-Mutating Predator, α = 7
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(a) α = 20 Prey Survival (b) α = 20 Predator Survival

(c) α = 20 Prey Population (d) α = 20 Predator Population

Figure 4.4: One Non-Mutating Predator, α = 20

(a) α =∞ Prey Survival (b) α =∞ Predator Survival

(c) α =∞ Prey Population (d) α =∞ Predator Population

Figure 4.5: One Non-Mutating Predator, α =∞
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Figure 4.1-4.5 shows the prey and predator phenotype survival and total population, aver-

aged across the (c, p)-space and then again over P1 ∈ {0.1, 0.2, 0.3, 0.4, 0.5}, as a function

of Competition Type for a selection of values of α. In all cases, the total prey popu-

lations (summed across all 10 phenotypes) always benefit from increasing the spread of

competition within the range considered, with the greatest increases between Competi-

tion Types 9 and 10. The average survival of the prey is almost total for all competition

types except Types 9 and 10. This is potentially in line with the results for the Webworld

model [DHM01], that intraspecific effects should be stronger, however the axes scales on

the plots must be emphasised - the decrease in average prey survival at this point is an

extremely weak effect. In fact, overall, the nature of the competition distribution appears

to have very little impact on the number of surviving prey phenotypes. Between Types 8

and 9 the decrease is negligible, and between Types 9 and 10 the decrease is much greater

in each case (such that the new maximum is less than the previous minimum) but still

relatively minor overall. Indeed, the average falls by just 0.6% between Types 8 and 10.

The prey behaviours do not change much as α increases, indicating that predation is (in

this model) a less important consideration than the prey’s own internal dynamics. The

only significant change is that the prey population plot shifts upward by 20% between

α = 0 and α = 4, in correspondence with the drop in predator populations. Thereafter,

prey populations show minor uniform increases as α increases further.

Predator phenotype “survival” (in this scenario, more accurately described as the proba-

bility of the single predator species surviving across the parameter space) and population

size both follow much more interesting trends that are dependent on the degree of adap-

tive foraging utilised. When there is no adaptive foraging (α = 0), the shape of both

the predator survival and population graphs are almost identical to each other and that

of the total prey populations. Both increase monotonically with competition type and

the increase is greatest at the final step where competition spread is greatest. However,

for low levels of adaptive foraging (α ∈ {1, 2}, shown in the supplementary material:

Chapter 1, Figure 1.1), the increase is still typically monotonic until Competition Type 8

where it rapidly begins to drop. For larger α, there is relatively little correlation between

predator properties and prey competition distribution. For all finite α, these properties
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also show little variation with P1. However at α = ∞, where the predator only con-

sumes the prey that is most populous at that time step, there is significant variation

with initial condition - the greatest range of values being obtained when competition is

solely within the phenotype (Competition Type 0). Overall the relationship between both

predator properties and the degree of prey competition dispersal changes from positive

at α = 0 to negative at α = ∞, with regard to the shape of the graph. Considering the

values themselves, the predator properties display the following trends: both probability

of survival and population size increase slightly between α = 0 and α = 1, and then

decrease monotonically in maximum, minimum and average as α increases from 1 to 10.

For predator survival, between α = 10 and α = 15 the pattern reverses for the maximum

trendline, which increases thereafter. The minimum values fluctuate, showing no clear

pattern, however the disparity between values (that is, the influence of initial predator

population size) increases with further increasing α. For the predator population, the

decrease across competition types slows between α = 15 and α = 20, and similarly the

discrepancy between minimum and maximum values grows from there.

Next we take the average values (the red middle lines) and superimpose them at α =

0, 4, 7, 20,∞. This is shown in Figure 4.6.
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(a) Legend

(b) Prey Survival (c) Predator Survival

(d) Prey Population (e) Predator Population

Figure 4.6: Variation of properties for α = 0, 4, 7, 20,∞ with Competition Type

From Figure 4.6, it appears that out of α ∈ {0, 4, 7, 20,∞}, choosing α = 0 is by far

the best predator strategy no matter what kind of competition the prey phenotypes are

experiencing. When put in perspective, variation in competition type has relatively little

effect when averaged across the (c, p)-space and initial conditions, with the exception of

Types 9 and 10 impacting prey survival negatively and prey population positively, both

to a very small degree. Therefore, for each value of α we can justifiably average these
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averages again - this time across all 11 Competition Types - and then plot them as a

function of increasing α. The results of this procedure are displayed in Figure 4.7.

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.7: Variation of average properties (across Competition Types) with α for One
Non-Mutating Predator

From these plots we can see the following effects of α: as α increases prey species

survival is barely affected, however the prey population moderately increases (by approx-

imately 25%) and quickly plateaus, in correspondence to the inverse trend suffered by the

probability of predator survival which greatly and swiftly decreases from approximately

0.7 to 0.2. The predator population also mirrors the prey population’s increase in its sig-

nificant decline between α = 1 and α = 7. The main outcome of increasing α beyond 10

is to slightly improve the predator’s survival chance, but this does not appear to influence

the predator’s population. Although α = 0 is still a very good strategy, it is α = 1 (a linear

degree of adaptive foraging) that permits both the greatest average population and prob-

ability of survival out of the full range considered ({0, 1, 2, 4, 7, 10, 15, 20, 30, 50, 100,∞})

when it is the only predator phenotype present in the environment.
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4.3.2 One Mutating Predator: α = 0

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.8: One Mutating Predator, α = 0

Consider now the scenarios introducing one mutating predator with α = 0. In this case,

total prey and predator populations are monotonically increasing functions of the degree

to which prey competition intensity is spread amongst neighbouring phenotypes. The

same is true of the average number of surviving predator phenotypes. Similar to all of

the previous cases, the average prey survival follows a very different trend, remaining near

constant (and maximal) throughout until close to the point at which intraspecific com-

petition is equal in strength with interspecific competition between nearest neighbours,

at which point there is a drop.
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4.3.3 One Mutating Predator: α = 9

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.9: One Mutating Predator, α = 9

If instead it is the tenth predator that is initially introduced at the 10,001st time step,

there are unexpected consequences. Although the maximum trendlines for predator sur-

vival and population are similar in shape to those where it is the first predator (α = 0) that

is introduced (Figure 4.8), the survival line has been translated to higher values whilst

the population line has significantly reduced values. Furthermore, the average trendlines

are no longer monotonic and diverge significantly from the maximum. The minimum

trendlines for both properties reach a minimum at Competition Type 7, showing very

different patterns to the monotonic increase seen for the previous scenario. Simulation

results for different initial populations show that when the first predator is the one initially

introduced, the population size with which it is introduced is relatively inconsequential.

However, when the tenth predator is instead the invader, the simulation’s final state is

in fact very sensitive to its initial population size - and this dependence appears to gen-
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erally increase with competition type (the trendlines diverge). We also note that the

total predator population is reduced by approximately 30% for every competition type,

compared to introducing the first predator.

4.3.4 Ten Non-Mutating Predators

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.10: Ten Non-Mutating Predators

The results for Ten Non-Mutating Predators (Figure 4.10) follow broadly similar trends,

with the average number of surviving predator phenotypes, total prey population and total

predator population all generally increasing as the prey competition strength becomes

more evenly distributed. However there is now substantially greater variation resulting

from the initial predator population sizes - at least, there is greater variation than the case

of Ten Mutating Predators (Figure 4.11) or of starting with only predator #1 (Figure 4.8).

This is to be expected, as the inability of the predators to mutate will prevent the system

from recovering from the effects of major perturbations that cause extinctions which, if
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the predators could mutate, would be merely transient phenomena. This constrains the

overall predator populations and their preferred final distributions, which then affects final

prey populations. Similarly, although the predator survival graph is of similar shape to

that of previous scenarios, it is shifted down to substantially lower values. Intuitively, we

would expect enabling mutation to improve the possibility of survival, for the reasoning

outlined above, and this appears to be validated on average.

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.11: Ten Mutating Predators

Finally, let us consider the case of Ten Mutating Predators (Figure 4.11). As we

can see, the shape of the plots are similar to those given by previous scenarios, and we

note that out of the other scenarios considered, the values assumed by these plots match

closest to the maximal lines for One Mutating Predator (#10). The dependence on P1

that existed in that case (i.e. the divergence of the three plot lines in Figure 4.9) is not

strongly present here.
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4.4 Results - Feigenbaum Diagrams

We present Feigenbaum diagrams from a selection of eight different competition types:

0, 1, 2, 4, 6, 8, 9, 10. These are produced by considering 10,000 increments of p in (0, 0.5]

or c in (0, 6]. For each value, the simulation is run for 1,200,000 iterations, with predators

introduced at the 10,001st time step when applicable, and the bifurcation diagrams show

the final 100 iterations - that is, time steps 1,190,901-1,200,000. Furthermore, in the case

of 10-prey and no predators, we calculate the characteristic Lyapunov exponent of the

system. This is determined over 1,000,000 iterations following 100,000 transients, using

a version of the Householder QR-decomposition method [HUP97].

First, the legends (Figure 4.12). These are divided according to (a) the case of only

prey being considered, and (b) all other cases, where predators are also featured:

(a) Only Prey (b) Both Prey and Predators

Figure 4.12: Feigenbaum Diagram Legend
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4.4.1 Varying p, fix c = 2.0

4.4.1.1 No Predators

(a) Comp. Type 0, Bifurcation (b) Comp. Type 0, Lyapunov

(c) Comp. Type 1, Bifurcation (d) Comp. Type 1, Lyapunov

(e) Comp. Type 2, Bifurcation (f) Comp. Type 2, Lyapunov

(g) Comp. Type 4, Bifurcation (h) Comp. Type 4, Lyapunov

Figure 4.13: No Predators, varying p.
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(a) Comp. Type 6, Bifurcation (b) Comp. Type 6, Lyapunov

(c) Comp. Type 8, Bifurcation (d) Comp. Type 8, Lyapunov

(e) Comp. Type 9, Bifurcation (f) Comp. Type 9, Lyapunov

(g) Comp. Type 10, Bifurcation (h) Comp. Type 10, Lyapunov

Figure 4.14: No Predators, varying p.
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As competition type increases, the range of population sizes achieved (most notably at

p = 0) increases monotonically (Figure 4.13-14). This makes sense, as intraspecific com-

petition is monotonically decreasing - allowing larger populations to be reached when

neighbours are not present. Phenotypes #8 and #10 reach the highest population sizes,

suppressing phenotype #9 between them, achieving these values for p < 0.1. In this

range of p, this suppression of alternate phenotypes occurs more generally - for example,

at Competition Type 10 there is a clear separation of behaviours in this region, with phe-

notypes 2, 4, 6, 8 and 10 tending to higher values than the oddly-numbered species whose

populations tend to zero as p→ 0. Within these groups, the maximum values are ordered

by r-value. However, note that there could theoretically be situations of neighbouring

phenotypes both achieving very large values on a bifurcation diagram provided they were

alternating each iteration.

In the range considered, inverse period doubling is observed as p increases, until a critical

value is reached where forward period doubling begins again. This critical value of p is

beyond the observed range for Competition Type 0-6, becoming visible and with value

decreasing with Competition Type for Competition Type 8-10. For Competition Type

1, in the two bifurcation windows in close proximity to p = 0.25, there is an example of

bifurcation phenomena for prey phenotype #10. Namely, period doubling in one window

followed immediately by inverse period doubling in the subsequent window - together,

this is known as period-bubbling. It is clear from a closer inspection that at least pheno-

types #8 and #9 are also doing this in the same space. This is also well-demonstrated

in Competition Type 6 (Figure 4.14(a)).

These Feigenbaum diagrams show that changing the Competition Type in the range

0-6 is having a substantial effect on the prey dynamics, despite the survival and total

population plots showing relatively little change in global behaviour. Note that it ap-

pears as though increasing Competition Type is pulling the diagram to the left in a sense

- as Competition Type increases, regions of behaviour enter from high c and move to

progressively lower values. We also clearly observe that the ten phenotypes experience

chaotic synchronisation, despite each possessing a unique r-value, due to their coupling
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interactions.
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4.4.1.2 Ten Non-Mutating Predators

(a) Competition Type 0 (b) Competition Type 1

(c) Competition Type 2 (d) Competition Type 4

(e) Competition Type 6 (f) Competition Type 8

(g) Competition Type 9 (h) Competition Type 10

Figure 4.15: Ten Non-Mutating Predators, varying p, c = 2.0 fixed.
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The introduction of predators induces a number of changes to the bifurcation structure

(Figure 4.15). At c = 2, only the most focused predator (#10) is surviving, but it is

enough to alter the prey dynamics from chaotic (and covering a wide range) to periodic

and within a much narrower range for some values of p - for example, p < 0.05 for

Competition Type 6 and 0.13 < p < 0.19 for Competition Type 10. This predator also

synchronises with the prey phenotypes - its bifurcation structure seems to mirror that of

the multiple prey phenotypes - despite being only indirectly governed by the logistic map

and being coupled in a qualitatively distinct manner to the rest of the maps.
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4.4.1.3 Ten Mutating Predators

(a) Competition Type 0 (b) Competition Type 1

(c) Competition Type 2 (d) Competition Type 4

(e) Competition Type 6 (f) Competition Type 8

(g) Competition Type 9 (h) Competition Type 10

Figure 4.16: Ten Mutating Predators, varying p, c = 2.0 fixed.
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Enabling mutation between predators (using the same scheme as the prey) causes further

changes (Figure 4.16). At c = 2, only the top three predators are surviving, and even

then only when the rate of mutation is sufficiently low (or, in the case of Competition

Type 10, sufficiently high) and #8 has an extremely low population. When there was

only one possible predator, it flourished most when it had α = 0 or α = 1, so it is inter-

esting that for this choice of c (and thus, one suspects, for all of the transition regions

from no predator survival) in a competitive environment with multiple predators it is

the phenotypes of highest α that are most successful. Again, for some ranges of p the

dynamics have changed from chaotic to periodic and vice versa, compared to the case of

Ten Non-Mutating Predators.

For Competition Type 9 (Figure 4.16(g)), it appears from the bifurcation diagram that

at p = 0.25 the number of predators surviving falls from three to zero. However, the sur-

vival images indicate that there is some survival beyond that point during the last 10,000

iterations. Inspecting the data reveals that at Competition Type 9, the top predator

survives throughout to p = 0.353 - where the situation alternates every iteration between

predators #9 and #10, and #10 only, being alive - albeit with extremely low populations.

At p = 0.354 the top predator is struggling so much that it cannot succeed in generating

the #9 predator every iteration, and by p = 0.355 all predators are extinct by the final

100 iterations, and do not survive again until p = 0.449.

The bifurcation diagrams of varying c indicate that for larger c the top three preda-

tors (#8-10) survive permanently to settled periodic orbits. In this particular instance,

phenotypic population sizes in the periodic orbits increase with α. Combined with these

observations, it seems that at least in the case of mutation, for all varieties of competition

amongst the prey, having a larger α is preferable to ensure survival of the predator.
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4.4.2 Varying c, fix p = 0.25

(a) Competition Type 0 (b) Competition Type 4

(c) Competition Type 8 (d) Competition Type 10

Figure 4.17: Ten Non-Mutating Predators, varying c, p = 0.25 fixed.
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(a) Competition Type 0 (b) Competition Type 4

(c) Competition Type 8 (d) Competition Type 10

Figure 4.18: Ten Mutating Predators, varying c, p = 0.25 fixed.

Fixing p = 0.25 and varying c as the bifurcation parameter, we see that again with

mutation enabled we have the possibility of predator phenotype #9 surviving in addition

to #10. The synchronisation of the predators with the preys’ bifurcation structure in

c, just as it was previously with variation of p, is apparent. Comparing Figures 4.28-31

and 4.32(a)-35(a), we see something of the impact of enabling mutation amongst the

predators: the range of values attained by the two surviving predators is constrained

to lower populations, but the possibility of mutation also enables them to persist in

much greater ranges of the parameter than when mutation is disabled. In particular,

the predators are able to survive for much larger values of c in this range, and the

minimum c that permits survival is also increased. This suggests the following effects

of predator mutation: increased number of surviving phenotypes, increased parameter

range permitting survival, and decreased individual phenotype subpopulations (likely

due to resource competition). This is consistent with the expected effects of mutation

described in Section 4.3. The prey bifurcation structure is also altered, primarily due to

how mutation is changing the range of c where the predators are surviving.
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4.5 Results - (c, p)-space of Individual Scenarios, P1 =

0.1

4.5.1 One Non-Mutating Predator

For Competition Types 0-9, we find that for all values of α all ten prey phenotypes are

surviving on average, throughout the (c, p)-space. These results are therefore not shown.

(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.19: One Non-Mutating Predator: Competition Type 10: Prey Survival
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Considering Competition Type 10 then, these results are given in Figure 4.19. For

regions within the range 0.47 < p < 0.50 on average one of the ten prey phenotypes

is not surviving, although a closer inspection reveals that within these ranges three of

the phenotypes are typically extinct at the edge of the space (0.495 < p), and there is

the possibility of total extinction at high c for α = 0. In the corresponding prey-only

bifurcation diagram (Figure 4.14(g)), it can be observed that some of the periodic points

in the orbits of the prey phenotypes are approaching small population sizes at large p,

and at least one phenotype is visiting 0 during its orbit. Indeed, at p = 0.5, prey 5-10

are all observed from the data to visit 0, alternating such that prey 5, 7, 9 and 10 are

extinct in one iteration, with 6, 8 and 10 extinct in the following iteration, and then they

are repopulated whilst prey 7 and 9 instead go extinct in the next after that. Therefore

the average extinction of one phenotype in this range of p is not necessarily related to the

introduction of predation (indeed, c has relatively minor effect on the structure of this

region), and it appears to be simply a consequence of the structure of the coupled logistic

map’s Feigenbaum diagrams extending to regions of very high and very small values.

The choice of α does affect the exact boundary of the region of suppressed survival, but

the dependency is minimal. The only other occurrence of incomplete prey survival is for

Competition Type 10, α = 0, where on average one extinction occurs for 4 < c < 5.8

and very low p, and complete prey extinction is possible in 5.8 < c < 6, p < 0.01, where

feeding rates are very high and mutation may be too weak to quickly repopulate an extinct

prey phenotype.
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.20: One Non-Mutating Predator: Competition Type 0: Predator Survival
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.21: One Non-Mutating Predator: Competition Type 4: Predator Survival
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.22: One Non-Mutating Predator: Competition Type 8: Predator Survival
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.23: One Non-Mutating Predator: Competition Type 10: Predator Survival

For predator survival (Figure 4.20-23), let us first consider Competition Type 0. For

α ∈ {0, 1}, once the predator exists (in terms of minimum c) it exists for all greater

c in the considered range. However, for α = 2 and higher there is an upper limit less

than 6 on the value of c that permits the existence of the predator. This upper limit

decreases for α = 4, and again for α = 7. There appears to be no further compression

of the column of predator survival between α = 7 and 10, and indeed by 10 a new trend
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is beginning to emerge: at the top of the column (high p) the column begins to “streak”

into higher c. As α increases further, this streaking extends to higher values of c and fills

downward to lower p, so that by α = 100 it exists for p > 0.17 and reaches c = 4.5 but

with a very non-smooth boundary. We expect that this process continues to fill down to

the right of the column as α increases further, as by α = ∞ the whole p-range is filled

again for 1.3 < c < 4.1. We also observe (for all Competition Types) that the column

of predator survival shifts slightly to the left, beginning at lower values of c, as α increases.

This streaking pattern in α is not so clear for larger Competition Types, but it still

appears from the curvature of the regions of survival that when the trend reverses, it

does so primarily from the larger values of p. Inspecting Competition Type 6 suggests

it happens simultaneously at particularly high and low p-values in that instance. The

boundary of maximum c for survival is often non-smooth, particularly at low values of

α. Furthermore, as Competition Type increases, the curvature in the boundaries of the

predator survival region increases. For all α shown, the lower bound in c becomes increas-

ingly concave, as does a large intermediate section of the upper bound in c for the range

4 < α < 30. In addition, for all α > 0 it is visible that the upper bound in c notably

decreases at the extremes of high and low p.
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.24: One Non-Mutating Predator: Competition Type 0: Prey Population

150



(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.25: One Non-Mutating Predator: Competition Type 4: Prey Population
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.26: One Non-Mutating Predator: Competition Type 8: Prey Population
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.27: One Non-Mutating Predator: Competition Type 10: Prey Population

We next consider the effect of α and prey competition on the summed populations

of the prey and predator phenotypes. Although average prey phenotype survival is com-

pletely indifferent to predation, with the minor exceptions noted above, the total prey

population size (Figure 4.24-27) does mirror the region of predator survival. When c has

increased to the necessary threshold, the total prey population monotonically decreases

as c increases further within this region of predator survival. Uniquely for Competition
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Type 10, in regions where the predators die out, the total prey populations are maximised

at the extremes of p.

A note here regarding the influence of predation on the distribution of the prey. We

observe that when α is low, prey expectation increases in the regions of predator survival,

indicating that on average the lower r-valued phenotypes are particularly affected. This

even occurs for the full range of p in the case of only intraspecific competition and when

only the non-mutating predator with α = 0 is present (supplementary Chapter 1, Figure

1.15(e)) - ruling out the explanation of mutation and interspecific competition causing

an alternating ordering of prey subpopulations (as discussed in Section 4.2). Rather,

the prey with higher r values do indeed have higher populations when no predators are

present (the expectation is still greater than 6 the predators are absent), and thus when

a low-α predator is introduced it affects all of the prey populations equally, causing the

low-r, low-population prey phenotypes to suffer a proportionally greater decrease in ab-

solute population size. Conversely, when a more focused predator is introduced, they

consume prey with high r and thus higher subpopulations, causing the prey expectation

to decrease in regions of predator survival - which we observe, for example, in the case of

Competition Type 0, α =∞ (Supplement Chapter 1, Figure 1.37(e)) although the effect

is much less pronounced due to the lower populations of high-α predators (Figure 4.7(d)).
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.28: One Non-Mutating Predator: Competition Type 0: Predator Population
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.29: One Non-Mutating Predator: Competition Type 4: Predator Population
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.30: One Non-Mutating Predator: Competition Type 8: Predator Population
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(a) α = 0 (b) α = 2

(c) α = 7 (d) α = 20

(e) α =∞

Figure 4.31: One Non-Mutating Predator: Competition Type 10: Predator Population

Again, first consider Competition Type 0. As c increases, the predator population

(Figure 4.28) increases to a maximum for c approximately 3-4, then decreases slightly

and stabilises. This does not fully match the pattern of the prey population, which de-

creases monotonically with increasing c. Instead the sole predator phenotype finds an

optimal intermediate value of c within the survival region. This is not surprising as al-

though increased c benefits the predator by allowing it to reproduce faster, it also causes
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each individual to kill more prey and thus lower populations can be sustained. As α

increases past 2, this maximum value of the predator population decreases monotonically

with α.

In general, as with species survival, the behaviour and trends for total predator pop-

ulations are qualitatively similar across most Competition Types 0-8. In all cases, an

upper limit of c for predator survival enters the considered range at α = 2, and the pop-

ulation is maximised at an intermediate value of c. However, some changes are beginning

to occur at Competition Type 9, and are fully realised at the point of changing to Com-

petition Type 10 (where intraspecific competition is no longer stronger). The population

is still reduced if c is too low or too high within the survival region for most α. However,

there is now a significant dependence on p, with the population greatest at the extremes

of high and low p where the predator is not extinct. These peaks can also be seen entering

the considered parameter space for Competition Type 8 with larger values of α.
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4.5.2 One Mutating Predator with α = 0 (#1)

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.32: One Mutating Predator (α = 0): Competition Type 0
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.33: One Mutating Predator (α = 0): Competition Type 4

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.34: One Mutating Predator (α = 0): Competition Type 8
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.35: One Mutating Predator (α = 0): Competition Type 10

Now we return to the scenario where the predator with α = 0 is introduced, but muta-

tion along the predator lattice is enabled (with the same p), thus allowing the presence

of multiple predator phenotypes. Once again, all ten prey phenotypes always survive

except for Competition Type 10 where in a subset of 0.47 < p < 0.5, 0 < c < 4.5 on

average only nine phenotypes persist, and similarly for high c and extremely low values of

p (0 < p < 0.01). Total extinction is also possible in the latter region, but the occurrence

of this is negligible. For all other Competition Types, the total prey population decreases

monotonically with increasing c and decreasing p within the region of predator survival.

This means that, just as before, the prey populations do not mirror the fact that predator

populations are maximised at a lower value of c than this, and the reasoning is the same

as in the previous scenario. For Competition Type 10, as we would expect, in the regions

where the predator has died out the space displays the same trends that occurred in the

previous scenario when the single non-mutating predator went extinct, with prey popu-

lations now separated along the p-axis and maximised at the extremes of high and low p.
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In this scenario, prey expectation tends to increase (from 6 towards 7) as c increases and

p decreases, coinciding with the survival of predators and their increasing populations.

By considering the predator expectation (supplementary Chapter 1, Figure 1.207(f)), we

see that within the main region of predator survival (i.e. discounting the distinct region

that occurs for p > 0.46) the predator population is overwhelmingly weighted towards

low-α. Thus, there is consistency with the results of Section 4.5.1, where we saw that

low-α predation increases the prey expectation, whilst high-α predation lowers it. Here,

the full range of effects are occurring simultaneously, but the former trend dominates due

to the proportion of low-α predator phenotypes.

As before, for all values of p, there is a minimum threshold of c where predator survival

begins, and we infer from the Feigenbaum diagrams of other scenarios (Ten Non-Mutating

Predators and Ten Mutating Predators) in the previous section that it is the highest α

predators which exist first in these transition regions where 1-2 phenotypes survive. This

threshold increases smoothly with p, although it decreases again at very high p as the

boundary curves back on itself at a non-differentiable point, due to an intersection with a

distinct region of survival that exists at high p (approximately 0.45 < p < 0.50). We note

that allowing mutation still allows predator survival at least as far as c = 6, likely because

predator #1 is present (which, as we saw in Figure 4.20-23, was the only phenotype that

on its own could survive for such large c). However the lower bound of predator survival

has increased, particularly for high p, compared to the scenario of introducing the same

predator without the possibility of mutation. In this case, indirect competition between

predator phenotypes is sufficiently strong to drive the whole species to extinction, without

consuming all of the prey who are therefore able to fully recover by the 100,000th itera-

tion. Thus, the possibility of mutation and changing hunting strategy is not necessarily

beneficial to the predator for all parameter choices.

Within the region of survival (excluding the distinct region at high p), the total predator

population typically increases with increasing c and decreasing p (although it is max-

imised at minimum p and intermediate c), but the average number of surviving predator

phenotypes increases with increasing c and p. As previously stated, by examining ex-
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pectation, we see that the predators are very strongly weighted towards the lower end

(phenotype #1, the least focused hunter, in particular) in the entire primary region of

survival. It is only in the distinct upper region of large p where the expectation becomes

much more varied. At Competition Type 10, changes in total population are much more

extreme, with the total predator population rising steeply at very low values of p.

Finally, we note that as interspecific prey competition grows, the smoothness of the trends

in both prey and predator population is hampered by a new artefact: as Competition

Type increases to 8 and beyond a region of suppressed prey and predator populations for

approx 0.05 < p < 0.1 enters the visible range from high c, and by Competition Type

10 it has become a significant feature that begins at c ≈ 2.6. It appears that preda-

tor phenotype #2 totally dominates in this region, which is not clearly visible in any

other scenario. However, there are disturbances in the region of high-c low-p in the One

Mutating Predator (#10) (Figure 4.38-39) and Ten Mutating Predators (Figure 4.47-48)

scenarios, but it is far from obvious that they evidence the same trend.
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4.5.3 One Mutating Predator with α = 9 (#10)

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.36: One Mutating Predator (α = 9): Competition Type 0
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.37: One Mutating Predator (α = 9): Competition Type 4

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.38: One Mutating Predator (α = 9): Competition Type 8
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.39: One Mutating Predator (α = 9): Competition Type 10

These results are broadly similar to the previous scenario, with the exception of the total

predator population which is more complicated than before. For Competition Type less

than 10 it is maximised at the extremity of high-c high-p, and overall the main area of

“large” population is medium to high-c and high to very high-p (but separated from the

maximum at the extreme which appears to be the edge of a distinct overlapped region).

There is a distinct “central” region of survival at intermediate p where the predator

population decreases, but not as much as for medium to high-c and low-p where the to-

tal predator population decreases with p and becomes very small. This coincides with

a curved overlapping region of increased average survival which is the only significant

change to the predator survival plots. The artefact that appeared for high Competition

Types in the previous scenario does not obviously occur here. Instead, as Competition

Type increases to 8 and above we observe increased curvature (the boundary begins to

bend back on itself) of the boundary of minimum c for predator survival, and furthermore

regions of very high predator population enter the image (beginning at Competition Type

8 and becoming clearly visible by Competition Type 9) both at low-c low-p, and high-c,
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high-p of of the region of predator survival. These are the regions of maximum predator

population, similar to what was observed for various values of α at high Competition

Type in the scenario of One Non-Mutating predator. However, even the greatest preda-

tor populations for this scenario are a significant reduction (∼ 60%) from those achieved

in the case of predator #1 being introduced first. This accounts for the other major dif-

ference between these scenarios, which is that the total prey population is more robust,

decreasing much less than before as c increases and p decreases.

This scenario was investigated solely to determine if the choice of starting predator has

any significant effect, by comparing with the previous case of One Mutating Predator

#1 and also the later case of Ten Mutating Predators. The results, primarily relating

to the patterns of predator population, are closer to that of Ten Mutating Predators

than to One Mutating Predator (#1). The conclusion to draw here is that the existence

of constant mutation amongst both prey and predators is not some sort of equalising

mixer that smooths everything out. Indeed, even when predator mutation is present,

and after 100,000 iterations, there are clear differences present in the averages of this

fully-deterministic system resulting from variation of initial conditions in the predator

introduction - that is, introducing the tenth instead of the first predator - and distinc-

tions are visible even for very high rates of mutation (0.4 < p). In particular, compare

Competition Type 10 for One Mutating Predator(#1) (Figure 4.35) , One Mutating

Predator(#10) (Figure 4.39) and Ten Mutating Predators (Figure 4.48). The latter two

are very clearly similar whilst the first is distinct. This may imply that it is easier to

propagate down that lattice than up. That is, starting at #10 will more easily result in

predator phenotype #1 being populated than vice versa. This scenario nonetheless re-

tains some differences from Ten Mutating Predators - for example, in that scenario when

c is large and p is low, artefacts can occur where predator populations are large but prey

populations relatively small, whilst that does not happen in this case.

We therefore examined data for initialising predator #2, 3, . . . , 9 (with α = 1, 2, . . . , 8

respectively). The full results are contained in Chapter 4 of the supplementary document.

Most trends persist across the full range of initial predators - for example, in all cases
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the lower bound in c for predator survival at the edges of the range of p (i.e. p close

to 0 and close to 0.5) decreases as Competition Type increases. However, the fact that

discrepancies persist between the final averaged results, dependent on which predator

was first introduced, is far clearer when these intermediate values of α are considered.

As we might expect, the images are generally similar across α for sufficiently large p,

but even for a highly non-trivial rate of mutation - for example, p = 0.3 in the case of

Competition Type 2 - strong distinctions remain after many iterations. In particular,

two regions of variation should be highlighted. First, in the range between approximately

0.2 < p < 0.38. Across all competition types, as α changes from 1 to 2 the region of low

predator survival vanishes, leaving a transition (at a higher boundary in c) directly from

zero to moderate predator survival. This remains the case until the change from α = 6

to α = 7, where the missing transition region is mostly filled in from above, leaving a

smaller gap in 0.2 < p < 0.3 that does not extend to such high values of c. This is mostly

addressed in the change to α = 8, leaving only a small discontinuity that is smoothed

over by the final scenario of α = 9. The second feature is the region which lies beneath

the previous one, mainly within the range 0.1 < p < 0.2, which for α = 0, 9 was visible

as little more than an discontinuity primarily noticeable in Competition Type 10. We

see from the additional images that when introducing a predator of intermediate α this

expands in p to create a new region of high (but not maximal) predator survival, reaching

a maximal area at α = 5 and then reducing again so that it is barely visible (and has large

predator survival only at the upper bound of the region in c) by α = 9. Both of these

trends are represented in the selection, taken at Competition Type 8, shown in Figure

4.40.
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(a) α = 0 (b) α = 1

(c) α = 3 (d) α = 7

Figure 4.40: Effect of Initial Predator Phenotype on Predator Survival; One Mutating
Predator, Competition Type 8
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4.5.4 Ten Non-Mutating Predators

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.41: Ten Non-Mutating Predators: Competition Type 0
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.42: Ten Non-Mutating Predators: Competition Type 4

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.43: Ten Non-Mutating Predators: Competition Type 8
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.44: Ten Non-Mutating Predators: Competition Type 10

In this scenario (Figure 4.41-44), we introduce all ten predators simultaneously (but with

a total population equal to that of a single predator introduced in the previous cases) but

with predator mutation now disabled. Note the first effect of this - just as in the case of

One Non-Mutating predator, p has relatively little effect on the behaviour of the system

except at the extremes of p when the Competition Type is 9 or 10, and when we consider

the non-smooth boundary of the right-hand region predator survival (which, when we

consider the additional tests shown in the supplementary material, is highly dependent

on initial conditions including P1). At most, only one predator phenotype survives, and

it survives for two separated columns of p: one of approx 1.2 < c < 2.1 and a second of

roughly 5 < c. The first column is smooth and better defined in terms of c, and con-

sists entirely of the most focused predator phenotype #10, whereas the second is much

more shattered and indistinct but permits a much larger (x2) population throughout.

This indistinct region is composed entirely of the least focused predator (#1), which we

determine by examining the predator expectation plots in the supplementary material.

Note, therefore, that there is an intermediate region where now no predator species sur-
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vive, but where if the low-α predators (#1,2) were introduced alone (albeit with a larger

phenotype-specific population) they would survive. This suggests that predator pheno-

types may have inhibiting effects on each other, with indirect competition for resources

playing a strong role in determining which phenotypes persist, even though the effect

is not due to overpredation simply wiping out the prey, as the prey survive enough to

repopulate fully after the predator extinctions. This clearly illustrates the often counter-

intuitive and unpredictable responses of nonlinear dynamical systems to perturbations -

namely, more is not always better for the predators.

All prey phenotypes survive throughout, except for 0.47 < p with Competition Type 10 as

usual (Figure 4.44(a)), and total prey populations are decreased in correspondence with

the total predator populations, with the exception that in the high-c region of predator

survival the prey populations decrease more as c increases whilst the predator population

is also decreasing - although this effect is very minor. As Competition Type increases,

this trend becomes slightly clearer.

Furthermore, as competition type increases, the right-hand (large c) area of predator

survival generally solidifies and moves left to begin at lower c. Simultaneously, the lower-

c column shifts (both lower and upper bounds) very slightly to the left (toward lower c)

as competition type increases. The constituent phenotypes of both regions remain the

same throughout, and we discuss this in further detail in Section 4.6. Similar to previous

scenarios, at Types 9-10 the shape of the left column becomes more complex with the sec-

tions of lowest and higher p shifting to lower c and with both prey and predators having

larger populations at these extremes within the column. Again, however, the predator

total populations are qualitatively larger in the right-hand section (more broken and be-

ginning at lower c than ever) than in the left-hand column. Also once again, the prey

adopt the new trend of maximum populations occurring at the extremes of p in regions

where the predators have gone extinct.
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4.5.5 Ten Mutating Predators

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.45: Ten Mutating Predators: Competition Type 0
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.46: Ten Mutating Predators: Competition Type 4

(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.47: Ten Mutating Predators: Competition Type 8
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(a) Prey Survival (b) Predator Survival

(c) Prey Population (d) Predator Population

Figure 4.48: Ten Mutating Predators: Competition Type 10

As previously stated, the case of introducing Ten Mutating Predators (Figure 4.45-48) is

highly similar to that of the single highest-α mutating predator being introduced (Figure

4.36-39). The only major difference is that an artefact of very high predator population

(and moderately high predator survival, resulting in the minimal total prey population in

the region) has appeared at high c and low p, moving further into the visible parameter

space as Competition Type increases. Its highly non-smooth boundary suggests that it

too is highly dependent on initial conditions.

4.6 Discussion

Our results demonstrate that this complex system can in general be very robust for a

large range of parameters, but when the cases of Competition Type 10 and α = ∞ are

considered, the system exhibits rapid changes to pathological cases once thresholds that

exist at the edges of the α-Competition Type parameter space are crossed.
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Looking first at the dependence on Competition Type, in all cases, the averaging plots

(Figure 4.1-6.11) show that the prey populations increase by between 10 and 20% as the

competition varies from fully-intraspecific (Competition Type 0) to evenly-distributed

(Competition Type 10). Other changes to survival and population patterns generally

begin to show in Types 8 and 9, revealing a gradual change that is complete at Type 10.

The bifurcation diagrams with p as the varying parameter (Figure 4.13-6.16) demonstrate

the clear, major effects that can occur as a consequence of changes in competition type,

and in particular show that certain changes begin between Types 6 and 8. We also note

that by comparing the averaging plots for One Non-Mutating Predator that superimpose

a selection of predator behaviours as a function of Competition Type (Figure 4.6), neither

their survivability nor their population (averaged over five choices of P1) showed a large

degree of variation or a consistent trend. The most significant effect on a predator is

the approximately 20% monotonic increase in population, accompanying a 5% increase

in probability of survival, between Competition Type 0 and Competition Type 10 for a

predator with α = 0.

In all cases, for Competition Type 10 only, beyond p = 0.47 we enter a region where

there may be one extinct prey phenotype on average. The exact values of c for which this

occurs within the region varies according to the scenario and Competition Type. From

the prey-only bifurcation diagrams (Figure 4.13-14), it appears that some prey pheno-

types (in particular, including #10) temporarily visit zero in their orbits throughout

0.465 < p < 0.5. This is the only significant region in the (c, p)−parameter space, aside

from extremely low values of p, where not all prey phenotypes are surviving on average.

The survival and population plots with P1 = 0.1 show a significantly greater degree

of similarity between Ten Mutating Predators (Figure 4.45-48) and One Mutating Preda-

tor (#10) (Figure 4.36-39) than between Ten Mutating Predators and One Mutating

Predator (#1) (Figure 4.32-35). This is also true for the averaging diagrams over the

whole space and the five choices of P1, but only when we restrict our considerations to

the “maximum” line of the averaging diagrams for One Mutating Predator (#10). Ex-

amining the survival and population images for a different initial condition, P1 = 0.3,
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at Competition Type 10 (Supplementary material, Section 1.5), it is clear that in this

case as well the general structure in parameter space is much closer between Ten Mu-

tating Predators and One Mutating Predator (#10) than One Mutating Predator (#1),

which differs primarily in that the total predator population is much larger on average

and tends to increase at low p. However, One Mutating Predator (#10) suffers many

additional extinctions for c > 3.5 which visibly appear to be artefacts rather than part

of the attractor. These extinctions may explain why the averaging diagrams for One

Mutating Predator (#10) (Figure 4.9) vary much more with initial predator population

size than the other scenarios, and that there is greater similarity in the average trendlines

for predator survival between One Mutating Predator (#1) and Ten Mutating Predators

(despite the attractors of these systems being a relatively poorer fit to each other) than

the average trendlines for predator survival between One Mutating Predator (#10) and

Ten Mutating Predators. As we have noted, the system as a whole does maintain a sur-

prising dependence on the initial conditions - in particular, precisely which predator is

introduced - even when mutation is enabled and at a relatively high rate.

Considering the averaging diagrams for One Non-Mutating Predator (in particular, Fig-

ure 4.6 and 6.7), the best foraging strategy for a solo predator is the linear weighting

α = 1. Overall, α = 1 optimises both the survival and population size of a lone predator,

but if it must have a more focused strategy then an exclusive hunting strategy (α =∞) is

better than any finite α > 4 for ensuring survival. However, its population will be limited

to less than the values achieved at α = 1, 2, 4, 7 and, unlike survival, predator population

sizes do not show significant growth again as α continues to increase. This is likely due to

the logistic Fui’s limitation on the population size of any given prey phenotype, which in

turn particularly constrains the population size of a focused predator in the subsequent

iteration.

In contrast, when looking at the predator survival plots for Ten Non-Mutating Predators

(Figure 4.41(b)-44(b)), in a mixed environment initially featuring predators of all kinds

it is the two extremes of predator foraging strategy that are optimal. Throughout the

(c, p)−space for this scenario (regardless of competition type) it is never preferable to
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have a value of α ∈ R+\{0}. In particular, only one optimal phenotype will survive and

it is always either that with the lowest or highest α. For a region of low c, it is best

to have the highest α in a mixed environment as this is preferable when a single prey

phenotype’s population is sufficient to sustain a predator, whereas in the region of high

c (separated by a region of total extinction for an intermediate range of c) only the least

focused phenotype will survive. At high c, the predators must kill more to survive - that

is, they are dependent on a greater prey population (see Section 4.2.2.3, effect (3) of in-

creasing parameter c). At this point, the most focused predator will feel the limitation of

being restricted to a single, limited population - preventing it from flourishing any further

at high c - whereas the low-α predator can effectively continue to increase to potentially

ten times this limit (by feeding on all ten prey phenotypes) as increased c continues to

improve its reproductive efficiency. Thus, it is not surprising that the phenotype with

lowest α should be the most competitive phenotype at high c, given that the number

of surviving prey phenotypes are undiminished by predation. This is reinforced by the

predator survival plots for a single Non-Mutating Predator (Figure 4.20-23): at α = 0, 1

there is no upper limit in c within 0 < c < 6, but this does enter and become limiting

for all larger values of α. Similarly for the scenarios of One Mutating Predator (Figure

4.32(b)-35(b), 6.36(b)-39(b)) they either start with or can produce predator phenotype

#1, hence if there is an upper limit of predator survival it is beyond c > 6. Such evidence

supports this explanation of the Ten Non-Mutating Predators case breaking down into

#10 at low c and #1 at high c.

In relation to the literature, this investigation has added to our understanding of the cou-

pled map lattice model introduced and developed in previous work [MGM13, MGM15,

MAGM16, AMGM17], by shedding light on the role of competition and demonstrating

how both the initial conditions and the nature of the predator implementation can cause

the most desirable predator strategies to change. In particular, one of the main results

of this study appears generally consistent with that found when using other, very differ-

ent ecological models, such as the Webworld model [DHM01] that will be studied in the

following chapter. This is the finding that that intraspecific competitive effects must be

stronger than interspecific competition in order to avoid difficulties arising in the system,
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and furthermore we have found that as long as this condition is satisfied the survival of

species in the model does not appear to be too sensitive to the precise weightings which

are assigned.

4.6.1 Interpretation as a Spatial Model

When p is too large to represent biological mutation, let us recall the spatial interpreta-

tion of our model (see Section 4.1). In this case we take the prey lattice as subpopulations

of a single phenotype in geographical subregions, whilst the predator lattice continues to

represent a range of predator strategies (not geographical subpopulations). The higher

the position on the lattice, the larger the value of α for the predator group - and the

more they focus their efforts on feeding in a single region rather than distributing their

efforts throughout the regions. In effect, the predator lattice here defines the mobility of

a subpopulation of the predator phenotype, and the “mutation” they undergo is a small

change in strategy. In particular, the prey could represent phenotypes of a plant species

that can disperse some of its seeds over neighbouring regions, whilst the predator could

represent a grazing herbivore animal that is much more mobile relative to the prey.

As discussed above, our results indicate that for a single non-mutating predator, α = 1

(closely followed by α = 0) is preferable. In a mixed competitive (i.e. multiple predator

phenotypes) environment, α = 0 is best when c is high and α =∞ is best when c is low.

In the spatial interpretation, this means that a solo predator can sustain the greatest

population if it feeds from prey in all subregions at every turn, but weighs its preference

in a linear relationship with the prey subpopulation sizes. However, in an environment

where the predator is divided into subgroups according to their current degree of adaptive

foraging, when demand is low a highly adaptive predator may succeed, and if the success

rate of attacks (c) is high then a clear advantage is given to those predators which split

their hunting effort completely evenly across all ten regions, regardless of the current

distribution of prey population.
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4.7 Conclusion

Our primary finding in this chapter concerns the choice of foraging behaviours that max-

imise a predator’s population and chances of survival across a variety of initial conditions

and parameter choices. For a non-mutating single predator phenotype (only one behaviour

is permissible) adaptive foraging linearly proportional to the prey phenotype population

size (α = 1) is optimal. If individuals can incrementally vary their behaviour over time,

no adaptive foraging is best when the kill rate (c) is high, and exclusive adaptive foraging

may be the best chance of survival when the rate is low.

For a predator with a given degree of adaptive foraging, its properties are relatively

robust against variation in the distribution of competition amongst its prey over a large

range (Competition Type 0-6). This is reassuring with regard to constructing population

models where the relative weights of competitive effects are not known, that so long as

intraspecific is stronger than interspecific competition the system is not highly sensitive

to variations in this distribution. The main effect observed is that (in all cases, regardless

of predation’s presence or absence) total prey populations increase with a greater degree

of interspecific competition - supporting the hypothesis that it is a necessary factor to

promote survival. The case where intraspecific and interspecific competition are equal

in strength is unlikely to occur in nature, and the system typically exhibits qualitative

changes as this case is approached - such as a minor but consistent decrease in average

prey survival and populations at high mutation rates.

With regard to shortcomings in the model, c is somewhat loosely defined in terms of

biological processes. It would also be useful to uncouple the predator and prey muta-

tion rates, as they do not represent the same idea in the spatial interpretation of the

model, and even when representing mutation they should only necessarily coincide for

different species at extremely large scales - i.e. ensuring that mutation for both species

occurs on the same scale of e.g. millenia, rather than decades for one and millenia for

the other. A change to the model with a more intuitive spatial interpretation in mind

would be to define the predator lattice as the amount of the species in a given subregion

- coinciding with the prey lattice. Thus, predator #5 would be restricted to feeding on
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prey #5. The predator strategy would then be defined as its tendency to expend ef-

fort migrating between regions rather than hunting in its current domain. Strategies of

predator-avoidance, instead of just random diffusion between neighbouring regions, could

also be implemented. In Chapter 6, we will study these principles in a two-dimensional

grid using a more realistic and sophisticated multi-species eco-evolutionary model that

will first be described in Chapter 5.
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Chapter 5

The Webworld

Eco-evolutionary Model

5.1 Introduction

Predicting the impact of challenges such as climate change on the earth’s ecosystems re-

quires models that can simulate the ecological and evolutionary responses to perturbations

of complex ecological networks. Simulated ecosystems should possess realistic network

structure that not only could exist, but could have been reached by evolution from a first

species. Eco-evolutionary models accomplish this by periodically adding species through

stochastic mutation events which are then subject to predator-prey dynamics. The re-

searcher specifies the evolutionary and ecological rules of the system, and then allows it to

select the number, type and relationships of the surviving species as emergent properties.

Previous efforts at ecological modelling took several approaches. Classic population dy-

namics based on the work of Lotka and Volterra [Vol26] performed detailed mathematical

studies of small systems of two or three species with fixed functional responses and preda-

tory relationships. Static models such as the Cascade Model [CN85] and the Niche Model

[WM00] used statistical rules to try to approximate the network properties of empiri-

cal food webs. Community Assembly models [PP83, Yod81b, Dra90, MLPD96, LM96]
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incorporated population dynamics with larger species networks by modelling periodic in-

vasions of species with predetermined trophic properties. In recent years, advancements

in computing power have enabled efforts to be made to combine the strengths of all of

these methodologies. Eco-evolutionary models include complicated population dynamics

on large-scale networks, and allow ecological and evolutionary processes to feedback to

each other, so that the model’s rules dynamically determine which species flourish and

what trophic level they currently occupy in the present network.

Some eco-evolutionary models include that of Loeuille and Loreau [LL05] which fea-

tures a single continuous body-size trait to distinguish species and determine predatory

and competitive interactions. A related, improved model with three evolving traits (body

size, feeding range, and feeding window) was developed by Drossel and Allhoff [ARR+15],

and extended to a spatially-explicit variant [BDA17]. Guill and Drossel [GD08] studied

an evolutionary version of the static Niche Model, with added population dynamics. Bas-

tolla and Lässig’s model [LBMV01, BLMV02] arranges species into a hierarchy with each

group able to consume members of the one below, and new species are obtained by ran-

domly altering the interaction coefficients between species. Rossberg’s Matching Model

[RMAI06, RIAI08] assigns each species traits from two spaces: a space of hunting traits,

and a space of vulnerability traits. A species is able to predate upon another if its hunt-

ing traits correspond to the prey’s vulnerability traits. A model proposed by Ito and

Ikegami in 2006 [II06, ISI09] employs a two-dimensional phenotype space, with the two

continuous traits describing a species’ role as a predator and as a prey. The simulation

begins with a single concentration of biomass at one point in the space (in other words,

a single initial species) and mutation is then modelled by continuous diffusion across this

trait space, demonstrating evolutionary branching as the cluster breaks apart into mul-

tiple separated groups. Other models [Yos03, TY03] also take into account mutualistic

relationships where both parties benefit from the existence of the other.

The Webworld model was originally proposed in 1998 [CHM98] and then further refined

with a more sophisticated ratio-dependent functional response, amongst other improve-

ments, in what is now the canonical 2001 version [DHM01]. In this approach, species
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are each assigned a number of integers, which represents the presence of an abstract

morphological or behavioural trait, the combination of which determines that species’ re-

lationship with every other species. In particular, each trait is randomly assigned a score

against every other one, and the direction and strength of a predatory link between two

species is calculated from the sum of their traits’ scores. A bioenergetic resource model

of population dynamics, in the form of balance equations, is superimposed on this food

web structure. This form of dynamics, based on the influential work of Yodzis and Innes

[YI92], has become a popular paradigm, with researchers implementing it on a variety of

other food web models (e.g. [WM04b, GD08, UDB07, UD07, HDBG12]). The system is

iterated repeatedly using the Euler method to calculate the resulting population densities.

After a steady state is reached or a sufficiently large number of iterations have passed, one

“evolutionary time-step” is deemed to have occurred and a surviving species is selected to

undergo speciation. In this process, a child species is created that inherits all but one of

its parent’s traits, and the population dynamics then decide if the mutant child perishes

or if it successfully invades and establishes itself as a viable member of the ecosystem. A

food web is generated from one initial species through a series of these events.

In the study presented in this chapter, we have reproduced the Webworld model, and

we shall test it to verify results of ecological interest, and give attention to aspects of the

networks generated by the model which have not yet been studied. In particular, we in-

vestigate the stability of the networks in the form of community robustness (and how this

correlates with other food web properties), the relationship between the number of links

and the number of species which has been of interest to theoretical ecologists for several

decades, and we consider the behaviour of the model over very long timeframes as well

as its response to perturbation of the resource. In the following section, we summarise

the body of work that has been previously conducted using this model. Our aims for this

chapter could therefore be stated as the following:

• Study the Webworld model more rigorously than has previously been done, par-

ticularly with regard to long-term behaviour, and averaging emergent food web

properties.

• Test the nature of the stability-complexity relationship in food webs generated by
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the Webworld model.

• Test the link-species relationship in Webworld’s food webs. To our knowledge, this

will be first time that webs constructed using a dynamic eco-evolutionary model

has contributed to this ecological question of historical interest.

5.1.1 History of the Webworld model

The original paper [CHM98] presented a version with a simple functional response. The

authors studied the properties of the web with different parameter sets, the distribution

of species across trophic levels, and the growth of the web over time. In this version,

the webs eventually converge to a stable configuration that cannot be further invaded

by any phenotypically-similar species. This property is not present in the updated 2001

model [DHM01], where the changes to the functional response reduces predation on new

species with low populations, increasing the possibility that they can successfully invade.

This results in a continual change in the exact arrangement of species in the ecosystem.

However, simulations which were restricted to only permit basal species are still found to

become uninvadable. They then tested the effect of the competition and resource param-

eters on the size and other properties of the web, and the size distribution of extinction

events which they find supports an exponential decay rather than a power law - making

large extinction events very improbable.

The significance of this change in the functional response was further investigated in

2004 [DMQ04]. This study tested various other types of functional response, including

Lotka-Volterra, Holling, and Beddington-deAngelis. The results showed that an essential

feature for the construction and persistence of large, complex webs is the ability of preda-

tors to focus their efforts on their most efficient prey. This verifies the central reason

for developing eco-evolutionary models in the first place - namely that the population

dynamics has an important effect on the long-term evolutionary network dynamics (and

vice-versa, although this is more obvious).

An in-depth study of the response of the networks to perturbation by conducting tests

using Species Deletion Stability (artificially forcing the deletion of a species) was con-

187



ducted [QHM05a]. Competitors are less likely to go extinct as a result of the deletion

than an average species, prey are somewhat more likely, and predators are much more

likely - with the probability of extinction increasing with the fraction of their diet de-

voted to the deleted species. They also considered how the trophic position of the deleted

species affects the impact of its deletion, and in particular the likelihood of secondary

extinctions on each trophic level. They found that deletions are most to least impactful

in the order 1-4-2-3, and show a transition from bottom-up to weaker top-down effects

as one goes up the web: deleting low-level and, in particular, basal species is very likely

to cause secondary extinctions of their specialised predators, while deleting very high-

level species (which are more generalist predators) can cause extinction of prey. This

is due to “predator-mediated coexistence”, where the pressure from a predator allows a

poorly adapted prey to coexist alongside a better one. If the predator is removed, the

more efficient prey species can then force the extinction of its less-effective competitor.

Furthermore, deleting more-connected species results in more secondary extinctions. Re-

dundancy (the fraction of species who possess the same set of prey and predators as

another species) and link density are positively correlated with species deletion stability

of the whole web, while omnivory and diversity are negatively correlated with it, so no

statement on the general impact of “complexity” on stability can be made.

Quince et al [QHM02] studied the mechanism and effects of speciation events in de-

tail. 89% of invasions result in the mutant child going extinct immediately and no other

change in the network. Parents, other competitors, and prey of the mutant child are

more likely than average to go extinct as a result of the invasion, while predators of the

mutant are less likely. Since non-parental competitors are more likely to go extinct than

a random species, competition is a significant factor in facilitating successful invasions.

Because of this, and the similar trophic roles between parents and children, children of

species on trophic levels 2 or 3 are more likely to successfully invade than those on trophic

levels 1, or on 4 though this is more likely due to the lack of available prey.

Next there is a very in-depth study of how varying the parameter values impacts the

structure of the constructed food webs [QHM05b]. This research highlights the rela-
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tionship between the population dynamics (to which the parameters pertain) and the

network structure. They find that for most species trophic height (referred to in this and

later chapters as prey-averaged trophic level or PATL) and trophic level (shortest-chain

trophic level or SCTL) are very similar, that both the competition and predator satura-

tion parameters have critical thresholds beyond which diversity is kept very small, and

that diversity and average trophic levels increase with the amount of resource. They fur-

ther develop the specialist-to-generalist principle of the food webs that other papers have

discussed. Rising up the food chain, the species transition from specialised (higher scores

and well-adapted to exploit a small number of species) to more generalised predation that

is instead limited by available prey populations. Increasing the amount of resource pushes

this effect further up the chain so that on each trophic level prey numbers decrease and

predator numbers increase with the resource. Furthermore, linear stability analysis of the

populations at equilibrium confirm that at lower trophic levels, predators and competition

control the population sizes, while at higher trophic levels the effects of prey on predator

populations becomes stronger whilst that of predators on prey weakens. This paper also

studies the distribution of link strengths, finding that the model supports the popular

hypothesis that complex food webs possess many weak links, whether by considering the

efforts or diets of the species (most of which are close to either 0 or 1), or by considering

the direct effect of each species’ population on each other at equilibrium. They find that

this latter measure also skews towards weak interactions, and shows some mutualistic

relationships between prey and predators. However, it is noted that the Webworld model

typically has lower link density than the most reliable empirical food webs, although this

property could vary depending on how and what strength of links are counted.

A study by Lugo and McKane [LM08a] focused on the nature of species definition in

the model, considering the effect of changing how species are defined in a number of

ways: firstly by occasionally adding additional traits rather than always replacing them

at mutation (this produces complex webs provided complexification is less likely than

mutation, although there is the possibility of a dominant species that increases in com-

plexity and prevents significantly different species from invading). Second, they remove

the explicit use of traits and instead use a dichotomous form of competition (unifying
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all interspecific competition) and then assign feeding scores against other species which

are subject to random mutation. This also produces similar webs to the standard model,

although they grow faster and stabilise with lower species numbers and lower maximum

trophic levels. However, the main result here is that the model can be successfully simpli-

fied in this manner, which would facilitate comparison to other evolving food web models

that use interaction scores instead of explicit traits [Yos03, TY03].

A second study by the same authors [LM08b] varies the values of the properties which

define species and how this definition determines the feeding relationships: the number of

traits per species and in the trait space, the stochastic distribution from which the trait

scores are chosen (including Gaussian, discrete, and uniform distributions), initial species

populations, and population thresholds. Most of the possible changes do not prevent the

model from successfully constructing realistic food webs, although if the number of traits

that define a species is greatly increased, the transient stage of web development is longer

as diversification requires more mutations, since a smaller fraction of the features of a

species are substituted at each speciation event.

Finally the Webworld model has been described in several other publications [DM03,

MD05, DM05] including a general summary of the model by McKane [McK04], where he

also provides a comparison to other models and an overview of the recent history and

context of food web research. Of particular interest in this article is the size and structure

of the web as a function of resource input.

5.2 Description of the Model

We describe the model here in detail. For full justification of each step, refer to the

original paper by Drossel et al [DHM01].

5.2.1 Model Initialisation

1) Draw trait scores for a 500x500 array. The default is an antisymmetric array, β, with

zeros on the diagonal and all other scores drawn from a Gaussian distribution with mean
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0 and variance equal to 1, however for one comparative experiment in Section 5.8 we will

employ a different form for the trait score matrix.

2) Draw ten distinct traits for the resource, and a further ten to define the initial non-

resource species. If the first species is unable to feed on the resource, we discard it and

draw a new set of traits.

3) The resource begins with a population equal to its parameter R/λ, where R is a

parameter of the simulation and usually on the order of 104 or 105, and λ is the ecological

efficiency (that is, the fraction of the biomass of a slain individual that is successfully

converted to biomass of the consumer) and is taken to be 0.1 in accordance with empirical

estimates [Pim82]. The first species begins with population (equivalently, biomass, as all

species are assumed to have density equal to unity) equal to 1.0, which is the minimum

permitted population size. If a non-resource species falls beneath this threshold during

any point in the ecological dynamics, it is considered extinct.

4) Enter the evolutionary timestep loop. This usually consists of 120,000 evolutionary

timesteps.

5.2.2 Iteration of the model

Each evolutionary timestep consists of iterating the ecological loop, described below, until

either a maximum of 100,000 ecological timesteps are carried out or for each species a

steady state (fixed point or cycle up to period 10) is detected with tolerance equal to 1.0

(i.e the population changes by no more than 1.0 between ecological timesteps). Then, a

speciation event occurs. This involves selecting a species with probability proportional to

its population or biomass, so that in disconnected spatial scenarios (which we shall ex-

amine in Chapter 6) we can prevent a situation whereby one cell’s species diversity grows

increasingly while the other is left with a small number of species who are consistently

not chosen as a parent. Then we introduce a child species with population 1.0, and the

parent population is reduced by 1.0. The child species retains 9 of the parents’ 10 traits,

with one randomly selected and exchanged. We ensure that the new trait is not a repeat

of one of the species’ existing traits, however if the new trait set matches another species

then we allow that and a population of size 1.0 simply migrates between the two existing

species.
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An ecological timestep consists of the following:

1) Alternately iterate the “foraging timestep” between the following two forms, until either

a fixed point is reached with tolerance 0.1 or a maximum of 100,000 foraging timesteps

have expired.

a) For each predator i, distribute the foraging efforts (if it is the first timestep,

they are distributed equally amongst possible prey), according to the equation fi,j =

gi,j/
∑
k∈Prey gi,k.

b) For each predator i, update their ratio-dependent functional responses g ac-

cording to the equation:

gi,j =
Si,jfi,jNj

bNj +
∑
k∈Pj

αi,kSk,jfk,jNk
, (5.1)

where:

b is a saturation parameter, which effectively scales all feeding scores in the simulation.

It is set at 0.005.

Si,j is the non-negative trait score of i against j, calculated by averaging the scores of i’s

traits against j’s traits, and so Si,j = 1
10

∑10
m=1

∑10
n=1 βum,vn , where um is the mth trait

of species i and vn is the nth trait of species j.

Pj is the set of species who are predators of j.

αi,k is the symmetric competition strength of i against k. This is calculated using the

equation αi,k = c+ (1− c)qi,k, where c is our competition parameter describing how the

strength of interspecific competition tails off between biologically-distinct species, and

qi,k is the fraction of traits shared between species i and k.

2) Update the populations of the non-resource species, using the Euler method with step

size 0.2, according to the balance equation:

dNi
dt

= −Ni + λ

n∑
j=0

Nigi,j(t)−
n∑
k=1

Nkgk,i(t), (5.2)

where the terms represent species i’s natural death rate in the absence of predators,

biomass gain due to predation and biomass loss due to being predated upon. Note that

this model therefore assumes that natural mortality and metabolic efficiency are uniform
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across all species and trophic positions. The resource is considered to be species 0, so an

autotrophic species i that gains energy from the resource will have gi,0 > 0.

3) Return the resource population to R/λ.

In the experiments described in this chapter, the parameter b is not varied, whilst we

will often examine the impact of the resource size, and the competition parameter c. As

we shall see later, particularly in the section on perturbation effects, the main effect of c

is to determine the system’s willingness to tolerate low-population species in addition to

better-established ones. If c is high, species with low populations will be excluded by the

presence of high-population species.

5.3 Technical details and properties measured

5.3.1 Changes made to the original model

We make a number of changes and clarifications to the technical construction of the

model. Rather than counting a feeding link if the functional response gi,j is greater than

1, we count it if the fraction of feeding effort fi,j is greater than fmin = 10−6. Making this

change ensures that species that make a low impact on others are permitted to remain as

long as they can sustain themselves. This is more in line with the perspective of a field

ecologist observing the contributions to diets, and assumes that a predator will focus on

it’s main prey, whilst discounting potential prey that would contribute a trivial amount

to the predator’s diet even if it would have a strong impact on the prey’s population.

If a species is ever unable to feed (no efforts greater than fmin), it is instantly removed

from the system. This is necessary to ensure that the B − I − T classification system

for lifespans works correctly. If there are no links of sufficient strength in the entire net-

work, or if no non-resource species remain, the simulation is immediately terminated. We

also specify a maximum of 100,000 iterations in both the foraging and the ecological loops.

Finally, we implement a change to the parental selection algorithm in order to facili-

tate easy comparison with the spatial extension to the model that we shall undertake

in Chapter 6. Instead of being chosen randomly, species are probabilistically selected
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to be the parent of the next mutation in proportion to their population or biomass as

a fraction of the cumulative biomass of all non-resource species present. Implementing

this change in the model results in reduced species diversity, as was noted in the original

paper [DHM01], because of the above-average difficulty of invading on the first trophic

level where populations are greatest.

5.3.2 Data collection

For each simulation of the model, we collect many food web properties in two ways. To

produce time-series for a single simulation, most values are recorded every 20 timesteps

(every “output step”). The exceptions are measures of stability (robustness and species

deletion stability), as they are much more computationally expensive. Therefore they are

calculated only every 500 evolutionary timesteps. Note that, as we shall see later when

we perform some simulations where this data is recorded and output every timestep and

we see that substantial variation in properties can occur within one or two timesteps, this

introduces a problem equivalent to that inherent in field sampling of empirical data that

some observations could be dependent on sampling frequency.

Many food web properties are often calculated using “trophic webs” in order to avoid

false patterns created by inconsistencies in empirical data collection for different kinds of

taxa (See the section of Dunne’s review [Dun06] on Species Aggregation for more infor-

mation). In these, any pairs of taxonomic species with exactly the same set of predator

and prey relationships are reduced to a single “trophic species”. At each output step,

we construct the trophic network in order to record its properties. To do this, a binary

array of feeding links is created from the array of feeding efforts f , only counting those

with f > fmin. However, it does not take into account the degree to which they are

realised, and we note that some properties of the web can be sensitive to this threshold

for counting feeding links [Win90]. Next, we delete any additional species with identical

link structure to another. Population sizes and dynamics are not considered for trophic

webs.

For both taxonomic and trophic webs we collect the following properties:
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• Diversity, S, or the number of species in the food web including the resource.

• Fraction of Basal (only feed upon the resource), Top (no predators, but also not

basal), and Intermediate (all other) non-resource species.

• The Link Density (L/S) and Connectance (2L/S(S − 1)) of the network. Links L

are only counted in the taxonomic web if the feeding effort is greater than fmin.

• The maximum and average shortest-chain trophic level (SCTL).

• The fraction of omnivorous species, who feed with f > fmin on at least two species

with different shortest-chain trophic levels.

• “Local Clustering Coefficient”, which is the probability that two neighbours of a

node (species) are directly connected (one of the species feeds upon the other),

averaged over all species, and also averaged over all non-resource species.

• “Global Clustering Coefficient”, which is the probability that a two-path in the food

web is closed.

• Robustness, which is a measure of community stability. To calculate this, we man-

ually delete species one at a time, iterating the ecological loop in between, until

the total number of extinctions (both primary and secondary) is at least half of the

non-resource species. The fraction of non-resource species that had to be manually

deleted is then the Robustness. In particular, we calculates robustness of the web

to five orders of primary species deletion:

- Random - delete species in a randomly-selected order. This process of randomly

choosing deletion sequences is performed 100 times, and the mean robustness value

is obtained.

- High-C - delete species in order of most-to-least connected (at that moment, rather

than how connected they were at the beginning). Where there are multiple options,

choose randomly.

- Low-C - as above, except that we delete species in order of least-to-most con-

nected.

- High-C Non-basal - delete species in order of most-to-least connected, excluding

Basal species. If this is not possible due to only basal species remaining at a point
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before 50% total extinctions have occurred, do not return an answer. Where there

are multiple options, choose randomly.

- Low-C Non-basal - as above, except that we delete species in order of least-to-most

connected.

For taxonomic webs only we collect the following properties:

• Species deletion stability: the fraction of non-resource species that can be deleted

without any further extinctions resulting when the population dynamics are subse-

quently iterated.

• The average number of secondary extinctions that occur when a single species is

deleted. (Averaged over all species deletion tests, including those that result in zero

secondary extinctions.)

• The average population (equivalently, biomass) of each non-resource species in the

web.

• Snapshots of the web at various points during the simulation.

• The average and cumulative population throughout the simulation subdivided by

Basal-Intermediate-Top classificiation, and by shortest-chain trophic level.

• The number of extinctions between subsequent evolutionary timesteps, used to con-

struct the frequency distribution of extinction events of different sizes.

• Average fraction of traits which overlap between pairs of distinct species in the

first, second and third (shortest-chain) trophic levels, assuming species exist at

these levels.

• The maximum and average prey-averaged trophic level (PATL), also called Trophic

Height or flow-based trophic level in the literature. This is calculated recursively by

averaging over the prey-averaged trophic levels of a species’ prey, weighted according

to the fraction of effort that the species devotes to feeding on them. We use a

method detailed by Levine for this [Lev80], until at least 99% of the flow of biomass

(energy) to each species is accounted for. This is necessary in Webworld, where

looping (closed cycles in the feeding network) is a possibility.
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• All of the prey-averaged trophic levels occupied at every output step.

Next we consider the frequencies of species invasions and extinctions, and their evolution-

ary lifespans. In particular, we calculate properties for species which could be classified

at the appropriate time in the following species groups: Basal, Intermediate, Top, Un-

classifiable BIT, Shortest-chain Trophic Level 1, 2, 3, 4, 5 or greater, or unclassifiable

shortest-chain trophic level. In some cases species cannot be classified at the time when

this data is collected, as trophic level and BIT classifications are not fixed for a given

species. The following four properties are calculated for each of these ten groups for ev-

ery 10,000 time step period, and also over the entire simulation. In all cases, species are

only counted if they successfully invaded the system (therefore having lifespan greater

than one evolutionary timestep):

• The average lifespan of species born in the time period, and who were most com-

monly assigned to that species group during their lifetime.

• Turnover, which is the number of deaths of species that occur during the time

period, who were counted as part of that species group at or just before their death.

• The frequency of speciation events during the time period, where the parental

species was part of the species group at the time of speciation, and which resulted

in the child successfully invading the system.

• The previous property expressed as a fraction of total (successful and unsuccessful)

speciation events to parents of the group during the time period. In other words,

the rate of successful invasions of children of the species group during that time

period.

Additional information is collected at the end of the simulation:

• A visual representation of the final food web.

• Degree distribution of both final Taxonomic and Trophic webs.

• Histogram of the frequency distribution of the logarithms of the populations of

non-resource species at the end of the simulation.
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• A representation of the phylogeny (genetic ancestry) of those species which exist at

the end of the simulation, indicating the creation time, extinction time, and parent

species of each species in the direct ancestral lineage of the final species.

5.4 A Single Simulation

An example data set for one simulation follows:
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Figure 5.1: All Properties for One Simulation
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Figure 5.2: All Properties for One Simulation
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Figure 5.3: Food Web during One Simulation:
- Height is representative of prey-averaged trophic level.

- Colour: purple for the resource, green for Basal, yellow for Intermediate, red for Top.
- Size of nodes is directly proportional to the logarithm of biomass/population.

- Thickness of feeding links corresponds to predatory effort.
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(a) Diversity (b) Trophic Diversity

(c) Link Density (d) Connectance

(e) Random Robustness (f) Prey-Averaged Trophic Levels

(g) Cumulative Population of B-I-T (h) Cumulative Population of SC
Trophic Levels

Figure 5.4: Selected Properties for a Single Simulation

The vast majority of biomass is made up of species that are Basal (Figure 5.4(g))
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and/or on the first shortest-chain trophic level (Figure 5.4(h)). That is, species which

feed on the resource only or at least in part, respectively. This is not surprising, as the

ecological efficiency only allows 10% of biomass to be passed up the food chain at each

trophic level.

Beyond the initial period of the first 500 timesteps, robustness to random species ex-

tinctions has no clear pattern in evolutionary time. However, it decreases substantially at

several points after 150,000 timesteps (Figure 5.4(e)), indicating that ecological commu-

nities which we may consider “highly-evolved” nonetheless remain relatively vulnerable

to external perturbation in terms of sequences of species extinctions.

Figure 5.5: Final Food Web: - Height is representative of prey-averaged trophic level.
- Colour: purple for the resource, green for Basal, yellow for Intermediate, red for Top.

- Size of nodes is directly proportional to the logarithm of biomass/population.
- Thickness of feeding links corresponds to predatory effort.

Let us consider the food web that is present at the end of the simulation (Figure

5.5). There are nine species on the first trophic level, all of whom are basal (they do

not feed, even in part, on any non-resource species) and so they are highly adapted to

focus on exploiting the resource. The remaining 17 species have prey-averaged trophic

heights of between 2 and 4. As is fairly typical for our Webworld simulations, there are

no “Top” species , so there are necessarily examples of feeding loops in this network. In
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fact we can see that a species with the highest trophic height is being weakly predated

upon by at least one species with approximate trophic height of 2. Other researchers

have found looping and a non-strictly-hierarchical food web structure to be beneficial to

the ability of a network to evolve further using networks generated by a model similar to

the Cascade and Niche models [Luo14]. Furthermore, in a study of soil food webs, loops

comprised of weak links were found and the authors proposed a mechanism by which

“weak links prevent complex food webs with long loops from being unstable” [NHdR02].

In general, although early food web ecology assumed looping and cannibalism to be very

rare phenomena, more recent and reliable studies from the 1980s onward showed that this

is not the case [Dun06] and that feeding loops are quite possible, with the result that top

species may be rare or non-existent in a sufficiently large and well-resolved food web.

(a) B-I-T (b) SCTL

Figure 5.6: Evolutionary Lifespan

In Figure 5.6, we show the average evolutionary lifespans (that is, how many evolu-

tionary timesteps a species persists for) of species in the simulation, classified in two ways:

First, by Basal-Intermediate-Top and second by trophic level. Since these properties can

vary over time for a single species, we calculate the average lifespan for species that were

born in each period of 10,000 evolutionary timesteps and who were most often assigned

this particular B − I − T or trophic level classification. Basal species, with the largest

populations and the only food source that is not potentially subject to change, naturally

have the longest lifespans in each time period (Figure 5.6(a)). It seems that there are a

small number of species who have trophic level of 5 or greater for much of their lifespan
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who are very long-lived, perhaps because their small population reduces the likelihood of

them being chosen for speciation, and the lack of competition compared to lower trophic

levels. Since the Top species clearly do not benefit from these long evolutionary lifes-

pans, it seems that either there are many Top species on lower trophic levels with shorter

lifespans, or else that the long-lived high trophic level species are able to endure a small

amount of predatory effort from some other species. Either way, we need to keep the

limitations of how this data is collected in mind - for example, a species is classified as

“Basal” during a time period, and contributes its lifespan to that particular average, if it

was basal at output steps (every 20 evolutionary timesteps) only at least once more often

than it was intermediate or top during the observation points in this period.

(a) Species divided by Basal-Intermediate-Top (b) Species divided by Shortest Chain Trophic Level

Figure 5.7: Turnover
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(a) Species divided by Basal-Intermediate-Top (b) Species divided by Shortest Chain Trophic Level

Figure 5.8: Number of Successful Child Invasions

Figure 5.7 illustrates the frequency of species extinctions (turnover) over periods of

10,000 evolutionary timesteps, restricted to those species which had successfully estab-

lished in the food web for at least one timestep. In this case, species are counted according

to their B − I − T or trophic level classifications immediately prior to their demise. The

number of successful invasions (Figure 5.8), and extinctions (Figure 5.7), of already-

established species, is much greater within the first 20,000 evolutionary timesteps than

any other point in the simulation. This matches with the diversity time-series where we see

that in this time the system undergoes severe fluctation in a transient “pre-complexity”

stage before it finds a suitable arrangement of species which allow the development of a

more complex web to take off. After this period, the number of invasions and extinctions

does not seem to change much over the remainder of the simulation.
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(a) Species divided by Basal-Intermediate-Top (b) Species divided by Shortest Chain Trophic Level

Figure 5.9: Rate of Successful Child Invasions

Figure 5.9 illustrates the fraction of the children of species in the different subgroups

which successfully join the ecosystem. As was found by previous authors [QHM02], we see

that once the system’s early fluctuations have come to an end, for the remainder of the

simulation the children of species on the second and third trophic levels (and similarly,

intermediate species) have the best consistent chance of invasion. Since they also have

consistently higher frequencies of extinction, it seems likely that intermediate species are

being constantly replaced by other similar species who occupy the same position in the

web. Those on higher levels are occasionally successful, but it should be noted that the

absolute number of invasion events for children of parents on those levels is extremely low

by comparison.

5.5 Averaged data collected for the general model

Next, we consider twenty parameter sets: five values of c (0.4, 0.5, 0.6, 0.7, 0.8) and four

values of R (10−4, 5 × 10−4, 10−5, 2 × 10−5). For each pair of these values, we perform

30 simulations of 120,000 evolutionary timesteps, and calculate the mean properties over

the final 10,000 iterations of all 30 experiments. For stability measures, we reduce this to

the final 100 evolutionary timesteps. Two additional properties are also presented here,

which are calculated over the entire simulation:

- Average Lifespan: the average number of evolutionary timesteps that a species survives
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for.

- Average Diversity over all time: this is the average diversity (number of species) through-

out all 120,000 timesteps of each of the 30 simulations, so we can see if the web at the

“end” is on average any different to the web that is present for “most” of the simulation.
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(a) Number of Phenotypes (b) Average Population

(c) Basal Fraction (d) Intermediate Fraction

(e) Top Fraction (f) Link Density

(g) Connectance (h) Average Shortest-Chain Trophic
Level

Figure 5.10: Averaged Data of Taxonomic Webs
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(a) Maximum Shortest-Chain
Trophic Level

(b) Average Prey-Averaged Trophic
Level

(c) Maximum Prey-Averaged
Trophic Level

(d) Trait Overlap on First Trophic
Level

(e) Trait Overlap on Second Trophic
Level

(f) Trait Overlap on Third Trophic
Level

(g) Omnivory Fraction (h) Average LCC

Figure 5.11: Averaged Data of Taxonomic Webs
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(a) Average LCC excluding
Resource

(b) GCC

(c) Average Evolutionary Lifespan (d) Average Diversity over all time

Figure 5.12: Averaged Data of Taxonomic Webs
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(a) Number of Trophic Species (b) Basal Fraction of Trophic Web

(c) Intermediate Fraction of Trophic Web (d) Top Fraction of Trophic Web

(e) Link Density of Trophic Web (f) Connectance of Trophic Web

Figure 5.13: Averaged Data of Trophic Webs
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(a) Average Shortest-Chain Trophic
Level of Trophic Web

(b) Maximum Shortest-Chain
Trophic Level of Trophic Web

(c) Omnivory Fraction of Trophic
Web

(d) Average LCC of Trophic Web

(e) Average LCC excluding
Resource of Trophic Web

(f) GCC of Trophic Web

Figure 5.14: Averaged Data of Trophic Webs
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(a) Species Deletion Stability (b) Average Fraction of Secondary
Extinctions

(c) Average Random Robustness

(d) Most Connected Robustness (e) Least Connected Robustness

(f) Most Connected Non-Basal
Robustness

(g) Least Connected Non-Basal
Robustness

Figure 5.15: Averaged Stability Properties: Taxonomic Webs
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(a) Trophic Average Random
Robustness

(b) Trophic Most Connected
Robustness

(c) Trophic Least Connected
Robustness

(d) Trophic Most Connected
Non-Basal Robustness

(e) Trophic Least Connected
Non-Basal Robustness

Figure 5.16: Averaged Stability Properties: Trophic Webs

The mean properties resulting from these experiments are presented in Figures 5.10-

5.16. We have also calculated the corresponding standard deviations, these can be found

in Section 2.1 of the supplementary material. Firstly, it is evident that diversity increases

with resource and decreased competition, as could be expected. Connectance looks like

it might be approaching a rough constant (∼0.12) for large networks, and we shall in-

vestigate this in more detail later as it is of some historical significance. Compared to

other properties, which are strongly controlled by Competition, Resource amount has
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more influence on the trophic levels reached (due to ecological efficiency, more resource

allows higher levels to be reached). Most properties for trophic webs (Figure 5.13-14)

follow similar patterns to their taxonomic counterparts, with diversity shifted downward

by approximately 10% and corresponding increases to connectance. We verify that in all

cases, as reported by previous authors [QHM02], both the foraging and ecological loops

rapidly converge to within the required tolerances as the limit of 100,000 iterations is

never reached in either loop in any of the 600 simulations performed. This also means

that chaotic regimes are not evident in the population dynamics.

As explained in the original papers, c controls the degree to which interspecific competi-

tion drops off as the species pairs share fewer traits - so high c means stronger interspecific

competition, which results in fewer species and therefore higher average populations given

the same resource input. Very strong interspecific competition encourages specialised pre-

dation - reducing both Link Density (Figure 5.10(f)) and Omnivory (Figure 5.11(g)). As

c increases, for any given pair of non-identical species, the strength of competition be-

tween them increases. However, the more different they are, the greater this increase will

be. Furthermore, note that the increasing competition will only affect realised feeding

links. At low c there could be species who are mostly on the second or third trophic levels

but who expend a small fraction of effort on the resource as its biomass is so large and

dependable. These species may therefore be dissuaded from attempting to generalise by

the increasing competition, and focus soley on their other prey. Thus, only a few simi-

lar, very well-adapted species remain on the first trophic level, and so the trait overlap

increases (Figure 5.11(d)). This is in accordance with the rationale of the original pa-

per: “When c is small there is much weaker competition between [phenotypically] distant

species; hence, we would expect greater diversification of the ecosystem when c is small”

and “the mean overlap on each level decreases as c decreases, because the strength of

competition increases.” [DHM01]

In large food webs, there are likely to be very few top and basal species relative to

the number of intermediate species. In addition, as the average trophic levels are reduced

by this increase in competition, top species in these cases are likely to be at lower trophic
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levels and thus have larger populations than when c is low. This explains the increase in

these fractions at high c, despite the fact that top species generally have low populations

and would be vulnerable to extinction at high c: this would only be the case in larger

webs with higher trophic levels.

Regarding stability and long-term evolution, for sufficiently large food webs, approxi-

mately 60% of species can be deleted from the network without incurring any additional

extinctions (species deletion stability (Figure 5.15(a))), and on average (including the

deletions with no effect) a species deletion results in the extinction of 0.02-0.03 of the

remainder of the web (Figure 5.15(b)). This matches the result of a previous study that

found average secondary deletions of 2.1% [QHM05a] using the Webworld model. For

very small food webs with c = 0.8, both species deletion stability and the fraction of

secondary extinctions increase - so whether larger webs are more or less stable depends

on how stability is measured. Our other test of stability, Robustness, in all of its variants

follows the pattern of species deletion stability with the food web parameters: it increases

as the competition parameter increases. The pattern with the resource amount is less

clear, but for low c robustness increases as R decreases.

We find that average evolutionary lifespan corresponds with the pattern of diversity,

increasing with lower Competition (this reduces competitive pressure and turnover) and,

to a much lesser extent, higher Resource. Interestingly, average diversity over all time

(over all 120,000 times steps for each of the simulations (Figure 5.12(d))) is very similar

to final average diversity (Figure 5.10(a)), which suggests that the food webs do quickly

reach a dynamic equilibrium in that there is not much average difference between the

diversity over the final 10,000 iterations and the diversity over the full 120,000 iterations

including the very beginnings of the web.

We also considered some properties of interest in the inderdisciplinary field of Complex

Network Theory. We find that both the Local and Global Clustering Coefficients vary

between 0.06 and 0.20, and appear to approximate 0.07 for large networks. This is in

general agreement with the study of local clustering coefficients for 16 large empirical
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food webs that vary between 0.02 and 0.43, with all but 3 of these between 0.02 and 0.16

[DWM02c].

5.6 Link-Species relationship

The relationship between the number of feeding links and the diversity of an ecosystem

has been of interest to theoretical ecologists for some time, and a scaling law of the form

L = aSb had been sought as a candidate for one universal law underlying and constraining

the structure of all real food webs. Previously, researchers studying empirical food web

data had proposed exponents of 1 (with a constant link density of approximately 2.0),

known as the link-species scaling law [CN85], and then following this others suggested

an exponent of 2 (resulting in a constant value for connectance equal to 0.1) [Dun06].

We analyse the data set from Section 5.5 to determine which, if either, relationship is

demonstrated by the food webs assembled by the Webworld model.

(a) All (b) S > 20

Figure 5.17: Link-Species Relationship for Taxonomic Webs‘

Data over all 600 simulations (Figure 5.17) supports neither the constant connectance

hypothesis, nor the link-species scaling law, both for all simulations and only for those

with S > 20. In both cases an intermediate exponent (b = 1.48 and b = 1.35 respectively)

is supported. This is still coherent with some empirical data that supports an exponent of

around b = 1.5, as summarised in Dunne’s 2006 review [Dun06] which catalogues recent

historical thought on the link-species relationship in detail.
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(a) L/S - Diversity Correlation (b) Connectance - Diversity Correlation

Figure 5.18: Correlations of Taxonomic Webs

Figure 5.18 shows the results of the average final species diversity plotted against link

density and connectance respectively. Clearly, the 600 simulations we have performed do

not have a uniform distribution of final species diversity. In particular, the intervals 5-10

and 30-50 are greatly over-represented, whilst there are relatively few data points in the

10-30 and 50-65 intervals. In order to address the effect that this may have, we sample

10 points from every interval of 10 species, so that the large numbers of data points no

longer dominates the correlations.

(a) All (b) S > 20

Figure 5.19: Taxonomic log(Links) - log(Diversity) Best Fit, uniformly sampled

Repeating the previous analysis with data uniformly sampled from these intervals of
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S returns an exponent of b = 1.32 when we restrict the diversity to S > 20, and b = 1.46

when the full range is admitted (Figure 5.19).

(a) All (b) S > 20

Figure 5.20: Link-Species Relationship for Trophic Webs

(a) L/S - Diversity Correlation (b) Connectance - Diversity Correlation

Figure 5.21: Correlations of Trophic Webs
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(a) All (b) S > 20

Figure 5.22: Trophic log(Links) - log(Diversity) Best Fit, uniformly sampled

We also undertake similar same analysis of the relationship between trophic diversity

and the number of binary feeding links present in the trophic webs (Figure 5.20-7.22). In

this case, we obtain exponent estimates of 1.52 for the full trophic web set, 1.42 for the

full set of trophic webs with more than 20 trophic species, 1.50 for a uniformly-sampled

set, and 1.48 for a uniformly-sampled set restricted to at least 20 trophic species.

Finally, we investigated the link-species relationship of food webs constructed using a

version of Webworld where the parents of mutants are selected randomly, rather than

probabilistically by biomass as is the case for experiments presented in this chapter. In

this case, we found exponents of b = 1.39 for all data, and b = 1.37 when restricting our

study to webs with diversity S > 20. In summary, across both taxonomic and trophic

cases, with and without restricting to uniformly-sampled subsets, and with or without

excluding small food webs, we report an estimated exponent b of between 1.32 and 1.52

for the L = aSb relationship, indicating that the networks constructed by the Webworld

model support neither constant link density (b = 1) nor constant connectance (b = 2)

hypotheses.

5.6.1 Sensitivity of the Exponent to Link-Counting

We consider the sensitivity of the exponent to the parameters involved when counting

feeding links. In particular, we calculated the exponent over 600 simulations (30 for each
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of the same 20 parameter choices), for six data sets where fmin (that is, the minimum

effort designated for potentially valid feeding links) took different values spanning several

orders of magnitude. This experiment revealed that the diversity of webs constructed by

Webworld can be strongly affected by this parameter, as increasing it to 10−4 and larger

resulted in much greater species diversity (200-300 species).

(a) Taxonomic Webs (b) Trophic Webs

Figure 5.23: Effect of Varying fmin on Link-Species Exponent

Unsurprisingly (Figure 5.23), lower values of fmin increase the number of links counted

relative to the number of species, and result in larger exponents. However, all results con-

tinue to support an intermediate value. Finally, we return to the original dataset of 600

simulations (with fmin = 10−6) and introduce a new link-strength threshold which is var-

ied between fmin and 1.0, where only the strongest feeding relationships are “observed”.

Species who are not observed either feeding, or being fed upon, are discounted. This

process mimics the result of a field researcher recording the same food web with differ-

ent levels of sampling effort, which is known to potentially have significant effect on the

results of empirical studies [Win90].
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Figure 5.24: Effect of Sampling Effort on observed Link-Species Exponent

Increasing the minimum effort required for observation reduces the number of links

faster than the number of species, and so the exponent decreases (Figure 5.24). This effect

was found by other researchers analysing empirical data in the 1980s [Mar91, Mar93b],

and as a result they were able to attribute apparent empirical support for the link-species

scaling law to previous data being poorly-resolved. We note that the webs constructed by

Webworld support an intermediate exponent provided that the threshold is sufficiently

small, however if small webs are discounted then a finer resolution of the web is needed,

as such small webs tend to have higher connectance and therefore contribute to raising

the exponent.

5.7 Robustness

Next we consider what contribution the Webworld model could make to the stability-

complexity debate in theoretical ecology. A previous study considered the stability of the

model’s networks in terms of species deletion stability and resulting secondary extinctions

[QHM05a]. However, the robustness form of stability has not yet been employed using

this model. This measure, as described in Section 5.3.2, is calculated in the following

manner. For a taxonomic food web with population dynamics, we artificially delete a

species from the food web and iterate the ecological loop to determine if species’ removal

results in the extinction of any further species (secondary extinctions). This process is re-
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peated until the combination of artificial deletions and secondary extinctions has resulted

in the removal of at least half of the original food web (discounting the resource). The

robustness of the web is then the fraction of the web that had to be artificially deleted

in order to achieve this. Thus, the least possible value is 1/S, where S is the number of

non-resource species. To calculate the robustness of a trophic web, which lacks explicit

population dynamics and has only binary feeding links, we artificially delete species as

normal and then secondarily remove any additional species which no longer have a path

to the resource.

Findings from empirical data (Dunne et al 2002 [DWM02b], Dunne et al 2004 [DWM04]),

and the Cascade, Generalised Cascade, Niche and Nested-Hierarchy Models (Dunne and

Williams, 2009 [DW09]) had suggested a positive relationship between robustness and

connectance. Here, we test the relationship between several kinds of robustness and con-

nectance, in addition to diversity and link density. In particular, we vary the methods of

selecting the order in which species are to be artificially deleted: randomly, in the order

of most-to-least connected (“High-C”), in the order of least-to-most connected (“Low-

C”), and the latter two forms but excluding the possibility of selecting a basal species for

deletion. In this, we are following the previous authors, who highlighted the potentially

highly destabilising effect of removing a well-established basal species.
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Figure 5.25: Robustness Correlations: for Taxonomic webs
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Figure 5.26: Robustness Correlations: for Trophic webs
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Robustness Variable Correlation Coefficient

Random
Diversity -0.851

Link Density -0.800
Connectance 0.910

High-C
Diversity -0.704

Link Density -0.749
Connectance 0.782

High-C
Nonbasal

Diversity -0.882
Link Density -0.808
Connectance 0.931

Low-C
Diversity -0.820

Link Density -0.792
Connectance 0.869

Low-C
Nonbasal

Diversity -0.891
Link Density -0.805
Connectance 0.926

Table 5.1: Taxonomic Robustness Correlations

Robustness Variable Correlation Coefficient

Random
Diversity -0.765

Link Density -0.698
Connectance 0.852

High-C
Diversity -0.799

Link Density -0.759
Connectance 0.878

High-C
Nonbasal

Diversity -0.856
Link Density -0.802
Connectance 0.905

Low-C
Diversity -0.776

Link Density -0.727
Connectance 0.837

Low-C
Nonbasal

Diversity -0.863
Link Density -0.790
Connectance 0.895

Table 5.2: Trophic Robustness Correlations

We find (Figure 5.25-26) that in the 600 evolved webs from the Webworld model, it

appears that robustness of all kinds decreases with diversity and link density, for both

taxonomic (Table 1) and trophic (Table 2) webs. For example, there are correlation coeffi-

cients of -0.851 and -0.765 for the robustness of taxonomic and trophic webs respectively

to the randomly-ordered deletion of species from the web. However, robustness has a
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strong positive correlation with connectance, and in all cases this relationship is stronger

than the negative relationship with diversity and link-density. In all but one case (the

robustness of taxonomic webs to deleting species in decreasing order of connectance, la-

belled as “High-C”) we find that the link density has the weakest correlation of the three

properties. Furthermore, for taxonomic webs robustness to deletions in order of most- or

least-connected has a weaker correlation with connectance than the robustness to species

deletion in random order, but both correlations with robustness to ordered species dele-

tion increase in strength if basal species are excluded. For trophic webs, ony Low-C

robustness has a weaker correlation with connectance than random robustness, but again

both it and High-C robustness increase when excluding basal species from deletion.

5.8 Effects of Perturbation

To study the effect of a decrease in resource input on a developed web, akin to habitat

destruction or the loss of resources in a real ecosystem, we allow the web to develop for

100,000 evolutionary timesteps, before dropping the size (biomass) of the resource by

10%, 20%, . . . , 90%, where a decrease of 100% would remove the resource altogether and

necessarily result in the total annihilation of the ecosystem. In all other experiments,

as described in Section 5.2.1, the scores of the traits against each other are given by

an antisymmetric matrix, with non-diagonal elements drawn from a normal distribution.

However, for this experiment, we compare the effect of resource loss between webs con-

structed using this trait matrix, and a version tested originally by Lugo and McKane

[LM08b]. In the latter case, the score of trait A against trait B is +1 with probability

0.25, -1 with probability 0.25, and 0 with probability 0.5, and the matrix is again antisym-

metric. This results in a matrix with each trait having a non-neutral relationship with

approximately half of all the other traits, rather than having a relationship with all other

traits (and thus, there existing a potential feeding relationship between any conceivable

pair of species) which is the case in the usual description of the model. The effect of this

change will therefore be to reduce the flexibility of species’ feeding habits, so stronger

consequences can be observed from an unexpected perturbation of the system.
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(a) Regular Trait Matrix (b) Alternative Trait Matrix (0.5
Connectance)

Figure 5.27: Fraction of extinctions by prior diversity and magnitude of perturbation.

In both cases, there are no very strong correlations between any prior properties of

the food webs and the fraction of species lost as a result of the perturbation, although

it tentatively appears that food webs with low diversity (Figure 5.27) and high c (not

shown) generally suffer more extinctions. When these smallest webs (S < 10) are excluded

from consideration, those remaining which possess above-average robustness prior to the

perturbation tend to lose fewer species. As would be expected, food webs that were

subjected to stronger perturbation suffered greater loss of diversity, and extinctions were

slightly amplified in the set of webs that were constructed using the less flexible alternative

trait matrix. We find that average populations of present species decrease monotonically

with the magnitude of percentage decrease in resource biomass. In most cases, robustness

to random species deletions increases substantially as a result of resource perturbation,

perhaps as “loose” species are dislodged and a more robust web remains. The fewer

species (higher c) and greater the perturbation, the larger the robustness increase.

5.9 Long-term Behaviour and Criticality

We examine the long-term behaviour of the model with a single simulation that lasts for

100,000,000 evolutionary timesteps and records the number of species at every timestep,

with parameters R = 1 × 105 and c = 0.5. Figure 5.28 shows the number of species

at every individual timestep, and superimposed at time step n the rolling average of
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the number of species over the interval [n − 99999, n]. As we can see, the range of

the number of species in the system remains substantial over the entire course of the

simulation, and it is not clear that the system reaches a “dynamical stationary state” as

was concluded in earlier studies [DHM01], without the term becoming rather loose. It

was thought that “no more than a few species go extinct at the same time” in response

to speciation [McK04]. However, in this experiment a maximal extinction event of 31

species in a single iteration was found to occur at one point, after 15,403,392 evolutionary

timesteps, and from 48 to 18 resident species (not including the invader). This large

event, in which more than half of the existing ecosystem was destroyed, was preceded

by almost 500 invasion events that caused either zero (the invading mutant joins the

ecosystem with no resulting extinctions) or just one extinction (the invader either dies or

replaces exactly one resident species). This is entirely due to a combination of the internal

population dynamics, which are fully deterministic, and external perturbation limited to

invasion of the system by a single, minimum-population species. Statistical analysis

of the fossil record by paleobiologists has shown evidence of self-similarity consistent

with a model that does not require extreme, qualitatively distinct perturbations (usually

hypothesized to be meteorite strikes) to prompt the largest extinction events [SMBB97],

and some dynamical models have been constructed which support this theory [SM96].

While the original publication of Webworld used a single simulation’s data as evidence

of an exponential distribution of extinction events, which would not be consistent with

Self-Organised Criticality, our results show that the food webs generated by the model

can undergo great changes after sufficiently long periods of time. Furthermore, in an

additional long simulation of 20,000,000 evolutionary events (with R = 5 × 104 and

c = 0.6), the number of species dropped to as low as one non-resource species, the same

as the initial state of the system, after more than 17,000,000 evolutionary timesteps had

elapsed.
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Figure 5.28: Number of Species over a very long simulation

We fit two candidate models for the distribution of non-zero extinction events be-

tween invasions, shown in Figure 5.29. Let s be the size of the extinction, and N(s) the

frequency of this event in the long simulation. Whilst 31 is the largest extinction event,

23 is the largest that is reached without having to skip some events of frequency zero.

However, we will further restrict the range of points that we consider when fitting the

curve to the most reliable data set beyond the initial peak at s = 1. For s > 15 it is not

clear that the statistical frequency of events has been achieved, therefore, we will fit our

models to the data between events of size 5 and 15.

First, a power law relationship, of the form N(s) ∝ Sb is found with exponent b = −5.07,

an R2 value of 0.976 and a Mean Squared Error of approximately 3.37 × 107. Then, an

exponential relationship is tested, of the form N(s) ∝ b−S . This returns b = 1.82, with an

R2 value of 0.990 and a Mean Square Error one order of magnitude smaller, at 6.17×106.

These are both apparently very strong fits, and it does seem that an exponential law is

slightly favoured. However, consider the log-log and log-linear plots for the power and

exponential laws respectively (Figure 5.29(a) and 7.29(b)). For the power law, the data

curves over and then under the fit, whilst for the exponential law the data curves around

the graph in the opposite manner. Because of these clear patterns, and the strength

of both fits, it is likely that the true distribution of the data is governed neither by a

single power law or exponential law. It perhaps could be a linear combination of power
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and exponential terms, but we lack sufficient data to reliably fit such a law at this time.

However, we can say that this data, more reliable than any previously employed, does not

fit exponential decay as previously supposed [DHM01]. One possible reason for this dis-

crepancy could be due to a choice concerning numerical stability. As described in Section

5.2.2, in our experiments a speciation event occurs after every population has reached a

steady state within a tolerance of 1.0 as this is the minimum unit for a population. The

2001 paper that described Webworld in its current form did not specify this parameter,

so we cannot discount the possibility that if a much smaller value was used then different

results could be yielded.

(a) Extinctions of 5-15 species: Power Law (b) Extinctions of 5-15 species: Exponential Law

(c) Extinctions of 5-15 species: Distribution of
Extinction Events

Figure 5.29: Fitting relationships to the distribution of extinction events
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5.10 Hurst exponent and Box-counting dimension of

Diversity time-series

For a range of parameter choices, we consider some long simulations and calculate the

Hurst exponent of the number of species and of the average non-resource species popu-

lation. This a nonlinear dynamics quantifier usually applied in studies of financial time-

series but also suitable for ecological studies (e.g. [WLW+11, FP13]). To determine its

value, we calculate the Box-Counting dimension, B, and then the Hurst exponent is equal

to 2 − B. This investigation also provides an opportunity to examine the variation in

species diversity over 80 long simulations with 5,000,000 timesteps and the number of

species being output at every single timestep. A rolling average over 50,000 evolutionary

timesteps is superimposed in each case. For each of 16 parameter sets (4 choices of c and

4 choices of R), we average data over 5 simulations. The full set of diversity time-series

for all 80 simulations can be found in Section 2.3 of the supplementary material.

(a) Over the final 50,000 timesteps (b) Over all timesteps

Figure 5.30: Average Species Diversity

From these experiments, we observe that again the competition parameter has a large

influence on the results (Figure 5.30), although note that the range of resource popula-

tions in these experiments is more restricted than was previously the case. Simulations

with c = 0.5 generally occupy a high-diversity state, those with c = 0.8 are restricted to

low diversity (but given the consistently higher box-counting dimension, they experience

frequent small-amplitude variation there), and whilst simulations with intermediate c
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(0.6, 0.7) usually occupy high diversity (∼ 40 species) configurations, they may intermit-

tently collapse down to low diversity configurations - thus experiencing larger potential

fluctuations over very long timescales.

(a) c = 0.6, R = 5× 10−4 (b) c = 0.7, R = 10−4

Figure 5.31: Examples of Long-term Change

It may take much longer simulations than were originally tested in order to under-

stand the behaviour of a parameter set. For example, consider Figure 5.31(b), where a

qualitative change in the behaviour of the system does not occur until almost 3,000,000

evolutionary timesteps have elapsed.

(a) Box-counting Dimension (b) Hurst Exponent

Figure 5.32: Properties of the Diversity Time-Series

For all parameter choices, the box-counting dimension of the diversity time-series takes

234



a non-integer value between 1.1 and 1.4 (Figure 5.32(a)), in agreement with analysis of

the fossil record that indicates a fractal time-series of species diversity in the Earth’s

history [SMBB97]. In all cases, the average Hurst exponent over all the simulations is

greater than 0.5 (Figure 5.32(b)). This indicates that in general trends are likely to

persist, in that an increase in diversity is more likely to be followed by another increase,

and a decrease more likely to be followed by another decrease. When the competition

parameter is low (c = 0.5), the Hurst exponent is particularly large, suggesting that

for these parameters we are more likely to see monotonic or stable patterns in diversity,

rather than wild fluctuations.

Figure 5.33: Average Fractional Extinction event sizes per Model Parameters

(a) Average (b) Maximal

Figure 5.34: Absolute Extinctions per Prior Number of Non-resource Species
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(a) Average (b) Maximal

Figure 5.35: Fraction of Web extinction per Prior Number of Non-resource Species

We see (Figure 5.33) that high c systems suffer much greater fractional extinctions as

a result of the perturbation to the system induced by the speciation mechanism. This is

in agreement with the experiments in Section 5.8, where such webs were more susceptible

to extinctions caused by perturbing the resource. In this case, low c systems allow greater

species diversity, as we see from Figure 5.30. When zero-extinction events are excluded

from consideration, all values are scaled up slightly but the pattern remains the same.

Higher diversity networks appear to be more stable to the addition of new species (Fig-

ures 5.34-5.35), although they are negatively correlated with Robustness (Figure 5.25-26).

How to resolve this tension is not obvious, although a case could be made that the cor-

relations for diversity (as opposed to those for connectance) are strongly determined by

outliers at very high and very low diversities. Provided that all other factors (in par-

ticular, R) are constant, higher diversity networks will necessarily have lower average

populations as the total biomass is constrained by R and λ. Uniformly decreasing the

populations of all species as the perturbation of resource decrease propagates through

the system will therefore cause more extinctions in a high diversity network, but this is

quite a different proposition to testing the ability of species to adapt to a change in the

composition of the food web such as the removal of one of its competitors or prey species.

The stability-diversity relationship of food webs has been of interest since May’s re-

sult [May72] that, using linear stability analysis, larger networks are less stable. We test
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the number of extinctions that result from the perturbations caused by invasion events.

From almost 4× 108 total invasion events over 80 simulations, the average fractional ex-

tinctions decline as a function of prior species diversity (Figure 5.35(a)), as do maximal

fractional extinctions for S greater than 25 (Figure 5.35(b)), suggesting that sufficiently

large networks have greater stability. The maximal absolute extinction events peaked

at approximately S = 45 and declines for larger prior species diversity (Figure 5.34(b)).

However, we should note (Figure 5.30) that the largest average diversity for any param-

eter set in this experiment was also around S = 45. Therefore, there are likely to be

relatively few events with prior diversity much greater than this, so if a “large” or maxi-

mal extinction event per prior diversity has a set small probability of occurrence then it

may simply be that we do not observe these in our simulations for high levels of prior

diversity.

5.11 Trait Frequencies

We return to the simulation from Section 5.4, and examine the frequencies with which

each of the 500 traits occur according to the number of present species which possess

them at each evolutionary timestep (not accounting for biomass). We also present the

corresponding phylogenetic graph of the final species in the simulation (Figure 5.36(a)),

showing the period over evolutionary time for which they and their direct ancestor species

exist continuously in the system (horizontal line) as well as the relationship to their parent

species (vertical line. We also plot the lifespans over evolutionary time of the 500 species

who persisted for the longest periods of evolutionary time (Figure 5.36(b)) out of any

in the simulation. As is typical for this model, species are constantly being replaced by

invaders, and no species is able to persevere for a significant portion of the simulation.
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(a) Ancestry of Final Food Web (b) 500 Longest-surviving Species

Figure 5.36: Phylogenetic Trees during the Single Cell Simulation

Figure 5.37: Trait Frequencies during the Single Cell Simulation

We observe (Figure 5.37) that despite the constant turnover of species shown in the

phylogeny plots, some traits are the most popular and remain so throughout the entire

simulation, probably because they score well against the resource. Analysing the equiva-

lent plots for the many long runs in Section 5.10, it seems that the patterns of preferred

traits are very clear for low c, but become obscured as c increases. This is possibly be-

cause as c decreases and the diversity grows, the absolute number of basal species sharing

these useful traits will grow whilst species on other trophic levels diversify in terms of

absolute numbers of traits featured, even though all relative frequencies remain the same.
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The question then is, what is the mechanism by which species are constantly replaced as

evolutionary time elapses, whilst maintaining the pattern of popular traits?

To investigate this, we first consider the average and maximum scores for realised preda-

tory relationships, both in general and against the resource specifically. We collect this

data for a 300,000 timestep simulation.

(a) Whole Simulation (b) Early Simulation

Figure 5.38: Feeding Scores of Realised Predator-Prey Relationships

(a) Whole Simulation (b) Early Simulation

Figure 5.39: Feeding Scores of Realised Feeding Relationships against the Resource

As we saw in Section 5.4, early in the simulation the network is in a “pre-complexity”

or transient state where it attempts various arrangements before finding one that allows
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a more complex web to be built. During this period the diversity goes through cycles

of building up and then collapsing down (Figure 5.4(a)). This may be repeated several

times until a stable set of species is found. The average realised feeding scores undergo a

very similar pattern in the early stages of the simulation (Figure 5.38(b), 7.39(b)). How-

ever, we see that after a long time the species in the system have become well-adapted

to feeding on the resource, and the scores no longer vary much with time compared to

the full set of feeding relationships (Figure 5.38(a)). These general relationships do show

some cycling, with the maximum and average feeding scores around the 130,000th time

step not being matched again until after 240,000 timesteps. What is driving this system

to keep changing its species composition if it is not improving overall? It seems that

some species invasions, although the species itself is well-adapted, are not beneficial to

the rest of the community, and it may take hundreds of thousands of speciation events to

recover the system from such an invasion. Is a cycle of the same small number of species

occurring? Analysing one example of the long runs from the previous section, we find

150,000 unique species occur in the first 155,260 steps of evolutionary time. These consist

of 13 examples of a species occurring 4 times, 227 species which occur 3 times, and 4767

species that are repeated once. The remaining 144993 species only appear once within

that evolutionary timeframe. So it seems that whilst some species are being repeated,

it is not occurring often enough to account for the entire cyclical behaviour of the network.

The populations of species on higher trophic levels are often small enough that being

selected as the parent for speciation could result in extinction due to the parent losing 1.0

of its population. To ensure that this is not the cause of the evolutionary turnover, we

performed an additional set of simulations where the parent loses only 10−6 of its pop-

ulation at speciation. The phylogenetic graphs of these simulations are slightly sparser,

indicating that the parental-extinctions do contribute to evolutionary turnover, but the

effect of continual species turnover continues. Invasion, not forced extinction due to low-

population species being selected for mutation, is the main driver of turnover. We also

note that using the current speciation mechanism, these low-population species are also

much less likely to be selected for mutation anyway. One paper [QHM02] studied the

statistical impact of speciation in the Webworld model in some detail. In particular, they
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found that the parents, prey and other (non-parental) competitors of the newly-added

species are more likely than average to go extinct as a result of the invasion. This in-

dicates that both predation and competition from the invader is unseating established

species and driving the turnover. They offer the following justification for the process:

“New species on level one, for example, can out-compete older level 1 species, leading to

their extinction, and possibly to the extinction of any level two species that fed on the

old species (an upwards effect). However, a new level 2 species could arise that is a better

adapted predator that causes its level 1 prey to go extinct (a downward effect) . . . With

coevolutionary effects in both directions, species that are successful at one time do not

remain successful for ever.”

We note some observations from the original paper [DHM01]: (a) the inclusion of adaptive

foraging prevents the model from reaching a state where better-adapted species cannot

invade, (b) Basal-only systems reach an uninvadable state. This means that even though

competition was noted in Quince et al’s work [QHM02] to be an important factor of

species displacement at invasion, it cannot be sufficent since it is present in the basal-

only simulation. This reinforces the conclusion of that study that both predation and

competition by new species on established ones are components of the driving mechanism

of species replacement. Drossel et al also observed (c) that there are multiple uninvadable

basal-only states, and they usually do not include the best-scoring species unless c is very

high and so the relative pressure to choose having the best feeding scores over avoiding

competition is increased.

We hypothesise that the resource’s traits favour some area of the 500-dimensional fitness

landscape. Competition constrains the size of this landscape that can be occupied at any

given time, and then either the pressure of predation drives an evolutionary cycling effect

within this restricted favourable region of the fitness landscape, unless a well-adapted

invader destabilises the community such that the driving mechanism is an attempt to

recover to the optimal state that existed prior to this invasion.

To test the influence of the resource on the resulting traits of species in the system,
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we develop an index to quantitatively measure the similarity of trait distribution between

a pair of ensembles: Across the final 100 evolutionary timesteps of a simulation, we count

the number of times that a given trait is among the 10 most common traits by species.

The 10 traits which satisfy this criteria most often are the top 10 traits for that simulation.

Then for a given pair of simulations, we count the occurrences of pairs of the same traits,

and normalise by dividing by 10. So for example an index of 0.3 means that there are

three traits that occur in the top 10 for both simulations. We perform 90 simulations with

the same resource and same trait matrix, 90 simulations with the same resource, trait

matrix, and first species, and finally a control set of 90 simulations with the same trait

matrix only. In all cases, R = 1×105 and c = 0.6. We compare the average trait compar-

ison index across all (90 × 89)/2 pairs of ensembles between these three sets in order to

determine if the resource, first species or neither give rise to the same final subset of traits.

Fixed Features: Score Matrix Scores and Resource Scores, Resource, Initial Species
Average Index 0.0297 0.4365 0.4533

Average Final Diversity 39.7 38.5 38.4

Table 5.3: Trait Index of 90 simulations for three scenarios

Given that the number of species present in the final food web is usually between 30

and 50, these results (Table 3) provide compelling evidence that the choice of resource,

representing the external environment in this model, has a strong determinative effect on

the final composition of the food web in terms of the traits that are commonly present,

even though the species themselves are subject to constant change. Keeping the first

species, which could be thought of as the initial condition of the simulation, constant has

a relatively minor cumulative effect by comparison.

5.12 Frequency of Success and Collapse

For all data presented in this chapter apart from this section, if the simulation fails to

complete due to the extinction of all non-resource species, the experiment is considered

a failure and restarted, in order to only compare complete simulations. For this next

experiment however, we allow simulations to collapse altogether as we test the ability of a
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drawn resource and initial species to result in a viable ecosystem. 10,000,000 experiments

are performed where we draw initial species and run the simulation with R = 5×104 and

c = 0.6 for 10,000 evolutionary timesteps.

Total failure rate: 0.619
Fraction which fail in the first evolutionary timestep: 0.571

Fraction of successes with 10 or more non-resource species after 10,000 steps: 0.518
Fraction of successes with 20 or more non-resource species after 10,000 steps: 0.035

Table 5.4: Success and Failure rate of Webworld simulations

In all of these simulations (Table 4), if any one of them failed within the 10,000

timesteps tested, the failure always occurred within the first 10 evolutionary timesteps.

Next we performed more than 1500 simulations of 1,000,000 evolutionary timesteps with

R = 104 and c in the range [0.59, 0.90], finding no instances of total extinction occur-

ring after the first 10 timesteps. Finally, when we sought 500 successful simulations with

120,000 timesteps, only 54 failed. Of those, 23 failed within the first timestep, and the

remaining 31 all failed within the first 10. Together with the statistical results from the

10,000,000 short-simulation experiments performed above, we can be confident that total

annihilation beyond the 10th timestep is extremely rare, if even possible.

5.13 Conclusions

We have collected many new ecological properties of food webs constructed by the Web-

world eco-evolutionary food web model, including time-series of the species composi-

tion and average and maximum trophic levels, and studying the trophic webs as well as

taxonomic webs. Network properties including clustering coefficients are given for the

networks it generates, and an intermediate exponent between link-density scaling and

constant connectance is found to be supported for a variety of implementations. We have

studied the long-term evolution of model networks in new detail, analysing the popular-

ity of certain traits for a given simulation, and the frequency of distribution of extinction

events in much longer simulations than previously considered. In particular, it appears

that neither a power law nor an exponetial law is supported by the data.

243



With the progress of complex networks as a discipline in recent years, theoretical ecologists

have stressed the need for studies of the response of model networks to perturbation to be

based on webs featuring realistic structure and the response of population dynamics that

are not too simplistic. In this study, a number of new results are obtained pertaining

to the stability of food webs generated by the Webworld model, and to the stability-

complexity debate in general. We collect community robustness results for the first time

using this model, finding support for the hypothesis that (in all its forms) it increases with

connectance. However, it decreases with diversity and link density. Consistent with this,

robustness is greatest for low Resource, high Competition parameters - which produce

low diversity, high connectance food webs. Therefore in this sense, large food webs are

less stable. Similarly, species deletion stability decreases with diversity, approximating

0.6 for large webs. However, we find that whilst the likelihood of no additional extinc-

tions decreases, it is also true that the average size of the secondary extinction events as

a fraction of the web decreases. Therefore, using this measure of stability, as diversity

increases the webs could be said to increase or decrease in stability depending on the

precise definition employed. This is symptomatic of many questions regarding food web

patterns and ecological modelling, where a variety of definitions and measures often yield

seemingly contradictory results. Next, we considered the effects of a serious perturbation

to the environment by reducing the resource species’ biomass. The effects of this are not

particularly surprising: the greater the reduction, the more severe the consequences for

the ecosystem. We do find that systems with higher c and therefore lower diversity gener-

ally suffer greater diversity loss. Finally, we studied the size of extinction events resulting

from invasion events. Previous papers have considered the size distribution of such events

for single simulations, however we looked at fractional extinctions as a function of prior

diversity and other food web properties. For both the average and maximal cases, a clear

decrease is observed beyond S ≈ 25, so in this sense larger food webs are more stable

to the perturbations caused by invasion of species similar to those already present in the

network.

With regard to the wider literature, we have observed a number of results consistent

244



with previous studies conducted using static or other eco-evolutionary models. Similar to

investigations that were performed using the Loeuille-Loreau model [BLLD11], we find

that the parameter choices which favour maximum species diversity are not quite the same

as those which enable the highest maximum trophic levels to be achieved. Furthermore,

it Webworld is consistent with the hypothesis of an intermediate exponent in the link-

species relationship, described in the review chapter [Dun06]. As with the work by Dunne

[DWM02b], we find that Webworld supports a positive correlation between food web con-

nectance and stability in the sense of community robustness. However, as discussed above,

we do note a number of ambiguities in terms of a general stability-complexity relation-

ship, as we saw that larger food webs could be more or less stable when using different

metrics, and also that depending on the definition of complexity (more S or more L/S)

robustness could be positively or negatively correlated. The definition of stability is of

particular importance for clarity, as high diversity (low c) systems appear to be better at

resisting species invasion, but worse at dealing with forced extinction waves. Similarly,

as we reflected upon in the preceeding paragraph, higher-diversity communities seem to

be less likely to resist species deletion altogether (i.e. with zero secondary extinctions),

but the average size of the secondary extinction waves induced are smaller as a fraction

of the web size so the overall effect is contained. Further reflection on these issues can be

found in Section 7.2.1.

In the following chapter, we have constructed a spatially-explicit metacommunity variant

of the Webworld model, and will study the impact of different mechanisms for species

dispersal between sites on the local networks. However, other possibilities for future work

using the Webworld model could include systematically testing the effect of varying the

thresholds for numerical convergence, or introducing mutations of variable size within

a simulation. A further possibility would be incorporating age and stage-structuring of

species, or the model could be combined with explicit modelling of body-size as used

in other eco-evolutionary models [LL05, ARR+15] in order to allometrically scale the

ecological efficiency and mortality rates of different species. These and other suggested

extensions will be explored further in the section of Chapter 7 concerned with future

research.
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Chapter 6

The Role of Migration in a

Spatial Extension of the

Webworld Model

6.1 Introduction

As we saw in the previous chapter, the Webworld model [CHM98, DHM01] is one of

the more successful eco-evolutionary approaches, combining foraging, ecological processes

(feeding and reproduction), and evolutionary processes (mutation and speciation) on three

distinct but interlinked timescales. A number of studies have continued to develop the

Webworld model, examining the structure, stability and statistical properties of the food

webs it generates in some detail, as well as testing the effects of various changes to the pa-

rameters and modelling choices involved [DMQ04, QHM05a, QHM02, QHM05b, LM08a,

LM08b, McK04]. In Chapter 5, we reproduced the model and performed additional tests,

investigating the link-species relationship, network properties, and stability (in the sense

of robustness) demonstrated by its food web networks.

Refer to Section 2.5.5 for a review of the role of spatial modelling in recent food web

research.
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In the work presented in this chapter, we have extended our previous study of the Web-

world eco-evolutionary model in Chapter 5 to a spatially-explicit metacommunity, mod-

elled as a two-dimensional coupled map lattice of local food webs with migration of pop-

ulations between them occurring on the same timescale as population dynamics (feeding

and reproduction). We shall investigate the impact of coupling homogeneous and hetero-

geneous environments, the precise form used to determine movement between cells, and

the rate of movement on the resulting species arrangements in each cell.

Our aims for this chapter can be explicitly stated as the following:

• Our initial objective will be to extend the robust recreation of the Webworld model

that we investigated in Chapter 5 to one which explicitly captures spatial effects in

a natural way, with explicit modelling of species subpopulations in multiple patches

with movement between them on the ecological timescale.

• Following this, we wish to employ this model to explore the effect of different rates

of migration of species subpopulations, and the effect that this has on local and

global properties such as diversity. We hypothesise that similar results to spatial

extensions of other models will be observed.

• Overall, we wish to establish a level of understanding of this spatial variant, com-

bined with our in-depth analysis of the original model in the previous chapter, so

that it can be used as the basis of more advanced studies going forward - especially

in regard to studying conservation and the effects of climate change, invasive species

and habitat destruction.

6.2 Extension to a Spatial Model

The operation of the model is largely the same as that described in the previous chapter

(Section 5.2 and 5.3). However, we describe here the key changes required in order to

implement the spatial aspects of the model:

First, during initialisation, there may be different resources and initial species in each
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local cell, and so as many sets of 10 traits as required are drawn for them. This is re-

peated until we can ensure that each initial species is able to feed on the resource in its cell.

Movement itself takes place on the ecological scale, during set portions of the simulation

(in terms of evolutionary timesteps) when migration is permitted. Each evolutionary

timestep consists of iterating the ecological equations for each local population of each

species, until either a steady state (fixed point or cycle up to period 10) is detected with

tolerance equal to 1.0, or a maximum of 100,000 ecological timesteps are carried out.

Then, a speciation event occurs. This involves selecting a species and local population

with probability proportional to its population (or biomass). Local populations in cells

with very low diversity may still have a lesser chance of being selected, however this

mechanism does reduce the potential disparity compared to choosing parental species

with equal probability. In such a case, in disconnected spatial scenarios, it would be pos-

sible for one cell’s species diversity to grow exponentially while leaving the others with a

small number of species who are consistently not chosen as a parent. We then introduce

a child species with population 1.0, and the parent population is reduced by 1.0, in the

same cell.

During each ecological timestep, if movement is enabled at the current time in the sim-

ulation, then after feeding and reproduction have occurred for all local populations in

all cells, then movement between connected cells takes place according to the following

equation:

Nx,y
i =

xmax∑
j=1

ymax∑
k=1

δj,k,x,yµi,j,k,x,y (6.1)

where δj,k,x,y = 1 if the cells (j,k) and (x,y) are connected, and zero otherwise, and

µi,j,k,x,y denotes the amount of the local population of species i in cell (j,k) that migrates

to cell (x,y) at this time step. How this is calculated will depend on a number of factors.

It is typically a function of the population of species i that currently exists in cell (j,k),

and in most cases is simply a fraction of this value. However, we will employ a variety

of alternative migration schemes later in the chapter, such as incorporating a random
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variable to determine when migration takes place, or making µi,j,k,x,y a function of the

difference between the local population at the current and previous ecological timesteps.

In addition to presenting time-series of the same properties as in the previous chap-

ter but for each of the local food webs, we also calculate several properties separated

between “shared” species (those which currently maintain populations both in the cell

under consideration and in at least one other cell) and “unique” species (which are only

present in the cell being considered). During the initial phase of most simulations, when

movement between cells is not allowed, all species are unique (except for scenarios where

a single resource species is found in all cells). First, we determine the local diversity, av-

erage populations, and average and maximum trophic levels in each cell, restricted to the

subgroup of shared or unique species. For example, the fraction of unique species which

are basal. Then we calculate the fraction of basal, intermediate, top, and omnivorous

species in each cell which are shared and the fraction that are unique. These fractions

must always sum to unity.

6.3 Comparison of 18 kinds of Multi-cell Simulation

We conduct studies of 18 different spatial scenarios. In all cases, the simulation begins

with a resource and a single non-resource species in each of the cells, which are all initially

disconnected with no movement until it is enabled at a certain time. When migration is

permitted, it occurs in the form of diffusion along each link between cells, with a fraction

of 0.005 of the local population of each non-resource species in each cell leaving along

each link to a connected local cell. Therefore the movement function µ from Equation

(8.1), for the amount of species i which migrates from cell (j,k) to cell (x,y), is given by

µi,j,k,x,y = 0.005×N j,k
i,t .

In all cases, the following technical details are observed: data is collected every 10 evo-

lutionary timesteps, with the exception of stability tests in the form of robustness and

species deletion stability. In terms of parameters, λ is set to 0.1, and 1.0 is used both

as the minimum and initial population size as well as the acceptable threshold for the

ecological loop to have reached a stationary state. In all cases, R = 5× 104 in each cell.
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For the systems of two or three cells, we always set c = 0.6 and b = 0.005. However, in

the four-cell scenarios we consider two different schemes: uniform-(c, b) where in all cells

these two parameters are as before, and heterogeneous-(c, b) systems where they vary

spatially. In this case, the following values are used: (0.8, 0.001), (0.7, 0.005), (0.6, 0.01),

and (0.5, 0.02). We note from Chapter 5 and the work of other authors [QHM05b] that

when c is high (0.7, 0.8) it places some limitations on the diversity of the local food web,

but the values of the predator saturation constant (b) chosen here should not be limiting.

To better understand the effect of coupling cells with these different parameter choices,

we then studied two scenarios with spatially-uniform c and b, but choosing the most ex-

treme combinations that were used in the heterogeneous scenarios. That is, these two

scenarios respectively take the (c, b) parameter sets (0.8, 0.001) and (0.5, 0.02) for all cells.

We perform five simulations for each scenario, except for scenario 11, which requires

∼ 2 months per simulation on a Skylake i7 processor. We therefore collected just two

simulations for this scenario.

6.3.1 Scenarios

For systems of either two or three cells, we divide scenarios according to the nature of

the resources. Either each cell (each local site) has a unique resource, or else they all

share the same resource species and are in this way spatially homogeneous. Furthermore,

we investigate both the cases where the resource population or biomass is static as in

previous research, or where it is time-varying in the ecological loop.

For two-cell systems, each simulation consists of 200,000 evolutionary timesteps, with

migration permitted between the 80,000th and 160,000th. For simulations with three

cells, arranged in a line with the middle cell adjacent and connected to both others, mi-

gration is activated from the 100,000 to 200,000th of the 300,000 evolutionary timesteps.

Since each evolutionary timestep represents once speciation event for a local population

in one cell of the metacommunity, we perform simulations of a length equal to 100,000

per cell, so that the results are comparable to a regular single-cell simulation of length

100,000 timesteps. For both two- and three-cell scenarios, stability measures of robustness
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and species deletion stability are recorded every 5000 evolutionary timesteps. All other

properties are recorded at intervals of every 10 evolutionary timesteps.

Scenario No. Number of Cells Resource Species Resource Population
1

2

Homogeneous Static
2 Homogeneous Time-varying
3 Heterogeneous Static
4 Heterogeneous Time-varying
5

3

Homogeneous Static
6 Homogeneous Time-varying
7 Heterogeneous Static
8 Heterogeneous Time-varying

Table 6.1: Two and Three Cell Scenarios

The remaining ten scenarios are of systems with four cells. For each of these, there is a

unique resource in each cell with static population. Instead we consider the effects of two

other modelling choices: firstly, the spatial topology of the metacommunity. We consider

four choices: ring (where the first and fourth cells are connected to both the second and

third, but not to each other, and the second and third cells are not directly linked), fully-

connected, star (where all cells are connected only to the first cell), and line where the

first cell is connected to the second, the second to both the first and third, the third to

both the second and fourth, and the fourth cell is connected only to the third. Second,

whilst all of these scenarios are spatially heterogeneous in the sense that different resource

species are present in each cell, as discussed in the preceeding section we also consider, for

each topology, the possibility of heterogeneity in the parameters b and c. In all cases, the

simulations are performed for 400,000 evolutionary timesteps, with migration occurring

between the 100,000 and 300,000th. Given the already high computational demand of

these simulations, for scenarios 9-16 we limit the stability properties to be collected only

every 10,000 evolutionary timesteps. For the final two scenarios robustness data was not

collected, as we are primarily concerned with the effect of the parameter choices on global

diversity in these cases.
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Scenario No. Number of Cells Spatial Topology (c, b) parameters
9 4

Ring
Homogeneous

10 4 Heterogeneous
11 4 Fully-

connected
Homogeneous

12 4 Heterogeneous
13 4

Star
Homogeneous

14 4 Heterogeneous
15 4

Line
Homogeneous

16 4 Heterogeneous
17 4

Line
Homogeneous: high b, low c

18 4 Homogeneous: low b, high c

Table 6.2: Four Cell Scenarios

6.3.2 Example Output Images

Given the limitations of space, we shall present here the full set of results for a sin-

gle simulation from scenario 7: three cells, each with different resource species with

temporally-constant biomass.
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(a) Global Diversity (b) Local Diversity

(c) Phylogenetic Tree (d) Distribution of Extinction
Events

(e) Occupied PATl, Cell 1 (f) Occupied PATl, Cell 2

(g) Occupied PATl, Cell 3 (h) Average Local Population

Figure 6.1: Taxonomic Web properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Basal Fraction (b) Intermediate Fraction

(c) Top Fraction (d) Link Density

(e) Connectance (f) Omnivory

(g) Average PATL (h) Maximum PATL

Figure 6.2: Taxonomic Web properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Average SCTL (b) Maximum SCTL

(c) Trait Overlap on First TL (d) Trait Overlap on Second TL

(e) Trait Overlap on Third TL (f) Average LCC

(g) Average LCC Non-Resource (h) Average GCC

Figure 6.3: Taxonomic Web properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Local Diversity (b) Basal Fraction

(c) Intermediate Fraction (d) Top Fraction

(e) Link Density (f) Connectance

Figure 6.4: Trophic Web Properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Omnivory (b) Average SCTL

(c) Average LCC (d) Average LCC Non-Resource

(e) Average GCC

Figure 6.5: Trophic Web Properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Random Robustness

(b) High-C Robustness (c) Low-C Robustness

(d) High-C Non-basal Robustness (e) Low-C Non-basal Robustness

Figure 6.6: Stability properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Trophic Random Robustness

(b) Trophic High-C Robustness (c) Trophic Low-C Robustness

(d) Trophic High-C Non-basal
Robustness

(e) Trophic Low-C Non-basal
Robustness

Figure 6.7: Stability properties for a Single Three-cell Simulation:
Blue = Cell 1, Red = Cell 2, Yellow = Cell 3
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(a) Cell 1 (b) Cell 2 (c) Cell 3

Figure 6.8: Final Food Webs:
- Height represents the prey-averaged trophic level.

- Colour: purple for the resource, green for Basal, yellow for Intermediate, red for Top.
- Size of nodes: directly proportional to the logarithm of population size.

- Thickness of feeding links corresponds to predatory effort.
- Shape of node: triangular denotes shared species, circular nodes are unique species.
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(a) Cell 1, Local Diversity (b) Cell 2, Local Diversity

(c) Cell 3, Local Diversity (d) Cell 1, Average Populations

(e) Cell 2, Average Populations (f) Cell 3, Average Populations

Figure 6.9: Simulation properties for each of the shared and unique species subgroups:
Blue = The property for only Shared species
Red = The property for only Unique species.
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(a) Cell 1, Average SCTL (b) Cell 2, Average SCTL

(c) Cell 3, Average SCTL (d) Cell 1, Maximum SCTL

(e) Cell 2, Maximum SCTL (f) Cell 3, Maximum SCTL

Figure 6.10: Simulation properties for each of the shared and unique species subgroups:
Blue = The property for only Shared species
Red = The property for only Unique species.
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(a) Cell 1, Basal Fraction (b) Cell 2, Basal Fraction

(c) Cell 3, Basal Fraction (d) Cell 1, Intermediate Fraction

(e) Cell 2, Intermediate Fraction (f) Cell 3, Intermediate Fraction

Figure 6.11: Simulation Properties for each of the shared and unique species subgroups:
Blue = The property for only Shared species
Red = The property for only Unique species.
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(a) Cell 1, Top Fraction (b) Cell 2, Top Fraction

(c) Cell 3, Top Fraction (d) Cell 1, Omnivory Fraction

(e) Cell 2, Omnivory Fraction (f) Cell 3, Omnivory Fraction

Figure 6.12: Simulation Properties for each of the shared and unique species subgroups:
Blue = The property for only Shared species
Red = The property for only Unique species.
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(a) Cell 1, Basal Fraction (b) Cell 2, Basal Fraction

(c) Cell 3, Basal Fraction (d) Cell 1, Intermediate Fraction

(e) Cell 2, Intermediate Fraction (f) Cell 3, Intermediate Fraction

Figure 6.13: Subdivision of simulation groups between shared and unique species:
Blue = Fraction of the group that are Shared species
Red = Fraction of the group that are Unique species.

265



(a) Cell 1, Top Fraction (b) Cell 2, Top Fraction

(c) Cell 3, Top Fraction (d) Cell 1, Omnivory Fraction

(e) Cell 2, Omnivory Fraction (f) Cell 3, Omnivory Fraction

Figure 6.14: Subdivision of simulation groups between shared and unique species:
Blue = Fraction of the group that are Shared species
Red = Fraction of the group that are Unique species.
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(a) Cell 1, Local Diversity (b) Cell 2, Local Diversity

(c) Cell 3, Local Diversity (d) Cell 1, Average Population

(e) Cell 2, Average Population (f) Cell 3, Average Population

Figure 6.15: Simulation Properties for each Shortest Chain Trophic Level:
Blue = SCTL 1, Red = SCTL 2

Yellow = SCTL 3, Purple = SCTL 4
Green = SCTL 5.
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(a) Cell 1, Cumulative Population (b) Cell 2, Cumulative Population

(c) Cell 3, Cumulative Population

Figure 6.16: Simulation Properties for each Shortest Chain Trophic Level:
Blue = SCTL 1, Red = SCTL 2

Yellow = SCTL 3, Purple = SCTL 4
Green = SCTL 5.
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(a) Cell 1, Average Population (b) Cell 2, Average Population

(c) Cell 3, Average Population (d) Cell 1, Cumulative Population

(e) Cell 2, Cumulative Population (f) Cell 3, Cumulative Population

Figure 6.17: Simulation Properties for B-I-T subdivisions:
Blue = Basal, Red = Intermediate, Yellow = Top.
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(a) Cell 1, 50000
Evolutionary
Time Steps

(b) Cell 1, 99995
Evolutionary
Time Steps

(c) Cell 1,
100005

Evolutionary
Time Steps

(d) Cell 1,
199995

Evolutionary
Time Steps

(e) Cell 1,
200005

Evolutionary
Time Steps

(f) Cell 1,
250000

Evolutionary
Time Steps

(g) Cell 2, 50000
Evolutionary
Time Steps

(h) Cell 2, 99995
Evolutionary
Time Steps

(i) Cell 2,
100005

Evolutionary
Time Steps

(j) Cell 2,
199995

Evolutionary
Time Steps

(k) Cell 2,
200005

Evolutionary
Time Steps

(l) Cell 2,
250000

Evolutionary
Time Steps

(m) Cell 3,
50000

Evolutionary
Time Steps

(n) Cell 3, 99995
Evolutionary
Time Steps

(o) Cell 3,
100005

Evolutionary
Time Steps

(p) Cell 3,
199995

Evolutionary
Time Steps

(q) Cell 3,
200005

Evolutionary
Time Steps

(r) Cell 3,
250000

Evolutionary
Time Steps

Figure 6.18: Food Webs During The Simulation:
- Height represents the prey-averaged trophic level.

- Colour: purple for the resource, green for Basal, yellow for Intermediate, red for Top.
- Size of nodes: directly proportional to the logarithm of population size.

- Thickness of feeding links corresponds to predatory effort.
- Shape of node: triangular denotes shared species, circular nodes are unique species.
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(a) Average Lifespan (b) Turnover

(c) Number of Successful Children (d) Rate of Successful Children

Figure 6.19: Simulation Properties for B-I-T subdivisions:
Blue = Unclassifiable, Red = Basal

Yellow = Intermediate, Purple = Top.
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(a) Average Lifespan (b) Turnover

(c) Number of Successful Children (d) Rate of Successful Children

Figure 6.20: Simulation Properties for SCTL subdivisions:
Blue = SCTL 1, Red = SCTL 2

Yellow = SCTL 3, Purple = SCTL 4
Green = SCTL 5.

Experimental data pertaining to the other 15 scenarios (17 including the additional

4-cell heterogeneous-(c, b) investigation) with 5 simulations each (except for scenario 11

which has only two simulations), and the remaining 4 simulations for this scenario, can

be found in Sections 3.1-3.3 of the supplementary material.

6.3.3 Averaged Data: Effect of Migration

We consider several key properties of the food webs during four phases of each simulation:

before migration, during migration, and then split the remaining period after migration

into two phases of equal duration. In particular, we consider the average global and

local diversity, link-density, connectance, and local maximum and average prey-averaged

and shortest-chain trophic levels. These properties are averaged over the phases of the
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simulation, and then over each simulation for that scenario (two for scenario 11, and

five otherwise). We also calculate the average total evolutionary lifespans of all species

throughout each simulation, and provide the mean of this value for each scenario.

Two Cells Three Cells
Scenario 1 2 3 4 5 6 7 8
Lifespan 545.9 645.7 280.3 272.6 419.9 469.2 274.6 357.2

Table 6.3: Average Evolutionary Lifespans: Two and Three Cell Scenarios

Four Cells
Scenario 9 10 11 12 13 14 15 16 17 18
Lifespan 412.1 57.7 326.2 58.5 509.6 86.9 442.5 74.6 26.7 859.7

Table 6.4: Average Evolutionary Lifespans: Four Cell Scenarios

(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.21: Global Diversity
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(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.22: Average Local Diversity

(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.23: Average Link Density
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(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.24: Average Connectance

(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.25: Average Shortest-chain Trophic Level
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(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.26: Maximum Shortest-chain Trophic Level

(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.27: Average Prey-averaged Trophic Level
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(a) Two Cells (b) Three Cells

(c) Four Cells - Homogeneous
(c, b)

(d) Four Cells - Heterogeneous
(c, b)

(e) Four Cells - Extreme-value
Homogeneous (c, b)

Figure 6.28: Maximum Prey-Averaged Trophic Level

6.3.4 Observations

We make the following observations from these experiments. In most cases, all five simu-

lations appear qualitatively similar to each other in their trends and general behaviour. In

general, the webs experience growth in global diversity across all stages of the simulation

(Figure 6.21), albeit at different rates.

We find that varying the population of the resources in the ecological loop has little

effect, at least with the frequency and amplitude of variation that we employed. In all

cases, to visual inspection the time-series appear very similar to when the resource pop-

ulation size is fixed. No consistent pattern is observed from the averaged data for the

effect of temporally varying the resource (Figure 6.21-6.28(a),(b)).

We observe a number of subtle distinctions between systems of two or three cells that

are otherwise the same but where in one case the same resource species is present in all

cells (Figure 6.21-6.28(a),(b) left-hand columns), while in the other each cell has a unique
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resource species (Figure 6.21-6.28(a),(b) right-hand columns). Examining the time-series,

systems where the cells have different resources usually showed greater variation in prop-

erties both during and after migration. This is likely because the species arrangements

coming from each cell are conflicting with each other, while in a metacommunity with

homogeneous resource species a single shared arrangement could be optimal for all of the

local cells. Similarly, when migration is turned off, heterogeneous environments undergo

some fluctuation as each cell dispenses with the immigrant species that are not suited

to conditions in that local food web, and diversity in the cell then increases to its stable

maximum. Because these systems do not experience as much growth in global diver-

sity during the period of movement, the increases in global diversity immediately after

disabling movement is much greater proportionally than for scenarios that feature homo-

geneous resource species. In this way, constant diffusion migration between very different

environments is not always optimal for diversity, as conflict and enforced synchronisa-

tion between the different food webs may be beneficial at the local level, but reduce the

potential diversity that could be achieved on the global scale. The average evolutionary

lifespans of species also tend to increase in such systems after migration has been disabled.

For homogeneous-resource environments (scenarios 1,2,5,6), these effects are not observed,

as migration has helped each local cell find an optimal arrangement that they all share,

with a maximal number of species, and so which remains stable in all cells when isolated

from each other. These scenarios show much greater growth in local and particularly in

global diversity during the period when migration is enabled (Figure 6.21-6.22(a),(b)).

Other differences between systems with the same or different resources per cell are that

while the same resource is shared, in each cell shared species tend to occupy lower trophic

levels than unique species, due to low-level species possessing the larger populations that

facilitate diffusion migration. Furthermore, large-population basal species in one cell can

also feed on the resource in the other cells that it migrates to, so the likelihood of success-

fully establishing as a result of this migration is high relative to other species. This trend

is not so clearly visible in systems with multiple resources. Finally, this choice alters the

effect of migration on the rate of successful invasions for species at greater than trophic

level 1, or non-basal species. With the same resource the rate decreases during migration

278



and rises again when it is switched off, and with different resources the reverse pattern

is observed. The various trophic level measures, Maximum and Average local PATL and

SCTL, generally follow the same trends (Figure 6.25-6.28): in all cases, these properties

increase during migration, and then for heterogeneous resource scenarios, there is then a

decrease after migration ends.

We also note that a number of trends can be explained in terms of whether or not local

food webs have found a stable configuration and begun to grow quickly. In many cases,

not all cells had managed this by the time that migration was activated. If this was the

case, and at least one cell had developed a complex web, then it immediately followed

that all other cells were forced into such a state through immigration of many species.

Furthermore, when the cells “stabilise” in this manner, either as a result of migration

(e.g. scenario 1, simulation 1) or before it (e.g. scenario 2, simulation 1), the rate of evo-

lutionary turnover and the number of successful invasions drop and do not increase again

afterward. This growth in the local diversity of the webs affect other properties such as

link density and connectance. In most cases, link density increases over both stages of the

simulation. Once all of the local webs have left their “pre-complexity” stage, the value is

typically between 2 and 3. Connectance typically takes a value between 0.2 and 0.3 when

the webs have stabilised (Figure 6.24). As it is large in the small pre-complexity webs,

we see that in most cases it decreases when migration is enabled and then remains low.

The exceptions to this are the variable-(c, b) four-cell scenarios, which returned to very

low local diversity after migration ended, and therefore see large connectance increases

during these phases (Figure 6.24(d)).

Next we turn our attention to the patterns observed in the four-cell systems. In all these

cases, the systems feature a unique resource species in each cell. Whilst these systems

again all see a continual growth in global diversity throughout the simulations, this time

we observe a decrease in local diversity after migration is disabled. Spatial topology does

not seen to have much of an effect, except that those simulations with fully-connected

topology (scenarios 11 and 12) had the greatest increase in local diversity during migra-

tion, but average or lower global diversity. This is likely a consequence of the increased
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connectivity and easier movement of local populations resulting in fewer unique species

and more shared species.

There are some consequences apparent for whether the (c, b) parameters are spatially ho-

mogeneous or heterogeneous. In particular, heterogeneous-(c, b) systems have much lower

global and local diversity throughout the simulations (Figure 6.21-6.22(d)), they show

greater variation in properties during and after migration compared to their uniform-(c, b)

counterparts, and the post-migration decrease in maximum and average prey-averaged

and shortest-chain trophic levels is particularly evident (Figure 6.25-6.28(d)). For these

heterogeneous systems, the lack of equilibrium is even more pronounced with line topol-

ogy than others (this is probably because the most stable cell is then three steps removed

from the most unstable one, and thus struggles to dominate its ecosystem and damp out

its unstable effects by migration). In homogeneous environments, species turnover and

the likelihood of successful invasion increases either by a small amount or not at all when

migration ends, whilst for heterogeneous-(c, b) environments both of these properties in-

crease significantly when migration is switched off. This is in accordance with their greater

instability and poor adaptation to the individual cells, as well as that some of the cells are

poor at supporting life due to the parameter choices and so will experience greater species

turnover. These systems also tend to have much lower evolutionary lifespans averaged

over the entire simulation (50-70 evolutionary timesteps) than the uniform-(c, b) systems

(300-500), as we can clearly see from Table 4. The evolutionary lifespans over periods of

the simulation increase when migration is enabled in homogeneous environments, but for

heterogeneous-(c, b) environments they may decrease during migration and then increase

after it is disabled.

In order to further investigate the role of heterogeneity, we consider scenarios 17 and

18. In both cases, four cells with unique resources are arranged with a line topology, and

have homogeneous (c, b) parameters taken from the two extremes of the heterogeneous

scenarios. Therefore one set of simulations (17) has four cells with high b = 0.02 and low

c = 0.5, and the other set (18) has four cells with low b = 0.001 and high c = 0.8. We find

that the systems with low b and high c operate normally, growing quickly and with a very

280



significant decrease in diversity in some cells (Figure 6.22(e)), but not globally (Figure

6.21(e)), when migration is switched off. However, for scenario 17 (high b and low c)

the network’s properties appear very similar to those of the heterogeneous systems, with

low diversity in all cells that increases only slightly during the period of migration, and

with constant and significant variation in all properties over time. This is interesting, as

these properties were not in the range known to be potentially limiting for the growth

of complex food webs [QHM05b]. The main distinction between this scenario and the

heterogeneous one is that species’ evolutionary lifespans are even more reduced (from

approximately 50-80 to between 25 and 30 evolutionary timesteps), and the phylogenetic

trees of the surviving species’ ancestry show almost no species that last for a significant

number of evolutionary timesteps, quite distinct from any other scenario investigated

here. Clearly, the cell that had these properties in the heterogeneous scenario had a

strongly destabilising effect on the rest of the spatial network, although the differences in

lifespans and the phylogeny indicate that the coupling with other cells that could sustain

complex webs was not completely damped, and so these negative effects were not due to

the property of heterogeneity itself.

6.4 The Role of Resource Size on a Global and Local

Properties

Consider a four-cell ring metacommunity, with c = 0.6 and b = 0.005 in each cell, and

constant diffusion migration at a rate of 0.005 of each population moving along each of

the two links out of each cell to its neighbours at every ecological timestep. We inves-

tigate the influence of the resource biomass (uniform across all cells) on the local and

global properties of the food webs. Each simulation is performed for 300,000 evolutionary

timesteps, with migration being enabled from the 100,000th until the end.
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(a) Diversity (b) Link Density

(c) Connectance (d) Shortest-Chain Trophic Levels

(e) Prey-Averaged Trophic Levels

Figure 6.29: Effect of Resource

We see that global diversity is substantially greater than average local diversity in

this experiment (Figure 6.29(a)), probably due to the spatial topology causing a greater

separation between the cells. This can be especially true when the resource is low, as

there are fewer species and lower populations supported, so it is less likely that a species

well-adapted to cell (1,1) will be able to migrate and establish a satellite subpopulation

in cell (2,2). The diminishing growth of diversity with resource size is in broad agreement
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with previous results for the original, non-spatial version of the model [McK04].

In line the experiments in Chapter 5, the average L/S in each cell increases slowly (Figure

6.29(b)) and local connectance declines to between 0.1 and 0.2 (Figure 6.29(c)) as the

diversity increases along with the resource biomass. We find that measures of trophic

height and trophic level return very similar results, and both the average and maximum

values of these in the system are saturating to about 2.4 and 4.4 respectively as the

resource increases (Figure 6.29(d),(e)).

6.5 Effect of Migration Rate

We investigate the impact of the dispersal rate for a variety of dispersal schemes in sys-

tems of three cells, arranged in a line. That is, one cell is connected to both of the others,

but these two are not directly connected to each other. For the first two schemes, we also

performed similar tests with a fully-connected metacommunity, but like other authors

([TD18]) found that the impact of this topology is negligible.

In particular, we consider the average local diversity (the number of species actually

present with population greater than 1.0 in the cell at that time), the global diversity

(total number of unique species in the system), and the average of the following prop-

erties over all three cells in the metacommunity: link density, connectance, average and

maximum trophic levels in the cell (both prey-averaged and shortest-chain).

For all of these experiments, each cell has the parameters c = 0.6, R = 1 × 104. As

usual, λ = 0.1 and b = 0.005. For 100 values of the migration constant φ = 1, 2, . . . , 100,

the system is iterated for 300,000 evolutionary timesteps, with migration beginning at the

100,000th and continuing until the end of the simulation. Each graph is therefore the re-

sult of 30,000,000 speciation events. Results are averaged over the final 10,000 timesteps,

during which migration is still permitted.
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6.5.1 Diffusion

As in the results presented in the previous section, we first assume that species migrate

between adjacent cells by density-dependent diffusion so that if a given cell is connected

to k other cells, then a fixed fraction ρ = φ/100 of the populations of each non-resource

species in that cell will move to each of the k other cells. In other words, there is a uniform

fraction of movement along each link, but not a uniformity in the fraction of populations

leaving each cell unless all cells have an equal degree of connectivity. If more than the

entire population of a species is to leave a cell, that is if kρ > 1, then the migrating

populations are normalised and 1
k moves to each connected cell. More general to that

used in the previous sections, the movement function µ for the amount of species i which

moves from cell (j,k) to cell (x,y), is given by µi,j,k,x,y = (φ/100)×N j,k
i,t .

6.5.2 Decline-Driven Migration

For a different scheme, we studied the outcome of populations only moving as a re-

sult of unfavourable conditions in their current local environment. In this case, we

record the population of each species in each cell at each ecological timestep. If the

local population declines between subsequent timesteps, as a result of the feeding and

reproduction (i.e. excluding the effects of migration at the previous timestep), then

a fraction of the population will emigrate to each connected cell in proportion to the

fraction of decline. In particular, for a cell of degree k, ρ× (fractional decrease) will

move to each of k other cells, where ρ = φ/50. Thus, ρ scales the rate of movement

and how small a population decline is required for saturation of the movement func-

tion, where the entire species emigrates. For example, in the middle cell with degree 2,

the entire local population will abandon the cell if it declines by a fraction of at least

1/2ρ = 50/2φ = 25/φ. The movement function for species i at ecological timestep t > 1

is therefore µi,j,k,x,y = (φ/50)×max(0, (N j,k
i,t−1 −N

j,k
i,t )/N j,k

i,t−1).

6.5.3 Diffusion Version 2 (V2)

Next, we implement a slightly different version of diffusion where local populations migrate

to adjacent cells by density-dependent diffusion so that if a given cell is connected to k

other cells, then some fixed fraction ρ = φ/100 of the populations of each non-resource
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species in that cell will emigrate, evenly split between the k neighbours (i.e. the level

of emigration will be independent of the degree of the cell). Therefore in this case the

migration parameter φ is just the percentage of each local population that emigrates from

every cell at every ecological timestep. The movement function is divided by the degree

k, and so we have µi,j,k,x,y = (φ/(100k))×N j,k
i,t .

6.5.4 Decline-Driven Migration Version 2 (V2)

Similarly, we adopt a scheme where species move at a rate independent of the spatial

topology, and only when under pressure in a local environment. If the local population

declines between subsequent timesteps, as a result of the feeding and reproduction, then a

fraction of the population will emigrate to each connected cell in proportion to the fraction

of decline. In particular, for a cell of degree k, ρ× (fractional decrease) will emigrate,

where ρ = φ/50, and so φ/(k×50) goes to each neighbouring cell. For example, the entire

local population of any cell will abandon it, equally divided amongst all nighbouring cells,

if it declines by a fraction of at least 1/ρ = 50/φ. Similar to before, the movement function

is given by µi,j,k,x,y = (φ/(50k))×max(0, (N j,k
i,t−1 −N

j,k
i,t )/N j,k

i,t−1).

6.5.5 Stochastic-absolute migration

Next we consider three possible movement schemes to model situations where migration

occurs only occasionally, rather than during every ecological timestep. For this, we follow

Thiel and Drossel in their investigation using the Niche Model [TD18] and switch to a

stochastic rather than deterministic implementation. We look at three different ways to

scale movement with φ from 1, . . . , 100: (a) the frequency of the movements increases,

(b) the size of movement events increases, and finally (c) both the size and frequency of

events increases. In all cases (a)-(c), the rate and degree of movement are independent of

any properties of the particular species.

For each cell and local population, and at each ecological timestep, θ is a uniformly-

distributed random variable in [0,1). In each case, movement out of the central more-

connected cell is doubled in size, but halved in frequency.
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(a) For the central cell, migration occurs if θ < φ/2000, whilst for populations in other

cells it occurs if θ < φ/1000. In all cases, a population size (not fraction) of 2.0 emigrates

to each connected cell. Therefore, the biomass of species i that moves between (j,k) and

(x,y) when connected is given by µi,j,k,x,y = χj,k,θ × 2.0 where χj,k,θ = 1 if θ < φ/2000

and j = 2, or if θ < φ/1000 and j 6= 2, and zero otherwise.

(b) For the central cell, migration occurs if θ < 1/2000, whilst for populations in other

cells it occurs if θ < 1/1000. In all cases, a population size of 1.0×φ emigrates. Therefore,

the movement function is given by µi,j,k,x,y = χj,k,θ × φ where χj,k,θ = 1 if θ < 1/2000

and j = 2, or if θ < 1/1000 and j 6= 2, and zero otherwise.

(c) For the central cell, migration occurs if θ < φ/2000, whilst for populations in other

cells it occurs if θ < φ/1000, with population size 1.0 × φ emigrating. In this case, the

movement function is µi,j,k,x,y = χj,k,θ × φ where χj,k,θ = 1 if θ < φ/2000 and j = 2, or

if θ < φ/1000 and j 6= 2, and zero otherwise.

In these simulations, species occupying the first trophic level typically have population

size 100-1000, while many higher level species are of size 5-50. Therefore for stochastic

scheme (a), only the very smallest local populations are in the range 1-2 and could be

made extinct locally by emigration. For schemes (b) and (c), occasional total displace-

ment of populations could occur for most values of φ, especially for φ > 5. However, as φ

is never of the order of 1000, it does not become large enough to always necessitate that

all populations always move (in which case, any greater values of φ would be redundant).

6.5.6 Stochastic-fractional Migration

Finally, we consider 400 simulations consisting of four cross-sections of a stochastic mi-

gration scheme where a given fraction of the local population migrates at stochastically-

chosen ecological timesteps. The first three cross-sections are of a similar form: 20%, 1%,

and 0.1% of local populations respectively migrating with frequency at 100 increments

between 1/1000 and 1/10 ecological timesteps. The fourth scheme compares directly with

the previous stochastic-absolute schemes, as local populations emigrate from cells with
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a frequency of 1/1000 ecological timesteps. In this last case we explore the impact of

varying the fraction of the local population that emigrates over 100 increments between

1% and 100%.

To make these clear, the population of species i that migrate between connected cells

(j,k) and (x,y) at a given ecological timestep for these cross-sections (which shall be re-

ferred to as stochastic-fractional 1,2,3,4) are as follows:

1) µi,j,k,x,y = χj,k,θ × 0.2N j,k
i where χj,k,θ = 1 if θ < φ/2000 and j = 2, k = 1, or if

θ < φ/1000 and j 6= 2, and zero otherwise.

2) µi,j,k,x,y = χj,k,θ × 0.01N j,k
i where χj,k,θ = 1 if θ < φ/2000 and j = 2, k = 1, or if

θ < φ/1000 and j 6= 2, and zero otherwise.

3) µi,j,k,x,y = χj,k,θ × 0.001N j,k
i where χj,k,θ = 1 if θ < φ/2000 and j = 2, k = 1, or if

θ < φ/1000 and j 6= 2, and zero otherwise.

4) µi,j,k,x,y = χj,k,θ × 0.01φN j,k
i where χj,k,θ = 1 if θ < 1/2000 and j = 2, k = 1, or if

θ < 1/1000 and j 6= 2, and zero otherwise.
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.30: Diffusion Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.31: Diffusion V2 Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.32: Decline-Driven Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.33: Decline-Driven V2 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.34: Stochastic-absolute 1 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.35: Stochastic-absolute 2 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.36: Stochastic-absolute 3 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.37: Stochastic-fractional 1 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.38: Stochastic-fractional 2 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.39: Stochastic-fractional 3 Migration Scheme
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(a) Diversity (b) Link Density

(c) Connectance (d) SCTL

(e) PATL

Figure 6.40: Stochastic-fractional 4 Migration Scheme

6.5.7 Discussion

Comparing the global and local diversities (Figure 6.30-8.40(a)) for the different schemes,

we see that in addition to the broader trends, all of them undergo substantial fluctuation

with small changes in the migration parameter except for stochastic-absolute migration

scheme 2 (Figure 6.35(a)). This characteristic is generally shared by all of the other
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properties, with those of the Diffusion schemes appearing to be particularly volatile with

regard to incremental changes in the movement parameter.

In the previous chapter, it was found that a single isolated food web with the same

parameters used in this experiment (R = 1 × 104 and c = 0.6) could average between

27 and 32 unique species (Figure 5.10(a)). Performing 50 simulations with three dis-

connected cells for 300,000 timesteps, which differs from simulating a single cell in the

effect of the probabilistic parental-selection mechanism and tripling the energy input via

three resources each with R = 104, yielded the following results: global diversity 45.34

averaged over the final 10,000 timesteps, and (also averaged over all of the cells) local

diversity 16.99, link density 2.10, connectance 0.40, maximum and average shortest chain

trophic levels 2.45 and 1.46, and average and maximum prey-averaged trophic levels 2.61

and 1.52. These experiments are distinct from regular spatial simulations which feature

periods of movement in some form, as they lack the possibility of the benefits observed

in previous sections by allowing a successful local food web to kick-start a neighbour

that is still lacking in diversity. The combination of this with the effect of the speciation

mechanism for multiple disconnected cells also resulted in a large degree of variation in

species diversity between cells and between simulations - much more so than we have pre-

viously seen from the Webworld model, which for a single cell is generally quite consistent

provided that the number of evolutionary timesteps is sufficiently large. Furthermore, in-

dividual cells were allowed to collapse, further reducing the average number of species per

cell relative to the equivalent single-cell simulations despite the greater resources.

We see that for all three cases of stochastic-absolute migration, enabling movement that

is sufficiently large and frequent has a significantly negative effect on species diversity

compared to when no movement is permitted. In particular, for versions 2 and 3, the

local food webs in these simulations often had fewer than 10 species once the size of

migration events had become sufficiently large. Similar results are seen when using vari-

ous rates of stochastic-fractional migration. In particular, it is clear from the first three

forms that it is desirable for maximising both local and global diversity to have stochastic

migration occur, but as rarely as possible. Scheme four also indicates (Figure 6.40(a))
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that it is also optimal to have the smallest possible fraction migrating. Whilst this seems

to conflict with scheme 2 (1% movement) reaching greater global diversities than scheme

3 (0.1%), we note that as movement becomes more frequent both the local and global

diversities decline much more rapidly for scheme 2 than for 3, and so scheme 3 with it’s

lower amounts of movement, is able to tolerate more frequent movement before becoming

worse than no movement at all.

When using a deterministic diffusion form of movement, although there is a general

downward trend of local diversity as a greater fraction of the populations moves each

timestep, it is not as certain to reduce the diversity as the latter two stochastic-absolute

schemes. Consider for example, the peak around φ = 57 of Figure 6.31(a), where aver-

age local diversity reaches 35. However, the general effect of diffusion migration on local

diversity is unclear, because of its high level of variability with the migration parameter.

In contrast, the effect of this degree of mixing on the global diversity is obvious and con-

sistent, reducing it to about the same level as the local diversity as (even for small rates

of diffusion) synchronisation occurs and the local food webs become homogenised in their

constituent species. The first stochastic-absolute migration scheme, where the travelling

populations are fixed at 2.0 which is small enough to constitute only a minor fraction

of most local populations that occupy the first or second trophic levels, has about the

same local diversity as this diffusion migration scheme, but permits significantly greater

global diversity (Figure 6.34(a)) and clearly allows distinct local food webs to be con-

structed. When the probability of migration is lowest (on the order of one event in every

1000 ecological timesteps per species per cell) this scheme permits local and global diver-

sity that exceeds these properties in the absence of any coupling. Comparing these two

sets of movement schemes (diffusion and stochastic-absolute 1), it is evident that spa-

tial mechanisms which can frequently forcibly displace large portions of local populations

from their environment has a prohibitively negative impact on species diversity, whilst

schemes which enforce mixing and homogeneity by frequent movement mainly limit global

diversity.

However, it seems that the most favourable movement scheme at both the local and
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global levels are the two versions of decline-driven migration. In both cases, the average

local diversity is around 20, although there is a slight downward trend as the rate param-

eter increases for the first version only, and the global diversity approximates 60 to 70.

This indicates that the local food webs are mostly distinct from each other, however, that

the diversity is well above the control average of 45 in almost all cases strongly suggests

that rescue effects are in play to allow the local webs to benefit from each other with-

out forcing a diversity-reducing synchronisation. Overall, it appears that implementing

migration using a mechanism that allows only very small fractions of populations to mi-

grate, and then as rarely as possible or else only in response to already-unfavourable local

conditions, is the most beneficial for species diversity. This indicates that movement and

migration is not necessarily a positive addition to the model from the species’ perspective,

except insofar as it can allow for kick-starting diversity in neighbouring cells, or provide

occasional rescue effects.

For both versions of diffusion, the average local link density is approximately 2 through-

out (Figure 6.30(b),8.31(b)), and 2.5 for both versions of decline-driven migration (Figure

6.32(b),8.33(b)). Connectance remains consistently about 0.2-0.3 for decline-driven mi-

gration (Figure 6.32(c),8.33(c)), but for both versions of diffusion can rise significantly

higher as a consequence of unusually low local diversity for certain values of the migra-

tion parameter. For the stochastic migration schemes, as the parameter increases and the

local species diversity rapidly drops to very low numbers, consequently the link-density

approaches one or less (as the resource is counted as a species in this context) and high

values of connectance are reached as the webs are reduced to simple food chains with

mostly basal and top species. Trends in the measures of trophic level and trophic height

for all movement schemes can similarly be explained in terms of the local diversity, with

lower values being achieved amongst the kinds of stochastic migration that possess the

lowest local diversity. We note that in all cases, once again prey-averaged measures are

very close to the shortest-chain variety. Finally, it is clear for these properties that decline-

driven migration is much more “stable” than Diffusion schemes in the sense of obtaining

consistent values that are not erratically affected by very minor changes to the migration

parameter.
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6.6 Interaction of Stability and Migration

In the previous chapter (Figure 5.15-16 and Section 5.7), we studied the stability of the

food webs constructed by Webworld using a variety of tools, including robustness and

species deletion stability. In Section 6.3, at various points during the metacommunity

simulation, we disabled migration and then identified the robustness of the local commu-

nity that remained in each cell after the effects of isolation had been taken into account.

Whilst this yields information about whether exposure to other cells improves the in-

herent stability of a given cell’s local food web, it does not fully account for the effects

of ongoing spatial coupling on the ability of a local community to resist and respond

to perturbation. To better investigate the interplay of migration and local stability, we

created some new measures. First, we disable migration and count the fraction of the

non-resource local populations that go extinct as an immediate result of isolating the cell.

During our preliminary tests, we found that sometimes performing a second consecutive

iteration of the population dynamics causes additional extinctions during periods where

migration was not permitted. To address this, we reduced the tolerance of the population

dynamics in this experiment from 1.0 to 0.01 as they search for fixed points or cycles.

Next, we calculate both the Robustness and the Species Deletion Stability (the fraction of

the non-resource species that can be individually deleted without incurring any secondary

extinctions) of the isolated webs, alongside the average number of secondary extinctions

that occur when a single species is deleted and the population dynamics subsequently

iterated. The latter is averaged over all species deletion tests, including those that result

in zero secondary extinctions.

We also introduce two new measures, Dynamic Local Robustness and Dynamic Global

Robustness. To determine these values for each of the cells, we randomly choose a non-

resource species that is present in the cell, and delete it either just from the cell under

consideration, or from the entire metacommunity, respectively without first uncoupling

the cell during periods of migration. The corresponding robustness value is then the frac-

tion of the number of species present in the cell that must be deleted manually in order to

achieve at least 50% of species extinctions from the cell. These experiments are performed

100 times, and the robustness measure is averaged over those experiments for which at
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least 50% extinction was achieved. We count separately the fraction of experiments for

which it is never achieved. To understand why this may be the case during periods of

migration, consider an example: Cell A contains n non-resource species, and is coupled

to Cell B which maintains large populations of the same set of species. We will therefore

perform up to n deletions of the local or global populations of randomly selected species

present in Cell A. If at a given time after deleting m species in Cell A, n/2 or fewer local

populations are present, then the robustness is counted as m/n. However, if after every

deletion, the local population is replenished (or a new species enters) by immigration

from Cell B, then we could perform up to n deletions without the local diversity ever

dropping below n/2. In such a case, robustness is not recorded, and this experiment is

instead counted in the Fraction of Surviving Experiments.

In particular, we perform two simulations. Each has three cells arranged in a line, with

R = 5 × 104 and c = 0.6 in each cell. The simulations last for 300,000 evolutionary

timesteps, with migration permitted between 100,000 and 200,000. Stability properties

are calculated every 500 timesteps, and regular properties every 20 timesteps. The first

experiment utilises the Diffusion V2 migration scheme with rate 0.005, and the second

employs the Decline-Driven Migration V2 scheme with φ = 25, which means that if a

local population in any cell decreases by fraction p between two subsequent ecological

timesteps, then a fraction p/2 of the remaining population will emigrate at the next

timestep, equally divided between them when there are two adjacent cells.
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(a) Global Diversity (b) Local Diversity (c) Fraction of Deaths due to
Isolation

(d) Species Deletion Stability (e) Average Secondary
Extinctions

(f) Local Dynamic Robustness
Surviving Experiments

(g) Local Dynamic Robustness
Value

(h) Global Dynamic Robustness
Surviving Experiments

(i) Global Dynamic Robustness
Value

Figure 6.41: Diffusion V2 Dynamic Stability
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(a) Global Diversity (b) Local Diversity (c) Fraction of Deaths due to
Isolation

(d) Species Deletion Stability (e) Average Secondary
Extinctions

(f) Local Dynamic Robustness
Surviving Experiments

(g) Local Dynamic Robustness
Value

(h) Global Dynamic Robustness
Surviving Experiments

(i) Global Dynamic Robustness
Value

Figure 6.42: Decline-Driven Migration V2 Dynamic Stability

As in the previous sections, we find that Decline-Driven Migration increases the global

diversity the most during the period of migration, as it does not result in homogeneous ar-

rangements of local populations as constant diffusion migration does. In fact, unlike most

situations observed in Section 6.3 using diffusion migration with various spatial parame-

ters and topologies, we see that global diversity decreases after decline-driven migration

is switched off, and the greatest values from either simulation are achieved during this

period of migration (Figure 6.42(a)). This suggests that whilst other migration schemes

have only a temporary usefulness to kick-start diverse local populations, this form of mi-
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gration is beneficial in that it has an ongoing positive effect on global diversity.

We see that these migration schemes are very different in their effect on the local popula-

tions. Switching off constant diffusion migration results in between 20 and 50% of species

in the extreme cells (1 and 3) going extinct, and between 50 and 70% of the central

cell (2) going extinct (Figure 6.41(c)). When using decline-driven migration however, no

local populations go extinct when a cell is isolated (Figure 6.42(c)), with rare exceptions

that can be attributed to the ecological loop having not quite achieved a steady state

(see above). Furthermore, in many cases during diffusion migration the local food web

in the central cell can survive many or even all of the local population deletions (Figure

6.41(f)) due to the constant replenishment, whilst this is not the case for decline-driven

migration (Figure 6.42(f)). However, for both simulations there were no cases of a local

cell remaining robust against global deletions of species. While this may seem obvious, we

could not a priori rule out the possibility that deleting species x in all cells would allow

species y to establish a local population in the cell under consideration when it could not

do so otherwise.

The Species Deletion Stability and Average Secondary Extinctions follow the same pat-

tern for both simulations. For deletion stability, very low diversity cells before and after

the simulation (cell 3 before and after for Figure 6.41, cell 3 before and 2 after for Figure

6.42) have maximal stability, and all cells have increased local diversity and intermediate

stability during the period of migration. These low-diversity cells also experience minimal

secondary extinctions, and all cells have an intermediate level of secondary extinctions

during the period of migration. It is curious that these patterns are so similar, as for dif-

fusion migration they are for lower-diversity cells that then undergo further extinctions

due to isolation before the experiments are carried out, in contrast to the higher-diversity,

more independent cells in the decline-driven migration case.

Finally, we consider the dynamic robustness of the cells. The robustness to local and

global deletions follow a similar pattern for decline-driven migration (Figure 6.42(g) and

(i)), with robustness decreasing during the period when migration is occurring and then
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during the final part of the simulation remaining lower than it was before migration. This

indicates that the effect is due not to movement happening during the deletion process,

but to the inherent properties of the local food webs during this whole period of the

simulation - i.e. that adaptive migration is resulting in higher-diversity food webs which

therefore have lower robustness. This negative correlation between diversity and robust-

ness was established in the previous chapter (see Section 5.7). In this way, migration is

influencing the long-term properties of the metacommunity, rather than having a current,

short-term effect between the deletion of each population. In contrast, whilst robustness

to global deletions follows a similar pattern, the robustness to local deletions for diffu-

sion migration is quite different (Figure 6.41(g)). In this case, the frequent movement of

species is actively impacting the robustness experiment, and local populations are being

replenished between deletions which results both in experiments being survived altogether

as remarked on above, but also in the robustness of successful experiments being much

higher during the period of migration. Cell 2, the central cell, has particularly high ro-

bustness due to immigration from twice as many cells. In this way, migration of this form

has impacted not only the long-term properties of the local food webs, but also how they

respond to short-term perturbations.

6.7 25-cell system

We perform five simulations with 5x5 cells and 1,000,000 evolutionary timesteps. In this

case, we start with a unique resource in every cell, however we have only one initial

species in cell (1,1). Migration using the Decline-Driven Migration scheme between adja-

cent (non-diagonal) cells is enabled from the very beginning, with φ = 25 so that in this

setup the whole remaining population will leave a central cell connected to four others if

the population has decreased by 1/2 or more, because one quarter will go to each neigh-

bouring cell. Each cell has homogeneous parameters R = 1× 104 and c = 0.7. The data

from one such simulation is presented here, whilst the other four can be found in Section

3.4 of the supplementary material.

307



(a) Diversity

(b) Average Population

(c) Most Common Trait

Figure 6.43: 25-cell system
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The choice of decline-driven migration, as in Section 6.5, has resulted in a spatially-

heterogeneous distribution of species. Diversity is highly variable (Figure 6.43(a)), and

spatial topology is clearly influential in the sense that the constitution of neighbouring

cells has some significance in such a large system. Cell 21 has the greatest local diversity

towards the end of the simulation, and is a part of a ring of adjacent cells 16, 17, 21

and 22 that all have above-average diversity during a long period of the simulation. In

addition, we can see that in many cells, a single trait (but not necessarily the same one

between cells) is dominant by biomass amongst non-resource species for very long times

(Figure 6.43(c)). In particular, consider cell 21 again. A single trait is dominant for

almost the entire simulation, during which the diversity fluctuates between about 13 and

33. The question then is: is this because of a single, well-established species with huge

population, or are there many species sharing this particularly good trait? From recon-

structing the local food web in this cell at the end of the simulation, we see that it has

25 non-resource species with three trophic levels and a fairly even spread of population

sizes. The most-populous species has a population size less than 20% greater than the

second-largest. This structure does not suggest one dominant species.
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(a) Ancestry of Final Food Web

(b) 1000 Longest-surviving Species

Figure 6.44: Phylogeny for 25-cell system

Studying the phylogenetic tree of the metacommunity (Figure 6.44(a)), it appears
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that some species do persist for relatively large portions of the simulation. However,

note that if we only show the ancestral tree of the surviving species, there could well be

other species who eventually died out, but who for long periods dominated with a large

population and so had one of their traits as the dominant trait of a cell. Therefore, we also

consider the plot of the lifespans of the 1000 longest-surviving species (Figure 6.44(b)).

We see from this that the longest surviving species had a lifespan of 269,398 evolutionary

timesteps - approximately one quarter of the entire simulation. Since this shows that a

few species last for moderately long times, it seems probable that the dominant trait by

biomass is one shared by multiple basal species who occasionally are replaced by another

slightly better adapted basal species. In Section 5.5, we confirmed that there is more trait

overlap on the first trophic level (up to 60%) and we know that they have collectively

much larger populations than species on higher trophic levels. Furthermore it is directly

influenced by the only permanent feature of the cell, which is the trait arrangement of

the resource.

6.8 Conclusions

We have determined that spatial extensions of the Webworld model are robust against a

number of factors. The spatial topology is not important in our implementation, at least

for the small spatial networks of three or four cells which we considered in Section 6.3.

Temporal variation of the resource’s size R during the ecological loop did not seem to

have much impact, although it is likely that a sufficiently large amplitude would eventu-

ally become a limiting factor.

However, we do observe some interesting effects that arise from coupling and uncoupling

cells that have different resources, since these necessarily have very different ensembles

of species. In these cases, during the period of migration food web properties fluctu-

ate greatly, and species diversity is restrained but then grows rapidly after movement is

switched off. It seems that for such heterogeneous environments, permanent migration

could have a negative effect, whilst a temporary period of migration could be the most

beneficial as it allows the local food webs to kick-start those which have not yet taken off

from their pre-complexity state, and then each cell is allowed to develop further without

311



interference.

We also studied the impact of different implementations of movement between cells. When

the movement of local populations was governed by stochastic rules, the average diversity

of cells was diminished - lower than it would be in the absence of any movement - if

the amount and frequency of population movement was not very small. Implementing

a deterministic form of migration that forces a fixed fraction of all subpopulations to

move to all adjacent cells at every timestep may also reduce the diversity, and enforces

a homogeneous arrangement of species in all cases except for the very lowest rates of

movement (where species with low populations would be unable to establish themselves

in other cells). We also find that the outcome of such simulations can vary drastically

with only minor adjustments to the global migration rate.

Finally, we trialled a version of migration that simulates limited species intelligence and

environmental pressures: the subpopulations emigrate to neighbouring cells if and only if

the local population is decreasing, and they leave with a rate that is itself scaled by the

rate of their population decrease. This was the only movement scheme that had clear and

consistent positive effects on the local food webs (Figure 6.32(a),8.33(a), and 8.42(a)), as

each cell was able to maintain a unique ecosystem suited to its resource, whilst sustain-

ing higher local and global diversity than the same systems either in the absence of any

movement, or when featuring diffusion or stochastic forms of movement. This version

of movement was employed in a system of 5 × 5 cells, and we simulated the growth of

25 distinct communities, from a single non-resource species in only one of the cells. We

observed the popular traits that each cell’s environments selected for. In the future, we

will focus on using large-scale spatially-heterogeneous metacommunities to simulate the

spread of life over continents and the emergence of distinct ecosystems that are suited to

their local environments. Such models could be used in order to test the effect of climate

change and habitat loss: what happens if all of the species in a certain cell are displaced,

or the resource or other environmental parameters in one cell where to suddenly change?

Combining explicit spatial modelling with trait-based eco-evolutionary models is a natural
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extension of the currently existing computational models, and one that is still relatively

unexplored. In other future studies, we will consider a form of stochastic migration which

allows properties of the species other than population size to influence its propensity

for traversing between cells. For example, it could be interesting to consider movement

speed as a continuous trait subject to mutation. However, from the results presented

here, we conclude that spatial models which either feature temporary periods of migra-

tion that only allow very small fractions of populations to migrate on rare occasions, or

where movement is only in response to environmental pressure, are the most conducive

to promoting species diversity at both the local and global levels. Furthermore, these

results provide evidence for the destructive effects of species displacement induced by, for

example, habitat destruction or the loss of local food sources: coercing large fractions

of local populations to leave the local ecosystems in which they have becomes estab-

lished, and introducing them to other sites, consistently restricts the local and global

diversity of the metacommunity. Preventing the displacement of local populations, not

simply preventing their deaths, is therefore an essential element of promoting conser-

vation and sustainability. This finding is consistent with observations in other spatial

eco-evolutionary models such as the spatial extensions of the Loeuille-Loreau and related

models [AWRD15, BDA17], which has supported the general principle that when the

frequency or quantity of migration is sufficiently high, synchronisation can occur with

the result of lower global species diversity. However, whilst those models observed also

memory effects, in the study here of the Webworld model local food webs rapidly diverge

after migration is disabled, due to the continual and relatively rapid overturn of species

that is present in Webworld and discussed in Chapter 5. In agreement with those studies,

we have also found that the spatial topology is not too significant, however this could

potentially change depending on the manner in which we implement movement of popu-

lations and the ability of populations to grow very rapidly when small quantities arrive

in a new environment. Overall, we consider the work presented here to represent a signif-

icant contribution to the small but growing collection of sophisticated eco-evolutioanry

models with explicit spatial modelling. However, as we have seen from the literature in

Chapter 2, more future research is required on the role of spatial mechanisms in complex

eco-evolutionary models, and we hope that the work presented here provides a suitable
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foundation on which to continue development of a spatial model suitable for studying

migration over large scales and varied, dynamic environments, with a view to uses in

questions of conservation understanding the response of local populations to habitat loss

and species invasions. This will be described in more detail in the conclusion in Section

7.4.
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Chapter 7

Conclusions

7.1 Summary of Key Results

In Chapter 3, we formulated a simple discrete model of a prey species and a predator

species which is also a direct mutant of the prey. Our analysis of this model yielded a va-

riety of interesting dynamics, including a quasiperiodic route to chaos. From an ecological

perspective, we were able to use this abstract model to illustrate a counterintuitive notion

about the effect of predation on a population. In particular, we demonstrated regions of

parameter space where the creation of a predatory mutant allowed the prey species in

some cases to persist and in others to obtain a greater stable population density that it

would have in the same conditions but the absence of a mutant cannibal.

Following this, we extended investigations undertaken in previous research at the Ul-

ster University on the behaviour of coupled map lattice models of multiple predator and

multiple prey species [MGM13, MGM15, MAGM16, AMGM17]. Findings of interest in

this study included the fact that the optimal behaviour for predators is intrinsically linked

to whether or not its subpopulations undergo deterministic adjustments to this foraging

behaviour. We also found that whilst the total population of the prey species increased

with the strength of interspecific competition, the survival of the predators is not strongly

affected by precisely how competition amongst the prey species is implemented, provided

that intraspecific competition is sufficiently stronger than interspecific competition.
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Our studies using the Webworld eco-evolutionary model have generated new results from

a variety of perspectives. We have used the complex model webs that it generates to

study properties of ecological interest, finding new support for hypotheses such as an

intermediate exponent in the link-species relationship and the proposal that community

robustness positively correlates with network connectance. Many results regarding the

general behaviour of the model as it constructs a food web were presented in greater detail

than ever before. For example, most food web properties (e.g. omnivory, average trophic

levels) other than species diversity had not previously been presented as a time-series,

and the general response of all properties to the parameters R and c had been restricted

to the final properties of a few simulations with different parameter choices. In our work,

we have shown the behaviour of many properties, averaged over thousands of evolution-

ary time-steps and averaged again over many simulations, for a selection of 20 parameter

sets. New network properties (clustering coefficients) were calculated for the first time,

and we have shed fresh light on some interesting questions regarding the very long-term

behaviour of the networks generated by the Webworld model. In particular, by analysing

much longer simulations than ever before we could show that the long-term stability of

the network is not guaranteed - even after 17 million evolutionary timesteps - and that

the distribution of extinction event sizes does not seem to perfectly be governed by either

a power law or an exponential law.

By studying an extension of the Webworld model to a spatially-explicit format of several

local food webs that are connected during parts of the simulation, we were able to model

ecosystems at a larger scale. In this case, we found that the global topology governing

how the webs connected did not tend to make much difference, unless a line topology

was used or the number of sites was very large. Together with the fact that when using

a diffusion–based migration scheme, local webs tended to rapidly become homogeneous

during periods when migration was permitted, this indicates that the manner in which

movement was implemented (being on the same order as feeding and reproduction) would

not be suitable for modelling on the continental scale. However, heterogeneous connected

food webs were achieved in later experiments utilising a rarer form of migration inspired
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by the work carried out with a spatial version of the Niche Model [TD18], or when local

populations only migrate in response to recent decline due to competition, predation or

a lack of resources. Either of these schemes would probably be the best way to imple-

ment migration in future studies using the spatial Webworld model, however it would be

necessary to ensure that only a small fraction of species populations moves at any given

ecological timestep (unless investigating the impact of displacement in a large established

metacommunity), since our experiments showed that forcing large population sizes to

emigrate had a strongly diminishing effect on species diversity and prevent large webs

from forming in any cell.

7.2 Thematic Conclusions

Let us now consider some more general conclusions that unite the models, by considering

the themes of stability and competition.

7.2.1 Stability

When it comes to the stability of networks our results have highlighted, as previous au-

thors have stated [PD06], the importance of precision when discussing this issue and its

relationship with other properties. We have measured at least five kinds of stability: in

Chapter 3 we calculated Lyapunov exponents in order to classify the linear stability of

fixed points in the two-dimensional phase space against small perturbations. In Chap-

ter 5 we measured the species deletion stability, community robustness, and the species

loss as a result of invasion events or of perturbation to the resource of the food webs

generated by the Webworld model. In Chapters 5 and 6 we also often referred to a

more informal form of stability, in terms of the degree of variability in the time-series of

various food web properties. It is essential to be precise when discussing these, in order

to resolve apparent contradictions that arise in the resulting behaviour of the model webs.

In Chapter 3, we considered the linear stability of the fixed points where the prey and

predator-mutant species coexist, and the various types of bifurcation by which this sta-

bility is lost, simply by varying the two parameters of the model that were investigated -
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namely, the reproduction constant for the prey, and the consumption rate for the preda-

tor. This gives rise to different types of dynamic behaviour, depending on what kind of

bifurcation is observed. Similarly in Chapter 4, we performed some calculations of the

characteristic Lyapunov exponent of a ten-dimensional prey-only system using the House-

holder QR-decomposition method, in order to help us classify the nature of the temporal

population dynamics.

However, in Chapter 5 we obtained the following range of conclusions. Community

robustness (that is, the fraction of species that must be manually deleted in order to

destroy at least half of the food web) of Webworld’s food webs is positively correlated

with network connectance, but negatively correlated with both species diversity and the

link density of the network. It is therefore maximised by low R, high c parameter choices,

as these tend to produce small, highly-connected food webs. Species deletion stability,

meaning the fraction of species that can be deleted in isolation without inducing any fur-

ther extinctions, tends to decrease with diversity whilst the average size of the secondary

extinctions as a fraction of the existing food web also decreases with diversity. In other

words, large webs have relatively fewer species that can be deleted with no effect, but the

extinction events that they do cause are more limited - again, relative to the size of the

food web. In this sense, larger webs are more stable as they can contain the effects of an

extinction, without it destroying the web. Similar to this latter result, both the average

and maximal fractional extinctions that result from species invasion events decrease with

species diversity for webs of size greater than 25 species. As a consequence, high c systems

tend to suffer more average fractional extinctions due to invasion as they usually have

lower diversity beforehand. We found that the food webs generated by Webworld react in-

tuitively to perturbation of the resource’s biomass, with larger perturbations resulting in

larger responses in terms of species extinctions, and finally in Chapter 5 (Section 5.10) we

discussed a more informal means of stability: that is, the degree of large-scale fluctuation

in diversity experienced during the time-series. In this case, systems with intermediate

values of c (0.6, 0.7) were “unstable”, as they did not settle to either the high-diversity

or low-diversity arrangements, as low c and high c systems did respectively.
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7.2.2 Competition

The role of competitive effects, and how they are implemented, has also been of interest

in all three of our studies. In Chapter 3, intraspecific competition was always taken into

account as we used the logistic map to represent the reproduction of the prey species in

all three variants, and of the predator in Model 2 and Model 3. The main distinction

between Model 2 and Model 3 was then whether or not interspecific competition was

included, as in Model 2 it is assumed that the two species still share some resources

whilst this is not the case for Model 3. These changes in implementing competition in

the species growth functions have significant effects on the dynamic behaviour that can

occur in the parameter space, as is evidenced in Figure 3.1, creating entire new regions

of single-species survival when the interspecific competition is removed.

In Chapter 4 we devoted a great deal of attention to questions regarding the contribu-

tion made by competition between the ten species in the prey lattice, and its interaction

with the optimal foraging strategies employed by the predator species. We considered

ten possible forms of prey competition: one where intraspecific and interspecific com-

petition (between nearest-neighbour species on the prey lattice) were of equal strength,

one where there was no interspecific competition, and nine choices were the interspecific

competition was weaker than the intraspecific competition. In many cases, we found that

the results of these simulations did not vary too much with different distributions of the

competition weightings, which is somewhat reassuring for researchers undertaking studies

with these kinds of models but who lack the resources to comprehensively test a variety

of implementations for competitive effects. However we did find that some significant

changes can begin to occur in the feeding rate - mutation rate parameter space in the

extreme case when intraspecific and interspecific competition has equal weighting. This

is especially visible for the prey and predator populations, for example in the case of

One Non-Mutating Predator (Figures 4.27 and 4.31 respectively). It is already known,

by some simple analysis, that the Webworld model requires the interspecific competition

to at least be weaker than the intraspecific competition in order to allow the survival of

multiple species [DHM01]. Together with our study of this multi-predator, multi-prey

coupled map lattice model, we would then suggest that in similar CML models the exact
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choice of competition weighting is not too important, provided that one satisfies this re-

quirement that interspecific is weaker than intraspecific competition.

The precise means by which competition is implemented in the Webworld model is a

strongly controlling factor. The parameter c determines the “tailing off” of the strength

of competition between species as they become less similar in their arrangement of traits,

and we have discussed the effect of this parameter on many properties in Chapter 5. For

a given amount of resource R, this parameter has a strong influence on the diversity of

species permitted, and their average populations, and these two properties together then

influenced many other measurements of interest to us - particularly regarding stability,

as remarked above.

7.2.3 Rescue Effects

A common theme that has been observed in several of our studies, is that of Rescue Effects,

whereby through migration or mutation, a population may arrive and bolster the local

population of the same species and “rescue” it from potential extinction. In particular, in

Chapter 4, we observed large regions of the (c, p) parameter space where introducing ten

non-mutating predators to the simulation resulted in all ten of them going extinct, but

where in the same conditions, introducing one or ten mutating predators resulted in some

being able to survive. When using the spatial version of the Webworld model, migration in

some cases (for example, when employing the decline-driven migration scheme) increased

local diversity in some patches by rescuing present species from potential extinction.

7.3 The Future of Food Web Modelling - Evaluating

our Approaches

Next we shall comment on the direction of food web modelling research in the future, and

evaluate the suitability of the models utilised in this thesis for this or other investigations.

The direction in which to take research will depend very much on the purpose.

The most obvious tension in any form of modelling, and which has certainly been ev-
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ident in the course of this ecological work, is between realism (or at least, complexity)

and simplicity. With our limited computational resources, and a limit to how easily we

can visualise data beyond three dimensions, it is all too easy to construct a model with

dozens of free parameters. Such a model would require a very long time to comprehen-

sively document its behaviour, and would probably necessitate additional software that

could automate the analysis of the output so as to allow artificial intelligence to determine

for the researcher which parameters have the most notable effects. In the future, perhaps

such software will improve the numerical study of high-dimensional complex networks,

such that constructing complex models with many parameters will become a viable op-

tion. These limitations have impacted our research at every stage of the process: in

Chapter 3 we restricted much of our study to an individual scenario where δ = 0.1, in

Chapter 4 we assumed that mutation rates along the prey and predator lattices were

always identical, and in Chapters 5 and 6 the impact of parameters such as b and λ on

the scenarios under consideration was not explored.

It is clear to the author that low-dimensional models of the kind studied in Chapter 3 are

not going to have a place in serious research for ecological applications (and in particular,

for modelling any real ecosystem) in the future as they may have enjoyed in the previous

century. However, as we have illustrated, they are useful for conceptual and illustrative

purposes of dynamic phenomena - in particular, even a simple two-dimensional model can

often be constructed that will demonstrate some counter-intuitive aspect of dynamical

systems that applies just as well to the much higher-dimensional ecosystems that they

are embedded in. The example shown in Chapter 3 is that the addition of a predator

can under some circumstance be beneficial to the population of the prey species, either

by stabilising the population cycles of the prey or even enabling the prey species to avoid

extinction. Since these low-dimensional models are amenable to mathematical analysis,

they remain relevant in their own right to the study of dynamical systems, and we have

discussed various phenomena in this field, such as the behaviour of Lyapunov exponents

and the corresponding bifurcations observed in phase space, including Neimark-Sacker

bifurcation from a fixed point to a limit cycle.
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Models with larger numbers of species, in fixed trophic positions and with pre-determined

feeding relationships, such as the one studied in Chapter 4, may have some use in certain

biological contexts, perhaps to test in detail the short-term impact of a component of

the model such as migration, competition, or functional responses on a particular ecosys-

tem (for example, the marine ecosystems in the North Sea) and ecological rather than

evolutionary time-scales. However, in order to study macroevolutionary patterns and

the development of realistic model food webs, we agree with the assessment of previ-

ous authors of reviews in the field of food web modelling [PD06, BJL+12]. Large scale

eco-evolutionary food web models, that are dynamic in their choice, arrangement and

behaviour of constituent species and feature nonlinear responses, are likely to be the

standard type of model for future study in this area. We believe this will also hold true

for modelling the outcomes of ecological disaster (anthropological and otherwise) in gen-

eral ecosystems - if we can easily construct large, complex webs that bear the general

structural properties that are shared by most real webs as a result of having been gen-

erated via evolutionary processes in the same manner as real webs, then the response of

such models to perturbations will provide the best data that we have in order to predict

the effects of destruction and species loss on the natural world. This is an area of increas-

ing concern for the scientific community, and obtaining the best possible predictive data

will be essential.

The Webworld model has been a very effective example of such an eco-evolutionary model.

It is relatively straightforward to understand, whilst permitting a large degree of complex-

ity and diversification between species. However, it does have a number of limitations

that have become evident in our extension of it. For spatial variants (and especially

when combined with tests for community robustness), Webworld simply takes too long

to compute because of the f/g stabilising procedure and the assumption of either a fixed

point or of a low-period (< 10) cycle in the population dynamics, and it would be de-

sirable if an alternative could be designed that is more predictable and consistent in the

amount of time that it takes to perform a simulation. When undertaking one of the

final studies in Chapter 6, where we considered the effect of different migration rates

and different schemes for governing the movement of species between the connected cells,

322



there was an immense disparity between the simulations. Some would be completed in a

few hours, whilst others with slightly adjusted migration parameters would take several

weeks. However, preliminary testing of a version of Webworld that simply updated the

feeding efforts or the functional responses of all species at alternating ecological timesteps

prevented the model from successfully constructing food webs at all. This is especially

unfortunate, as the current regime for optimising both f and g between every ecological

timestep is not only potentially very time-consuming, but is also a questionable modelling

choice as it suggests that all species present possess perfect information about the system

and furthermore that they act in an optimal manner given the future feeding behaviour

of all other populations. Both this interation of the feeding efforts, and the iteration of

the ecological loop (i.e. population dynamics), suffer from an additional and fundamen-

tal issue that relates to the unpredictability of the number of iterations required: it is

assumed that both loops converge quickly to a fixed point (or at least in our version of

the implementation, a low-period cycle). This does often appear to be the case (we have

identified no counter-example), given that we seek a cycle where all populations remain

within 1.0 of their stored values. This margin is chosen as it represents the minimum unit

of each population, however, it is very generous from a dynamical systems perspective. In

our experiments on the interaction between stability and migration, we found that there

were occasionally cases were performing the ecological loop routine twice consecutively

would result in one or two species extinctions, even when the margin for the population

fixed points was reduced by several orders of magnitude (although this greatly reduced

the frequency of such occurrences). This reveals that the implementation in these experi-

ments is not always truly locating fixed points, and regardless the basic principles of chaos

theory indicate that there is absolutely no reason to expect that converging to a steady

state should always be the case. If such an example of a chaotic population time-series

were to occur in the ecological loop, this would undermine a core design philosophy of

the Webworld model, which seeks a steady state in order to side-step the question of

the timescale on which speciation events occur in the real world. It would therefore be

beneficial from both a practical and a modelling perspective, if an alternative model could

be designed that eliminates the f/g balancing procedure and removes the search for a

steady state of the population dynamics whilst retaining the ability to construct realistic
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food webs.

To this end, it would be valuable for other researchers in the fields of theoretical ecology

and complex dynamic networks to continue to propose different eco-evolutionary food web

models. A promising example is the three-parameter model of Allhoff et al [ARR+15].

This is simpler to formulate and faster to perform than Webworld, whilst proving more

successful than its inspiration (the Loeuille Loreau model [LL05]) at encapsulating com-

plex food web structure. It has already been successfully extended to a spatially-explicit

variant [BDA17], and our own efforts at extending Webworld were strongly inspired by

this research.

7.4 Future Extensions of these Studies

In the individual conclusions to each chapter, suggestions have been made as to how

the model under consideration could be improved in some regard, or what subsequent

inquiries could be carried out using it. Chapter 3’s analysis of a two-dimensional model

with mutation could be repeated using the Ricker map rather than the logistic map as

the basis of prey reproduction, and the predator’s growth term should be replaced with

and explicit function of the functional response and the predation parameter c.

The coupled map lattice model of Chapter 4 would benefit from being reformulated with

a spatial interpretation in mind as the primary understanding of the model. This would

allow a further study to be carried out, with the interpretation of the results being both

more intuitive and more easily applicable to a real-life scenario. At present, it is difficult

to imagine an arrangement of real species behaviours that easily translate to the model

as described, and the spatial interpretation was only a secondary consideration. It would

also be useful to allow the mutation or migration rates of the two groups of species to

vary independently of each other, despite the additional degree of complexity that will

result from this change.

We could seek different ways of implementing movement in the spatial version of Web-

world. When deterministic diffusion-based migration is used at every ecological timestep
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(even for very small fractions of local populations), local cells quickly synchronise which

is very limiting for global diversity and is not a very interesting use of spatial modelling

as it is not functionally distinct from a single site with increased energy input. It may

be worthwhile to perform a more in-depth study using stochastic forms of migration,

which can produce spatially-heterogeneous arrangements of species, to investigate the

qualitative differences between food webs grown in isolation and those created as part

of a global structure, and thus deduce more about the role that spatial effects play in

modelling realistic ecologies. To further distinguish local food webs, and increase the

role of space, movement speed could be introduced as an additional continuous trait of

each species which affects their migration rate and would be subject to incremental mu-

tation. Seasonal migration patterns for some highly mobile species could be considered.

We could also simulate the spread of life across a continent by creating a model with rare

or difficult migration, a single species that begins in one corner, and a large number of

local cells with heterogeneous environmental conditions. Finally, one interesting problem

in conservation biology concerns the most beneficial manner of implementing ecological

reserves: is it better to have one large site, or many small reserves spread over a wide

geographical area? Some theoretical biologists have begun constructing computational

models to address this [DWO16] and it would be interesting to compare their results

with those generated by Webworld. To perform this, we would construct a large spatial

model, and periodically cause extinctions in cells that are not designated reserves. Large

reserves would simply be created by designating multiple adjacent cells as a single reserve.

Furthermore, it would be interesting to investigate what factors influence the impact of

deleting some or all species in a connected local cell. For example, does the loss of species

from higher-diversity or more highly-connected (in the sense of spatial topology) cells have

a greater effect on the global diversity and dynamics? Some new analytical tools would

need to be developed in order to address this satisfactorily. The procedure we typically

used for calculating robustness and species deletion stability involved isolating the local

food web at a particular point, removing the influence from all other cells (e.g. species

that are present but cannot survive without constant immigration), and then performing

the usual stability tests on the remaining food web. Whilst this does test whether or

not exposure to immigration from other developed food webs increases the strength of

325



a local web in isolation, which is an interesting question, it does not capture the full

effects of being part of a large, spatially-connected metacommunity. This motivated the

development of “dynamic robustness”, which tests whether continued exposure to other

cells can allow a web to recover from local or global perturbations. This was touched on

only briefly, and would need to be developed further alongside similar measures in order

to fully study the relationship between spatial topology and migration, local food web

properties such as diversity, connectance and environmental parameters, and the impact

on the global metacommunity of various kinds of perturbation to that local cell.

Other possible improvements of the Webworld model, aside from the spatial component,

could involve allowing mutations of variable size within the same simulation (for example,

set the number of a species’ assigned traits to 1000, and then draw a mutation size of be-

tween 1 and 10 traits at every speciation event). We could also expand the environmental

perturbation study in Section 5.8 further. What are the effects of randomly exchanging

one of the resource’s traits after a food web has already been constructed, representing a

severe change to the nature of the environment (an environmental mutation such as pol-

lution)? Which types of food webs, and which species, are able to survive such an event?

Does increased omnivory make a web more or less vulnerable to collapse, for example?

The behaviour of populations could be expanded and subjected to substantial inquiry:

alternative predator strategies such as focusing on prey with the largest populations, as

in the coupled map lattice studies of Chapter 4, could be tested. The current imple-

mentation of feeding behaviour in Webworld, whilst beneficial for all predators, does not

seem very realistic as it assumes that all species share perfect knowledge of the entire

system including current population level. An example alternative system could replace

the foraging loop with the simpler alternate updating of efforts and functional responses

with each ecological time step. The effects of changing the rate of behavioural adaptation

could be studied, and this rate of adaptive foraging could be tied to a continuous evo-

lutionary trait. There is also much scope for developing the interaction between spatial

structure and intelligent behaviour. This was begun with the decline-driven migration

scheme in Chapter 6, where local populations would only move in response and propor-
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tion to immediate reductions in their population, but there are many more sophisticated

possibilities that could be considered. Do some species move to hunt their preferred food

source, and others move to pre-emptively avoid potential predators?

A major improvement to the model would involve combining it with the body-size mod-

elling employed as the main feature with which to differentiate species and determine

predator-prey relationships in the Loeuille-Loreau [LL05] and the Allhoff et al [ARR+15]

models. Whilst potentially making the model more complicated, it would bring a number

of benefits that could address some of the weaknesses of the Webworld model. In par-

ticular, allometric scaling would provide a natural framework with which to differentiate

the ecological efficiency (λ) and the mortality rates which are currently uniform across

all species (as well as being a natural anchor for the movement speed trait proposed in

the preceding paragraph). This is an opportunity for improvement that has yet to be

addressed in any study of the Webworld model.

Some of our work has indicated that other parameters such as fmin (see Section 5.6.1) and

the thresholds for numerical stability could impact the development of the food webs, so

for completeness these ought to be systematically investigated. Other technical questions,

such as whether the use of other numerical methods (RK4 for example) have any effect on

the results, could be considered. Then, to further the investigations in Chapter 5 regard-

ing the extent to which the Webworld model’s long-term development is deterministic in

the sense that certain trait arrangements will eventually emerge, it might be interesting to

test a homage to Edward Lorenz’s famous discovery of chaos in weather simulations. We

could use the model to construct a food web over 1,000,000 evolutionary timesteps, and

then run the model multiple times from this starting point in order to test how quickly

the food webs diverge in species arrangement due to the stochastic speciation mechanism.

Finally, we intend to perform a more rigourous analysis of the frequency distribution of

extinction events (discussed in Section 5.9). It emerged from the analysis in that section

that the true distribution seems to fit neither a power law nor an exponential law, but

perhaps some combination of these. However, in order to analyse this, a stronger data

set will be required, on the order of 1010 or more speciation events. To collect such a set
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will likely take more than one year of continuous simulation, and is far beyond the scope

of this thesis, but it would be of great interest to learn what laws govern this particular

statistical property of the model.

7.5 Final Comments

This thesis has surveyed a variety of approaches to modelling population dynamics and

food webs, from small-scale food web compartments that can be studied using analytic

techniques, to higher-dimensional models that allow for a variety of predator behaviours,

and finally to much more sophisticated stochastic computational models that do not have

a predetermined number of species. We have considered the effects of some key com-

ponents of food web modelling, including the role of competition, foraging behaviour,

evolutionary dynamics and speciation, spatial components and population movement,

and how these features interact with each other. We have extended a successful eco-

evolutionary model, and a great deal of new results have been obtained in many areas

of interest to scientists in the fields of theoretical ecology and evolutionary dynamics. In

particular, we have advanced understanding of how the food webs constructed by the

Webworld model respond to perturbation, questions of their long-term evolutionary dy-

namics, and the impact of migration between multiple ecosystems.

It is essential that we continue to develop more successful computational food web models

with evolutionary and population dynamics that can help us understand how ecosystems

operate. This is necessary for two reasons: first, for the sake of advancing scientific un-

derstanding of the natural world in its own right. An example of this is can be seen in the

question of self-organised criticality: scientists have long been curious to identify what

must surely have been the climactic events that precipitated the huge waves of species

extinctions that can be observed in the fossil record. Some models of evolutionary dynam-

ics have explored the possibility of such mass extinctions arising from the very operation

of an evolutionary system [SM96], such that an external event such as meteorite strikes

would no longer be necessary as hypotheses of possible causes, and we have increased our

understanding of how the Webworld model interacts with this theory. Second, so that we

may improve our ability to predict ecological responses to perturbation and prevent or
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prepare for them. As the effects of climate change and habitat loss continue worldwide,

the advancement of science in this area will be needed more than ever. A clear example of

an applicable result regarding conservation can be found in our work on a spatial version

of the Webworld model. When using the movement schemes of stochastic migration, it

was evident that forcing large fractions of local populations to migrate frequently be-

tween the sites had an ongoing and very restrictive impact on local and global diversity

in the metacommunity. This provides evidence for the harmful impact of anthropological

habitat destruction: even in the case that local populations are not destroyed a priori,

displacing them totally or in large part to sites other than the one in which they have

evolved is nonetheless extremely damaging for diversity. Prioritising the development of

more sophisticated spatial eco-evolutionary models will enable researchers to study such

questions in greater detail and yielding results with increased reliability and applicability

to sustainability and conservation efforts.
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[BJL+12] Åke Brännström, Jacob Johansson, Nicolas Loeuille, Nadiah Kristensen, Tineke A. Troost,
Reinier Hille Ris Lambers, and Ulf Dieckmann. Modelling the ecology and evolution of
communities: a review of past achievements, current efforts, and future promises. Evolu-
tionary Ecology Research, 14(5):601–625, 2012.
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