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Abstract 

It is expected that by 2050 153 million people globally, predominantly elderly, will be 

living with dementia. As the proportion of older people increases, we need to find 

innovative ways to support their care. 

With the easy availability of inexpensive wifi-enabled cameras and the recent development 

of open-source tools to generate accurate pose-estimation models using video data, 

automated pose-based activity recognition becomes possible, even for sedentary 

behaviours. Early research focused on generating features from 3D models built using data 

from specialised RGB cameras embodying additional depth sensors. However, 

conventional RGB cameras are an attractive option for data capture due to their low cost 

and ease of use. We show that 2D models can be as informative as 3D models as a basis for 

sedentary activity recognition, thus opening the way for the development of affordable and 

accessible systems to support care at home for people with dementia. 

This thesis explores the potential of using skeletal keypoints in body and hand models 

developed from video data to automatically identify agitation in people living with 

dementia, assessing the frequency and intensity of agitated episodes. As many older adults 

are largely sedentary, we focus on agitated behaviours displayed whilst a person is seated 

within view of a single RGB video camera. 

Agitation can manifest itself in several different ways, including repetitive mannerisms 

such as scratching, picking, or rubbing. Using hand and wrist keypoints from pose 

estimation models generated from video, we learn to recognise repetitive hand movements 

using a small number of discriminative poses. Our method, which is the first to use hand 

keypoints for recognising non-communicative gestures, is invariant to the speed of hand 

movement, recognising nearly 80% of the types of hand movement. Moreover, when some 

user-specific information was included in the training data, our model identified over 98% 

of hand movements. In addition to learning to recognise agitated behaviour, recognising 

changes in the intensity of agitation can provide important metrics for monitoring changes 

in behaviour. By first learning characteristics of the movements corresponding to particular 



 

x 

agitated behaviours, our model was able to detect over 90% of changes in the intensity of 

repetitive hand movements. 

Although activity recognition based on pose estimation models has attracted much interest, 

most work has focused on recognising activities from pre-segmented video sequences. 

However, identifying and assessing agitation requires the detection of (often occasional) 

abnormal behaviour from within long periods of continuous data. Correspondingly, we also 

present a method to segment streamed data automatically into sequences containing similar 

types of hand movements. Our approach improves the detection of agitation by 67% 

relative to the moving window approach used by other agitation detection models. 

Additionally, an effective method of cleaning hand keypoint data is proposed.  

The findings of this research will support the development of unintrusive systems for 

monitoring agitated behaviour. Automatic monitoring will enable better understanding of 

agitated behaviours in dementia, providing accurate and objective metrics for clinicians to 

determine appropriate care pathways, and enable carers to be alerted when intervention is 

required.  
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1.1 Ageing Population 

Life expectancy is increasing, leading to a rise in the number of older people in the 

population [1]. Globally, the number of adults aged 65 years and older is expected to 

double from 703 million in 2019 to 1.5 billion in 2050, when one in six people in the world 

will be aged 65 years or older [2]. The growing population of elderly people in the world is 

debatably the greatest economic, health, and social challenge of our time [3]. These 

demographic changes are causing an increase in chronic and degenerative diseases and a 

rise in the number of people living with multiple chronic conditions. This increased 

prevalence of chronic health conditions is driving a demand for healthcare and creating 

financial pressure on healthcare providers [4]. Additionally, healthcare providers, including 

the National Health Service in the UK, are under constant pressure to improve care 

efficiency and cost-effectiveness [5]. Many experts suggest that technology and informatics 

will play a critical role in supporting and caring for an older population [6]. The 2016 

eHealth and Care Strategy for Northern Ireland [7] aims to "Develop ways to transform 

data and information into knowledge (informatics) that supports care, from being able to 

suggest personalised preventative care through to supporting population-level health and 

care planning." 

1.2 Technology-Enabled Healthcare 

Technology is enabling a radical change in how healthcare assessments and treatments are 

conducted and offers scalable solutions to meeting the increased demand for healthcare [8]. 
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Technology can be used to assess a person’s functional health [8], deliver remote diagnosis 

and healthcare [9], [10], provide reminders to take medication or carry out tasks of daily 

living [10], and alert carers to changes in the patient or their environment [10].  

Assistive living technologies can help older people to live successfully in their own homes 

for longer by reducing falls, stress, fear and social isolation [11]. Examples of assistive 

living technologies include fall detectors, robotic companions, and reminder systems [12]. 

Assistive living technologies have been trialled in laboratory settings, and in specially 

constructed trial homes such as the Gator Tech Smart Home [13] and CASAS's Smart 

Home in a Box [14]. More recently, there has been an increase in the number of trials in the 

community, including Great Northern Haven in County Louth [15], TigerPlace in Missouri 

[16] and LifeLabs [17] in Oregon. 

One aspect of assistive living technologies is activity recognition. Activity recognition can 

be used to alert carers in an emergency (such as a fall) or to provide metrics for observing a 

person's state of health or wellbeing (such as activity levels, sleep analysis or whether a 

person is eating properly). Activity recognition models can detect trends in behaviour over 

extended periods, enabling timely intervention in a way not easily obtainable through 

existing clinical methods [16].  

Sensors used to detect human activity broadly split into two categories: wearable sensors, 

which are worn by the user, and pervasive sensors, which are fixed into the home's 

infrastructure. Wearable sensors can be dedicated devices or embedded into clothing, 

watches or smartphones. They are generally low cost and provide continuous low 

dimensional data capture. However, wearable sensors may be unsuitable for some users due 

to difficulties in ensuring the correct placement of the sensor, user resistance to wearing the 

sensor, or battery life. Pervasive infrastructural devices, such as video cameras, passive 

infra-red sensors, or heat sensors, embedded into a home environment may be more 

acceptable to some users. Nevertheless, pervasive sensors may feel intrusive, and the data 

produced can be noisy or incomplete [18]. Additionally, for some types of pervasive 

sensors, there is an added challenge in identifying the subject from other people or pets in 

the room. 
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Vision-based monitoring enables subjects to be easily identified and is especially suitable 

for monitoring activities within a confined area. Video cameras are cheap and widely 

available. Video-based systems have been used for automatically assessing and monitoring 

human activities, including yoga posture [19], squats [20], gait [21], and balance [22]. They 

have also been used for opportunistic monitoring such as fall detection [23]. Whilst 

collecting video data can be intrusive, representing the subject as a skeleton protects 

privacy by not retaining images. Although several open source systems can extract body, 

hand, and facial keypoints from video [24], [25], [26], [27], skeletal-keypoint based activity 

recognition remains an active field of research. Additionally, there is much interest in 

keypoint-based activity recognition models [28]. A skeletal-based approach reduces each 

video frame from millions of pixels to a hand full of keypoints, making use of state-of-the-

art pose estimation models to simplify calculations. In addition to video-based systems, 

keypoints can also be extracted from depth maps [29]. However, whilst depth-based 

keypoints have been widely used for activity recognition within the research community, 

depth sensors have a limited range, restricting their suitability for use within the home. 

1.3 Dementia 

Dementia is a significant cause of disability and dependency among older people. It is a 

progressive condition with various symptoms that may include memory loss, mood 

changes, diminished movement, and create difficulty with thinking and communicating. In 

2019, dementia affected 57 million people worldwide. This is expected to increase to 153 

million people globally by 2050 [1]. Dementia is estimated to affect over 7% of people 

aged 65 and over in the UK. Currently, around 885,000 people in the UK are living with 

dementia, which is projected to rise to 1.6 million by 2040 due to increased life expectancy 

[30]. 

Dementia has a significant impact on the lives, families, and carers of those living with the 

disease, affecting the quality of life of the patient and their carers [31]. It has a substantial 

financial cost to society in terms of care provision and loss of productivity of patients and 

their family members. The increasing number of people living with dementia places a strain 

on the healthcare system, increasing the need for carers and healthcare providers. Care for 

people living with dementia in the UK currently costs £34.7 billion per year [30].  
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1.3.1 Agitation 

Behavioural and psychological symptoms are common in people with dementia, causing a 

decline in patient health, distress to patients and carers, and increased healthcare costs [31]. 

A person with dementia may experience changes in mood and behaviour, which can result 

in agitation [32]. Agitated behaviour in people with dementia can convey emotion or pain, 

and is demonstrated through facial expression, voice, language, physiological state, and 

hand and body posture. Agitation is defined as "inappropriate verbal, vocal, or motor 

activity that is not judged by an outside observer to result directly from perceptible needs 

or confusion of the agitated individual.” [33] According to Cohen-Manson: “Agitation is 

not a diagnostic term, but rather a term used by clinicians for a group of symptoms that 

may reflect an underlying disorder." [33]. 

Agitation is a symptom of dementia that is distressing for both patient and carer, 

challenging to manage, and can lead to physical injury. Agitation can be displayed through 

physical actions or verbal outbursts. Some agitated behaviours such as hitting, kicking or 

shouting are aggressive, whilst others such as pacing or repeated questioning are not. At 

least 25% of people living with dementia experience agitation [5], resulting in patients 

causing harm to themselves, their carers, or others and leading to physiological or 

pharmacological restraint. Challenging behaviour, such as some agitated behaviours, is one 

of the main reasons people living with dementia are moved into residential care [34]. 

Moreover, acute agitation is often treated pharmaceutically with antipsychotic drugs known 

to have cardiovascular side effects [35]. 

1.3.2 Assessment 

Dementia is assessed through cognitive skills, function, behaviour, quality of life, 

depression, and carer burden [36]. The assessment of behavioural and psychological 

symptoms of dementia enables changes in health and behaviour to be monitored, and the 

effectiveness of interventions to be assessed.  

There are several assessment scales for behaviour, including the Neuropsychiatric 

Inventory (NPI) [37], the Aggressive Behaviour Scale [38], Behaviour Pathology in 

Alzheimer's Disease Rating Scale [39], and the Scale for the Observation of Agitation in 
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Persons with Dementia [40]. The NPI, the most used behavioural assessment, evaluates 12 

neuropsychiatric disturbances common in dementia: delusions, hallucinations, agitation, 

dysphoria, anxiety, apathy, irritability, euphoria, disinhibition, aberrant motor behaviour, 

night-time behaviour disturbances, and appetite and eating abnormalities. Assessment is 

conducted by interviews with carers, where carers are asked to grade both the frequency 

and the severity of the agitation. Assessments can be time-consuming and subjective, as 

they rely on carers' memory and are subject to inconsistency, mislabelling, and 

incompletion [41]. Due to the difficulty is measuring the extent of agitation, there is no 

well-defined scale which assesses the severity of the agitation. 

The most widely used assessment for agitation is the Cohen-Mansfield Agitation Inventory 

(CMAI) [42], which is based on 29 categories of agitated behaviours. CMAI behaviours, 

which are listed in Appendix A, are divided into physical and aggressive, physical and 

non-aggressive, aggressive verbal, and non-aggressive verbal behaviours. The Brief 

Agitation Report Scale (BARS) [43] monitors ten behaviours that account for 90% of the 

variance in the CMAI. Both scales assess agitation retrospectively by considering the 

prevalence of behaviours over several weeks. 

1.3.3 Repetitive Mannerisms 

Repetitive mannerisms are a common form of agitation monitored by both the CMAI and 

BARS assessments. A study of inpatients on a geropsychiatric dementia ward found that 

56% of patients displayed repetitive mannerisms (75% used repetitive speech, 60% used 

repetitive actions, and 35% used both) [44]. Other studies have suggested that for some 

forms of dementia, such as Frontotemporal Dementia, up to 90% of patients may exhibit 

repetitive mannerisms [45]. Whilst repetitive mannerisms are most widespread in older 

patients, research indicates that they may be an early indicator of dementia [44], [45]. 

Several studies have observed that despite the prevalence of repetitive mannerisms in 

people with dementia, there is little known about their causes or the effectiveness of 

treatments, concluding that there is a need for further research [44], [45], [46]. 

Repetitive mannerisms are listed by Cullen [46] as searching, plucking, moving, picking, 

garnering, paper-tearing, self-mutilation, or rubbing objects, whilst Helvink [47] includes 
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patting, rubbing, scratching and picking. Although many of these behaviours may seem 

minor compared to other agitated behaviours like hitting or kicking, they may result in 

physical harm to the patient by causing skin infections. Moreover, as the movements 

involved are frequently small, they are less likely to attract the carer's attention, increasing 

the potential for self-harm and increased agitation. Conversely, some repetitive 

mannerisms, such as tapping, or tearing, may cause irritation to family members or other 

patients. The accumulation of irritating repetitive behaviours may become overwhelming to 

carers.  

1.3.4 Automatic Assessment of Agitation 

Technological innovations can provide solutions to some of the challenges associated with 

caring for people living with dementia. In 2016, the World Alzheimer's Disease Report 

made understanding the role of technology a priority [9]. Although all the behavioural 

assessments for dementia patients are currently retrospective, literature shows the potential 

of systems which provide real-time, automated assessment of agitation [48], [49], [50]. A 

system that automatically monitors agitation would provide clinicians with a valuable tool 

to better understand patient health. It would improve assessment accuracy by 

supplementing information whilst reducing human subjectivity. 

Early detection of agitation is advantageous as it can enable appropriate carer intervention, 

preventing symptoms from escalating and avoiding further distress and injury to the patient 

[41]. Furthermore, an increased understanding of potential triggers could enable carers to 

prevent the onset of agitation. Reducing agitated episodes can reduce the need for 

potentially harmful pharmaceutical interventions, reducing costs and easing the burden on 

carers. Moreover, a system which can support a person with dementia to remain living in 

their own home can significantly improve the lives of the person and their family whilst 

dramatically reducing care fees. In addition to improving patient care, ongoing monitoring 

of repetitive mannerisms can provide accurate metrics for patient behaviour during the 

trials of new drugs or treatments [41]. 
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1.4 Rationale, Scope, and Objectives 

This research aims to contribute towards the development of healthcare monitoring systems 

by demonstrating the viability of automatically detecting and analysing repetitive 

mannerisms caused by agitation. Since many older adults spend a large portion of their 

days sitting, our model will focus on detecting agitated hand movements of a seated person, 

such as those described by Cullen [46] and Helvink [47]. Small repetitive hand movements, 

such as rubbing, scratch and picking, are a common symptom of agitation, yet, because of 

their diminutive size are more likely to go unnoticed by carers than other agitated 

behaviours. This thesis aims to demonstrate that: 

Skeletal pose data captured by a single, fixed camera can be used to monitor 

agitation in people living with dementia. 

We aim to establish the feasibility of using skeletal keypoints extracted from RGB video to 

automatically detect agitated hand movements to provide meaningful information about the 

type, frequency, and intensity of agitated behaviours. The scope of the research is limited to 

using a single sensor positioned in full view of the subject, from which skeletal keypoints 

are extracted. This camera set-up reflects where a camera may be placed within a home 

environment: typically, above a TV screen and directed towards a favourite chair. 

Within this context, four research objectives have been identified:  

Objective One: To evaluate and select suitable technology for capturing agitation. Both 

pervasive and wearable sensors have been used to capture agitation. With the recent 

development of cheap and accurate depth sensors, activity recognition research has 

primarily focused on using features created from 3D rather than 2D skeletal keypoints. 

However, conventional 2D RGB cameras are an attractive data collection tool due to their 

low cost, extensive data capture range and easy use.  

Objective Two: To explore whether skeletal keypoint data can be used to recognise 

different types of repetitive hand movements. Recognition of different types of repetitive 

movement is essential for distinguishing between normal or beneficial behaviours, such as 

self-soothing actions and agitated or potentially harmful behaviours like scratching.  
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Objective Three: To investigate whether skeletal keypoint data can be used to assess the 

intensity of repetitive hand movements. A non-subjective measure of the severity of 

repetitive behaviours can provide important information about the progression of a disease 

and the effectiveness of treatments. We propose that assessing the intensity of a behaviour 

by counting the number of repetitions of a movement, can provide a non-subjective 

measure of severity. 

Objective Four: To investigate whether hand keypoint data can be used for online 

detection of agitated hand movements. Due to occlusion and the complex structure of the 

hand, hand poses extracted from video contain many erroneous keypoints, which may 

hamper the detection and recognition of hand movements. As erroneous sequences of 

keypoints may create the impression that a stationary hand is moving, detecting actual hand 

movement is challenging. Additionally, the system must detect agitation in near real-time 

from a continuous data stream containing a range of activities and behaviours. 

Key Contributions: This thesis aims to make several contributions in knowledge in the 

field of automatic monitoring of agitation. Firstly, the work will seek to establish that 

video-based sensors can be used for monitoring agitation behaviour. Experiments will then 

demonstrate that hand keypoints extracted from video can be used to both classify and to 

measure the intensity of agitated hand movements. Finally, a method for detecting 

repetitive hand movements from streamed video data will be presented.  

The fulfilment of these research objectives will demonstrate the potential of using video-

based skeletal pose data to monitor agitation automatically. It will present a non-intrusive 

system able to detect, classify, and assess changes in the intensity of agitated episodes. 

Such a system could alert carers to agitated episodes and provide metrics by which the 

progression of dementia can be monitored. 

1.5 Thesis Structure 

This section summarises the structure of the thesis, highlighting the content of each 

chapter. 
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Chapter 2: Technology-based Approaches for the Detection of Agitated Behaviours. 

This chapter provides a review of literature detailing the state-of-the-art research into 

technology-based approaches for the automated detection of agitated behaviours. The 

chapter opens with a discussion on the ethical issues that need to be considered before 

employing sensors within a home environment. An overview of the sensors and algorithms 

suitable for capturing agitated behaviour is provided, followed by a survey of open-source 

video and depth datasets containing whole body and hand movement. Activity recognition 

approaches are explored, focusing on skeletal keypoint based methods and hand movement 

recognition. Finally, the chapter concludes with a survey of projects involving the 

automated detection of repetitive movements, highlighting gaps in the knowledge and 

ongoing research challenges.  

Chapter 3: Comparing the effectiveness of 2D and 3D Keypoint Based Activity 

Recognition. This chapter presents the results of a study comparing the informativeness of 

skeletal keypoint data captured by a depth sensor and skeletal keypoint data extracted from 

video. The chapter discusses the structure of the different types of keypoint data and data 

cleaning approaches. The effectiveness of using 2D skeletal keypoints for activity 

recognition are explored using visualisation and an exemplar classifier. Results show that 

2D models can be as informative as 3D models, demonstrating the usefulness of keypoints 

extracted from video without the need for any specialised camera equipment. 

Chapter 4: Automatic Recognition of Repetitive Hand Movements. This chapter 

explores whether skeletal keypoint data can be used to recognise different types of 

repetitive hand movements. Whilst whole-body activity recognition is a widely explored 

field of research, there has been less emphasis on the recognition of hand movements. 

Recognising hand movements is challenging due to subtle differences between different 

hand movements and variations in how they are carried out. The chapter reviews methods 

for classifying repetitive behaviours automatically and describes the structure of hand 

keypoint data extracted from video. Due to the lack of suitable datasets, a novel video 

dataset of five repetitive hand movements symptomatic of agitation is prepared and 

introduced. An effective classification model involving reducing hand poses sequences to a 

small number of discriminative poses is proposed and evaluated. 
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Chapter 5: Automatic Assessment of the Intensity of Agitated Hand Movements. This 

chapter describes a method for assessing the intensity of agitated hand movements, 

providing valuable metrics by which changes in agitated behaviours can be monitored. 

Assessing the intensity of agitation can increase clinicians and caregivers understanding of 

changes in a patient’s behaviour and provide insight into the progression of degenerative 

diseases such as dementia. As we conjecture that recognising the type of behaviour will 

assist in counting repetitions, our proposed system for assessing the intensity of agitation 

builds upon the model for classifying repetitive hand movements presented in Chapter 

Four. By first learning the characteristics of the different types of hand movement, a 

method is proposed to assess the intensity of repetitive movements. 

Chapter 6: Detection of Repetitive Hand Movements. This chapter investigates whether 

skeletal keypoint data can be used to detect agitated hand movements from streamed data. 

Although keypoint based activity recognition has been widely studied, most work has 

focused on recognising activities from pre-segmented sequences. Conversely, monitoring 

agitation requires the detection of abnormal behaviour from continuous data. This chapter 

presents a method to automatically segment streamed data into sequences containing 

similar types of hand movements in (near) real time. Additionally, a method of cleaning 

hand keypoint data is proposed. As there is no open-source dataset of unsegmented video 

containing agitated hand movements, we present a novel video dataset for detecting 

agitated hand movements. 

1.6 Published Work and achievements 

This section lists journal and conference publication outputs from the Thesis in addition to 

presentations and achievements. 

1.6.1 Peer-Reviewed Conference Papers 

Marshall, Fiona, Shuai Zhang, and Bryan Scotney. 2019. “Comparison of Activity 

Recognition Using 2D and 3D Skeletal Joint Data” In Irish Machine Vision and Image 

Processing, p13-20. 
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Marshall, Fiona, Shuai Zhang, and Bryan Scotney. 2020. “Automatic Recognition of 

Repetitive Hand Movements” In Irish Machine Vision and Image Processing, p137-140. 

Marshall, Fiona, Shuai Zhang, and Bryan Scotney. 2021. “Video-Based Hand Pose 

Estimation for Abnormal Behaviour Detection” In Irish Machine Vision and Image 

Processing, p49-56. 

1.6.2 Journal Papers Accepted for Publication 

Marshall, Fiona, Shuai Zhang, and Bryan Scotney. 2022. "Automatic Assessment of the 

Type and Intensity of Agitated Hand Movements", accepted to the Journal of Healthcare 

Informatics Research. 

1.6.3 Awards and Achievements 

Winner, Ulster University School of Computing Video Competition 2021 

Finalist, Ulster University 3MT Competition 2020 

Best Student Paper, “Comparison of Activity Recognition Using 2D and 3D Skeletal Joint 

Data”, Irish Machine Vision and Image Processing Conference 2019 
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Chapter 2  

 

Technology-based Approaches for the 

Detection of Agitated Behaviours 

2.1 Introduction 

The previous chapter highlighted that the number of people with dementia is increasing as 

the population ages, creating challenges in how best to care for people living with the 

disease. Technology offers several potential solutions to supplement existing care, 

including the automatic monitoring of agitation. Agitation is a common and distressing 

symptom of dementia. The automatic monitoring of agitation can relieve pressure on carers 

by providing accurate records, informing care choices, preventing injury, and providing a 

better understanding of dementia. However, despite significant potential advantages, there 

has been limited research in this area. Moreover, most of the attention has been focused on 

detecting large, agitated movements, such as hitting or kicking. In practice, as many older 

adults are mainly sedentary, agitation is often manifested in small repetitive hand 

movements, such as picking or rubbing. This thesis focuses on the automatic detection of 

small, agitated hand movements. This chapter provides an overview of existing research 

into technology-based approaches for the automatic detection and assessment of agitated 

behaviours. It forms a rationale for the studies presented in the remainder of the thesis. 

Despite the benefits of automatic monitoring, data confidentiality concerns can lead to a 

reluctance to use assistive living technologies. Therefore, Section Two explores the ethical 

issues around the use of sensors for monitoring activity within a home environment. A 
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survey of sensors suitable for activity recognition is covered in Section Three, highlighting 

the benefits of keypoint based approaches.  

Activity recognition is an active field of research in which many comprehensive reviews 

have already been undertaken [51], [52], [53]. Therefore, having demonstrated the potential 

of using skeletal keypoints to monitor behaviour, the next four sections focus on keypoint 

based activity recognition approaches. Section Four explores keypoint based pose 

estimation, considering the methods by which hand and body keypoints are extracted from 

depth maps and images. As data is vital for machine learning, Section Five reviews relevant 

publicly available video and depth activity recognition datasets, including sign language 

and  hand gesture recognition datasets. Section Six explores keypoint based whole body 

activity recognition models, whilst Section Seven focuses on keypoint based hand 

movement classification models. 

Section Eight explores systems for automatically monitoring repetitive movements within 

healthcare and fitness settings. Systems reviewed include models for detecting, classifying, 

and assessing the intensity of repetitive movement. Section Nine discusses the gaps in 

knowledge and research challenges in creating a system to automatically detect agitation. 

Finally, Section Ten summarises the findings of the chapter and highlights research 

questions that remain unanswered. 

2.2 Use of Sensors within the Home 

The benefits of employing sensors and assistive living technologies within the home need 

to be weighed against the risks involved. Benefits may include improved health, reduced 

pharmaceutical use, peace of mind for relatives, and enabling the user to remain in his or 

her own home. Risks include the potential loss of privacy and for sensitive information to 

be shared inappropriately.  

Whilst video cameras may initially appear more invasive than other sensors, with the 

correct data management, video-based assistive living technologies need not be more 

intrusive than systems using other sensors. For example, reducing a person’s image to a 

silhouette or skeleton can help maintain privacy. Good management of sensor data will 
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ensure that only relevant data is retained and stored securely, whilst processing data at-the-

edge reduces the risk of data breaches. Boger [54] suggests that cameras should be 

confined to public areas to avoid capturing sensitive images. Surveys have indicated 

general support for the use of cameras within the homes of people with dementia, 

especially if they can enable the user to remain living at home [55]. 

Ensuring that all stakeholders (people with dementia, family, carers and professionals) 

understand the purpose, advantages, risks and alternatives to assistive living devices is 

crucial to attaining their acceptance [56]. The importance of stakeholder understanding has 

been demonstrated in two connected surveys on older adults' attitudes towards vision-based 

assistive living technologies. The majority of the participants of the first survey [57] stated 

that they would not want a video sensor installed in their home due to fears over the risk to 

privacy. However, the concerns of most participants were alleviated after watching a 

demonstration of a system which monitored users by extracting silhouettes from video [58].  

Although the emphasis of the acceptability of assistive living technology is rightly on user 

acceptance, which is often based on perceived benefits of the technology, user acceptance 

is a necessary but insufficient criterion. Advances in sensors, data analysis and 

computational power enable people to be monitored in a way that was, until recently, 

confined to science fiction. Just as physicians are required by the Hippocratic Oath not to 

cause harm, it has been suggested that those working with data should take an equivalent 

oath [59]. Four ethical principles of assistive living technology derived from medical ethics 

have been proposed [54]: 

Non-maleficence:  does the use of a technology do more good than harm?  

Beneficence:  will the technology be used in a way in which it is of benefit 

to the user?  

Autonomy:  has the user given consent, and is the option to withdraw 

consent available?  

Justice:  are all stakeholders treated fairly and equally? 

Over the past decade, there has been a normalisation of the use of technology within our 

homes for health and leisure. Smartwatches track fitness, digital diaries provide reminders 
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and images are shared through social media. The lockdowns of the COVID-19 pandemic 

have encouraged many more people to adopt video communication, normalising the use of 

cameras and video technology within the home. As we become used to these technologies 

in our daily lives, assistive living technologies will also become more acceptable [60]. 

However, ensuring the selection of appropriate sensors and good management of the data 

captured remains crucial.  

2.3 Sensors and Data Capture 

Sensors used to monitor human activity broadly split into two categories – wearable and 

pervasive. Wearable sensors monitor the physiological conditions or motion activities of 

the user. Pervasive sensors are embedded in the infrastructure of the home or objects within 

the home, capturing changes to the environment caused by human action. Considerations 

affecting the choice of sensor for use within the home are cost, range, level of intrusion, 

and type of data captured. This chapter only considers sensors suitable for use within the 

home environment. 

2.3.1 Wearable Sensors 

A range of wearable sensors is available that track motion or biometric signals such as 

heart rate, blood pressure, or skin conductivity [61]. In this review, we only consider 

motion sensors. Furthermore, whilst systems such as motion capture (mocap) use wearable 

sensors, providing accurate motion information within a controlled environment, we focus 

on those sensors suitable for tracking movement within the home. Wearable sensors can be 

found in various everyday devices, including mobile phones, watches, wrist bands, glasses, 

and clothing. The most common wearable sensors for tracking movement are Inertial 

Measurement Units (IMU) sensors such as accelerometers, gyroscopes, and 

magnetometers, which measure force, angular rate, and magnetic fields. IMUs provide low-

dimensional motion data that can be processed by microprocessors embedded within 

wearable devices. They are ideal for continuous monitoring as they do not require the user 

to remain in one location. Due to their low cost and miniature size, IMUs have become 

ubiquitous in smartwatches and mobile phones [62]. IMU embedded smartwatches have 
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been used to provide continuous monitoring of people with dementia to alert carers to 

agitated behaviour [63]. IMUs have also been used to monitor unusual behaviour [64], 

sleep patterns [65], provide fall alerts [18], [66], and for general activity recognition [67]. 

Some monitoring systems combine IMUs with other sensors to provide additional detail, 

including barometers to improve agitation detection [68], fall detection [69], pressure mats 

and acoustic sensors to monitor sleep [65], and thermal images to recognise activities of 

daily living [70]. Some fitness trackers also contain sensors for measuring heart rate and 

blood pressure to monitor sleep patterns [71]. 

Data from IMUs can be used to monitor gross limb movements such as walking or waving. 

However, the low dimensionality of the data may provide insufficient detail to monitor 

small or subtle movements [72]. Moreover, although wearable sensors embedded within 

smartwatches are widely used within the general population, some older adults find them 

uncomfortable and impractical [55], [73], especially people with dementia. Other issues 

include ensuring the correct placement of the sensor and battery life. Furthermore, wearable 

sensors are liable to provide noisy and incomplete data [18]. While this may not be 

important for providing general fitness data, data accuracy is crucial for devices that 

supplement medical reports or provide alerts to carers. 

Therefore, whilst wearable sensors are ideal for monitoring activity over prolonged periods 

and multiple locations, the data captured provides limited detail and can be noisy. 

Significantly, data capture from wearable sensors is dependent on the user being willing to 

wear the sensor.  

2.3.2 Pervasive Sensors 

Pervasive sensors can be fitted into the home or objects within the home and can be divided 

into vision-based and non-vision-based sensors. 

Several non-vision-based sensors are already widely used within care settings to alert carers 

to potential dangers. Pressure mats provide alerts when unstable patients try to get out of 

bed whilst contact sensors on doors can be used to prevent confused residents from 

wandering. Researchers have proposed several other applications for non-vision based 
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sensors. These include vibration sensors to detect falls [74], pressure sensors to monitor 

bed posture [75], and acoustic sensors to detect falls [76], recognise activities of daily 

living [77] and detect anxiety [78]. Object sensors such as contact sensors, radio frequency 

identification (RFID) tags and accelerometers have been attached to household objects, 

such as food preparation items and medical containers and used to infer human activities 

[79], [80]. However, as object sensors may need to be attached to multiple items to infer 

activity, they can be complex to deploy. 

Vision-based sensors include passive infrared (PIR), thermal, RGB video cameras, and 

depth sensors. PIR cameras are binary sensors that detect movement. Multiple PIR sensors 

have been used to track movement around a smart home and to infer activity levels [81], 

whilst thermal cameras [82] have been used to detect falls [83], sleep patterns [84], and 

sedentary behaviour [85]. Both thermal and PIR cameras work in all light levels, enabling 

them to provide 24-hour data capture. However, they are less suitable for use in multiple 

occupancy homes as identifying the subject can be problematic. Depth sensors have been 

widely used for activity recognition. In addition to providing depth maps, some depth 

sensors provide algorithms able to track the location of keypoints of the human body [86]. 

RGB cameras are often integrated within depth sensors, providing a valuable additional 

data source. However, depth sensors tend to have a smaller range and field of vision than 

traditional RGB cameras, making them unsuitable for some applications. 

Video-based activity recognition has been the focus of much research, with applications 

across many fields, including security, health, and industry [51], [87]. Video cameras offer 

the potential to provide detailed data for monitoring agitation. Furthermore, video cameras 

are easy to use, well understood and affordable. Video-based approaches are particularly 

suitable for patients who are mainly sedentary. For many older adults, a video camera 

directed towards a favourite chair, perhaps situated above a television screen, offers the 

potential to capture rich data over significant periods.  

Whilst video-based monitoring may feel intrusive, as discussed in Section Two, good data 

management can help maintain privacy. Reducing the image of the body to a skeletal 

model can help to preserve privacy. Moreover, the recognition process is simplified by 

significantly decreasing the number of features whilst maintaining important information 
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about pose and motion. Skeletal joints are low-dimensional and highly informative, making 

them ideal for recognising human actions [51],[28]. Skeletal keypoints can be extracted 

from images and depth maps.  

2.3.3 Conclusion 

A review of literature has shown that both pervasive and wearable sensors offer the 

potential to capture a subject’s movement and provide the data necessary to monitor 

agitation. To cater for the needs of each person living with dementia, a range of sensors and 

approaches should be available. 

Wearable sensors, such as accelerometers or blood pressure monitors can track the 

physiological condition or movements of a patient, although the ability of the sensor to 

capture different movements may be restricted according to the placement of the sensor. 

Whilst sensors embedded into a watch or item of clothing are unobtrusive to many, some 

patients may find them unacceptable. Additionally, wearable sensors are susceptible to 

being dislodged from their optimal position, and to battery or connection failure. Section 

Eight of this chapter reviews two systems which use wearable sensors to automatically 

detect agitation. 

Pervasive sensors are restricted to capturing movement only when the subject is within 

their range. Whilst video and depth sensors offer detailed data capture, extracting 

meaningful information can be both computationally expensive and require unfeasibly 

large amounts of training data. However, reducing a depth map or image to a skeletal pose 

can significantly lower computational costs whilst retaining detailed information on 

movement and posture. Although skeletal poses can be obtained from both types of 

sensors, video cameras are more cost-effective and can capture movement over a larger 

distance. Section Eight of this chapter reviews several systems which use depth sensors or 

video to automatically monitor agitation. 
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2.4 Keypoint based Pose Estimation 

Efficient human pose estimation has long been a goal of computer vision. The first marker-

less pose detection algorithms were image-based, fitting handcrafted features to complex 

human models. The seminal pictorial structures introduced in 1973 by Fischler and 

Elschlager [88] provided a theoretical model for representing the body, in which springs 

denoted the spatial relationships between connected body parts. However, it was not until 

Bobick and Davis represented the body using silhouettes [89], and Felzenszwalb et al.’s 

represented the body parts as geometric shapes in deformable models [90] in the early 

2000’s that image-based pose estimation began to become a reality. Whilst these 

handcrafted features describe the human pose, the algorithms were limited by sensor noise, 

occlusion, and computational cost [52]. Modern pose estimation relies on deep learning and 

massive datasets to predict the location of key landmarks of the body such as joints or 

facial features. Keypoint-pose estimation remains an active field of research, with 

contemporary methods providing accurate real-time pose estimation from depth and image 

data [91], [92]. 

2.4.1 3D Skeletal Pose Estimation 

The most common method for obtaining 3D-skeletal keypoints is from depth maps 

obtained from specialist depth sensors.  

There are three main types of depth sensor: stereo camera, time-of-flight camera, and 

structured-light camera. Stereo cameras, such as the Intel RealSense Depth D435 Camera 

[93], calculate depth by triangulating points in the images created by multiple cameras. 

Time-of-flight cameras, including the Kinect Version2 [94] and Kinect Azure [95], 

calculate the distance between the sensor and objects by observing the amount of time a 

modulated infrared light takes to reflect off objects and return to the sensor. Structured-

light 3D scanners, such as the Intel RealSense Depth D435 Camera [93] and Kinect 

Version1 depth camera [96], project an infrared light pattern onto a scene and use 

triangulation to calculate the depth from the pattern’s distortion. Until relatively recently, 

most depth sensors were specialist equipment aimed at the professional market; however, 

the Microsoft Kinect, released in 2010, was designed for gamers and priced accordingly. 
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Kinect made depth sensor technology accessible throughout the activity recognition 

research community. 

Several commercial applications provide 3D keypoint pose extraction from depth sensors, 

the most widely used is the Microsoft Kinect skeleton pose estimator which was launched 

in 2012. Created by Shotton et al. [97], the pose estimator follows a three-stage process. In 

the first stage, background subtraction is used to extract a depth image of the body. In the 

second stage, two algorithms: body parts classification and offset joint regression are used 

to infer the location of body keypoints. Body parts classification assigns each pixel from 

the body’s depth image to a region of the body from which specific keypoints can be 

extracted, whilst offset joint regression infers keypoint location directly from the depth map 

of the whole body. Both body parts classification and offset joint regression compute the 

proposed body keypoints for each frame and joint independently using a decision forest 

classifier. Finally, the keypoint predictions are merged in the fit stage, where temporal and 

kinematic information is exploited to unite the individual keypoints into a single skeleton 

[98].  

Due to its low price and wide availability, the launch of the Kinect Software Development 

Kit (SDK) toolbox led to a dramatic increase in interest in skeletal-based activity 

recognition. However, as the Kinect pose estimation model was primarily designed for 

gaming, it has a range of less than 2 metres, restricting its ability to provide ongoing 

monitoring within the home. Other depth sensors, such as those offered by Intel RealSense 

[93] and Nutrack [99], have a larger range than the Kinect, although they cannot match the 

range achievable by RGB cameras.  

Mocap, developed for the film and gaming industry, has been used to create high-precision 

keypoint datasets [100]. Mocap systems use multiple high-frequency cameras to record 

subjects as they move, providing accurate 3D skeletal keypoint locations. Mocap systems 

are expensive to install, and as they require reflectors to be attached to landmarks on the 

subject’s body, they are only suitable for research or industrial purposes.  

Recently, several papers have published methods for the extraction of 3D keypoints 

directly from RGB images [101], [102]. These image-based 3D skeletons offer the 
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possibility of 3D keypoint based activity recognition without the physical limitations or 

expense associated with depth cameras or mocap systems. However, at the time of writing, 

there were no commercial or open-source libraries providing image-based 3D skeleton pose 

estimation. 

2.4.2 2D Skeletal Pose Estimation 

Whilst depth sensors are limited by range and mocap systems by cost and extensive 

infrastructure requirements; video cameras are cheap, have a wide range and are simple to 

install. Unlike the first pose estimation approaches, which were based on  handcrafted 

features, current methods use Convolutional Neural Networks (CNN) to extract skeletal 

keypoints. Since Toshev et al. [103] published their paper describing DeepPose, a pose 

estimation model based on the AlexNet [104] image classification network, there has been 

rapid development in image-based pose estimation.  

Image-based pose estimation can be categorised in several ways. Firstly, models can 

provide single or multi-person detection. Single person pose estimation is either model-

based, built upon prior beliefs of the structure of the human body, or model-free, indicating 

that the model is learnt solely from training examples. Conversely, multi-person models are 

top-down or bottom-up. Top-down models establish a bounding box around each person 

detected and then predict person-specific keypoints. The runtime of a top-down model is 

proportional to the number of people detected. Bottom-up models locate body keypoints 

and then assemble them into skeleton poses by establishing connections between keypoints. 

Top-down approaches perform better in images where parts of the body are occluded, 

whilst bottom-up approaches are more efficient for multi-person pose estimation [105]. A 

more complete description of different methods is found in the review paper by Chen et al. 

[106].  

We describe the most used open-source pose estimation models, illustrated in Figure 2-1. 

All four models offer a similar range of body keypoints and provide each detected 

keypoint's 2D coordinate with a confidence score that indicates the probability that a 

keypoint exists in that location. In addition to body keypoints, some models also provide 

hand, foot, and facial keypoints. 
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OpenPose [107], launched in 2017, was the first open-source deep learning model for real-

time multi-person pose estimation. OpenPose uses a two-stage bottom-up approach. A 

confidence map is constructed to predict the location of each keypoint before keypoints are 

assembled into skeletal poses using part affinity fields. The core OpenPose algorithm 

returns 18 body keypoints. Hand, foot and facial keypoint detection models are also 

available.  

AlphaPose [108], released in 2018, uses a top-down approach for real-time multi-person 

estimation. Whilst AlphaPoses’ top-down approach is faster at single person detection than 

OpenPose, its runtime grows linearly with the number of people detected. AlphaPose 

extracts 15 body and three facial keypoints per person. AlphaPose also provides a facial 

keypoint detection model and facilitates the OpenPose hand detection model. 

PoseNet [109], released in 2019, uses a bottom-up approach to keypoint detection to extract 

17 keypoints per person. PoseNet is built to run on lightweight devices such as the browser 

or mobile device, concentrating on speed over accuracy. A residual network provides 

simultaneous keypoint detection and association in a multi-branch architecture. 

BlazePose [110], released in 2020, provides fast, lightweight single-person pose detection, 

suitable for real-time pose estimation on mobile devices. The pose estimation uses a two-

step pipeline. A face detector is used to detect a person, and the region-of-interest is 

calculated from the facial size and location. A tracker then predicts 33 keypoints from 

within the region of interest. The detector is run only in the first frame to increase detection 

speed. BlazePose is part of Google’s MediaPipe [27], which offers a suite of object and 

person detection tools, including hand keypoints and facial mesh. 

     

Figure 2-1 Skeletal keypoints extracted from video. From left to right: OpenPose, AlphaPose, 

PoseNet, and MediaPipe. 
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Direct comparison of the models is not possible due to different benchmark datasets, range 

of keypoints detected and numbers of people estimated. All the models allow tuning of the 

trade-off between accuracy and runtimes. Whilst Graphic Processing Units (GPUs) are 

necessary for OpenPose and Alpha Pose to provide real-time detection, several lite versions 

suitable for mobile use are being developed.  

As we expect that detailed information about hand movements will be useful for detecting 

and recognising many types of agitated behaviour, the following section reviews hand 

keypoint models. 

2.4.3 Keypoint based Hand Pose Estimation 

As with body pose estimation, hand poses can be detected from depth maps or images. 

Hand keypoint detection is especially challenging due to the small size of fingers, their 

similarity and proximity to one another. Moreover, hands are dexterous and can form a 

variety of complex poses – a single hand can be described as having anywhere between 25 

and 50 degrees of freedom [111]. Additionally, hands are frequently partially or fully 

occluded due to holding objects and self-occlusion. 

2.4.3.1 3D Hand Keypoint estimation 

Whilst the Kinect does not provide hand pose estimation, several sensor manufacturers, 

including Intel RealSense, 3Gear, NiTE, and Leap Motion, have developed depth-based 

hand pose estimation algorithms. However, when sensors are discontinued, software 

   

 a b  

Figure 2-2 Depth-based hand keypoints (a) Leap Motion locates 23 keypoints (b) Intel 

RealSense locates 22 keypoints.  
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support is usually removed. At the time of writing, Leap Motion's Gemini [112] is the only 

commercial hand pose estimation platform available. The Leap Motion is primarily 

targeted towards gamers and human-computer interaction applications. As the Leap Motion 

is designed to be worn on a gaming headset or placed below a keyboard, Gemini has a 

maximum range of 75cm, making it unsuitable for ongoing behavioural monitoring. 

Although some authors have made code available online [113], [114], we are not aware of 

any open-source depth-based hand pose estimation libraries. 

The pose estimation algorithm for the original Leap Motion sensor locates only the hand 

centre and fingertips, whilst the newer version detects 22 keypoints: 4 keypoints in each 

finger and thumb, the palm and two keypoints at the wrist, as shown in Figure 2-2a. The 

RealSense SDK locates 22 keypoints in each hand: 4 keypoints per finger and thumb, hand 

centre and wrist, as shown in Figure 2-2b.  

2.4.3.2 2D Hand Keypoint Estimation  

Whilst the data capture range of all keypoint estimation systems is dependent on the sensor, 

most video cameras can capture subjects from much further away than depth sensors. This 

is particularly important for capturing complex structures like the hand. Our experiments, 

reported in Chapter 6, have shown that a standard camera with a 1080-pixel resolution can 

capture images suitable for extracting hand keypoints up to 4 metres away. Two open-

source pose estimation libraries, OpenPose [25] and MediaPipe [115], offer image-based 

2D hand pose estimation. As with skeleton pose estimation, keypoints are extracted from a 

single frame. Both systems extract 21 keypoints in each hand, as shown in Figure 2-3. 

    

  a b 

Figure 2-3 Video-based hand keypoints (a) OpenPose (b) Media Pipe. Both systems estimate 

21 keypoint positions from RGB video. 
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Hand detection is a vital part of hand pose estimation. However, the OpenPose hand 

estimation model does not detect hands [116]. Instead, the OpenPose body estimation 

model can be used to locate the wrist, or the user can identify a bounding box around each 

hand. When the OpenPose body estimation model is used, the subject's head and torso must 

also be captured within the image [117]. Conversely, MediaPipe’s hand pose estimation 

model detects the hand internally using a palm detector to provide an oriented hand 

bounding box [118]. 

As with body pose estimation models, comparing the accuracy of hand pose estimation 

models is difficult due to there being no standard measure of hand keypoint accuracy. 

However, MediaPipe is significantly faster than OpenPose, achieving real-time hand pose 

estimation on a mobile phone. Conversely, even with a GPU, the OpenPose hand 

estimation model runs at less than one frame every three seconds. As with body pose 

estimation, image-based hand keypoint estimation can be divided into detection-based and 

regression-based [119], [120]. Regression-based methods align the extracted features to a 

kinematic hand model, whilst detection-based methods produce a probability heat map for 

each keypoint. Although detection-based models are the most common, it has been 

observed that many approaches use a hybrid of both methods [121]. 

Whilst there are several large-scale body keypoint video datasets [122], [123] there are no 

similar datasets of annotated hand keypoints due to the difficulty of annotating and creating 

synthetic hand datasets. To overcome the lack of training data for hand models, Simon et 

al. [116] proposed using weakly supervised learning to train the OpenPose hand keypoint 

estimation model. Multiview bootstrapping uses a weak initial detector, a small, labelled 

training dataset, and a series of unlabelled images of a single hand from multiple views. 

The initial detector is a modified version of the Convolutional Pose Machine used by the 

OpenPose body models. Where the detector locates 2D keypoints in at least two views, the 

location of the keypoints in 3D space can be estimated by triangulating 2D coordinates. 

The 3D keypoints are projected back onto the original 2D views. The most accurate newly 

annotated images are used to iteratively retrain the hand detector. 

As with 3D pose estimation, there has been recent interest in extracting 3D hand poses 

from individual 2D images. Image-based 2D keypoint estimations can be "lifted" to 3D 
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using a variety of deep learning techniques [124], [125], [126]. Synthetic datasets are used 

to provide training data. There are no open-source libraries currently offering 3D hand pose 

estimation. 

2.4.4 2D Whole-Body Pose Estimation 

Whole-body pose estimation combines body, hand and facial keypoints. As datasets 

containing annotated body, hand and face keypoints are limited, most systems treat each 

body part as a separate problem, only uniting keypoints at the final stage. Three open 

source libraries, OpenPose [25], MediaPipe [27], and AlphaPose [26], provide whole body 

pose estimation from RGB images (AlphaPose uses the OpenPose hand estimation model). 

The test code and model of a fourth system, DOPE [113], is available online.  

2.4.5 Conclusion 

A review of keypoint based pose estimation has revealed a dynamic field with increasingly 

fast and efficient models. Although keypoints can be extracted from both video and depth 

maps, the data capture range of video cameras make video-based pose estimation a more 

practical option than depth-based pose estimation for monitoring behaviour within the 

home. Whilst the MediaPipe library is significantly more computationally efficient than the 

OpenPose library, it was not available when most of the experiments in this thesis were 

carried out. However, OpenPose provides a stable environment with both body and hand 

keypoint detection and similar computational accuracy to MediaPipe. OpenPose, therefore, 

provides a suitable alternative to MediaPipe for non-real-time experiments.  

This section has highlighted the rapid advances in hand and body pose estimation that offer 

new possibilities for human activity recognition and its applications, including monitoring 

agitation. Whilst the range of depth sensors is currently insufficient to provide monitoring 

in a real-world environment, keypoint based activity recognition approaches are similar and 

so the datasets and algorithms for both 2D and 3D datasets are reviewed. The following 

sections review keypoint based activity recognition models. 
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2.5 Activity Recognition using Skeleton Keypoints 

Awareness of the discriminative ability of a small number of moving points extends from 

the work of Gunnar Johansson. In his 1975 paper, Visual Motion Perception [127], 

Johansson showed that humans can recognise complex activities from a few key points on 

the human body when seen in successive frames. Johansson attached small lights to the 

joints of actors and then filmed the actors moving about in the dark, as in Figure 2-4. Even 

although only a few points of light were visible, Johansson showed that the actor’s 

movements were recognisable to observers. These experiments demonstrate the viability of 

representing the human pose as a skeleton and are the basis for skeleton-based activity 

recognition [28]. However, until recently, the automatic extraction of skeletal keypoints 

was deemed challenging and not considered a viable option [52]. 

Skeletal keypoints provide data-rich information from which human activity can be 

inferred. With even short clips of RGB video producing high dimensional data, reducing 

each frame to a set of keypoints reduces the computational expense and amount of training 

data needed for activity recognition. Additionally, studies have suggested that features 

extracted from skeletal poses can outperform low or mid-level features from images [122]. 

However, whilst skeleton-keypoints provide a more compact representation of human 

activities than most other modalities, skeletal-based activity recognition remains a multi-

 

Figure 2-4 Visual Motion Perception: Johansson used lights to demonstrate how a small 

number of keypoints can enable the recognition of movement. 
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dimensional sequence classification problem complicated by involving sequences of 

varying lengths. 

As systems for extracting skeletal keypoints from depth maps have been available for 

longer than video-based systems, most skeletal-based activity recognition approaches use 

3D keypoints. Therefore, whilst the experiments in this thesis focus on using 2D keypoints 

extracted from video, we review activity recognition systems using both 2D and 3D 

keypoints, anticipating that many 3D approaches can be adapted to 2D. Whilst multi-person 

activity recognition is an active area of research, this review focuses on single person 

activity recognition, as this is most relevant to agitation monitoring systems. 

In the following sections we discuss the pre-processing of keypoints, and features created 

from keypoints, before reviewing both traditional and deep learning activity recognition 

approaches. 

2.5.1 Pre-processing of Skeletal Keypoints 

Pre-processing keypoints is vital for activity recognition as it enables the model to 

generalise to new subjects and environments. Pre-processing includes ensuring that the 

model is invariant to the subject’s size and location (including the distance and the angle of 

the subject from the sensor) and removing noise and erroneous keypoints from the data. 

Both traditional and deep learning models can benefit from pre-processing keypoints.  

The effect of camera location is usually removed by centring the coordinates around a 

single keypoint, for example, the head [128] or the centre of the hips [129]. This approach 

is sufficient for activity recognition when subjects face the sensor; however, it does not 

consider camera angle. Several models have created features invariant to camera angle by 

calculating the pairwise location of keypoints relative to one another [130], [131]. 

However, defining keypoints in this way dramatically increases the number of features. 

Other models have ensured invariance by representing the skeleton pose as points or 

trajectories on Kendall’s shape space [132], [133]. The effect of subject size and distance 

from the camera can be removed by normalising all keypoints according to the size of the 

subject’s limbs or torso [128], [129], [134], [135]. Several methods include temporal 
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smoothing in the pre-processing step, using filters such as Gaussian [129] and Savitzy-

Golay [136] to help remove noisy sensor data.  

2.5.2 Features from Skeletal Keypoint 

Most keypoint based activity recognition models use frame-based features, created using 

keypoints extracted from individual frames or a small number of adjacent frames. Features 

are created from keypoint location [128], [129], [131], [134], or keypoint angles [137], 

[132], [133]. Whilst feature creation is primarily associated with traditional machine 

learning approaches, some deep learning models use feature creation to encode temporal or 

physiological connections. Ding [138] investigated different ways of describing skeletal 

keypoints, including keypoint-to-keypoint distance, keypoint-to-keypoint orientation, 

keypoint-to-keypoint angle, line-to-line distance and line-to-line angle, concluding that 

fusing all the descriptors achieved the highest accuracy. 

Motion features can add temporal information to the model. Zanfir et al. [129] created 

frame-based feature vectors that included keypoint location, velocity and acceleration. 

Velocity and acceleration for each keypoint were calculated from the displacement of 

keypoints between frames. Using a similar approach, Yang et al. [131] created Eigenjoints 

by concatenating pairwise motion, offset features and pairwise keypoint locations. 

Comparing each keypoint to other keypoints over multiple frames creates large numbers of 

additional features for each frame; therefore, Principal Component Analysis (PCA) was 

used to reduce features. Frame-based motion features have been used in both traditional 

[129], [131] and deep learning approaches [130]. 

Physiological connections between keypoints in the skeleton can be retained by 

handcrafting features. For example, Wang [139] represented limbs as spatial part sets by 

grouping connected keypoints and representing action sequence as histograms of the 

spatial-part-sets. Several deep learning approaches have also handcrafted input features to 

preserve the physiological connections. For example, Pham [140] ordered keypoints 

according to the skeleton structure before classifying the action sequences with CNNs. Han 

et al. [28] observed that whilst no single set of features gives the best results for all 
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datasets, approaches that integrate keypoint features from temporal and spatial sources 

perform better than those from a single source. 

Hybrid approaches combining keypoints with features from other modalities can add 

additional detail. Xia et al. [141] combined keypoints with depth clouds, enabling the 

interactions between subjects and objects to be classified. Negin et al. [70] combined body 

keypoints with hand images for gesture recognition. Whilst the OpenPose hand detection 

algorithm [29] may have superseded the usefulness of combining body keypoints with hand 

images, hybrid approaches are still helpful for recognising the interaction between subjects 

and objects. 

2.5.3 Classification Models 

Activity recognition is more complex than image classification because of the temporal 

dimension; activity sequences contain both spatial and temporal information. Both 

traditional machine learning and deep learning has been used to classify activity sequences. 

2.5.3.1 Traditional Classification Models 

Although temporal information is essential for distinguishing between many activities, such 

as sit-down and stand-up, it is not always required. Bag of Visual Words (BOV) [139], 

[142] and k-Nearest-Neighbour (kNN) [129], [131], [143] algorithms do not consider frame 

order, yet have been used for activity recognition.  

BOV has been used for both image and keypoint based activity recognition. Visual words, 

created from individual frames or sequences of frames, have been classified by Support 

Vector Machines (SVMs) [139] and Naïve Bayes Nearest Neighbour (NBNN) [142]. 

Zanfir et al. [129] classified activity sequences using a kNN classifier to classify each 

frame of the sequence before assigning the class with the most votes as the predicted class 

for the sequence. As kNN is an instance-based learner, the classification speed corresponds 

linearly to the number of features and classes. Thus, whilst KNN is ideal for small datasets, 

it becomes computationally prohibitive when used with large training datasets.  
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The NBNN algorithm, created for image classification [144], is based upon the KNN 

algorithm. Yang and Tian [131] introduced the use of the NBNN algorithm for keypoint 

based activity recognition. Weng et al. extended NBNN for skeletal-based activity 

recognition to create Spatio-Temporal NBNN [143] by identifying critical temporal stages 

and key keypoints.  

Traditional classification approaches that preserve temporal information include Hidden 

Markov Model (HMM) [145], Fourier Temporal Pyramids (FTPs) [146] and Dynamic 

Time Warping (DTW) [147]. HMMs are probabilistic sequences classifiers that retain 

temporal information by regarding each pose of an action sequence as a state. Movement 

can be modelled over time using HMMs; however, creating and segmenting the input data 

can be complicated. HMMs have been used for keypoint based activity recognition by Wu 

[145] and Xia [141]. Whilst an HMM is a sequence classifier, FTP and DTW are methods 

by which sequences can be reduced to a single vector whilst retaining temporal 

information. Wang [146] and Vemulapalli [148] used FTPs to represent temporal patterns 

in keypoint based activity recognition by recursively partitioning the action sequence into a 

pyramid. The pyramid segments are then reduced by a Fourier Transformation before 

concatenating features into a single vector. DTW is used in time-series analysis to align 

temporal sequences. DTW is widely used for classification of 1D temporal sequences such 

as activity recognition using data from IMU sensors and speech recognition. Ding [147] 

applied DTW to keypoint based screw matrices for activity recognition. 

In conclusion, there are three main approaches used by traditional activity recognition 

models: reducing the sequence to a single vector, classifying frames individually before 

summarising the results, and sequence classification. Where a sequence of frames can be 

reduced to a single feature vector using approaches such as BOV, FTP or HMM, traditional 

vector-based classifiers, such as SVMs, can be used to classify activity. Vector-based 

classifiers are well understood, require small amounts of training data, and are particularly 

suitable for small datasets [28]. In contrast, processes such as NBNN which classify frames 

individually, whilst only requiring small amounts of training data, can be computationally 

expensive, whilst traditional sequence classifiers such as HMM work best with a small 

number of features. All traditional machine learning approaches rely on informative 

handcrafted features and are reliant on domain knowledge. Conversely, where sufficient 
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training data is available, deep learning models can learn informative features directly from 

the data.   

2.5.3.2 Deep Learning Classification Models  

As increasingly large 3D datasets such as NTU-RGB [149], [150] become available, many 

keypoint based deep learning activity recognition approaches have been proposed. Whilst 

an advantage of deep learning models is their ability to automatically learn features, 

removing the need for expert domain knowledge, some pre-processing remains beneficial 

for keypoint based approaches. Pre-processing usually involves normalising keypoints into 

a uniform coordinate system and can also include temporal smoothing. As with non-deep 

approaches, a range of features can be used, including keypoint location [140], keypoint-to-

keypoint distance [130], [151], and keypoint motion [130].  

Whilst non-deep learning approaches must encode spatial and temporal information into 

individual features, deep-learning approaches can use the structure of the network to retain 

this information. Three main types of deep learning models are used for keypoint based 

activity recognition. Recurrent Neural Networks (RNNs) approach activity sequences as a 

time-series problem, whilst Convolutional Neural Networks (CNNs) recognises activities 

from pseudo-images of skeletal keypoints. Graph Convolutional Networks (GCNs), create 

graphs from activity sequences, treating keypoints as vertices and physiological and 

temporal connections as edges. More recently, transformer based networks have also been 

used [152]. 

Recurrent Neural Networks (RNNs) are neural networks designed to model sequential 

data using the output of the previous time-step of the sequence to inform the current time-

step. They are used in applications such as speech recognition, natural language processing 

and time-series forecasting. RNNs have been widely used for skeletal-based activity 

recognition. Activity sequences are classified by feeding poses into the RNN network 

frame by frame. As RNNs have a short-term memory, their effectiveness is reduced over 

long sequences. Long Short-Term Memory (LSTM) and Gated Recurrent Unit add 

feedback loops to the RNN structure, enabling them to process complex sequential 

information.  
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Whilst RNNs are designed to maintain temporal connections, like non-deep learning 

models, they do not automatically retain spatial connections. Several models have 

preserved physical body connections by handcrafting the order of keypoints according to 

physical connections. Du et al. [153] hierarchically combined multiple RNNs of body parts, 

whilst Shahroudy et al. [149] used a part-aware LSTM with separate memory gates for 

different body parts. Shahroudy et al. [154] constructed a deep-tree structured LSTM 

network by expanding the linear LSTM network into two dimensions, modelling temporal 

and spatial sequential inputs concurrently. Rather than handcrafting the spatial connections 

between keypoints, Zhu [155] created a deep LSTM network to learn the relationships 

between keypoints for different activities. Núñez [156] used CNNs to extract features from 

overlapping windows before using an LSTM to classify activity. Maghoumi et al. [157] 

used Deep Gated Recurrent Units to aggregate keypoints from multiple frames. Prior to 

classification, an attention mechanism captured the most important parts of the sequence. 

As with non-deep learning approaches, a range of keypoint based features have been used 

with LSTMs. Veeriah et al. [158] concatenated keypoint location, angles, velocities and 

pairwise distances for each frame into a feature vector to feed into an LSTM, whilst Zhang 

[151] created a multi-layer LSTM for pairwise features. 

In recent years, LSTMs have been widely used for skeletal-based activity recognition due 

to their ability to maintain the temporal structure of the data, and to classify sequences of 

different lengths. However, LSTMs do not inherently preserve physical connections 

between keypoints, and, like all deep learning approaches, they require large amounts of 

training data. 

Convolutional Neural Networks (CNNs) are widely used for image classification. Their 

success is due to a combination of their ability to learn high-level features whilst 

maintaining spatial dependencies and the availability of massive image datasets. CNNs 

have been used for keypoint based activity recognition by representing sequences of 

skeletal poses as a pseudo-image. Skeletal-based CNN models can benefit from using a 

CNN pre-trained on image datasets. As with RNNs, a range of approaches has been used to 

preserve the temporal and inter-keypoint dependencies in the CNN’s structure. 
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Several authors have proposed using multiple images to emphasise different spatial 

relationships within a sequence. Keypoint locations and keypoint-to-keypoint distances 

have been represented as pixels on a colour spectrum. In this way, images can be 

concatenated from sequences of poses. Rostami [130] created separate spatial and motion 

keypoint-to-keypoint RGB images, whilst Li [159] encoded pairwise keypoint-to-keypoint 

distances from different planes into RGB images. Ke [160] created greyscale images to 

describe the three keypoint cylindrical components (r,θ,z) in relation to hip and shoulder 

keypoint positions. Pham [140] preserved spatial structure by arranging pixels created from 

keypoint location according to the human body structure. Image sequences were then 

classified using a deep CNN. Unlike other approaches that used colour to denote distance 

or location, Wang [161] used colour maps to add temporal information. Sets of keypoints 

were tracked across three orthogonal planes, creating three RGB images which were 

classified using separate CNNs.  

Although several of the CNN models reviewed have attempted to handcraft the body's 

physical structure, modelling the complex physical and temporal structure of human 

movement within an image is challenging. Additionally, CNNs need input data to be a 

predetermined size, requiring activity sequences to be transformed to a fixed length.  

Graph Convolutional Networks (GCNs) can be used to represent human movement by 

modelling the physiological structure of the body. GCNs are an adaptation of CNNs, 

performing convolutions on nodes in a graph instead of on pixels in an image. GCNs have 

been used for a wide variety of classification problems, including image classification 

[162], document classification [163], and semi-supervised learning [164]. 

Yan et al. [165] adapted GCNs to create spatial-temporal graph convolutional networks 

(ST-GCN) for keypoint based activity classification. ST-GCN represents a skeleton pose by 

using keypoints as nodes and limbs as edges. Temporal edges were created between 

keypoints in adjacent time frames. Convolutions combined spatial and temporal 

information in graphical units. Multiple layers of convolutions applied to the graphical 

units generated new high-level spatio-temporal features. A residual network was then used 

to classify the new features for activity recognition. This approach was used with both 3D 

and 2D keypoint data. Li et al. [166] modified ST-GCN to create an Actional-Structural 
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GCN which included actional relationships between keypoints that may be structurally 

distant but are physiologically related (for example, arm and leg movements are strongly 

correlated when walking, although distant on the skeleton). Structural links are between 

keypoints that are physically close together, whilst actional links were inferred using an 

encoder-decoder module. Both actional and structural links were represented by edges in 

the Actional-Structural GCN. 

Graphs provide a natural way to represent skeletal data, preserving both physiological and 

temporal information. However, increases in accuracy gained by adding learnt actional 

edges to the graph suggest that the relationship between keypoints is more complex than is 

visible in the skeleton structure [166].  

CNNs, RNNs and GCNs have all been used to create successful activity recognition 

models. Whilst the effectiveness of any approach is constrained by the quality of the data, 

deep learning approaches are also reliant on the quantity of data. Transfer learning and data 

augmentation offer possibilities to enable the application of deep approaches. With the 

creation of larger skeletal datasets, keypoint based deep learning approaches continue to be 

an active area of activity recognition.  

2.5.4 Conclusion 

Skeletal keypoints provide an efficient and compact method to describe movement for 

activity classification. However, as the 3D skeletal keypoint datasets have been collected 

within a research environment with predominantly young and healthy volunteers, the 

effectiveness of 3D keypoint based approaches in real-world environments has yet to be 

demonstrated. Whilst most of the approaches reviewed have been used with 3D skeletal 

keypoint data, Yan et al. [165] showed that his approach is also effective for 2D skeletal 

keypoints activity recognition, suggesting that other depth-based approaches also may be 

relevant to video-based keypoint activity recognition.  

Whilst agitation is sometimes manifested in gross body movements, fidgeting and small 

repetitive hand movements are also common symptoms. The following section focuses on 

the classification of hand movements. 
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2.6 Hand Movement Classification using 3D Hand Keypoints 

This section provides a review of skeletal-based approaches for hand gesture recognition, 

considering their application to agitation recognition. Feature creation, traditional machine 

learning and deep learning approaches are considered. Whilst most research focuses on 

sign language recognition or human-computer interaction, some models may be suitable for 

classifying repetitive hand movements. Many hand gesture recognition models are based on 

activity recognition models. Accurate keypoint estimations are even more essential for 

recognising hand movements than for whole-body activity recognition due to the similarity 

between fingers and their proximity to one another.  

Most keypoint based hand gesture recognition models use data from the Dynamic Hand 

Gesture dataset [167], released in 2016, which contains 2,800 sequences. The Dynamic 

Hand Gesture dataset, like other 3D hand datasets, was collected using a depth sensor 

positioned close to the hand, capturing only the hand. Moreover, most sequences are 

restricted to single hand poses. Whilst capturing the hand in this way ensures accurate hand 

pose estimations, the proximity between the hand and sensor is unrealistic for many real-

world applications. This limits the usefulness of the datasets, and the relevance of models 

based upon the datasets to activity recognition models. A review of relevant datasets, 

including hand keypoint datasets is given in Section 2.7. 

2.6.1 Features from Hand Keypoint 

As with activity recognition, handcrafted features that describe hand pose and movement 

are vital for traditional machine learning hand gesture recognition models. However, some 

authors argue that handcrafted features are also useful for deep learning models due to the 

complexity of the hand’s structure [168]. 

Handcrafted features used for hand gesture recognition are similar to those used for activity 

recognition: fingertip angle and distance between keypoints are the most widely used 

features [169], [170]. Canavan et al. [171] created feature vectors that included a binary 

representation of the number of extended fingers, maximum finger range, total finger area 

and finger-length-to-finger-width ratio. Boulahia et al. [172] created 89 handwriting 

inspired features, including keypoint angles and keypoint-to-keypoint distances to describe 
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3D trajectories. De Smedt et al. [167], [173] also used keypoint-to-keypoint distances, 

whilst Chen et al. [174]  handcrafted three sets of features from hand keypoint location, 

frame-to-frame keypoint displacement and global hand movement. Neural networks [175], 

[156] and CNNs [168] have been used to learn hand keypoint features automatically.  

2.6.2 Hand Gesture Recognition 

Most traditional classifiers require data to be input as a single feature vector. Consequently, 

classifying static hand gestures is relatively straightforward: SVMs [169] and Random 

Forest [171] have been used for single frame hand pose recognition. However, like activity 

recognition, dynamic hand gestures involve movement over multiple frames. De Smedt et 

al. [167] reduced sequences with a combination of Fisher Vectors and temporal pyramids, 

whilst Boulahia et al. [172] used temporal pyramids, and Nguyen et al. [175] employed 

symmetric positive definite (SPD) matrices. Once sequences were represented as vectors, 

all three approaches classified the hand gestures with an SVM. 

Deep learning approaches include CNNs [156], [168], [176]; LSTMs [174], [177], [157]; 

and GCNs [178], [179]. Keypoint location and angle are the most widely used features. 

Several deep learning models employ data augmentation to increase the training data size 

[156], [176]. 

As with activity recognition, LSTMs and CNNs enable temporal and feature connections to 

be retained. CNNs, were used by Devineau et al. [168] to process each sequence of 

keypoint locations by parallel convolutions, whilst Avola et al. [177] used two stacked 

LSTMs to process sequences of keypoint angles. Chen et al. [174] used three LSTMs to 

extract high-level features separately from the handcrafted keypoint location, finger 

motion, and global hand motion features before combining the features and classifying the 

hand gesture. Hou et al. [180] fed raw keypoints into a temporal convolutional residual 

network with an attention mechanism. 

The similarity between activity recognition and hand gesture recognition is demonstrated 

by several authors using the same frameworks for both hand gesture recognition and 

activity recognition. Núñez et al. [156] used CNNs to extract features from overlapping 
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windows of skeletal-based hand gestures classified using an LSTM, whilst Maghoumi et al. 

[157] employed Deep Gated Recurrent Units with an attention mechanism. 

Li et al. [179] built an ST-GCN in which nodes were created from spherical and polar 

keypoint coordinates, whilst edges between keypoints modelled the physiological structure 

of the hand as well as the physical limitations of the hand’s movement. ST-GCN graphs 

were also used by Yang et al. [178] to classify activity from video-based 2D hand and body 

keypoints. 

2.6.3 Conclusion 

This review of automatic hand gesture recognition has considered both traditional machine 

learning and deep learning approaches. Comparisons between models using the Dynamic 

Hand Gesture dataset shows that the models with the highest classification accuracy have 

used recurrent neural networks. 

The review has highlighted that existing hand keypoint-based research has focused on 

emblematic hand gestures used for sign language interpretation or human-computer 

interaction [181]. However, there are significant differences between the types of hand 

movement used for gesturing and those displayed during agitation. Whilst signing or 

interacting with a computer, the subject typically provides precise gestures, helping to 

ensure that the hand pose is captured clearly, aiding automatic interpretation. Conversely, 

agitated movements are frequently uncontrolled, do not involve precise gestures, and are 

prone to occlusion. Therefore, whilst gesture recognition requires precise interpretation of 

accurate hand keypoints, automatic monitoring of agitation does not require the same level 

of precision but must be able to deal with inaccurate keypoints caused by occlusion. 

It has been observed that all the models using 3D hand keypoint data have used data 

captured from sensors positioned near the hand, capturing only hand keypoints. Placing a 

sensor close to the hand is not only impractical for use within a home, it also prevents the 

capture of potentially informative body movements. However, the development of image-

based pose estimation has led to systems which detect both hand and body keypoints from 

video data. Activity recognition models using image-based hand and body keypoints have 
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been created for applications such as gesture recognition [182], sign language interpretation 

[183], and monitoring assembly lines [178]. These studies suggest that a similar set up 

could be used for capturing agitated behaviour.  

In the following section we review activity and hand gesture datasets containing video or 

3D keypoints. 

2.7 Data Sets 

Data is vital for all machine learning systems. Whilst the success of image recognition 

models such as AlexNet [104] and VGG [184] were made possible by the availability of 

massive labelled datasets (both models were trained on the ImageNet [185] dataset of 1.2 

million images), there are no equivalent-sized video datasets. Video datasets are more time-

consuming and expensive to collect than image datasets due to the size of video files and 

the challenges involved in segmenting and labelling videos. Moreover, as video files are 

larger than image files, more observations are needed to train a video classification model 

than an image classifier. Reducing a video to a sequence of skeletal keypoints can 

significantly reduce the dimensions of an activity sequence, significantly reducing the 

amount of data needed to train a model.  

Whilst traditional machine learning models with handcrafted features can be trained on 

relatively small amounts of data, massive volumes of data are a prerequisite for training 

deep learning activity recognition models. Data augmentation approaches can help increase 

the amount of training data available and has been widely used in image classification 

[186]. However, augmenting keypoint data using image augmentation techniques such as 

rotation, scaling, or translation does not work as well for keypoint based activity 

recognition where orientation is important, and data pre-processing usually involves scaling 

and translation. 

As agitation occurs when a person is vulnerable, videos containing agitated behaviour are 

sensitive and, even when anonymised, may be unsuitable for sharing. Moreover, as data 

from vulnerable people must adhere to strict ethical controls, collecting large video datasets 

of agitated behaviour is not viable. Instead, the feasibility of a method can be demonstrated 
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using video data created by healthy participants simulating agitated behaviours and only 

tested on people living with dementia at the final stage of development. This section 

contains a survey of open-source activity recognition and hand gesture datasets that contain 

video or 3D skeletal keypoints. There are no publicly available datasets containing agitated 

behaviour. 

2.7.1 Publicly Available Video Datasets 

There are many publicly available video datasets containing labelled videos for human 

activity recognition. These datasets contain a wide range of activities, with between six and 

six thousand activity classes each. The most used video datasets are discussed below. 

The earliest video datasets, such as KTH [187] and Weisman [188], were recorded under 

controlled conditions, with each video clip containing a single person demonstrating a 

specified action. Whilst these datasets can be useful for testing models, they do not reflect 

most real-life situations. More realistic datasets contain complex or multiple activities with 

subjects interacting together or with objects and include variations in background, camera 

angle and lighting.  

Many video datasets, such as HMDB-51 [189], UCF101 [190], ActivityNet [191], 

YouTube-8M [192], Kinetics [193], and Sports-IM [194] have been created using clips 

from TV or social media. Although this approach avoids recruiting participants to record 

the activities, the clips still need to be labelled, a labour-intensive activity. Crowdsourcing 

marketplaces, such as Amazon Mechanical Turk, have been used to supply labour to label 

activities. However, since most videos posted on social media contain special or unusual 

events, videos of activities of daily living are less common. Charades [195], Charades-Ego 

[196] and Jester [197] are large datasets that have been created using videos in which 

crowd-sourced workers have recorded themselves demonstrating activities of daily living. 

Several video datasets have been collected containing different expressions of emotion, 

including Geneva Multimodal Emotion Portrayals (GEMEP) [198], which contains videos 

of facial and upper body expressions.  
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Several video datasets focus on hand movements. Jester [197] contains hand gestures, 

20BN-Something-Something [199] focuses on hand-object interaction, whilst the 

Charades-Ego [196] dataset contains first-person videos of actions paired with third-person 

videos of the same action. Datasets such as MPII Human Pose [123] and the Joint-

annotated Human Motion Data Base (JHMDB) [122] contain videos in which 2D human 

keypoints have been manually annotated.  

Several video datasets have been created specifically for sign language recognition. Whilst 

some sign language datasets, such as American Sign Language (MS-ASL) [200], contain 

video clips of isolated signs, others, such as the Pheonix Weather dataset [201] and 

How2Sign [202], contain natural conversational signs with complete sentences. 

We are aware of two video datasets that focus on sequences of repetitive movements: 

YTSegments [203] and QUVA Repetition [204]. Both datasets contain a wide range of 

repetitive movements captured from both objects and human activity. For these datasets, 

 DATE NO. OF SEQ 
NO. OF 

CLASSES 

ACTIVITY 

KTH recognition of human 

actions [187] 
2004 600 6 

Weizmann Actions as 

Space-Time Shapes [188] 
2005 90 10 

HMDB-51 [189] 2011 6766 51 

UCF-101 [190] 2012 13,320 101 

JHMDB [122] 2013 928 21 

MPII Human Pose [123] 2014 40,000 80 

Sports-1M [194] 2014 110,000 487 

ActivityNet [191] 2015 849 hours 203 

Charades [195] 2016 9848 157 

Youtube-8M [192] 2016 8M 4716 

Kinetics [193] 2017 500,000 6000 

EMOTION / 

GESTURE 

GEMEP-CS [198] 2012 145 18 

Praxis [207] 2018 60 29 

HAND 

MOVEMENT 

20BN-Jester [197] 2017 1.5M 27 

20BN Something-

Something [199] 
2017 100,000 174 

Charade-Ego [196] 2018 4,000 157 

REPETITION 
YT Segments [203] 2015 100 - 

QUVA Repetition [204] 2018 100 - 

SIGN 

LANGUAGE 

Phoenix Weather [201] 2014 11 hours - 

MS_ASL [200] 2019 25,000 - 

How2Sign [202] 2021 79 hours - 

Table 2-1 Video Datasets 
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rather than classifying the activity, the challenge is to count the repetitions of each action.  

A summary of the contents of each dataset is given in Table 2-1. Additionally, most of the 

3D datasets discussed in the following section also contain videos clips of the activity 

sequences. 

2.7.2 Publicly Available 3D Keypoint Datasets 

Several 3D open-source activity recognition datasets containing depth maps, 3D keypoints, 

and video are available to researchers. 3D datasets tend to be smaller than their RGB video 

counterparts, although recently, efforts have been made to collect larger datasets and 

combine existing datasets. As most depth sensors only work indoors, all publicly available 

3D datasets to date have been collected indoors. Moreover, whilst crowdsourced workers 

can be used to record video sequences for video datasets, the requirement for specialist 

sensors makes this approach unsuitable for 3D datasets. Instead, 3D dataset subjects tend to 

be researchers, creating a bias towards young male subjects.  

MSRAction [205] was the first open source dataset to contain depth sequences; it contains 

4,000 depth maps and skeletal sequences of 20 actions. It does not contain video sequences. 

Berkeley MHAD [100] is a multi-modal dataset containing data from depth, RGB, 

acoustic, accelerometer and mocap sensors. The NTU-RGB+D [149] and NTU-RGB 120 

[150] are large 3D datasets containing video, depth maps and skeletal sequences in which 

single person actions and two-person interactions are captured from different angles by 

Kinect2 sensors. Talking with Hands [206] is a mocap dataset containing 200 whole body 

sequences of two subjects having animated conversations involving hand gestures. As the 

dataset is intended for conversational analysis rather than hand movement recognition, 

individual hand movements are not annotated.  

Two opensource datasets contain dementia related activities. The Praxis dataset [207], 

recorded using a Kinect2 sensor, contains videos, depth maps and skeletal sequences of 

upper body and hand gestures diagnostically indicative of dementia demonstrated by 

people with early-stage dementia. The skeletal sequences contain body poses only. The 

dataset contains sequences from 60 participants demonstrating 29 static and dynamic hand 
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gestures. Static gestures include left hand on left ear and military salute, whilst dynamic 

activities include twiddling thumbs and tearing paper. The Kintense Gesture Dataset [208], 

collected with a Kinect sensor, contains 3D skeletal sequences from healthy participants 

performing four aggressive actions (hit, push, kick, and throw) and other random non-

aggressive behaviours.  

A summary of the contents of each 3D keypoint activity dataset is given in Table 2-2. 

2.7.3 Publicly Available 3D Hand Datasets 

There are four widely used 3D hand gesture datasets. All four datasets were collected using 

depth sensors, capturing only the hand region. These datasets focus on emblematic gestures 

used for human-computer interaction or sign language interpretation and are primarily 

single-hand gestures. None of the activities contain hand-object interactions. 

The Microsoft Kinect and Leap Motion dataset [169] contains depth images and skeletal 

keypoints of single-hand sign language gestures. Collected with the original Leap Motion 

sensor, each frame contains only six hand keypoints, 5 fingertip and the palm. The Leap 

Motion Dynamic Hand dataset [172] contains depth images and 3D skeletal keypoints of 

sequences of single and two hand gestures, such as point, catch and rotate. The dataset was 

collected using the newer version of Leap Motion, which captures 23 hand keypoints for 

each hand. The American Sign Language dataset [177], also recorded with the new Leap 

Motion sensor, contains depth and 3D keypoints sequences of single hands demonstrating 

 
 DATE SENSOR 

NO. OF 

SEQ 

NO 

CLASSES 

ACTIVITY MSR Action [205] 2010 Kinect Style 567  

MSR Daily Activity 3D 

[146] 
2012 Kinect v1 320 16 

Berkeley Multimodal 

Human Action Database 

(MHAD) [100] 

2013 mocap 660 11 

Kintense Gesture Dataset 

[208] 
2014 Kinect 13,000 10 

NTU-RGB+D [149] 2016 Kinect v2 56,000 60 

KARD [134] 2017 Kinect v1 540 18 

NTU-RGB+D-120 [150] 2019 Kinect v2 114,000 120 

GESTURE Talking with Hands [206] 2019 mocap 200 - 

Table 2-2 3D Activity Datasets 
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static and dynamic sign language gestures. The Dynamic Hand Gesture [167] is the most 

widely used hand gesture dataset. The dataset contains 22 hand keypoints captured by a 

RealSense sensor. The dataset contains 2,800 sequences of subjects performing one-hand 

human-computer interaction gestures such as grab, expand, and swipe left.  

An additional dataset, The First-Person Hand Action dataset [209] contains video, depth 

and 3D hand keypoint sequences of activities of daily living, many of which involve hand-

object interactions. Although the dataset contains depth maps, unlike other 3D datasets, the 

3D hand keypoints were captured by magnetic sensors strapped to the hand. Whilst this 

dataset focuses on hand movements, it emphasises gestures and interactions with objects. 

None of the datasets contain gestures or actions similar to those displayed during agitation. 

A summary of the contents of each 3D hand keypoint dataset is given in Table 2-3. 

Additionally, several large datasets have been created containing synthetically generated 

depth maps [210], [211], or images [212] of hand poses. Synthetically generated hand 

poses can be automatically annotated, enabling the creation of massive datasets suitable for 

training hand pose estimation models.  

 DATE SENSOR 
KEY 

POINTS 

BODY 

PARTS 

ACTIONS / 

GESTURES 

NO. OF 

SUBJECTS 

NO. OF 

SEQS 

American Sign 

Language (ASL) 

[177] 

2008 
Leap 

Motion 

23 hand 

keypoints 
1 hand 30 gestures 20 1200 

Microsoft Kinect 

And Leap 

Motion Dataset 

(MKLMD) [169] 

2014 

Kinect & 

Leap 

Motion 

(Original) 

Fingertips 

Palm centre 

Depth map 

1 hand 

10 single 

frame 

gestures 

14 1400 

Dynamic Hand 

Gesture (DHG14/

28) [167] 

2016 
Intel 

RealSense 

22 hand 

keypoints 
1 hand 14 gestures 28 2800 

Leap Motion 

Dynamic Hand 

Gesture 

(LMDHG) [172] 

2017 
Leap 

Motion 

23 hand 

keypoints 

1 and 2 

hands 
13 gestures 21 608 

First-Person Hand 

Action [209] 
2018 

Intel 

RealSense 

& magnetic 

sensors 

RGB-D 2 hands 
Daily hand 

actions 
6 100,000 

Table 2-3 3D Activity Datasets 
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2.7.4 Conclusion 

While several open-source activity recognition datasets contain video or keypoint data, the 

Kintense Gesture Dataset [208] is the only dataset that contains agitated behaviours. 

However, the Kintense Gesture Dataset contains large, agitated movements rather than 

agitated hand movements. Moreover, most datasets contain manually trimmed clips of 

single activities, more suited to activity recognition tasks than activity detection. Among 

the hand datasets, most of the video datasets focus on hand-object interaction, whilst the 3D 

keypoint datasets concentrate on gesture recognition. Moreover, the methods used to 

collect the 3D hand datasets, which involved setting a sensor at close proximity to the hand 

or taping magnetic sensors to the hand, are unsuitable for the home environment. 

Additionally, all the hand datasets contain defined activities rather than spontaneous 

movement.  

This review of open-source datasets has highlighted the necessity of collecting video data 

containing agitated and repetitive behaviours that will be suitable for classifying, assessing, 

and detecting agitated hand movements. In the following section we review sensor-based 

systems that have been proposed for monitoring repetitive human movements, including 

agitation. 

2.8 Automatic Monitoring of Repetitive Movements 

There are a diverse range of applications for monitoring repetitive human movements. 

Automatic fitness monitoring often requires repetitive activities such as push-ups or steps  

to be counted. Health applications have included measuring tremors in people with 

Parkinson’s disease and detecting abnormal behaviours in people with autism. Surveillance 

applications may involve counting the number of people entering a building or detecting 

abnormal behaviours. This section contains a review of systems that have been used to 

automatically monitor people with dementia. It then considers models for detecting, 

classifying, and assessing the intensity of repetitive movements from a range of non-

agitation related applications which may be relevant to systems for monitoring agitation.  
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2.8.1 Monitoring of Agitation in People with Dementia  

A literature review has revealed several studies that have used sensors to monitor agitation 

in people living with dementia. Whilst much of the research has been restricted to using 

sensors to discover relationships between agitation and other factors [62], [213], [65], 

[214], [215], [216], [217], [218], [219], some studies proposed systems to automatically 

monitor agitation. The automatic monitoring of agitation involves three components: 

detection of an agitated episode, classification of the type of agitated behaviour being 

displayed, and assessment of the intensity of the agitation. Systems have been proposed  for 

detecting [41], [63], [68], [208], [220], [221], [222], [223], classifying [208], [224], [225], 

[226], and predicting the onset of agitated episodes [219], [220]. We are not aware of any 

studies that have explored assessing the intensity of agitation. Appendix B contains a table 

summarising existing sensor-based research into the automatic monitoring of agitation. 

IMU sensors have been widely used for data capture [64], [215], [216], [217], [218], [227], 

[228], [225]; although video [229], [230] and depth sensors [208], [226] have also been 

used. Some approaches have also combined data from IMU sensors with other sensors, 

including pressure mats [65], physiological [68], [219], acoustic [65], [219] and moisture 

sensors [65], [218].  

Correlations have been shown between levels of agitation and night-time incontinence [65], 

[218], activity [65], [215], [216], [218], aggressive behaviour [217] and circadian patterns 

[64]. The severity of agitation was established in these studies using clinical assessment 

scores such as CMAI [42] and the NPI [37]. The insideDEM framework [219], [231], [232] 

collected a large annotated dataset aimed at discovering relations between different 

challenging behaviours in people with dementia. Data were collected from 17 participants 

with severe dementia over 52 days. Multi-modal ankle and wrist sensors were used to 

capture motion, rotation, acoustics, light levels, and air pressure. Video recordings enabled 

data to be labelled by trained annotators at five-minute intervals [231]. Causal relationships 

between different types of challenging behaviour were learnt using the Granger causality 

test to create a model that can predict the onset of agitated episodes [219].  

Video, depth and IMU sensors have been used to create systems for monitoring agitation. 

Whilst the systems using video and depth sensors were confined to using healthy 
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volunteers to demonstrate agitated behaviours, the systems using IMU sensors were trialled 

on people with dementia. 

Video was used in two studies to recognise agitated behaviour. Fook [233] tracked changes 

in foot location to identify kicking using skin colour detection. Uhríková et al. [230] 

detected pacing behaviours. Correlations between segments of a person’s trajectory were 

analysed to detect repetitive patterns of movements. Whilst the system was able to detect 

pacing if the subject followed a repetitive path, it could not detect random pacing. The 

Kintense Activity Recognition model [208] used keypoint data from a Kinect sensor to 

classify aggressive behaviour (hitting, kicking, pushing and throwing). Kintense is a semi-

supervised algorithm that classifies behaviour with SVMs, using user feedback to learn 

new behaviours. Kintense was also used to detect agitation. As a significant cause of 

agitation is pain, automatic pain detection can aid agitation monitoring. Facial keypoints 

extracted from images have been used with emotion recognition tools to recognise pain in 

people with dementia [223]. 

Two research groups have proposed methods for detecting agitation using smartwatch 

technologies: DAAD [68] and BESI [63]. Both studies have been deployed on patients with 

dementia. 

The Detection of Agitation and Aggression (DAAD) system [68], [221] uses motion and 

physiological data from people to monitor agitation. A smartwatch captures motion (using 

an accelerometer) and physiological indicators (blood volume pulse, electrodermal activity, 

and skin temperature) whilst nursing staff record the start and end times of agitated 

episodes. The trial consisted of two participants with dementia wearing the smartwatch 

during the day for a combined total of 28 days. As with any dataset looking to detect 

agitation, the dataset was very imbalanced, with only 14 agitated events recorded over the 

28 days. Statistical and frequency domain features were extracted in one-minute windows, 

and Random Forest is used to learn agitated behaviours. Agitation is detected 

retrospectively. Multi-modal frameworks [221] combining wearable and pervasive sensors 

were also explored, but not trialled on patients. 
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The Behavioural and Environmental Sensing and Intervention system (BESI) [63], [216], 

[220], [222], [234] is the only system currently able to provide real-time detection of 

agitation. BESI entails both the patient and carer wearing smartwatches. The patient’s 

watch contains an accelerometer to capture movement, whilst the carer’s watch allows 

agitated episodes to be easily logged. Data were collected from 17 patient-carer dyads over 

one month. Statistical, frequency and energy domain features are extracted in one-minute 

windows from the accelerometer data. Multiple-Instance Learning (MIL) and LSTM 

models are used to train the data. The BESI system correctly predicted episodes of agitation 

in real-time in over 50% of the cases, with prediction accuracy increasing when the model 

was trained on a dataset containing data from the participant’s personal data [220]. 

However, there were many false alarms and missed agitated episodes, which may have 

been caused by over reliance on wrist movement. 

It is not possible to compare the results of the BESI and DAAD trials due to differences 

between experimental set ups. Additionally, the literature does not describe the duration or 

severity of the agitated episodes that were detected in either trial, making it unclear whether 

only large, agitated episodes (such as kicking or hitting) were detected, or whether smaller 

behaviours (such as scratching or rubbing) were also detected. The BESI trial participants 

lived in their own home, whilst the DAAD participants were residents of a specialised unit 

for dementia care. The different living arrangements may indicate that the DAAD 

participants have more acute care needs and may experience higher levels of agitation than 

the BESI participants.  

The BESI and DAAD systems have shown that accelerometer-based systems are able to 

detect, and even predict the onset of agitated episodes in people with dementia. As both the 

studies involve only a small number of participants, the effectiveness of their approaches 

remains to be fully validated. 

A full discussion of the features and algorithms used by the BESI, DAAD, and Kintense 

systems is included in Section 6.2.3. In the next section, systems for automatically 

monitoring non-agitated repetitive movements are explored. 
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2.8.2 Detection of Repetitive Behaviours 

Autistic Spectrum Disorders (ASD) are developmental disorders that affect 

communication, developmental and social skills. Adults and children with autism often 

display stereotypical motor movement and repetitive or unusual behaviours, some of which 

can be similar to the agitated movements seen in people with dementia. The use of 

automatic monitoring systems for behavioural assessment can help clinicians and carers to 

increase understanding of the disorders and improve treatments. Several studies have 

explored automatically monitoring a range of stereotypical movements, including 

drumming, hand flapping, hand striking, pacing, rocking, spinning and toe walking, with 

hand flapping and rocking. Both accelerometers [235], [236], [237], [238], [239], [240] and 

depth sensors [241], [242], [243], [244], [245] have been used to capture stereotypical 

behaviours of ASD. Wearable sensors are ideal for continuous capture of data from patients 

who move about a lot; however, wearing devices can be unacceptable to some people with 

ASD.  

Westeyn et al. [235] attached accelerometers to the collar, wrist, and ankle of a child with 

ASD to monitor stereotypical movements. HMMs were used to recognise repetitive 

movements. The Stereotypical Motor Movement dataset [239] is a publicly available 

dataset containing motion data of stereotypical motor movements from six school children 

with ASD. Data were collected from the same six children in two studies three years apart. 

Three accelerometers were attached to the wrists and the torso of each participant. Data 

were classified using tree classifiers [237], [238], SVMs [239], and Recurrence 

Quantification Analysis [240]. Recurrence Quantification Analysis, based on the density of 

recurrence plots, achieved the highest recognition accuracy of the classifiers and was 

effective for cross-subject recognition. 

In a more extensive study, Gilchrist et al. [246] collected data from 20 autistic children for 

approximately one hour. Four accelerometers were attached to each participant, on the 

wrists, torso and collar. Out of the 20 children participating in the study, only 15 recordings 

were usable. Five children demonstrated body rocking, and four engaged in hand flapping, 

highlighting the challenge of collecting an authentic and balanced dataset. Zero crossings 

and peak thresholds were used to identify rocking and hand flapping.  
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Whilst depth sensors capture more detail than accelerometers, similar approaches have 

been used for recognising repetitive movements from both data modalities. Goncalves et al. 

[242], [245] used the head and wrist keypoints captured by a Kinect sensor to detect hand 

flapping. DTW was used to predict hand flapping. The system was trialled with both non-

autistic volunteers and autistic children. Gonclaves et al. [241] also compared keypoint data 

captured by a Kinect sensor with motion data from an accelerometer to detect hand 

flapping. DTW was used with the Kinect data whilst statistical approaches were used with 

the accelerometer data. The motion-based approach was found to be more accurate than the 

keypoints-based approach, but the authors concluded that combining accelerometer data 

with keypoints may be more informative. 

2.8.3 Classification of Repetitive Movements 

Two systems [243], [244] used 3D skeleton keypoints to classify repetitive behaviours 

symptomatic of autism. Behaviours monitored included gross body movements, such as 

head-banging, and smaller hand movements, like finger-flicking. [243] used healthy 

volunteers to demonstrate the behaviours, whilst [244] trained the model using data from 

non-autistic volunteers and tested on the repetitive behaviours of five autistic children. 

Both models focused on recognising the type of repetitive movement without considering 

detection. Gilchrist et al. [246], whose study focused on detecting repetitive movement 

using data from accelerometers, noted that it was impossible to distinguish between hand 

flapping and other repetitive hand movements, such as clapping, due to the similarity in 

movement. 

2.8.4 Assessing the Intensity of Repetitive Movements 

Monitoring the intensity of agitated behaviours could provide valuable metrics by which 

differences in agitation can be monitored over time. Although we are not aware of any 

models for automatically assessing the intensity of agitation, repetitive body movements 

are counted automatically in several medical and fitness settings. 

Step-counters, or pedometers, are widely used for monitoring fitness. Pedometers are 

typically carried or worn by the subject and can be mechanical, electrical or use data from 
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IMU sensors embedded in phones and watches. Automatic counters for gym exercises such 

as push-ups, star jumps and skipping using smartphone-based accelerometers [247], [248] 

or keypoints extracted from video [249], [250] have also been proposed. 

Among the medical applications for the automatic assessment of repetitive body 

movements is gait analysis which have used accelerometers [251], [252], [253], [254], and 

video-based keypoints [255] for data capture. Systems for automatically assessing the 

intensity of repetitive hand movements include monitoring hand tremors in Parkinson's 

disease [256], [257], [258] and assessing Bradykinesia [259], [260], [261], [262]. Video 

[259], [261], [263], electromagnetic sensors attached to the fingers [260], [262], stereo 

cameras [256], and games controllers [257], [258] have all been used to capture hand and 

finger movement. 

2.8.5 Conclusion 

The most widely used application for the automatic monitoring of repetitive movements is 

step-counting. However, the step-counters found in smartwatches and many fitness devices 

are notoriously inaccurate. These inaccuracies are mainly due to the difficulty of 

differentiating between walking and other non-walking activities that cause wrist 

movement, such as washing, hammering, or playing the piano. Although this level of 

inaccuracy may be tolerable for leisure use, it is unacceptable for medical applications.  

Medical applications, such as the Parkinson’s disease finger-tap test, require accurate 

assessment of movement. Fortunately, it is relatively easy to tune an algorithm to monitor 

movement accurately within a constrained environment for a short period, such as during 

the finger-tap test. However, accurately monitoring behaviour over long durations, such as 

is required for monitoring agitation or autistic mannerisms, remains challenging due to 

variations between subjects, behaviours, and environments.  

2.9 Knowledge Gaps and Research Challenges 

Research into the automatic recognition of agitated behaviour to date has focused on gross 

body movements such as pacing, kicking, or hitting. Despite being some of the most 
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common forms of agitation, agitated hand movements have been largely overlooked.  

Any system for automatically detecting agitation should be able to recognise both large and 

small agitated behaviours. This literature review has identified five research challenges in 

providing automatic monitoring for agitated behaviour. In addition to the need for methods 

to detect, classify, and assess the intensity of agitation, consideration must be given to the 

selection of the most appropriate sensors, and the collection of datasets suitable for training 

and evaluating models. 

2.9.1 Choice of Sensors 

Whilst there has been some previous research into the automatic monitoring of agitation, it 

has mainly focused on data from wearable sensors. Further investigation into other data 

capture methods is necessary, especially those that do not require the user to wear a sensor. 

This review of literature has shown skeletal pose-based activity recognition to be a well-

developed field which has potential to be used for monitoring agitation. Whilst keypoints 

can be extracted from both depth maps and images, an image-based system may be more 

practical for monitoring agitation due to video cameras having a greater range than depth 

sensors. Although a small number of studies have used depth-based keypoints for detecting 

agitation, we are not aware of any research than has used video-based skeleton models. 

Moreover, whilst most activity recognition models reviewed have used 3D skeletal 

keypoints captured by a depth sensor, 2D skeletal keypoints extracted from video have also 

been used. Despite this focus on depth-based skeletal models, the literature does not show 

if there is a difference in classification accuracies between the data modalities. 

Understanding the effect of different data capture methods on a model’s accuracy is a 

crucial research question.  

2.9.2 Generation of Datasets 

Although there are many skeletal pose-based activity recognition datasets, there is only a 

single open-source dataset, the Kintense Gesture Dataset [208], which contains agitated 

movements suitable for the classification of agitated movements. However, as the Kintense 

Gesture Dataset contains only gross body movements, there is a need to collect new data 
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containing agitated hand movements. Moreover, most existing datasets contain pre-

segmented activity sequences. Datasets containing unsegmented sequences of human 

action, including periods of in-activity, and the transition between activities, would enable 

the training of models which can detect changes in behaviour and provide alerts for 

abnormal behaviour. 

2.9.3 Keypoint based approach for detecting agitation 

Detecting agitated episodes is a crucial component of automatic monitoring of agitation. 

The literature review has shown that systems that detect agitation have mainly used data 

captured from wearable IMU sensors, although keypoint data has also been used. However, 

the literature is not clear as to whether agitated hand movements can be detected using data 

from either modality. There is a gap in knowledge as to whether skeletal pose data can be 

used to detect agitated hand movements, and if it can, what size of agitated movement can 

be detected. 

2.9.4 2D keypoint based hand movement recognition 

While 3D skeletal keypoints have been used widely for gesture recognition, they have not 

been used for detecting or classifying non-gesture hand movements. Hand keypoints 

extracted from video have the potential to add rich information to help monitor hand 

movements. However, the value of 2D hand pose data for hand movement recognition has 

yet to be explored.  

2.9.5 Assessment of Intensity of Agitation 

Approaches for assessing the intensity of repetitive movements have focused on structured, 

repetitive movements such as gait, push-ups, and finger-tapping. Assessing the intensity of 

unstructured repetitive movements such as those displayed during agitated episodes is a 

challenging and unexplored field. Understanding whether the intensity of agitated episodes 

and changes in the severity of agitation can be assessed is a key research question. 
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2.10 Summary 

Agitated and repetitive behaviours are some of the most common and challenging 

symptoms of dementia [46]. Automatic detection, classification and assessment of agitated 

behaviours can supplement existing care by providing accurate records, informing care 

choices, and preventing injury. In addition, it can relieve pressure on carers and provide a 

better understanding of dementia. Despite potential advantages, there has been little 

research into the automatic monitoring of agitation, with research to date focusing on large, 

agitated  movements. 

Despite the limited research that has been conducted into the automatic monitoring of 

agitation using video, our review of activity recognition and gesture recognition approaches 

suggests the potential of using skeletal keypoints extracted from video to monitor agitation. 

However, before exploring whether video-based keypoints can be used to detect, recognise, 

and assess the intensity of repetitive movements; we first consider whether 2D skeletal 

keypoints extracted from video are as informative as 3D skeletal keypoints captured using a 

depth sensor. This question is considered in Chapter Three. 
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Chapter 3  

 

Comparison of the effectiveness of video-

based and depth-based Keypoint Based 

Activity Recognition 

 

3.1 Introduction 

Chapter Two reviewed technology-based approaches for monitoring behaviour and 

highlighted the importance of exploring a range of different sensors. It showed that whilst 

several studies have investigated the use of wearable sensors, there has been little research 

into the use of vision-based sensors for monitoring agitation. Skeletal-based activity 

recognition was presented as an attractive option for monitoring behaviour as it provides a 

compact and efficient method of describing the human pose from which activities can be 

recognised. Moreover, skeletal pose-based systems are unobtrusive. Unlike wearable 

sensors, which rely on attaching a sensor to the user's body, data is captured using 

pervasive sensors which can be discretely located within the subject’s home. 

Skeletal keypoints can be extracted from data captured by video cameras or depth sensors. 

As discussed in Chapter Two, most keypoint-based activity recognition has focused on 3D 

keypoints captured by depth sensors. This focus on 3D keypoint activity recognition may 

be due to the time lag between the release of effective 2D and 3D keypoint pose estimation 

algorithms. The first device to offer off-the-shelf pose estimation was the SDK for 

Microsoft Kinect, released in 2011 [264]. Although Kinect was designed for the gaming 
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market, the Kinect SDK provided researchers access to a cheap and accurate depth sensor 

with a built-in algorithm for 3D pose estimation [97], making keypoint based activity 

recognition accessible to many more researchers. Conversely, the first comparable image-

based pose estimation system, OpenPose, was not released until 2017 [117]. However, 

despite the focus on depth-based systems, conventional 2D RGB cameras remain an 

attractive data collection tool due to their low cost and ease of use.  

This chapter reviews current pose estimation approaches and compares the effectiveness of 

employing 2D and 3D skeletal keypoints for activity recognition. Comparisons are 

restricted to activities involving whole body movement where the subjects are facing the 

camera. The comparison results will help guide the choice of vision-based sensors for 

monitoring agitated behaviour. 

3.2 Background 

This section begins with a discussion of the advantages of using image-based skeletal 

keypoints to monitor behaviour within the home. It then reviews studies that have used 

keypoint data with other data capture approaches. Finally, the data structures of 2D and 3D 

pose estimation models are examined, and data cleaning and classification models for 

skeletal keypoint based activity recognition are reviewed.  

3.2.1 Benefits of video-based pose estimation for monitoring behaviour 

Despite an emphasis on 3D skeletal activity recognition, there are several practical 

advantages of using video cameras over depth sensors for home-based behavioural 

monitoring. Image-based skeletal keypoint activity recognition combines the advantages of 

skeletal-based systems with the convenience of RGB image capture. Unlike other image-

based data capture methods, the video stream can be discarded once the skeletal keypoints 

have been extracted, reducing computational cost and helping to ensure user privacy. 

An RGB video camera is cost-effective, does not require specialist equipment, provides a 

wide field of view, and can be used indoors and outdoors. Video-based monitoring systems 

offer flexibility over the sensor’s placement within a room. The range and field of view of a 
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sensor determine its optimal location. However, the focus of a depth sensor cannot usually 

be changed, restricting suitable locations. Conversely, an image-based pose estimation 

system depends only on the pixel resolution of the subject within the image. With the 

widespread availability of cameras with variable focus, a video camera can be positioned in 

a convenient and unobtrusive place. 

The main attraction of depth sensors is their capacity to extract 3D data. However, although 

some studies have stated that 3D data is more informative than 2D data for activity 

recognition, we are not aware of any study that compares the effectiveness of 3D and 2D 

skeletal keypoints. [3] claimed that 3D keypoints are more informative than 2D due to 

invariance to illumination, scale, and rotation, although did not provide evidence to justify 

the statement. Additionally, whilst there are many circumstances in which the subject's 

location cannot be assumed, there are situations, such as when a subject is seated in their 

usual chair, when the location and direction the subject is facing do not vary, removing 

many of the proposed advantages of 3D keypoint data. 

Video-based systems benefit from the possibility of supplementing pose-based activity 

recognition with additional components. Additional vision-based components could include 

facial recognition [265] to improve person identification, object identification [266] to 

improve the recognition of complex activities, or facial keypoint extraction [267], to 

provide emotion or pain recognition. Libraries, such as MediaPipe [27], provide multiple 

image-based recognition algorithms in a single framework. These libraries enable 

researchers to leverage the power of algorithms trained on massive datasets to extract 

useful features from small domain-specific datasets. Furthermore, using a single sensor 

ensures the straightforward frame-based fusion of all modalities of data. Although most 

depth sensors incorporate a separate RGB camera, capture rates can differ between the 

sensors increasing the amounts of data cleaning required for merging different modalities 

of data. 

Video-based pose estimation has seen rapid advances with multiple open-source pose 

estimation libraries available [24],[25],[27], and has benefited from the many large-scale 

video datasets available for training algorithms. Conversely, 3D activity datasets, reliant on 

specialist sensors, tend to be collected within a laboratory setting, resulting in smaller and 
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less diverse datasets, restricting the availability of data for training depth-based models. 

Moreover, depth-based pose estimation models are often use proprietary software provided 

by the sensor manufacturer, further restricting the speed of development. 

The ubiquity of RGB cameras within mobile devices enables low-cost data capture and 

processing suitable for many activity recognition applications. For example, keypoint based 

activity recognition models have been built to provide apps to monitor yoga posture [19], 

count push-ups [268] and measure jump height for fitness assessments [269]. Furthermore, 

just as the camera within a mobile device can be multi-purposed for activity recognition, an 

RGB camera set up within the home environment can be used for multiple health-related 

functions, including intelligent games [270], video communication [271] and monitoring 

physiotherapy exercises [272]. 

Whilst pose-based activity recognition has been primarily focused on depth-based models, 

the rapid development of 2D and 3D image-based pose estimation suggests that image-

based pose estimation is likely to become the predominant approach. In the next section, 

we review pose data comparisons with other data modalities. 

3.2.1.1 Review of previous comparative studies 

Whilst various sensors have been used to capture data for activity recognition, to the best of 

our knowledge, only a single study has compared the effectiveness of keypoint data with 

data from other modalities. Chikhaoui et al. [224] compared 3D Kinect skeletal keypoints 

with motion data captured by an accelerometer. Six types of aggressive agitated behaviour 

were classified. Results showed that both sensors could capture features suitable for 

recognising agitation, concluding that the model using data from the accelerometer was 

more efficient but slightly less accurate than the keypoint based model.  

Galna et al. [273] compared keypoints obtained from the Kinect sensor with keypoints from 

the gold standard medically approved Vicon MX3+ sensor for measuring ease of 

movement in people with Parkinson's disease. Vicon is a motion capture system that uses 

an infra-red camera to track reflective markers placed on the participant's body, hand and 

fingertips. The research found that although the Kinect achieved comparable results for 
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gross body movements, it could not accurately assess subtle hand movements such as 

finger-tapping and hand pronation. 

Both 2D and 3D keypoint data were used by Yan et al. [165] for activity recognition. 

Although the study did not compare 2D and 3D skeletal data, the same graph-based 

algorithm independently used data created from both modalities to classify activity. 

Features were created from the (x,y,z) components of the 3D data and the (x,y,c) 

components of the 2D data, where c is the OpenPose confidence score. As the 2D and 3D 

data came from different datasets, a comparison of the sensors is not possible. However, 

the ability of the model to recognise activity using the different data modalities indicates 

that similar features can be obtained from both data modalities and suggests that depth is 

not an essential feature for recognising activity. 

This chapter compares the effectiveness of 2D and 3D keypoints for activity recognition. 

An experiment is constructed whereby 3D keypoints obtained from depth-maps and 2D 

keypoints extracted from images using OpenPose are used to classify activities from the 

same data source. First, the structure of pose data extracted from images and depth maps is 

reviewed. 

3.2.2 Keypoint Data Structure 

Skeletal-based pose estimation represents the body as a sequence of keypoints. Both 

OpenPose and the Kinect skeleton detector need the subject's head, shoulders, and upper 

body captured within the frame to predict a skeleton pose. Both approaches are frame-

based, using a single frame to estimate each pose. 

OpenPose predicts 2D keypoints from RGB images, estimating the x and y coordinates and 

a confidence score, c, for each keypoint. Keypoints are given according to the image pixel 

coordinate system, where the top left corner of the frame is the origin. The confidence 

score, which is in the range [0,1], describes the algorithm's confidence that the keypoint is 

at the predicted pixel location. Higher scores indicate high confidence. Occluded keypoints 

are returned with a confidence score of zero and location (0,0). For each skeleton pose, 

OpenPose returns 18 skeletal points: nose, neck, left and right shoulders, elbows, hands, 
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hips, knees, feet, eyes and ears, as shown in Figure 3-1a. The feature vector for an 

OpenPose skeleton, POP, has 54 dimensions consisting of x and y coordinates and 

confidence score, c, for each of the 18 keypoints: 

𝑃𝑂𝑃 =  [𝑥1, 𝑦1, 𝑐1, 𝑥2, 𝑦2, 𝑐2, … , 𝑥18,𝑦18, 𝑐18] Equation 3-1 

The datasets used in this study have been collected using the Kinect Version 1 or Version 

2. All Kinect systems include both an RGB camera and an infrared depth sensor. The 

centre of the axis for the Kinect sensor is at the centre of the depth sensor's field of view. 

Units for the Kinect sensor are in metres. Whilst the Kinect skeleton detector provides 11 

properties for each keypoint, our study only uses the (x,y,z) co-ordinates obtained from the 

depth maps as these are the values most commonly used by researchers and are included in 

all the open-source datasets used in this study. 

The Kinect Version 1 has a depth resolution of 640x480 pixels and can detect a maximum 

of two subjects. For each subject, 20 3D (x,y,z) keypoints are outputted, as shown in Figure 

3-1b: head, shoulder centre, spine, hip centre, left and right shoulders, elbows, wrists, 

hands, hips, knees, ankles and feet. The 3D pose of a Kinect v1 skeleton, PK1, can be 

represented by a 60-dimensional vector comprising the keypoints' x, y and z coordinates: 

𝑃𝐾1 =  [𝑥1, 𝑦1, 𝑧1, 𝑥2, 𝑦2, 𝑧2, … , 𝑥20, 𝑦20, 𝑧20] Equation 3-2 

The Kinect Version 2 has a depth pixel resolution of 512 x 424 and can detect up to six 

subjects. It outputs 25 3D keypoints, the same keypoints as Version 1, with the addition of 

thumbs, hand tips, and neck. Kinect Version 2 keypoints are shown in Figure 3-1c. The 3D 

pose for a Kinect Version 2 skeleton, PK2, can be represented by a 75-dimensional vector 

comprising of the x, y and z coordinates of the keypoints: 

𝑃𝐾2 =  [𝑥1, 𝑦1, 𝑧1, 𝑥2, 𝑦2, 𝑧2, … , 𝑥25, 𝑦25,𝑧25] Equation 3-3 

The Kinect sensors have a frame rate of 30 frames per second, whilst OpenPose depends on 

the frame rate of the video camera used.  

Most keypoint based activity recognition research has focused on classifying short 

sequences of single or multi-person activities, such as walking, waving, standing up, and 
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sitting down. Consequently, most publicly available 3D skeletal-keypoint activity 

recognition datasets contain two- to three-second clips of a single action, demonstrated 

multiple times by a few subjects, collected within a research environment [274]. Many of 

these datasets have been collected using a Kinect style sensor and include depth maps, 

RGB videos and skeletal keypoints, making them ideal for comparing the different data 

modalities.  

3.2.3 Pre-processing of Keypoints 

Pre-processing is required to deal with missing keypoints, remove noise and, for some 

datasets, to ensure that the extracted skeletons are invariant to scale, angle, and position. 

Although the data capture process for 2D- and 3D-skeletal keypoints is different, the 

method required for pre-processing predicted keypoints is similar for all data modalities. 

Activity classification models follow the same general framework of data capture, data pre-

processing (involving data cleaning and feature selection or feature creation) and 

classification. However, many deep learning models implicitly carry some data processing 

within the model. Whilst the process is not fully documented, the Kinect skeleton pose 

detector automatically performs some pre-processing, including imputing missing 

keypoints and smoothing movement. The automatic pre-processing methods used by 

 a: OpenPose b: Kinect Version1 c: Kinect Version2 

Figure 3-1 Location of skeletal keypoints obtained by different extractions methods: 

(a) OpenPose: 18 keypoints, (b) Kinect Version1: 20 keypoints, and (c) Kinect Version 2: 

25 keypoints. 
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Kinect and pre-processing approaches proposed by researchers are explored below. 

3.2.3.1 Missing Keypoints 

Although the OpenPose and Kinect pose estimation algorithms both use frame-based 

methods for keypoint localization, OpenPose estimates the skeleton pose entirely from a 

single image, whilst Kinect uses kinematic and temporal information in the final fit-

skeleton stage [98]. The additional temporal information helps the Kinect in the short term 

to infer the location of temporarily occluded keypoints. This difference between OpenPose 

and Kinect data is illustrated in Figure 3-2 where the subject's left hand occludes the wrist. 

The Kinect skeleton detector infers the positions of the elbow and wrist whilst OpenPose 

returns a missing value for the wrist keypoint, indicated by a location of (0,0) a confidence 

score of zero. Missing OpenPose keypoints can be interpolated using a similar process as 

the one used by Kinect, this is discussed in Chapter 6. 

Although most authors who have used skeleton models have not referred to missing 

keypoints, a small number have [182], [207], [275]. Bharath et al. [275] explored 

approaches to improve OpenPose-based activity recognition, including imputing missing 

keypoints using data from the previous frame and training a classifier to be robust to 

missing keypoints by manually removing keypoints from training data. Naoto et al. [182] 

impute missing OpenPose hand keypoints using linear interpolation. Conversely, Negin et 

 

Figure 3-2 Effect of occlusion on keypoint extraction: Kinect infers the location of the 

occluded wrist keypoint, whilst OpenPose does not. 
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al. preferred a CNN-based body part detector over the Kinect skeleton detector due to 

unreliable keypoint information caused by the subjects being seated behind a table [207]. 

3.2.3.2 Smoothing Keypoints 

The accuracy of keypoints is dependent on the resolution of the input image or depth map. 

Figure 3-3 shows the initial pose and trajectory of wrist movement for a person waving as 

estimated by OpenPose (Figure 3-3a) and the Kinect skeleton detector (Figure 3-3b). The 

video and keypoint sequences, obtained from the MSR Action dataset [205], were captured 

simultaneously by the Kinect video camera and depth sensors. In Figure 3-3, the skeleton 

pose from the first frame of each sequence is plotted with the path of wrist movement over 

the three-second sequence. Time is represented using the colour spectrum.  

Whilst the initial poses for both data capture methods appear realistic, the shaky wrist 

trajectory of the red OpenPose skeleton in Figure 3-3 looks improbable. This shakiness is 

caused by local inconsistencies in keypoint estimations resulting from pose estimations 

based on input from a single frame. Conversely, the wrist trajectory of the blue skeleton, 

estimated by the Kinect skeleton detector, is much smoother. This more realistic trajectory 

is likely to result from the default keypoint temporal smoothing provided by the Kinect 

skeleton detector [276]. Although none of the authors of the datasets used in this study 

stated that smoothing had been applied, the variation between the wrist trajectories from the 

 

Figure 3-3 Keypoint noise caused by frame-based extraction is evident in the OpenPose 

skeleton (red) when movement is tracked. However, Kinect keypoints (blue) are 

automatically smoothed to remove noise. The subject is waving and is shown posed as in 

Frame 1, with the path of the right wrist represented by the colour map. 
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two modalities suggests that the default smoothing has been automatically applied to the 

Kinect skeleton pose data.  

The filter used by Kinect to smooth keypoints [276] is Holt's double exponential filter, 

which is commonly used for real-time economic statistical analysis, is also suitable for real-

time smoothing of keypoints. However, if real-time filtering is not required, a simpler 

approach is to use a moving average filter. A moving average filter takes a window around 

a sample point and replaces the original value with the average value of the window. In 

addition to Kinect's default smoothing, a range of moving average filters including moving 

median [133], gaussian [129], and Savitzky-Golay filters [129],[153] have been used to 

further smooth Kinect keypoints before classification. 

Unlike the Kinect keypoint detector, OpenPose does not smooth keypoints. Therefore, it 

might be expected that all OpenPose based activity recognition models include temporal 

smoothing in their data pre-processing. However, whilst smoothing is used more frequently 

than in Kinect-based models, it has not been explicitly used in all the OpenPose-based 

models reviewed.  

As inconsistencies in keypoint localization are related to pixel resolution and the distance 

between keypoints, erroneous shaking is more evident in fine movements. Whilst 

smoothing keypoints is unlikely to benefit the recognition of gross movement, it will have 

more of an effect on the recognition of small movements. Bézier curves [277], [278] have 

been used to smooth OpenPose body keypoints in systems that automatically assess 

posture, whilst low-pass filters [261] have been used in models where OpenPose hand 

keypoints have been used to assess hand movements. 

3.2.3.3 Normalisation of keypoints 

As the estimated skeleton size depends on the distance between the sensor and the subject, 

activity recognition models benefit from skeleton poses being scale normalised. Keypoints 

can be scale-normalised by selecting a dimension from a pose (often the torso length or the 

distance between shoulders) and converting the coordinate system to this scale 

[279],[280],[160]. 
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When keypoint location is used as a feature, location-normalisation can be achieved by 

selecting a reference keypoint (usually the neck or at central point between the hip 

keypoints) and defining all other keypoints relative to this point [128], [129]. When the 

angles between limbs [137], [132], [133], or the pairwise position of keypoints [130], [131] 

are used as features, location-normalisation is implicit. Defining multiple keypoints in 

relation to one another, however, dramatically increases the number of features. In this 

situation, dimensionality reduction techniques, such as PCA [131], may be used.  

Having reviewed the structure of data and process of cleaning and keypoint data, the 

following section introduces the four datasets used for comparing keypoints extracted from 

image and depth data. 

3.3 Datasets 

Four widely used, open-source 3D activity recognition datasets were used to compare 

features created from 2D and 3D skeletal keypoints: MSR Action [205], KARD [134], 

MSR Daily Activity 3D [146] and NTURGB-D [149]. The datasets contain sequences in 

which healthy volunteers demonstrate a range of prescribed activities. All the datasest were 

collected within research environments, with subjects facing towards the sensor. All four 

datasets contain depth maps and 3D skeleton keypoints. Three datasets also provide RGB 

video, enabling 2D OpenPose keypoints to be extracted. Although the datasets were all 

collected using depth sensors, the data is presented in different formats. The datasets are 

discussed below and a summary of each dataset is given in Table 3-1.  

3.3.1 MSR Action 

The Microsoft Research Action 3D dataset (MSR Action) [205] was captured using a 

 
No. of 

sequences 

No. of 

Classes 

No. of 

Subjects 
Sensor 

RGB Pixel 

resolution 

Skeletal 

frames 

RGB 

frames 

MSR Action  552 20 10 Kinect type  - 21,743 - 

KARD  540 18 10 Kinect v1 640x480 63,630 63,630 

MSR Daily Action 3D 300 16 10 Kinect v1 640x480 44,208 62,097 

NTU-RGB+D (small)  192 8 12 Kinect v2 1920×1080 8,219 7,456 

Table 3-1 Activity datasets used to compare 2D and 3D keypoints 
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sensor similar to the Microsoft Kinect device, and initially contained only depth maps. 3D 

skeleton keypoints were added a year later. No image or video data is available for the 

MSR Action sequences. The dataset contains activity sequences where ten subjects carry 

out 20 activities three times. There is a total of 567 skeletal sequences in the dataset, 

although several authors point out that ten sequences are invalid due to invalid skeletons. 

However, as we discovered that some sequences contain multiple missing frames, whilst 

other sequences contain repetitions of the same action, we use 552 skeletal sequences from 

the datasets. The list of sequences used, complete with the reasons for not using the 

discarded sequences, is given in Appendix C. The sequences in the reduced dataset last 

between one and three seconds, with each frame containing 20 keypoints. The authors have 

divided the activities into three action sets of similar activities for classification purposes. 

Action Set 1: horizontal arm wave, hammer, forward punch, high throw, hand clap, bend, 

tennis serve, pickup & throw. Action Set 2: high arm wave, hand catch, draw x, draw tick, 

draw circle, two hand wave, forward kick, side-boxing. Action Set 3: high throw, forward 

kick, side kick, jogging, tennis swing, tennis serve, golf swing, pickup & throw.  

3.3.2 KARD 

The Kinect Activity Recognition Dataset (KARD) [134] contains RGB video and 3D 

skeletal keypoints obtained from a Kinect Version1 device. Ten subjects carry out 18 

activities three times. Subjects were given specific instructions as to how activities should 

be demonstrated. For example, if an activity involved only one hand, subjects used the right 

hand. KARD provides a total of 540 keypoint sequences, with no missing sequences. Each 

frame contains 15 keypoints – the authors discarded the wrist, ankle and centre hip 

keypoints due to their proximity to other keypoints. The pixel resolution of the KARD 

videos is 640 x 480. Activities are divided into three action sets which are classified 

separately: Action Set1: horizontal arm wave, two hand wave, bend, phone call, stand up, 

forward kick, draw x, walk; Action Set2: high arm wave, side kick, catch cap, draw tick, 

hand clap, forward kick, bend, sit down; Action Set3: draw tick, drink, sit down, phone 

call, take umbrella, toss paper, high throw, horizontal arm wave.  



Chapter 3: Comparison of 2D and 3D keypoints 

 

67 

3.3.3 MSR Daily Activity 

The MSR Daily Activity 3D dataset [146] was captured by a Kinect Version1 device and 

contains 3D skeletal keypoint poses and RGB video. MSR Daily contains 320 activity 

sequences. Most sequence last between 2 and 5 seconds, with each frame containing 20 

keypoints. The pixel resolution of the MSR Daily videos is 640 x 480. Ten subjects carry 

out 16 activities: drink, eat, read book, call cellphone, write on a paper, use laptop, use 

vacuum cleaner, cheer up, sit still, toss paper, play game, lie down on sofa, walk, play 

guitar, stand up, sit down. Each subject performs each activity twice, once standing and 

again, seated. Many of the activities involve interaction with objects, which is particularly 

challenging for classification models based purely on body keypoints. An additional 

challenge with this dataset is that in one activity, subjects walk behind a sofa, occluding the 

leg keypoints: in some clips, the legs are occluded for the entire sequence. 

3.3.4 NTURGB-D 

The NTURGB-D dataset [149] is a large dataset collected using a Kinect Version2 device. 

The complete dataset contains 56,880 action sequences of 40 subjects demonstrating 60 

activities. Sequences last between 1 and 4 seconds, with each frame containing 25 

keypoints. The pixel resolution of the videos is 1920 x 1080. In this dataset, the camera 

height, distance from the subject and camera angles are varied, and the range and 

complexity of the activities are much larger than in the other datasets. Therefore, in this 

study, we selected a small subset of NTURGB-D dataset (192 sequences) in which the 

activities and camera set up are similar to the other datasets. The activities selected were: 

drink, pick up, throw, sit down, stand up, clapping, waving and kicking. The camera set ups 

used were Setup No.4 and Setup No. 5 where the camera is 3 metres from the subject at a 

height of 1.2 metres; and camera view 1 which captures the subject at an angle of 45 

degrees, and camera 2 which captures the front view. Twelve people carried out each 

activity twice.  
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3.4 Methodology 

We investigate the informativeness of depth values for activity recognition by comparing 

the discriminative ability of features created from 2D and 3D skeletal keypoints. Firstly, 

features are compared visually using T-distributed Stochastic Neighbour Embedding (t-

SNE) visualisation [281], an algorithm which enables the visualisation of high-dimensional 

datasets. Secondly, classification models are trained for each dataset and the recognition 

accuracies of the models are used to provide a quantitative comparison of the 

discriminative ability of each data modality.  

3.4.1 Data Preparation 

Data were obtained from four public datasets described in Section 3.3, providing depth, 

skeletal keypoint location and, where available, video data. Three modalities of skeletal 

keypoint data were compared: 3D keypoints obtained from depth maps; 2D keypoints 

obtained from depth maps from which the depth values have been discarded; and 2D 

keypoints obtained using OpenPose from RGB video. 

This section describes the four data pre-processing steps carried out before features are 

created: i) standardisation of the set of keypoints in each pose, ii) normalisation and 

smoothing of keypoints, and iii) the removal of non-informative frames.  

3.4.1.1 Creation of a standard set of keypoints 

As the different pose estimation approaches produce different keypoints, each dataset was 

reduced to contain a standard set of keypoints common to all datasets and modalities. Only 

the fourteen keypoints common to all datasets and modalities were used in this comparison: 

head (for OpenPose, the nose keypoint was used), neck, right and left shoulder, elbow, 

wrist, hip, knee and ankle. The locations of keypoints of the sensors used in this study are 

shown in red in Figure 3-4. Those keypoints that are not common to all three extraction 

methods, shown in blue, are discarded. Discarded keypoints include eyes and ears 

(OpenPose), hip centre, torso, hands, feet and neck (Kinect), none of which are essential for 

identifying the gross body movements in the four datasets used in this experiment.  
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2D keypoints are obtained from Kinect data by discarding the depth coordinate; similarly 

confidence scores are discarded from the OpenPose data, creating a 28-dimensional vector 

P2D :  

𝑃2𝐷 =  [𝑥1, 𝑦1, 𝑥2, 𝑦2, … , 𝑥14,𝑦14] Equation 3-4 

 The Kinect 3D pose, P3D , is described by the 42-dimensional vector:  

𝑃3𝐷 =  [𝑥1, 𝑦1, 𝑧1, 𝑥2, 𝑦2, 𝑧1, … , 𝑥14,𝑦14, 𝑧14] Equation 3-5 

Each activity sequence, SkD, consists of an ordered sequence of PkD skeleton poses which 

can be described by a single k x n matrix, where n is the number of frames in the sequence 

and k is the dimension of the keypoint vector: 

𝑆 =  [𝑃𝑘𝐷
1 , 𝑃𝑘𝐷

2 , … , 𝑃𝑘𝐷
𝑛 ] Equation 3-6 

3.4.1.2 Normalisation of Keypoints 

Similar to other activity recognition approaches creating features from keypoint locations, 

keypoints are normalised for location. Whilst the subject is facing the sensor in all the 

datasets, there are variations in distance of the subject from the sensor, and the location of 

the subject within each frame. Normalisation of keypoints enables activities to be 

  
 a                                b c 

Figure 3-4 Skeletal keypoints used for comparing data modalities are shown in red (a) 

OpenPose, (b) Kinect Version1, and (c) Kinect Version 2 
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recognised independently of the position of the subject in relation to the sensor. The 

keypoints were normalised for scale by dividing by the average torso length d, where d is 

the Euclidean distance between the neck keypoint and midpoint between the hips where d 

for 2D keypoints is calculated as: 

𝑑 = √(
1

2
(𝑥𝑛𝑒𝑐𝑘 − 𝑥ℎ𝑖𝑝 𝑐𝑒𝑛𝑡𝑟𝑒) − 𝑥𝑛𝑒𝑐𝑘)

2

+ (
1

2
(𝑦𝑛𝑒𝑐𝑘 − 𝑦ℎ𝑖𝑝 𝑐𝑒𝑛𝑡𝑟𝑒) − 𝑦𝑛𝑒𝑐𝑘)

2

  Equation 3-7 

Keypoints were normalised for position with reference to the neck by translating the 

sequences of poses so that the neck keypoint of the subject is at the origin for the first 

frame of each sequence. For a single 2D frame, the location of the 14 keypoints is denoted 

𝑃 = {𝑝0, … , 𝑝13}, where 𝑝𝑖 = [𝑥𝑖 , 𝑦𝑖]. The normalised position pf,i of each 2D keypoint 

from frame f is therefore:  

𝑝𝑓,𝑖 = (
𝑥𝑓,𝑖 − 𝑥1,𝑛𝑒𝑐𝑘

𝑑
,
𝑦𝑓,𝑖 − 𝑦1,𝑛𝑒𝑐𝑘

𝑑
)  Equation 3-8 

 3D keypoints are normalised in a similar way, incorporating the depth dimensions. 

3.4.1.3 Smoothing 

Keypoints are smoothed along the time dimension using a Gaussian filter. Since temporal 

smoothing had already been applied to the Kinect data by the skeleton detector at the fit-

stage [276], to ensure a fair comparison of data capture methods, smoothing was applied to 

all data modalities (both OpenPose and Kinect keypoints). Each scale-normalised co-

ordinate is smoothed along the time dimension using a 1D Gaussian filter with kernel of 

length 5 and σ = 1. 

3.4.1.4 Discriminative Frame Selection 

The open-source datasets used in this study contain short clips of specific actions, such as 

waving, clapping, or kicking. Many sequences in the datasets have multiple frames at the 

start and end of an activity where the subject is not moving. An example is shown in Figure 

3-5. These additional frames contain poses unrelated to the activity which are not 

informative and may lead to incorrect classification. Removing these frames ensures that 

the classifier only uses the most informative poses whilst also reducing the computational 
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cost. We follow a process based upon the Accumulated Motion Energy proposed by Yang 

and Tian [131] where only the sequences of frames with the most movement are retained. 

The energy, E,  of a frame at time t is calculated by summing the total displacement of each 

keypoint, 𝑝𝑗, between the current frame, t, and previous frame, t-1:  

𝐹𝐸(𝑡)  = ∑ √∑(𝑝𝑗
𝑐(𝑡) − 𝑝𝑗

𝑐(𝑡 − 1))2

𝑑

𝑐=1

𝑘

𝑗=1

 

Equation 3-9 

where 𝑝𝑗
1 = 𝑥𝑗, 𝑝𝑗

2 = 𝑦𝑗 , and 𝑝𝑗
3 = 𝑧𝑗, and d represents the number of keypoint dimensions. 

The Accumulated Energy, AE,  for a frame, i, is the sum of the Frame Energy, FE,  for all the 

preceding frames in the sequence: 

AE (i) = ∑ 𝐹𝐸(𝑡)𝑖
𝑡=1  Equation 3-10 

The sequence is cropped so that only frames with an Accumulated Energy score between 

an upper and lower threshold are retained, as shown in Figure 3-5. Following the example 

of Yang and Tian [131], we select the most effective thresholds empirically, using a lower 

threshold of 10% and upper threshold of 90% of the Accumulated Energy, ensuring that the 

 

Figure 3-5 Discriminative Frames Selection: Accumulated Motion Energy is used to 

identify informative frames from activity sequences, shown in red. The subject is kicking. The 

sequence is taken from NTURGB-D dataset. 
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remaining sequence contains only the most informative frames. Discriminative frame 

selection is applied to the sequences used to train and evaluate all the classification models. 

In a small number of sequences where the action occurs very rapidly, removing the non-

informative frames leaves only a very small number of frames. In these sequences, we 

ensure that there are sufficient frames for classification by adapting the threshold to ensure 

that a minimum of one second of data (30 frames) is retained for each sequence. 

3.4.2 Feature creation 

All four datasets used in this study have already been extensively used for activity 

recognition tasks. Chapter Two reviewed some of the most highly cited approaches.  

Whilst many of the methods involved creating complex features, to enable the comparison 

of 2D and 3D keypoints, our classification models are restricted to frame-based classifiers 

where feature dimensionality can be easily changed. However, as it has been observed that 

both spatial and temporal information are helpful for activity recognition [28], features are 

created from keypoint location and motion. 

Motion features are created by calculating the acceleration and velocity around the current 

time frame (t0) following the approach used by Zanfir et al. [129]. The acceleration and 

velocity of keypoints are estimated numerically within a temporal window of five frames: 

δp(t0)  ≈  
𝑝(𝑡1) − 𝑝(𝑡−1)

2
 

Equation 3-11 

δ2p(t0)  ≈
𝑝(𝑡2) + 𝑝(𝑡−2) − 2𝑝(𝑡0)

4
 

Equation 3-12 

The position, acceleration and velocity features are concatenated as a linear vector for each 

frame. This process creates a feature vector of length 86 for 2D data (i.e. 14 keypoints × 3 

feature channels × 2D) and length 126 for 3D data (14 keypoints × 3 feature channels × 

3D) for each frame. 



Chapter 3: Comparison of 2D and 3D keypoints 

 

73 

3.4.3 Visualisation 

Features from the three data modalities are visualised to provide an intuition of the ability 

of each modality to differentiate between the different activities. T-SNE [281] is used for 

the visualisation.  

T-SNE was developed by Laurens van der Maatens and Geoffrey Hinton in 2008. It uses 

non-linear dimensionality reduction to provide 2D visualisation of high dimensional data 

by grouping similar objects together in hyper-dimensional space and placing dissimilar 

objects further apart. The t-SNE algorithm calculates a similarity measure between pairs of 

instances in high dimensional and low dimensional spaces. It then uses a cost function to 

optimise the two similarity measures. Groupings of data points correspond to similar 

frames in the original high dimensional space and can be used to visualise the general 

structure and heterogeneity of the dataset. t-SNE is a non-deterministic algorithm, meaning 

that each time that it runs it produces a slightly different outcome. 

Using T-SNE, each feature vector is reduced to two dimensions, allowing the features to be 

mapped on a scatter graph. Each point in the t-SNE plot represents the skeleton keypoint 

features from a single frame of an activity. By representing each activity by a different 

colour, the similarities between the features of individual frames can be seen. Points 

clustered together represent frames with similar features, whilst those further apart 

represent frames with dissimilar features. As t-SNE is non-deterministic, data visualised 

from different modalities will not look the same, however general trends should be evident. 

3.4.4 Classification 

Activity recognition is challenging because it must consider both spatial and temporal 

information. Whilst a skeleton pose can be compactly described by a single vector; an 

activity sequence contains multiple poses. The challenge is further complicated when 

activity sequences are of different lengths. The literature review in the previous chapter 

highlighted the range of classification approaches used with the four datasets used in this 

study, including traditional machine learning approaches such as SVMs, Naive-Bayes, 

kNN, and deep learning approaches including RNNs, CNNs and GCNs. Whilst many of the 
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published methods claim to offer better recognition accuracy than their predecessors, it has 

been observed that there is no single approach that works best for all datasets [28].  

In order to compare the data modalities, our choice of classifiers is restricted to those that 

are not reliant on the depth dimension. Therefore, we use two frame-based classifiers, 

LSTM and NBNN, in which the depth component can easily be included or excluded. By 

using approaches that classify each frame individually or require manual encoding of 

physiological connections, we focus on the discriminative power of the pose in each frame 

of the sequence.  

3.4.4.1 NBNN 

While deep learning-based approaches have seen great success in 3D keypoint action 

recognition, they rely on massive training datasets. Conversely, several non-parametric 

models have provided effective activity recognition without the need for large datasets. 

Most non-deep learning activity recognition approaches rely on merging frames in the 

activity sequences into a single vector using approaches such as Temporal Pyramids [146], 

Bag of Visual Words [146] or HMMs [145]. However, several authors have proposed 

nearest neighbour approaches to classify 3D skeleton activity sequences which retain 

frame-level information [131], [282], [143]. 

K-Nearest Neighbours (kNN) is a non-parametric classifier suitable for small datasets. As 

an instance-based learner, kNN has no training time, but classification time linearly 

corresponds to the number of features. To assign the class of an unknown observation, kNN 

finds the k closest data points, or neighbours, to the unknown observation and labels the 

unknown observation according to the majority label of the k neighbours. It is a popular 

classifier due to its ease of use and easy interpretability. kNN has two parameters, the 

distance measure used to calculate the distance between points and the number of 

neighbours, k, to be considered.  

KNN-based approaches have been widely used for keypoint based activity recognition due 

to not requiring training, its capacity to deal with many classes, and its ease of 

implementation. Additionally, it provides a transparent algorithm that is easy to explain to 

non-technical users. However, whilst the kNN algorithm can classify vectors, such as a 
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skeleton pose from a single frame, it is unable to classify sequences of vectors. The NBNN 

adapts the kNN algorithm to enable it to be used to classify sequences.  

NBNN [144] was initially developed for image classification. NBNN makes use of the fact 

that when there are many features, the log likelihood of a visual feature can be 

approximated by the distance to its nearest neighbour. NBNN calculates image to class 

distance: Given a query image with features 𝑑1, 𝑑2, … 𝑑𝑛. Search for the class with 

minimizes the sum ∑ ‖𝑑𝑖 − 𝑁𝑁𝑐(𝑑𝑖)‖2𝑛
𝑖=1  (where 𝑁𝑁𝑐(𝑑𝑖) is the nearest neighbour 

descriptor of 𝑑𝑖 in class C).  

NBNN can be adapted for keypoint based activity recognition by calculating the sequence 

to class distance [131], [279]. An advantage of NBNN is that unlike many other sequential 

classifiers, it does not require sequences to be a uniform length, removing the need to 

reduce or pad sequences that do not conform to a fixed length. In practice, however, NBNN 

is limited by computational expense. It requires the calculation of each feature's nearest 

neighbour for each class, resulting in computational cost that scales linearly with each 

feature and each class, making NBNN unsuitable for use with large training sets. One 

approach to reducing the computational cost is to classify histograms created from 

codewords of keypoint vectors instead of individual frames [142], [283]. A further 

limitation of NBNN is that it does not consider the order of frames within a sequence. An 

adaptation of NBNN that reduces computational expense and provides temporal order is to 

divide the temporal sequences into smaller subsequences and restrict the search for nearest 

neighbours to only those samples located at a similar position in the training sequence 

[129], [284].  

KNN-based classifiers treat all frames and features as equally informative, which is often 

not the case. Several approaches have tried to identify important temporal stages and 

keypoints in activity sequences. The most straightforward methods seek to remove frames 

without much movement [131]. Weng et al. [143] used SVM weights to learn important 

keypoints and stages that are then fed into an NBNN classifier, whilst [129] used the 

posterior probability of the nearest neighbour belonging to a class to weight the vote of a 

frame to a particular class. 
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The NBNN algorithm for keypoint sequence classification [131], [279]: Given an unknown 

sequence of n frames, S ={�̂�1, … , �̂�𝑛}, each observation is matched with its nearest 

neighbour from each class of the training data. The probability of the observation belonging 

to a class is estimated according to the sum of the distances between each unknown 

observation and its nearest neighbour for the whole sequence. The predicted class c* is the 

class with the minimum total distance between observations and nearest neighbours: 

𝑐∗ = arg 𝑚𝑖𝑛𝑐 ∑‖�̂�𝑖 − 𝑁𝑁𝑐[�̂�𝑖]‖

𝑛

𝑖

 
Equation 3-13 

 where NNc is the nearest neighbour of �̂�𝑖 in class c.  

3.4.4.2 LSTM 

As discussed in the previous chapter, RNNs have been widely used for keypoint based 

activity recognition due to their ability to retain temporal information. A benefit of LSTMs 

over many other deep models is that they do not require sequences to be a fixed length. 

Several authors have proposed using LSTMs to maintain temporal information whilst 

preserving the physiological connections between different keypoints either by hand 

crafting the connections [150], [153], [154] or learning them automatically [155], [156]. 

However, the need for large amounts of training data makes using deep learning for feature 

creation unsuitable for small datasets. Therefore, in this study we input the same 

handcrafted temporal and spatial features into the LSTM as are used for the NBNN model, 

using the LSTM to retain frame order. A bidirectional LSTM with a single layer was used 

to train the network over a maximum of 90 epochs. The model used an 'adam' optimiser 

with a learning rate of 0.001 and weights initialised with a Xavier initialiser. Both the 

‘adam’ optimizer and Xavier initializer are widely used in deep learning. The Xavier 

initializer provides a method for initially selecting the weights used to train the network, 

whilst the ‘adam’ optimizer uses the training data to iteratively updates the weights. The 

maximum number of epochs was initially chosen based on the size of the training data, and 

was adjusted to minimise validation error. 
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3.4.4.3 Test Protocol 

Cross-subject validation is used to evaluate the classifiers created for each dataset, 

modality, and classifier. We follow a cross-subject testing protocol widely used with the 

datasets.  The data is divided into a training set containing the activity sequences from 50% 

of the subjects, with the sequences from the remaining subjects making up the test set. The 

process is repeated ten times with different subjects randomly assigned to the training and 

test sets. The experiments are standardised by using the same classifiers and the same 

method for splitting subjects into the training and test sets across all the datasets modalities. 

Following the same evaluation metrics as previous studies, the classification accuracy is 

calculated as the percentage of correctly classified sequences [131], [143], [205]. 

3.5 Results 

Feature sets were created from each of the three data modalities: 2D keypoints extracted 

from RGB videos using OpenPose; 2D Kinect keypoints with depth values discarded; and 

3D Kinect keypoints. The informativeness of features created from the different modalities 

was compared visually by comparing the clustering created by each activity in the t-SNE 

plots for each modality. Classification accuracies obtained from the four datasets were also 

compared. 

3.5.1 Visualisation 

T-SNE visualisations of features obtained from the Kinect 3D, Kinect 2D and OpenPose 

sequences are shown in Figures 3-6 – 3-9. As described in Section 3.4.2, features contain 

keypoint location, acceleration, and velocity information. Each point represents the features 

of a single frame of a sequence and is coloured according to the type of activity. The closer 

two points are together, the more similar the features in the frames that they represent. 

Clustering of points from the same activity occurs when frames contain similar pose and 

motion features and is an indication that the features can be used for activity recognition.  
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Figure 3-7 shows features from the activity sequences of subject 1 of the AS1 KARD 

dataset where each activity has been repeated three times. The clustering of activities shows 

that features created from a single frame from any of the three modalities contains 

sufficient information to enable differentiation between the different activities. The t-SNE 

plots in Figure 3-6 show a single repetition of each activity demonstrated by all ten 

subjects. The least separated clusters in Figure 3-6 are those for the activities draw X and 

horizontal arm wave. Both these activities involve moving only the right arm and therefore 

share several similar poses, indicating the benefit of exploiting temporal data. As the t-SNE 

process is iterative, the transformation applied to one dataset cannot be applied to another; 

resultingly t-SNE visualisations cannot provide an exact comparison of the features created 

by the three data modalities. However, similar patterns in the clusters show that similar 

 
Figure 3-6 t-SNE plots comparing features created from each data modality (KARD 

AS1, all subjects), colour represents the different activities. Each activity was demonstrated 

once. 

 

 

 

 

Figure 3-7 t-SNE plots comparing features created from each data modality (KARD 

AS1, Subject 1) Each point represents a single frame from a sequence, with colour 

representing the different activities. Each activity was demonstrated 3 times. 
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features have been obtained from all the data modalities, suggesting that all three types of 

pose data contain features suitable for recognising different activities.  

Whilst the KARD dataset contains distinctive activities with minimal inter-subject 

variation, the MSR Daily Activity dataset is a more challenging dataset containing 

activities with inter-subject variation and inter-class similarities. Additionally, whilst each 

subject in the MSR Daily Activity dataset demonstrates each activity twice, the subject is 

sat down in the first sequence, and stood up in the second.  

Figure 3-8 contains t-SNE plots of features extracted from the Kinect 3D, Kinect 2D and 

OpenPose data from the MSR Daily Activity dataset. The top row contains visualisations of 

the features from a single subject demonstrating the activities whilst seated. As with the 

KARD dataset, the frames from individual activities are clustered together. The bottom row 

contains visualisations of the features from five subjects, also seated. Data from only five 

subjects has been used to provide a clearer visualisation of the different activities than if all 

the subjects were included. The absence of clustering of activities by different subjects is a 

 
Figure 3-8 t-SNE plots comparing features created from each data modality (MSR Daily 

Activity Dataset), 8 activities are shown from when the subjects are seated, colour represents 

the different activities. The top row shows how the activity sequences of a single subject. The 

bottom row shows 5 subjects.  
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result of the similarity between activities and differences between the way in which the 

subjects demonstrate the activities. However, similarities in the clustering patterns in the 

plots indicates that, as with the KARD dataset, similar features have been obtained for the 

three different modalities of data.  

T-SNE visualisations of the activity sequences from all four datasets are presented in 

Figure 3-9. Only the plots from the AS1 subsets of the KARD and MSR Action datasets are 

shown, although similar results are observed in the other subsets. As with the MSR Daily 

 

Figure 3-9 t-SNE plots comparing features created from each data modality (all 

datasets). Plots include all the subjects, colour represents the different activities. Only the AS1 

subsets of the KARD and MSR Action datasets are shown. 
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activity datasets, due to the similarities between many of the sequences, clusters are not 

clearly defined for each type of activity. Similar activities include bend and pickup & 

throw, which both involve the subject leaning towards the ground. Likewise, eating, 

drinking, and using a cell phone require raising one hand towards the face. Additionally, 

many of the sequences start and finish with the subject in a standing position creating 

similar frames throughout all the activities. Despite similar poses creating some 

overlapping of clusters of points from different activities, clustering of frames belonging to 

the same activities can be seen in all the plots. Clustering of activities is seen most clearly 

in the KARD dataset where the activities are distinctive, and subjects were given specific 

instructions as to how activities should be demonstrated. 

Whilst the t-SNE plots illustrate that sequences from most of the datasets cannot be 

identified from a single frame, there are similarities in the patterns of clustering indicating 

that similar discriminative information is being extracted from the three modalities. This 

similarity in patterns of clustering suggests that the depth values may not be necessary for 

recognising the different activities, and that 2D skeletal poses extracted from RGB images 

may be as informative for recognising movement as 3D skeletal poses obtained from 

specialist depth sensors. 

3.5.2 Classification 

Sequences are classified using the NBNN and LSTM classifiers described in Section 3.3.4. 

The mean accuracy obtained from the ten-fold cross-subject validation for each modality 

and classifier of the datasets is reported in Table 3-2, with the standard deviation given in 

brackets. The highest average accuracy value for each classifier is highlighted in bold font. 

For the KARD and MSR Action datasets, which are split into three smaller datasets, the 

average accuracy value of each of the subsets is reported as well as the overall average for 

all of the subsets (i.e. the mean of all 30 results). The accuracy obtained by the three data 

modalities for the different datasets is very similar, with each modality achieving the 

highest accuracy at least once. For the remainder of the results, each of the three action sets 

from the MSR Action and KARD datasets are considered separately, creating a total of 

eight datasets. 
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In seven of the eight datasets, NBNN achieves higher accuracies than the LSTM classifier, 

possibly due to the small size of the datasets. Additionally, the MSR Daily Activity 

accuracy is low for both the NBNN and LSTM compared to the other datasets. The low 

recognition accuracies achieved for the MSR Daily dataset are due to the complexity of the 

activities, which, unlike the other datasets, contain sequences involving interactions with 

objects that cannot be captured by human pose estimation alone. The low classification 

accuracy is reflective of the similarity between the features of different activities illustrated 

in the t-SNE plots. 

Figure 3-10 shows boxplots comparing the results for each dataset, each boxplot represents 

the ten results from each ten-fold cross-validation. The shaded region between the notches 

in each box represent the 95% confidence interval of the median – thus, box charts whose 

notches do not overlap have significantly different medians. To determine whether one 

modality is more informative that another, the statistical difference in the accuracies is 

compared using multiple paired tests, first using the global results from all tests for each 

 NBNN LSTM 

Kinect 

3D 
Kinect 

2D 
OpenPose Kinect 

3D 
Kinect 

2D 
OpenPose 

M
S

R
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n
 

AS1 86.82 

(3.9) 
88.04 

(3.1) 
- 79.86 

(5.2) 
69.54 

(4.1) 
- 

AS2 73.33 

(4.6) 
76.33 

(5.6) 
- 75.92 

(5.7) 
73.47 

(3.9) 
- 

AS3 94.30 

(2.7) 
93.77 

(2.4) 
- 89.47 

(4.3) 
84.23 

(3.9) 
- 

Average 84.82 

(9.6) 
84.38 

(8.2) 
- 81.75 

(7.6) 
75.75 

(7.4) 
- 

K
A

R
D

 

AS1 98.17 

(1.8) 
98.33 

(1.2) 
98.17 

(1.1) 
96.50 

(1.2) 
96.25 

(1.7) 
96.83 

(1.8) 
AS2 99.42 

(0.4) 
98.83 

(0.6) 
97.75 

(1.0) 
98.17 

(1.2) 
93.75 

(3.0) 
96.42 

(2.1) 
AS3 94.17 

(1.9) 
92.00 

(2.3) 
94.67 

(2.8) 
89.00 

(3.4) 
88.67 

(4.9) 
88.58 

(4.5) 
Average 97.25 

(2.7) 
96.34 

(3.5) 
98.86 

(2.4) 
94.56 

(4.6) 
92.89 

(4.6) 
93.94 

(4.9) 
MSR Daily 53.19 

(3.0) 
52.88 

(1.6) 
59.50 

(2.6) 
47.94 

(4.9) 
47.06 

(2.8) 
52.25 

(4.2) 
NTU 78.02 

(3.8) 
78.23 

(4.1) 
80.42 

(3.1) 
80.31 

(7.1) 
80.00 

(2.6) 
82.40 

(4.7) 

Table 3-2  Activity recognition accuracies for 2D and 3D keypoints. The mean 10-

fold cross-subject validation accuracy is reported for each data modality. The standard 

deviation is given in brackets. 
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modality, then for the datasets and classification approaches separately.  

 

 

Figure 3-10 Box plots comparing classification accuracy for each data modality obtained for 

each fold of the cross-subject validation for the eight datasets and two classifiers. No image data 

were available for the MSR Action dataset and so OpenPose keypoints could not be extracted. 
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Ten-fold cross validation of activity recognition was carried out 16 times (using each of the 

eight datasets containing Kinect data with two classifiers) with the Kinect data and 10 times 

(using each of the five datasets containing video data with two classifiers) for the OpenPose 

data. There are a smaller number of OpenPose than Kinect results due to no image data 

being available for the MSR Action dataset. Combining the results from all the tests 

globally for each generates 160 accuracy scores for the Kinect 3D and Kinect 2D, and 100  

accuracy scores for the OpenPose data. Due to differences between the complexity of the 

activity recognition tasks presented by each dataset, the distribution of the accuracy scores 

is non-parametric, as illustrated in Figure 3-11.  

The sign test [285] compares pairs of related samples to assess whether the median of the 

distributions differ. It is suitable for non-parametric continuous distributions and, unlike the 

Wilcoxen signed rank test which carries an assumption that the difference between the two 

distributions is symmetrical [285], the only assumptions about the distributions are that 

they are continuous or ordinal, contain independent matching pairs and that the differences 

between the paired observations are from a continuous distribution. A p-threshold of 5% 

[286], was used to represent statistical significance in all tests.  

The two-tailed sign test indicated that, overall, there was no statistically significant change 

in the median of the accuracy of the OpenPose data compared to the Kinect 3D, p = 0.5338. 

However, the OpenPose data elicited a statistically significant median increase in the 

accuracy compared to the Kinect 2D data, p = 0.0014, indicating that overall, OpenPose 

 

Figure 3-11 Histograms comparing classification accuracy for each data 

modality. Results for all tests and datasets are combined. 
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provides skeleton keypoints that are more informative for activity recognition than Kinect 

2D keypoints. Additionally, the accuracy obtained from the Kinect 3D was significantly 

different to the Kinect 2D accuracy, p = 0, indicating that the depth values add 

discriminative information to the Kinect keypoints. 

Multiple paired tests were also used to identify significant differences in the accuracy of the 

different modalities for the eight datasets and two classifiers. Whilst the distributions of 

accuracies for some of the datasets were parametric, this was not the case for all the 

datasets, therefore the sign test was again used. In 6 of the 16 tests, the median of the 

Kinect 3D accuracy was statistically significantly higher than the Kinect 2D accuracy, 

whilst in 3 of the 10 tests, the median of the OpenPose accuracy was statistically 

significantly higher than the Kinect 2D accuracy. However, in 2 of the 10 tests, the median 

of the Kinect 3D accuracy was statistically significantly higher than OpenPose, whilst in 1 

test, the median of the OpenPose accuracy was statistically significantly higher than the 

Kinect 3D accuracy. On the 12 occasions when the medians of one modality were 

statistically different than another, 7 tests related to the NBNN classifier, and the remaining 

5 tests were from the LSTM classifier. The full results are listed in Appendix D. These 

results reflect the findings of the global results: whilst that Kinect data is significantly more 

informative when the depth values are retained; there is no significant difference in the 

informativeness of features created from Kinect 3D and OpenPose data. 

3.6 Discussion 

In this chapter we have explored the ability of 2D image-based skeleton poses to recognise 

large scale agitated movements, such as waving, hitting, and kicking. The study focused on 

situations where the subject is facing the sensor as this set up is easily achieved within in a 

home environment by placing a camera above a TV screen. Whilst the t-SNE visualisations 

suggested that the Kinect skeleton pose data with the depth values removed may be as 

informative as using the 3D skeleton poses, when accuracies were compared with two 

different classifiers, it was observed that useful information had been lost. However, the 

features created from the 2D OpenPose keypoints resulted in visually similar t-SNE plots 

with statistically similar classification accuracies to the features created from the 3D Kinect 
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keypoints. This suggests that it is possible to achieve the same levels of classification 

accuracy from image data as it is from depth maps.  

Video cameras are an attractive data collection tool for monitoring agitation due to their 

low cost, considerable surveillance range, and ability to be multi-purposed for other tasks. 

Our study has shown that both 2D and 3D skeletal keypoint poses can provide informative 

features for activity recognition; and that keypoints extracted from RGB images can be as 

informative as those extracted from 3D depth data. These results demonstrate that video-

based keypoints may be more suitable for monitoring agitated behaviours than depth-based 

keypoints. Moreover, when our findings are considered alongside the findings of Chikhaoui 

et al. [224], who showed that Kinect-based classifiers can outperform accelerometer-based 

classifiers, establishing the benefits of a video-based skeleton keypoints system for 

recognising agitated behaviours. 

An advantage of using a video-based approach for monitoring behaviour, is that video 

provides much more detailed information than most other sensors.  In addition to body 

keypoint detection, several other pose and object detection models are available from 

different libraries including hand, foot, object and facial mesh [27], [116]. Chapter Four 

investigates whether agitated hand movements can be monitored using hand and body 

keypoints extracted from video. 
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Chapter 4  

 

Automatic Recognition of Repetitive Hand Movements 

 

4.1 Introduction  

The previous chapters have provided a rationale for a video-based skeleton keypoint 

approach to monitoring the agitated behaviour of a sedentary patient. Chapter Two revealed 

the potential of keypoint based activity recognition, whilst Chapter Three demonstrated that 

video-based keypoints can be as effective as keypoints obtained from depth sensors. As 

discussed in Chapter Two, monitoring agitation can be divided into three tasks: detection, 

assessment of the intensity, and classification of the type of agitation. This chapter focuses 

on the classification of agitated behaviours. 

To date, most research has focused on monitoring gross body movements such as hitting, 

kicking, or walking. However, as many people with dementia are mainly sedentary, 

agitation frequently manifests in small, repetitive hand movements such as picking, 

scratching or plucking [46]. Whilst detecting repetitive behaviour is essential for 

monitoring agitation, not all repetitive hand movements are caused by agitation or are 

undesirable: clapping and knitting are two examples of normal, healthy behaviours that 

create repetitive hand movements. In addition, some people with dementia may display 

self-soothing repetitive movements, including mimicking actions from previous 

occupations or manipulating a sensory gadget such as a twiddle muff [287]. Therefore, in 

addition to detecting repetitive hand movements, recognising the type of behaviour is 

essential to discern whether a behaviour may be a cause for concern. 
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Repetitive movements are associated with several neurological disorders, including 

agitation in people with dementia, stereotypy in autism, and tremors in Parkinson’s disease. 

The automatic recognition of undesirable repetitive movements can supplement existing 

care by providing accurate records, informing care choices, preventing injury, relieving 

pressure on carers, and, through a better understanding of the patient’s condition, reducing 

reliance on medication.  

Several previous studies have investigated methods for automatically recognising agitated 

behaviours involving whole-body movement. This chapter explores the feasibility of using 

skeletal keypoints extracted from video to automatically classify agitated hand movements 

indicative of frustration, agitation, or anxiety. Repetitive hand movements are used 

throughout this thesis to represent agitated hand movements. A repetitive hand movement 

dataset containing five types of repetitive hand movements demonstrated by twenty healthy 

volunteers is introduced, and a keypoint based classification model is proposed. The 

assessment and detection of repetitive hand movements are considered separately in 

Chapters Five and Six. 

4.2 Background 

Chapters Two and Three reviewed of datasets and classifiers used for activity recognition. 

Whilst the activity recognition approaches used can guide the choice of suitable methods, 

the classification of repetitive movements differs from activity recognition in several ways.  

Firstly, most activity recognition datasets contain sequences of activities involving the 

whole body with distinctive limb movements; subtle body movements have not been 

widely explored. Secondly, activity recognition datasets normally contain sequences that 

are pre-segmented to contain a single example of the activity, often with a distinctive start 

and end to the activity. Conversely, sequences of repetitive movements may contain 

multiple of examples of each action, starting and finishing at any point during the action. 

Some activity recognition datasets include sequences where object recognition can help 

classify the activity [209], [146]. For example, recognising a cup could aid recognition of 

the activity of drinking. Whilst object identification can help recognise some activities 
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involving repetitive hand movements (for example, typing or knitting), people with 

advanced dementia generally do not engage in these activities. Additionally, whilst 

recognising some objects, such as the twiddle muff, can help determine whether a 

behaviour is harmful, these objects can be varied in appearance and so difficult to identify. 

Therefore, whilst recognising that there may be advantages to including object recognition 

in a personalised behavioural monitoring system, our experiments focus on recognising the 

type of repetitive hand movement solely from skeletal keypoints. 

Hand gesture recognition approaches were also reviewed in Chapter Two. However, in the 

same way as recognising repetitive behaviours differs from activity recognition, 

recognising repetitive hand movements also has unique challenges. 

Section 4.2 reviews proposed methods for automatically classifying agitated or repetitive 

behaviours. The structure of keypoint hand pose data is discussed and relevant datasets 

containing hand and upper body movement are reviewed. 

4.2.1 Classification of Repetitive Behaviours 

The previous chapter’s review of keypoint based activity recognition revealed that most 

studies have focused on gross body movements rather than hand movements. Likewise, the 

recognition of agitated behaviours has focused on behaviours involving limb movements, 

particularly aggressive behaviours. In Chapter Two, three systems were introduced for 

classifying aggressive agitated behaviours:  

Kintense [208] is a semi-supervised algorithm that detects and classifies aggressive 

behaviour (hitting, kicking, pushing and throwing) from 3D skeletal keypoints captured by 

a Kinect sensor. Body pose in each frame is modelled by describing the direction of the 

upper arm and leg bones relative to the torso and the angles at the knee and elbow joints. 

Features are smoothed using a median filter to remove noise. The system is trained using 

binary SVMs to classify each behaviour. Incorporating a DTW kernel into the SVMs 

allows sequences of the same activity to be recognised even when performed at different 

speeds. Finally, a system of hierarchical clustering enables the system to seek feedback 

from the user and update accordingly. 
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Chikhaoui et al. proposed two approaches for recognising agitated behaviours. The first 

system used 3D keypoints from a Kinect sensor [226], whilst the second used 

accelerometer data obtained from a Shimmer device worn on the wrist [225]. The keypoint 

based approach used 75 features created from the relative angle and distance of keypoints 

from the centre point between the hips. Features were combined using ensemble learning 

based on rotation forest, and the most informative features were selected using Single 

Value Decomposition. Features created from the accelerometer data included mean, 

variance, entropy, correlation, and covariance. The dimensionality of the feature vector was 

reduced using non-negative matrix factorisation. Like the keypoint based approach, rotation 

forest was used to classify the activities.  

Whilst agitation recognition has focused on aggressive behaviours, two systems have been 

proposed to recognise repetitive behaviours displayed by children with autism. The autistic 

behaviours considered included both gross body movement and smaller hand movements. 

Rihawi et al. [243] used 3D body keypoints obtained from a Kinect sensor to classify a 

range of repetitive behaviours modelled by healthy volunteers. The authors divided the 

behaviours into static repetitive behaviours: hands on the face, hands back, tapping ears, 

and dynamic repetitive behaviours: head-banging, flicking, repetitive hand movements, 

hand moving in front of the face, toe walking, walking in circles and playing with a toy. A 

movement threshold enabled the model to distinguish between static and dynamic 

behaviours, with DTW distances used to classify behaviours. Jazouli et al. [244] also used 

Kinect 3D body keypoints to recognise repetitive movements. Ten non-autistic volunteers 

demonstrated five repetitive movements: body rocking, hand flapping, fingers flapping, 

hand on the face and hands behind back. The classifier, a Point-Cloud Recogniser based on 

the Euclidean nearest neighbour classifier, was trained and tested on data collected from the 

non-autistic volunteers. The model correctly classified 94% of gestures. 

Although the systems for recognising autistic behaviours involve repetitive behaviours, like 

the activity recognition models, they focus on large body movements. Moreover, in 

evaluating an accelerometer-based model for automatically detecting hand flapping, 

Gilchrist et al. [246] observed that the system could not distinguish between hand flapping 

and other repetitive stereotypes involving the hands, such as hitting hands together.  
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Although most keypoint based activity recognition systems have been restricted to body 

keypoints, much important information is lost by disregarding fine hand movements. The 

importance of the hand for interpreting behaviour has been highlighted by the 

neuroscientist J. Randall Flanagan. “Many of our cultural and technological achievements 

that mark us as human depend on skilled use of the hand. We use our hands to gesture and 

communicate, make and use tools, write, paint, play music, and make love. Thus, the 

human hand is a powerful tool through which the human brain interacts with the world.” 

[288] Therefore, the ability to differentiate between different hand movements, gestures, 

and actions is critical for any system that monitors agitated behaviours. 

4.2.2 Hand Keypoint Structure and Datasets 

Approaches for the automatic recognition of hand movements were discussed in Chapter 

Two. It was observed that studies had been mainly confined to hand gesture recognition, 

with applications in human-computer interaction and sign language interpretation. The 

classification of spontaneous hand movements, such as those displayed during agitation, is 

largely unexplored.  

Although gesture recognition differs from recognising agitated behaviours, both tasks share 

the need to differentiate between hand poses and small hand movements. The use of hand 

keypoints in many gesture recognition approaches suggests that hand keypoints may also 

be suitable for classifying repetitive hand movements. 

As discussed in Chapter Two, several factors make estimating hand keypoints from images 

challenging [121]. These include the low resolution of depth maps compared to the size of 

the hand, similarities between fingers, and the frequent occlusion of fingers [116]. The 

frequency of hand keypoint occlusion is caused by several factors, including the 

articulation of the hand, the camera’s viewpoint, or holding objects. Examples of hand 

occlusion are shown in Figure 4-1. Additionally, the speed and variability of hand 

movements create further challenges: hands can move swiftly and stop suddenly. As most 

video cameras have a frame rate of between 30 to 60 fps, rapid hand movement may result 

in blurred images [289]. 
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OpenPose estimates 2D hand keypoints from RGB images; however, the OpenPose hand 

estimator does not detect hands. The OpenPose hand estimation model relies on either the 

user manually locate the hand by defining a bounding box, or the OpenPose body model to 

locate the wrist keypoint. However, if the OpenPose body pose model is used, in addition 

to the wrist, the subject’s head, shoulders, and upper body must also be captured within the 

image. Therefore, OpenPose cannot estimate hand poses from videos containing close-up 

images of hands, such as those in Figure 4-1, without additional information. 

As with skeletal-based pose estimation, the OpenPose hand estimator represents the hand 

as a sequence of keypoints, providing the estimated x and y coordinates and a confidence 

score, c, for each keypoint. Keypoints are given according to the image pixel coordinate 

system, where the top left corner of the frame is the origin. Like the body pose model, the 

confidence score is in the range [0,1]. OpenPose returns 21 keypoints for each hand: the 

hand centre and four keypoints for each finger and the thumb, as shown in Figure 4-2. The 

feature vector for an OpenPose hand has 63 dimensions consisting of x and y coordinates 

and a confidence score, c, for each of the 21 keypoints:  

𝐻𝑎𝑛𝑑 =  [𝑥1, 𝑦1, 𝑐1, 𝑥2, 𝑦2, 𝑐2, … , 𝑥21, 𝑦21,𝑐21]  Equation 4-1 

Chapter Two reviewed hand pose datasets containing images, depth and skeletal-keypoint 

data. Although several opensource datasets are available, most image datasets were 

intended for training hand pose estimation models [210], [211], [212]. Additionally, 

because the depth and keypoint datasets were intended for hand gesture recognition [171], 

[167], [290], [177], the hand is captured in isolation from the rest of the body. Not only are 

these datasets unsuitable for use with OpenPose without an additional hand detection 

model, but the gestures also do not resemble agitation. 

 
Figure 4-1 Occlusion of hand keypoints: hands are highly susceptible to occlusion due to 

(left to right): the articulation of the hand, holding of objects, and camera viewpoint. 
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A small number of specialist datasets contain hand and upper body movement. The most 

common of these are video datasets containing natural sign language [201], [200], [202]. 

Additionally, the PRAXIS dataset [207] contains video sequences of the upper body and 

hand movements of subjects demonstrating gestures as part of the Praxis diagnostic test for 

Alzheimer’s disease. However, PRAXIS and the sign language datasets are restricted to 

gestures rather than spontaneous or repetitive movements. The precise nature of the 

gestures in these datasets makes them unsuitable for training a model for detecting 

agitation. 

The GEMEP dataset [198] contains videos of actors demonstrating a range of emotions 

using body movement, facial expressions and hand gestures. Whilst this dataset contains 

some behaviours similar to those seen in agitation, it does not contain enough suitable 

sequences to train a machine learning model. Finally, the Talking with Hands dataset [206] 

contains natural hand and body movement used in dialogue. However, as 3D keypoints 

were captured using a mocap system, the subjects wore mocap suits, making this dataset 

unsuitable for use with image-based systems.  

To date, only a small number of studies have used both hand and body keypoints. The most 

widely used application for both sets of keypoints is sign-language generation [183] and 

recognition [202], [291]. However, hand and body keypoints were also used to recognise 

activities on an assembly line [178]. Many of the authors highlighted the difficulty in 

obtaining accurate hand keypoints. 

 

Figure 4-2 OpenPose hand keypoints 
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4.2.3 Summary 

Body and hand keypoints have been widely used for activity recognition and gesture 

recognition, including body keypoints for identifying aggressive agitated behaviours. These 

studies indicate the potential of keypoints for recognising repetitive hand movements. 

However, most recognition tasks have focused on precise gestures or clearly defined 

activities. Additionally, despite evidence that hand movement is important for recognising 

behaviours, only a few models combined body and hand keypoints to recognise activities. 

A review of opensource datasets has shown that whilst several datasets contain hand 

images or gestures, most activity recognition datasets containing both body and hand 

movements have been designed for training sign language recognition models. 

4.3 Method 

This section describes the proposed system for recognising agitated behaviours in a seated 

person with hand and body keypoints extracted from video using OpenPose. The process of 

collecting a dataset containing agitated behaviour is also described. Throughout the 

remainder of this thesis, repetitive hand movements, demonstrated by healthy volunteers, 

are used to represent sedentary, but agitated behaviours. 

4.3.1 Repetitive Hand Movement Dataset 

As discussed above, hand movement datasets focus on gestures suitable for human-

computer interaction rather than spontaneous or repetitive movements. Therefore, a novel 

dataset of five repetitive hand movements was created. 

Twenty healthy participants demonstrated five repetitive hand movements in front of an 

RGB camera: clapping, picking arm, scratching arm, hand wringing, and rubbing an 

object, as shown in Figure 4-3. Four of the repetitive hand movements (scratching arm, 

hand wringing, and rubbing an object ) were chosen because they are symptomatic of 

agitated behaviours as described by Cullen [46], whilst clapping, a simple repetitive 

movement, was used to provide a baseline. The participants were asked to perform the 

repetitive movements at four different intensities, where intensity is represented by the 

speed of repetition (slow, medium, medium-fast, and fast). A metronome was used to help 
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the participants maintain the correct speed: 30, 50, 70 and 90 repetitions per minute (rpm). 

Each intensity was demonstrated for thirty seconds. Each type of hand movement was 

recorded continuously over two minutes with the metronome automatically increasing the 

speed every 30 seconds. 

The dataset was recorded by participants in their own homes using their own devices, 

including mobile phones, laptops and tablets, creating a varied and demanding dataset 

representative of home or care settings. Variations included participant position (standing, 

seated on a sofa, or seated at a table), the hand used to perform the activity (left, right or 

both) and the position in which the hands are held. Figure 4-4 shows examples of inter-

subject variation in clapping, which includes participants clapping at different heights, 

moving one or both hands, and extending their arms by different amounts between claps. 

Similarities between the different types of hand movements and variations in movement 

speed add to the dataset's complexity. Most videos were recorded at a rate of 30 frames per 

second; those that were not, were up or down-sampled to 30 fps. The study was approved 

by the relevant Ulster University Faculty Research Ethics Filter Committee. 

Each thirty-second sequence was divided into four non-overlapping sequences of 6 seconds 

(180 frames), creating a dataset of 1200 sequences. Three seconds of data were discarded at 

the start and end of each thirty-second sequence to allow the participants time to adjust to 

     

     

a b c d e 

Figure 4-3 Repetitive hand movement dataset. Five repetitive hand movements were 

recorded at four speeds for 30 seconds each: (a) clap, (b) pick, (c) rub, (d) scratch, (e) wring 

hands.  Joint locations were extracted using OpenPose. 
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the new speed. Table 4-1 contains the expected number of repetitions of each movement at 

each intensity. Although data were collected from twenty participants, only data from 

fifteen participants is used in this experiment. The data from the remaining five participants 

was reserved for validating the experiments in Chapter Five. 

4.3.2 Test Protocol 

With the dataset of fifteen participants, three different validation protocols are used to test 

the proposed models: 

Test 1: 4-fold validation. Each fold contains one sequence from each of the fifteen 

participants demonstrating each of the five activities at the four different 

intensities. Each fold contains 300 sequences. Test 1 provides a baseline to 

establish the overall effectiveness of the model.  

Test 2: 4-fold cross-intensity validation. Each fold contains four sequences from 

each of the fifteen participants demonstrating each of the five activities at a 

single intensity. Each fold contains 300 sequences. Test 2 evaluates the effect 

of different intensities on recognising repetitive movements.  

Test 3: 15-fold leave-one-out cross-subject validation. Each fold contains sequences 

 
Figure 4-4 Examples of inter-subject variation of repetitive hand movements. The 

subjects are clapping. 

 

INTENSITY EXPECTED NUMBER OF REPETITIONS 

PER SIX-SECOND SEQUENCE 

SLOW (30 RPM) 6 

MED (50 RPM) 10 

MEDFAST (70 RPM) 14 

FAST (90 RPM) 18 

Table 4-1 Expected number of repetitive hand movements during sequences at each 

intensity, where rpm is the number of repetitions per minute. 
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of a single participant demonstrating four times each of the five activities at 

all four intensities. Each fold contains 80 sequences. Test 3 evaluates the 

effectiveness of classifiers recognising the behaviour of unseen subjects. 

As there are an equal number of training examples for each class, and each class is of equal 

importance, the overall classification accuracy is described as the percentage of correctly 

classified sequences. Classification accuracy is used to compare the proposed classifier's 

effectiveness with other commonly used classifiers. Whilst a percentage accuracy reports 

the overall performance of a classifier, three metrics: recall, R; precision, P; and F1-score, 

F1 are used to evaluate the ability of a classifier to classify individual types of behaviour 

correctly. Precision is the proportion of sequences predicted to contain a type of hand 

movement that correctly predicted the type, whilst recall is the proportion of sequences 

predicted to contain a type of hand movement that correctly predicted the type. The F1-

score is a single measure of accuracy which balances precision and recall. Percentage 

precision, recall and F1-scores were calculated using the following equations: 

𝑃 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
× 100 

Equation 4-2 

𝑅 =  
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
× 100 

Equation 4-3 

𝐹1 =  
𝑡𝑟𝑢𝑒 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑃 +
1
2

(𝐹𝑃 + 𝐹𝑁)
× 100 

Equation 4-4 

Where true positive = TP, false positive = FP and false negative = FN  

4.3.3 Data Pre-processing 

Using OpenPose, we represent each person as a stickman. Hip, leg, eye and ear keypoints 

and the confidence scores from all keypoints are discarded, so that each pose consists of 8 

upper body and 42 hand keypoints, as shown in Figure 4-4. A single skeleton pose from 

frame f of a sequence can be represented by the vector: 𝑃𝑓 = [𝑗𝑓,1, … , 𝑗𝑓,50], where 𝑗𝑓,𝑖 =

(𝑥𝑓,𝑖, 𝑦𝑓,𝑖) are the coordinates of the ith keypoint of frame f. The sequences from the training 

and test datasets are pre-processed following the same method. 
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4.3.3.1 Data Cleaning 

The raw keypoint data is cleaned before it is divided into six-second sequences. Data 

cleaning is in four parts: missing keypoints are filled, the skeleton pose is made invariant to 

scale and hand position and temporal smoothing is applied. 

Firstly, any missing keypoints are filled using linear interpolation. Linear interpolation 

involves filling in missing keypoints using the weighted average of the closest known 

corresponding keypoints in adjacent frames. Following a similar approach to the one used 

in Chapter Three, the skeletal pose in each frame is scale-normalised to make it invariant to 

participant size and distance from the camera. In this experiment, unlike in Chapter Three 

where the torso length is used to normalise the pose, shoulder width is used for normalising 

the pose. The keypoints are scaled by dividing by the shoulder width, 𝑑𝑓, resulting in the 

scale-normalised skeletal pose, �̌� = {𝑗1̌, … , 𝑗5̌0}: 

𝑑𝑓 = √(𝑥𝑓,𝑙𝑒𝑓𝑡_𝑠ℎ − 𝑥𝑓,𝑟𝑖𝑔ℎ𝑡_𝑠ℎ)
2

+ (𝑦𝑓,𝑙𝑒𝑓𝑡_𝑠ℎ − 𝑦𝑓,𝑟𝑖𝑔ℎ𝑡_𝑠ℎ)
2

  
Equation 4-5 

𝑗�̌�,𝑖 = (
𝑥𝑓,𝑖 − 𝑥𝑓,𝑛𝑒𝑐𝑘

𝑑𝑓
,
𝑦𝑓,𝑖 − 𝑦𝑓,𝑛𝑒𝑐𝑘

𝑑𝑓
) 

Equation 4-6 

where 𝑗�̌�,𝑖 = (�̌�𝑓,𝑖, �̌�𝑓,𝑖) and _sh = shoulder keypoint location. 

To ensure that hand movements are invariant to the subject’s posture (for example, as 

illustrated in Figure 4-4, whether the hands are directly in front of the torso or to one side), 

keypoints are re-centred about the midpoint between the wrists. Nose, neck, and shoulder 

keypoints are discarded, resulting in the scale-normalised skeletal arm and hand pose �̂�𝑓 =

{𝑗�̂�,1, … , 𝑗�̂�,46} where: 

𝑗�̂�,𝑖 = ( 𝑥𝑓,𝑖 −
(𝑥𝑓,𝑟𝑖𝑔ℎ𝑡_𝑤𝑟 + 𝑥𝑓,𝑙𝑒𝑓𝑡_𝑤𝑟)

2
 , �̌�𝑓,𝑖 −

(�̌�𝑓,𝑟𝑖𝑔ℎ𝑡_𝑤𝑟 + �̌�𝑓,𝑙𝑒𝑓𝑡_𝑤𝑟)

2
) 

Equation 4-7 

and �̌�𝑓,𝑙𝑒𝑓𝑡_𝑤𝑟 is the x-coordinate of the left wrist in frame f. 

The retained keypoints are shown in Figure 4-5. Each scale-normalised co-ordinate is 

smoothed along the time dimension using a 1D Gaussian filter with a kernel of length five 

and σ = 1.  
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4.3.3.2 Ambidexterity 

The activities in the dataset can involve movement in both hands (clap and wring) or a 

single hand (pick, scratch, and rub). This section describes the approach used to ensure that 

the model can identify actions performed with either hand. 

During a single-handed action, it is assumed that the hand that moves the most is 

performing the action. The hand with the most wrist movement is described as the 

dominant hand. The data is transformed to become ambidextrous by, where necessary, 

reflecting the skeleton so that the right hand always appears to be the dominant hand. The 

process is applied to each six-second sequence separately. 

Identifying the dominant hand involves measuring the total movement of each wrist 

throughout the sequence. An intuitive approach to determining wrist movement is to 

calculate the path length of the wrist keypoint, achieved by summing the frame-to-frame 

displacement of a keypoint throughout the sequence. Although this approach works well 

for gross body movements such as waving, it is less effective for fine hand movements, as 

illustrated in Figure 4-6. In Figure 4-6, although the right hand is the hand carrying out the 

picking action, a combination of noise in the predicted keypoints and inconsequential 

movement results in the left hand having the larger path distance. Inconsequential 

movement, such as flexing a joint, or moving posture, can make it difficult to correctly 

identify which hand is performing the action, especially when the action involves limited 

wrist movement. 

The effect of noisy keypoint estimates on wrist movement can be addressed by using a 

sliding window to summarise overall wrist movement. The maximum wrist displacement is 

calculated for each window. Summing the maximum displacements for the entire sequence 

creates a measure we define as Total Wrist Movement, TWM, that does not include noise. 

 
Figure 4-5 Hand and wrist keypoints used for classifying repetitive hand movements. 
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The TWM for either wrist in a 180-frame sequence with a sliding window of length 15, 

initiated at time t, with step of length 1 is calculated as: 

𝑇𝑊𝑀 = ∑ 𝑚𝑎𝑥{‖𝑐𝑎,𝑤𝑟𝑖𝑠𝑡 − 𝑐𝑏,𝑤𝑟𝑖𝑠𝑡‖},
166

𝑡=1
 

∀ 𝑎, 𝑏 ∈ {𝑡, . . , 𝑡 + 14} 𝑤here 𝑐𝛼,𝑤𝑟𝑖𝑠𝑡 = (𝑥𝛼,𝑤𝑟𝑖𝑠𝑡 , 𝑦𝛼,𝑤𝑟𝑖𝑠𝑡)and 𝑥𝑎,𝑤𝑟𝑖𝑠𝑡 is the x co-

ordinate of the chosen wrist of frame a. 

Equation 4-8 

Where the dominant wrist is the left hand, the sequence is reflected by negating the x co-

ordinates for every keypoint in every frame of the sequence, thus transforming the 

sequence to appear to have a dominant right hand. 

4.3.4 Selection of Discriminative Poses  

As observed in previous chapters, image-based activity recognition is data-intensive due to 

the need to consider body movement over several frames. Despite reducing each frame to a 

representation containing only hand and arm keypoints, each six-second sequence still 

consists of 180 frames of feature vectors of length 92.  

Several authors have proposed methods for reducing the number of observations needed for 

classifying action sequences. Yang and Tian [131] used Accumulated Motion Energy to 

select a subsequence of frames containing the most movement, whilst Agahian et al. [292] 

reduced the number of frames in a sequence by using temporal clustering to select key 

poses before classifying with an SVM. Conversely, rather than removing frames, Wang et 

al. [293], [284] and Weng et al. [143] trained models to learn spatial and temporal weights, 

which can be used to emphasise the most important frames and keypoints in a sequence.  

 
Figure 4-6 Identifying the dominant hand using path distance is straight forward for gross 

body movements such as waving. However, for smaller movements, such as picking using path 

distance is less effective. For each example, the subject is shown posed as in the first frame of the 

sequence, with the paths travelled by each wrist represented in different colours. The total 

normalised path distance is given for each wrist. 
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Unlike the sequences from activity recognition datasets, where each activity consists of a 

sequence of unique poses, repetitive movements contain several non-unique subsequences 

of similar poses. As many of the repetitive movements in our dataset can be identified 

visually by a small number of distinctive poses, we hypothesise that the number of frames 

needed to describe a sequence can be reduced significantly without information loss. 

A simplistic but computationally expensive way of summarising a sequence is to combine 

all the frames into a single average pose. Describing an action by a single mean pose is a 

simple but effective way to classify repetitive movement. We define the mean pose as 

consisting of the set of the mean location of each keypoint, MKi, throughout the six-second 

(180-frame) sequence, such that the Mean Pose = {MK1, MK2,…,MK92} where :  

𝑀𝐾𝑖 =  [
∑ 𝑥𝑡,𝑖

180
𝑡=1

180
 ,

  ∑ 𝑦𝑡,𝑖
180
𝑡=1  

180
] 

Equation 4-9 

Examples of the mean pose of a sequence are shown in the first column of Figure 4-7. In 

addition to reducing the size of each observation, a benefit of representing a sequence by a 

single pose is that vector classification is much simpler than matrix classification. 

Experimental results of 15-fold cross-subject classification (Test 3) of sequences 

represented by a single mean pose using a Naive Bayes classifier achieved an accuracy of 

72.3%, suggesting that mean poses are an efficient way to describe repetitive movements. 

Accuracies obtained by other classifiers are given in Table 4-2. However, whilst retaining 

important detail about the hand pose, reducing a sequence to a single pose removes all 

dynamic information. Therefore, additional distinctive poses are selected to add temporal 

information. 

 AVERAGE 

ACCURACY (%) 

STANDARD 

DEVIATION 

LINEAR SVM 64.33 19.73 

RANDOM FOREST (10 TREES) 67.33 12.09 

LINEAR DISCRIMINATORY ANALYSIS 69.83 17.21 

NAIVE BAYES 70.17 13.79 

NEURAL NETWORK (2 HIDDEN LAYERS) 64.83 17.55 

K NEAREST NEIGHBOURS (K = 5) 68.83 13.02 

Table 4-2  Accuracy of repetitive hand movement classification using Mean Pose (Test 3) 
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The maximum pose is the pose for which the centres of each hand are furthest apart; 

conversely, the minimum pose is the pose for which hands are closest together. The hand 

centre, HC, for each hand is calculated for each frame to be the mean location of all 21 

hand keypoints: 

𝐻𝐶𝑡 =  [
∑ 𝑥𝑡,𝑖

21
𝑡=1

21
 ,

  ∑ 𝑦𝑡,𝑖
21
𝑡=1  

21
] 

Equation 4-10 

 

Figure 4-7 Examples of discriminative poses: Left to right: mean pose, minimum pose 

(where hands are closest together) and maximum pose (where hands are furthest apart). 
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We define each mean, minimum and maximum pose as a discriminative pose, D. Examples 

of the three types of discriminative poses are shown in Figure 4-7. 

Temporal order is incorporated into the NBNN framework by restricting the search for 

nearest neighbours to only those samples located in a similar position in the training 

sequence [129]. In practice, this is done by dividing each activity sequence into three 

subsequences of equal length. Each six-second sequence is divided into three two-second 

(60-frame) subsequences from which discriminative poses are extracted. Each six-second 

sequence of repetitive hand movements is therefore transformed into nine discriminative 

poses (three sets of mean, minimum and maximum discriminative poses), creating a two-

dimensional array of size 9 x 92 datapoints. 60-frame subsequences ensure that each 

subsequence contains at least one complete hand movement even at the slowest speed (30 

rpm). Whilst this approach can capture some temporal information, it removes any 

information regarding the number of repetitions or the speed of the hand.  

The NBNN classifier is used to predict a sequence’s class from its nine discriminative 

poses, D, where the nearest neighbour is selected from training examples of the type of 

discriminative pose (minimum, maximum or mean pose). 

𝑐∗ = 𝑎𝑟𝑔 𝑚𝑖𝑛𝑐 ∑‖𝐷𝑖 − 𝑁𝑁𝑐[𝐷𝑖]‖

9

𝑖

 
Equation 4-11 

where NNc[𝐷𝑖] is the nearest neighbour of the pose 𝐷𝑖. 

4.4 Results  

The classification accuracies of NBNN with discriminative poses are reported in the 

confusion matrices in Figure 4-8 – 4-12. A complete set of evaluation metrics is reported in 

Appendix E. 

Test 1 with 4-fold cross-validation achieved a mean accuracy of 98.7% (standard deviation 

= 0.27). The high accuracy demonstrates the effectiveness of discriminative poses in 

recognising repetitive movements. However, several pick and rub sequences were confused 

with one another. (pick: recall = 96%, precision = 98%, F1-score = 97%; scratch: recall = 
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98%, precision = 96%, F1-score = 97%). Additionally, one sequence of clap was 

misclassified as rub.  

Test 2 with 4-fold cross-intensity validation correctly classified 98.2% of the sequences 

(standard deviation = 0.43). Again, pick and scratch are the most confused activities. (pick: 

recall = 95%, precision = 97%, F1-score = 96%; scratch: recall = 98%, precision = 95%, 

F1-score = 96%). Confusion matrices showing the predicted classes are given in Figure 

4-8.  

Test 3 evaluates the model’s ability to recognise the repetitive movements of new subjects 

with cross-subject testing. As is illustrated by the confusion matrix in Figure 4-9, much 

lower classification accuracies were achieved under the Test 3 protocol. Classification 

accuracy for the different folds varied between 51% and 91%, with a mean accuracy of 

76.2% (standard deviation = 12.2). As with Tests 1 and 2, scratch and pick were 

misclassified most frequently; however, rub was also frequently misclassified in this test. 

(Pick: recall = 70%, precision = 72%, F1-score = 70%; scratch: recall = 63%, precision = 

95%, F1-score = 65%; rub: recall = 65%, precision = 78%, F1-score = 71%). Figure 

4-11(a)-(c) illustrates the distribution of classification accuracies for each fold of the test 

for each type of repetitive hand movement.  

  

Figure 4-8 Classification of repetitive movement (Confusion Matrices for 4-fold and 

cross-intensity validation). 
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Figure 4-10 Effect of removing pick or scratch from the dataset (Confusion Matrices for 

cross-subject validation). 

Based on the high classification accuracies obtained using Tests 1 and 2, only Test 3 (cross-

subject validation) was used to analyse the model further. Prompted by the significant 

number of times that pick and scratch were confused, cross-subject testing was repeated, 

excluding first pick and then scratch from the dataset. Removing pick increased the 

classification accuracy to 83.8%, whilst removing scratch increased the accuracy to 83.8%, 

as shown in Figure 4-11d and Figure 4-10. Although the proportion of correctly classified 

pick and scratch actions increased by removing the other from the dataset, a large 

proportion of rub actions were still misclassified (rub: recall = 60% when scratch was 

removed; rub: recall = 63% when pick was removed).  

 

Figure 4-9 Classification of repetitive movement (Confusion Matrix for cross-subject 

validation). 
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The effectiveness of the NBNN classifier was compared with other classifiers. As 

discriminative poses significantly reduce the number of frames required to describe an 

activity sequence, restructuring each sequence into a single vector becomes feasible. 

Therefore, both vector-based and sequence-based classifiers are compared with the 

proposed model, which classifies nine discriminative poses with an NBNN classifier.  

Comparison with vector classifiers: Each six-second sequence of nine discriminative 

poses can be concatenated into a single feature vector of 828 (9 x 92) data points. PCA 

enables the feature vector to be reduced to approximately 40 data points while retaining 

95% of the variance. (The exact number of data points varies for each fold of the training 

data set.) The classification accuracy obtained by six different classifiers is given in Table 

4-3. The highest accuracies were achieved using linear SVM (72.67%) and Naïve Bayes 

(71.33%). However, none of the vector-based classifiers obtained accuracies as high as 

those obtained using NBNN (76.17%). 

Comparison with sequence classifiers: NBNN and LSTMs were used to compare 

sequence classification of the 180-frame sequences with the nine discriminative poses. A 

single layer bidirectional LSTM with an ‘Adam’ optimiser with a learning rate of 0.001 

was used. Two alternative sets of keypoint features were also evaluated. The three feature 

sets compared were: Hand and Arm, containing the original elbow, wrist and twenty-one 

hand keypoints; Body Only, containing the eight upper body keypoints (head, neck, 

 

Figure 4-11 Classification of repetitive movement, boxplot showing inter-subject 

variation of classification accuracies (a)-(c) classification by type of hand movement. d) 

spread of overall accuracies for the 15 subjects. 
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shoulder, elbow, and wrist); and Hand Only, containing twenty-one keypoints from each 

hand. The accuracies obtained by the different approaches are reported in Table 4-4. 

Reducing the original 180 frames to nine discriminative poses increased accuracy for five 

of the six sequential classification models, whilst combining hand and arm keypoints was 

more accurate than using only hand or body keypoints. The proposed model that used 

NBNN with discriminative poses constructed from hand and arm keypoints was the most 

accurate. Moreover, employing discriminative poses reduced the training time for the 

LSTM and yielded a 90% reduction in the classification time for the NBNN Hand and Arm 

classifier. The increase in classification accuracy combined with the reduction of 

computational cost demonstrates the ability of discriminative poses to select the most 

informative frames to describe a sequence of repetitive movement. 

4.5 Discussion and Conclusion 

This chapter has explored the possibility of delivering an unobtrusive system to classify 

VECTOR CLASSIFIER AVERAGE 

ACCURACY (%) 

STANDARD 

DEVIATION 

LINEAR SVM 72.67 14.58 

RANDOM FOREST (10 TREES) 68.50 13.78 

LINEAR DISCRIMINATORY ANALYSIS 67.58 16.87 

NAIVE BAYES 71.33 14.33 

NEURAL NETWORK (2 HIDDEN LAYERS) 64.25 16.40 

K NEAREST NEIGHBOURS (K=5) 64.67 16.34 

Table 4-3 Accuracy of repetitive hand movement classification using vectorised 

discriminatory poses (Test 3) 

 

 

SEQUENCE 

CLASSIFIER 

180 FRAMES DISCRIMINATIVE 

POSES 

Average 

Accuracy (%) 

Standard 

Deviation 

Average 

Accuracy (%) 

Standard 

Deviation 

N
B

N
N

 Hand and Arm 69.92 12.98 76.17 11.21 

Body Only 41.50 10.59 38.92 10.91 

Hand Only 57.25 11.89 60.83 13.83 

L
S

T
M

 Hand and Arm 68.58 16.60 69.92 16.53 

Body Only 41.00 15.25 56.50 16.00 

Hand Only 62.42 15.39 67.00 14.71 

Table 4-4  Accuracy of repetitive hand movement classification using sequences of  

discriminatory poses (Test 3). 
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agitated hand movements in sedentary patients automatically. Whilst a few studies have 

proposed models to classify large-scale agitated behaviours, repetitive hand movements are 

a novel area of research. A unique dataset of repetitive hand movements has been 

compiled, and a novel method for classifying the type of repetitive hand movements was 

presented. 

Data collection involved participants recording themselves within their own homes. 

Limited by the need to provide a data collection protocol suitable for the subjects to set up 

on their own, all sixteen sequences (consisting of four six-second sequences each at four 

different intensities) of each type of hand movement were recorded continuously. 

Continuous recording is likely to have resulted in less intra-subject variation in hand 

movements than if a break had been taken between each sequence. Conversely, recording 

within the home environment, without direct instruction from the researcher, created a 

varied and challenging dataset with significant differences between subjects, the 

environment, and how hand movements were demonstrated. The ability of the proposed 

model to accurately classify behaviours captured within a range of different homes 

confirms the suitability of the proposed method for monitoring behaviour in real-world 

situations. 

The high levels of accuracy obtained in Tests 1 and 2 demonstrate that our approach can 

recognise repetitive movements and is invariant to differences in speed. The reduction in 

overall accuracy during cross-subject testing was caused by inter-subject variation in how 

the actions were demonstrated. However, the wide distribution of accuracies between the 

subjects suggests that collecting more data may improve cross-subject recognition 

accuracy. Moreover, the high levels of accuracy achieved by the non-cross subject models 

indicate that individualising the model with a small amount of person-specific training data 

may also be useful. Additionally, the increased accuracies achieved by removing either pick 

or scratch suggest that the model can distinguish between the repetitive movements of new 

subjects when movements are sufficiently different.  

Whilst frame order is important for most types of activity recognition, it is less relevant for 

recognising repetitive movements. By capturing the key patterns of pose and motion, a set 

of discriminative poses consisting of mean, minimum and maximum poses provide an 
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effective summary of repetitive movements. Additionally, employing discriminative poses 

ensures that the most informative frames are used to train the model and significantly 

reduces the training data required. Limiting the amount of training data is especially 

important for instance-based classifiers such as NBNN, where the computational cost 

grows with the size of the training data. 

This study is the first research that focuses on recognising agitated hand movements. We 

have demonstrated a simple and effective method using discriminative poses for accurately 

recognising repetitive hand movements for known subjects. However, in addition to 

identifying the type of agitated behaviour, detecting, and assessing the intensity of agitation 

is also important. Chapter Five proposes an approach for assessing the intensity of agitated 

episodes. 
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Chapter 5  

 

Automatic Assessment of the Intensity of 

Agitated Hand Movements  

 

5.1 Introduction 

The detection, recognition, and assessment of the severity of agitation through monitoring 

repetitive movements are fundamental components of any system for monitoring agitated 

behaviours. Chapter Four presented a method for automatically recognising repetitive hand 

movements by extracting a small number of discriminative poses. This chapter proposes a 

non-subjective approach by which the severity of agitation can be measured by assessing 

the intensity of repetitive hand movements, providing valuable metrics by which changes in 

agitated behaviours can be monitored. We propose that assessing the intensity of a 

behaviour by counting the number of repetitions of a movement, can provide a non-

subjective measure of severity. Assessing the intensity of agitation can increase clinicians 

and caregivers understanding of changes in a patient’s behaviour and provide insight into 

the progression of degenerative diseases such as dementia. A tool that provides an objective 

assessment of agitation is especially useful when a patient is looked after by multiple carers 

or is moved between care settings. Additionally, the model could potentially be used as a 

tool to objectively measure the effects of different treatments on behaviour of a patient in 

clinical trials. 

This research explores the feasibility of automatic assessment of the intensity of repetitive 

hand movements using skeletal keypoints extracted from video data. As in Chapter Four, 
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repetitive hand movements demonstrated by healthy volunteers are used to simulate 

agitated hand movements. We propose a model to quantify the intensity of repetitive 

movements by counting the number of repetitions of hand movements over a specified 

period. As we conjecture that recognising the type of behaviour will assist in counting 

repetitions, our proposed system for assessing the intensity of agitation builds upon the 

model for classifying repetitive hand movements presented in Chapter Four. 

5.2 Background 

As discussed in Chapter Two, several assessment scales are used by clinicians to assess the 

extent of agitation experienced by a patient [37],[42],[294],[295]. However, as the scales 

rely on subjects being observed by a carer, they can be subjective. Moreover, due to the 

difficulty in providing accurate metrics for behaviour, most agitation assessment tools 

collect information only on the frequency of agitated episodes rather than the severity or 

intensity of behaviours [42],[294],[295]. For example, the CMAI and BARS assessments 

give the following options when asking how often a behaviour has manifested over the last 

two weeks: never, less than once a week, once or twice a week, several times a week, once 

or twice a day, several times a day, or several times an hour [42],[43]. Unlike other 

assessments, the NPI assessment [37] does assess the severity of behaviours. It asks the 

informant (a carer or family member) to rate the severity of behaviour on a scale of 1-3 and 

the distress caused on a scale of 0-5. However, all assessments are subjective and reliant on 

the informant being present at times of agitation, and no assessment provides a well-

defined scale for measuring the intensity of agitation. Providing an objective assessment of 

the intensity of agitated behaviour can add valuable information to a patient’s health 

metrics. Although we are not aware of any previous research that has proposed systems for 

automatically assessing the intensity of agitation, there are several areas in both medicine 

and fitness where repetitive body movements have been counted automatically using data 

from both wearable and pervasive sensors. 
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5.2.1 Counting Repetitive Body Movements 

The ubiquity of sensors, including IMUs, heart monitors, and cameras within smartphones 

and smartwatches, has increased interest in quantifying the amount of movement for 

assessing fitness. Although fitness tracking apps such as Strava [296], Pacer [297], and 

Google Fit [298] rely on GPS for tracking location, data from inertial sensors are used to 

count individual steps.  

Most step-counters available on smartwatches or smartphones use data from IMUs. The 

process for counting steps usually involves detecting movement indicative of walking, 

employing a threshold to determine whether the motion is large enough to constitute a step, 

and then identifying and counting changes in the signal generated by the impact of each 

step. Commercial step-counters achieve varying levels of accuracy. Inaccuracies can be 

caused by differences between users, the type of activity (walking, jogging, running), how 

the device is carried (in hand, attached to the arm or wrist, or in a pocket or bag), and the 

type of terrain covered. Many devices and apps allow users to personalise the step-counter 

by entering personal information such as height, weight, and stride length.  

Whilst the algorithms used in commercial products are rarely disclosed, a review of 

literature found that peak detection has been widely employed within academia to identify 

individual steps from IMU signals [299], [300], [301], [302]. Several authors have 

proposed training phases to improve accuracy. These include learning user-dependent 

thresholds for step detection [299] and classifying how the device is carried to enable the 

most informative signals to be used [300], [302]. To bypass the training phase, [301] 

proposed an adaptive low-pass filter to select the best threshold for the type of motion. 

Gait analysis assesses posture during walking or running. Gait segmentation, the process of 

segmenting a sequence of steps into individual strides, is the first stage of gait analysis, 

which also enables steps to be counted. Unlike step-counters, which provide continuous 

and global monitoring, gait analysis usually takes place within a clinical setting for a finite 

period, enabling different data capture methods to be employed. 

Haji Ghassemi et al. [253] captured the motion of walking by attaching a Shimmer device 

containing an accelerometer and a gyroscope to each shoe. The effectiveness of different 
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approaches in identifying individual strides was compared. Peak detection, DTW and 

hierarchical HMM all performed well for walking in a straight line; however, the 

hierarchical HMM worked best when a change in direction was required. Xue et al. 

captured walking with skeletal keypoints extracted from video [255]. Strides were 

represented by a time-series signal of the horizontal distance between the feet; individual 

strides were located by peak detection. 

Fitness training frequently requires multiple repetitions, or reps, of the same exercise, 

where a rep is one complete motion of an exercise, such as a sit-up, bench-press, or star-

jump. Several researchers have explored using data from smartphones to count reps 

automatically.  

Zelman et al. [303] compared methods for identifying reps from accelerometer signals 

obtained from a range of different exercises. Three approaches were compared: threshold-

crossing, threshold-crossing with a low-pass filter, and Fourier transformations. Similar to 

peak detection, threshold-crossing counts a rep when the signal crosses a pre-defined 

threshold. The Fourier transformations worked well for exercises involving large periodic 

motions (squats, push-ups) but were less effective for the smaller, irregular exercises 

(upper trunk rotations and bicep curls). Threshold-crossing with a low-pass filter obtained 

the best results overall, with an average root mean square error (RMSE) 3% lower than that 

obtained using Fourier transformations and 35% lower than the basic threshold-crossing 

approach. Gandomkar et al. [248] captured seven different IMU signals from a smartphone 

attached to the subject’s arm to count reps. The three signals with the largest standard 

deviation from each specific exercises we used. Signals were smoothed with a Savitzky-

Golay filter and reps counted using peak detection. Depending on the type of exercise, 

either one or two local extrema could represent a single rep. Overall accuracy ranged from 

93% counting bench-dips to 98% for counting push-ups. 

Whilst IMU sensors provide accurate motion data, skeletal keypoints extracted from video 

offer additional detail, that can be used to assess whether an exercise has been performed 

correctly. Park et al. created a model to count correctly performed push-ups [249]. Skeletal 

keypoints were extracted from videos capturing the front and side view of the subject, 

where specific camera set-up rules were applied. Keypoints from each view were used 
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separately to assess different criteria. For example, ensuring that the back remained straight 

throughout the push-up was assessed from the side, whilst ensuring that shoulders were 

balanced was assess from the front. A push-up was counted only if all the criteria ensuring 

the correct posture were met. Peaks in vertical keypoints were used to identify each push-

up. Ganesh et al. [250] classified pre-segmented clips of gym exercises (squats, push-ups, 

plank, forward lunge and sit-ups) before counting reps by locating local minima of the 

vertical location of nose keypoints. DTW was used to assess the performance of workouts. 

Due to the ubiquity of step-counters, counting repetitive body movements has become 

commonplace. Whilst both video and IMU sensors have been used, the ease with which 

wearable IMUs can capture data makes them ideal for continuous fitness tracking. 

However, where all-day monitoring is not required, video can add additional detail by 

capturing the subject’s posture and tracking body parts separately. Moreover, whilst a 

single device containing IMU sensors can capture gross body movement, IMUs are less 

likely than video to capture small hand movements. 

5.2.2 Assessing Repetitive Hand Movements 

Parkinson’s disease is a degenerative condition that affects the brain and often causes 

tremors, Bradykinesia (slow movement), and stiffness. Parkinson’s disease can be 

diagnosed, and its progress monitored by assessing Bradykinesia. Several methods have 

been proposed to automatically measure tremors and Bradykinesia [259], [260], [261], 

[262], [263]. The finger-tap test is a standard clinical test used to assess Bradykinesia. 

Patients are asked to move the thumb and forefinger together and apart as rapidly as 

possible for 30 seconds. A second test requires the demonstration of hand clasping, whilst a 

third monitors hand pronation and hand supination actions.  

Prior to the availability of hand keypoints, Criss et al. [263] proposed a video-based 

approach to measure finger-tapping automatically. Background substitution and 

interconnected polygons were used to create a pictorial structure of the hand, which 

modelled the thumb and index finger. Although joint angles were extracted and plotted to 

show the movement of each joint, finger-taps were not counted. 
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Lones et al. [260] and Gao et al. [262] captured movement during the finger-tap test by 

attaching an electromagnetic motion tracking device to the thumb and index finger. Both 

authors applied an evolutionary algorithm over a sliding temporal window to detect 

Bradykinesia. This approach, verified with both healthy participants and participants with 

Parkinson’s Disease, was able to diagnose Bradykinesia with comparable accuracies to 

those achieved by expert clinicians, and to recognise the early stages of the disease. Liu et 

al. [259] used hand keypoints extracted from video to assess Bradykinesia using the finger-

tap, hand clasping and hand pro/supination tests. Participants with Parkinson’s Disease 

were asked to demonstrate each activity and were rated on a scale of 0-4 by a clinician. A 

purpose-built lightweight CNN model was used to extract  2D hand keypoints from video. 

A single signal was selected empirically to describe each activity: for finger-tapping, the 

Euclidean distance between the tip of the thumb and index finger; for hand clasping, the 

average of Euclidean distances between each fingertip and palm; and for hand pro/

supination, the difference between horizontal coordinates of the thumb and little finger. A 

feature vector consisting of the signal’s velocity, wavelength, amplitude, and variability 

described each movement. Various machine learning models were trained to classify 

activities according to the expert’s rating. The highest classification accuracy of 89.7% was 

obtained using a Radial Basis Function SVM model. Pang et al. [261] proposed a metric by 

which 3D hand keypoints could be used to quantify hand tremors captured during the 

finger-tap, hand clasping and hand pro/supination tests. 3D motion features were extracted 

from image-based hand keypoints using Discrete Wavelet Transformations. Clustering 

performance metrics were used to select the most discriminative keypoints for each test, 

which were then used to quantify the amount of tremor for each subject. The scale of 

tremor was used to differentiate between subjects with Parkinson’s disease and the control 

subjects. Additionally, there was a correlation between the quantitated tremor and the 

clinical assessment score of the subjects with Parkinson’s disease. 

Although the models of Lones [260], Lui [259], and Pang [261] all assessed the rate of 

finger-tapping, they did not count the actual taps. Instead, Lones [260] and Pang [261] built 

binary classifiers to discriminate between subjects with and without Bradykinesia, whilst 

Lui [259] classified the extent of Bradykinesia according to a clinically approved scale.  
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Whilst objective clinical scales exist for assessing Bradykinesia, there are no similar scales 

for assessing agitation. Manual assessment of Bradykinesia is possible because tests such 

as the finger-tapping test can be performed by a clinician manually counting finger-taps. A 

system to automatically assess Bradykinesia can supplement existing tests by removing 

variation between clinicians. However, as agitated episodes are unpremeditated and occur 

erratically, there is no similar objective scale by which a clinician can assess the severity of 

agitation. A system that monitors agitation over long periods can provide data from which 

an objective agitation scale could be created. 

Whilst the approaches used for assessing Bradykinesia are helpful indicators of how 

repetitive hand movements can be assessed, monitoring for agitation is more problematic 

than measuring hand movement during a clinical test. Unlike the finger-tap test, agitation is 

not restricted to pre-defined movements demonstrated in full view of the sensor. Moreover, 

agitated hand movements are generally not fully periodic and can vary in amplitude, form, 

and duration.  

Although not usually as large as agitated movements, tremors also involve erratic 

movement. Synnott et al. [256] monitored the hand tremors of a subject drinking using 

stereo cameras to track printed markers attached to the side of a cup. Tremors were 

measured by comparing the actual hand trajectory to a smoothed hand trajectory. Synnott et 

al. [257], [258] also tracked hand movement with a Nintendo Wii, providing visualisations 

and statistical analysis of hand tremors.  

5.2.3 Conclusion 

This review has shown that a range of different sensors and algorithms can be used to count 

repetitive body movements automatically. Although IMU sensors are widely used to 

capture data for counting repetitive gross body movements, video-based models can infer 

information in greater detail and are suitable for capturing small hand and finger 

movements. Peak detection, threshold-crossings, DTW, and hierarchical HMMs have all 

been used to count repetitive body movement. However, DTW and HMMs were restricted 

to step-counting tasks, which contain less variation than other repetitive movements, whilst 

threshold-crossing approaches are more suited to measuring changes in motion than 
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location. Peak detection is the most intuitive and widely used algorithm, although several 

studies have shown that peak detection thresholds benefit from being tuned to the activity 

and the user [299], [300], [301], [302], [248].  

From this review, it is evident that video-based keypoints can be used to monitor repetitive 

hand movements. However, all the models reviewed assessed the intensity of pre-defined 

actions. The assessment of the intensity of agitated hand movements provides an additional 

challenge to those faced by existing models that monitor the intensity of hand movements, 

such as the models that assess Bradykinesia, as agitated hand movements can manifest in 

different ways, and hand keypoints are likely to be frequently occluded. 

5.3 Method 

The intensity of a repetitive hand movement is assessed by the number of repetitions within 

a given period. In these experiments, intensity is assessed according to the number of 

repetitions of a movement within each twelve-second sequence. In common with fitness 

counters that classify the type of movement before counting steps or gym reps [300], [302], 

[248], we classify the type of hand movement before assessing the intensity, enabling the 

most appropriate parameters to be used for each type of repetitive hand movement. The 

experiments in this chapter use the repetitive hand movement dataset introduced in Chapter 

Four. Figure 5-1 illustrates the pipeline of our method, which can be divided into three 

parts: pose estimation and summarisation, classification of the type of movement, and 

assessment of the intensity of movement. The process of obtaining hand poses from video 

and classifying repetitive hand movements using discriminative poses is described in 

Chapter Four. The remainder of this section describes the third part of the pipeline, the 

process used to assess the intensity of hand movements. 

5.3.1 Datasets 

The repetitive hand movement dataset described in Chapter Four is used in this chapter to 

demonstrate that the intensity of hand movements can be assessed using skeletal keypoints. 

The dataset contains videos of twenty participants demonstrating five different hand 

movements, of which four are symptomatic of agitation [46] (clap, rub, pick, scratch and 
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wring) for 30 seconds at four different speeds. The speed of each repetitive activity is set 

using a metronome set to 30, 50, 70 and 90 beats per minute. To capture the temporal 

dynamics of an activity, we need to ensure that each observation contains several complete 

repetitions of the movement. Therefore, each 30-second sequence from our original 

training data is redivided into four 12-second windows with a 5-second overlap, discarding 

1½ seconds at the start and end of each sequence. The sequences were manually labelled 

according to the type of activity and the speed of the metronome. Data from the fifteen 

participants reported on in Chapter Four are used to tune the hyperparameters for peak 

detection, creating a training dataset containing a total of 1200 twelve-second sequences 

(fifteen subjects, each performing five activities at four different intensities, four times). 

 

Figure 5-1 Model pipeline for assessing the intensity of hand movements. Given a video 

sequence, joints are extracted, and the sequence is summarised by discriminative poses. Using 

NBNN, we classify the type of movement before assessing the intensity of the movement using 

distance measures based on the predicted type of movement. 
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The remaining five participants are used to test the system, which first classifies the action 

and then assesses the intensity of the repetitive movements, creating a test dataset of 400 

twelve-second sequences (five subjects, each performing five activities at four different 

speeds, four times). 

5.3.2 Parameters Selection 

In our model, the periodic pattern of repetitive hand movement is represented as a 

trajectory. This trajectory can be reduced to a single dimension, whilst still retaining a 

substantial part of the movement. The trajectory at time t can be described by the integer lt, 

where l is the Euclidean distance of the hand relative to its position at time t = 0. Using a 

single parameter reduces variation between the way in which actions are represented by 

retaining only key characteristics of the movement. Reducing body movement to a single 

variable has been used by several other approaches that have used skeletal keypoints for 

counting repetitive movement [249], [250], [259] and shown to be effective. 

However, unlike counting press-ups where the height of the nose, or finger-taps where the 

Euclidean distance between the thumb and forefinger were used to represent movement, it 

is not immediately apparent which single parameter would best represent repetitive hand 

movement. Four candidate parameters are proposed: the Euclidean distance between the 

wrists (Euclidean wrist, EW_D), the vertical distance between the wrists (vertical wrist, 

 

Figure 5-2 Representative distance parameters for assessing hand movement. 
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VW_D), the horizontal distance between the wrists (horizontal wrist, HW_D) and the 

Euclidean distance between the hands (hand centroid, HG_D). As each movement is 

characterised by the hands moving in different ways, the most appropriate parameter may 

differ with the type of movement. Formal definitions of the candidate parameters given 

below in Equations 5-1 to 5-4 and are illustrated in Figure 5-2. The method for locating the 

hand centroid is described in Equation 5-5.  

𝐸𝑊_𝐷𝑡 =  √(𝑥𝑡,𝑟_𝑤𝑟𝑖𝑠𝑡 − 𝑥𝑡,𝑙_𝑤𝑟𝑖𝑠𝑡)
2

+ (𝑦𝑡,𝑟_𝑤𝑟𝑖𝑠𝑡 − 𝑦𝑡,𝑙_𝑤𝑟𝑖𝑠𝑡)
2

  
Equation 5-1 

𝐻𝑊_𝐷𝑡 =  𝑥𝑡,𝑟_𝑤𝑟𝑖𝑠𝑡 − 𝑥𝑡,𝑙_𝑤𝑟𝑖𝑠𝑡 , Equation 5-2 

𝑉𝑊_𝐷𝑡 =  𝑦𝑡,r_𝑤𝑟𝑖𝑠𝑡 − 𝑦𝑡,𝑙_𝑤𝑟𝑖𝑠𝑡 , Equation 5-3 

𝐻𝐺_𝐷𝑡 =  √(𝑥𝑡,𝑟_𝐻𝐺 − 𝑥𝑡,𝐻𝐺)
2

+ (𝑦𝑡,𝑟_𝐻𝐺 − 𝑦𝑡,𝑙_𝐻𝐺)
2

 , 
Equation 5-4 

The location of each hand in any frame can be described by a single keypoint, hand 

centroid. Hand centroids, HG, are calculated from the average location of all 21 hand 

keypoints, with each keypoint weighted according to its confidence score, c:  

𝐻𝐺𝑡 =  
1

21
(∑ 𝑐𝑖,𝑡𝑥𝑖,𝑡

21

𝑖=1

, ∑ 𝑐𝑖,𝑡𝑦𝑖,𝑡

21

𝑖=1

) 

Equation 5-5 

    
 a  b 
Figure 5-3 Location of Hand Centroids: A participant clapping with joints extracted by 

OpenPose. b) The blue hand contains many erroneous joint locations. The confidence score of each 

keypoint is represented by the size of the node. Hand centroids (represented in green) are calculated 

using confidence scores, which offer an accurate estimation of hand centres. 
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Where HGt is a hand centroid at time t 

Weighting each keypoint in this way minimises the effect of the erroneous hand keypoints 

discussed in Chapter Four. Figure 5-4 illustrates the estimated hand and body pose from an 

image where the position of the right hand (plotted in blue) has been estimated incorrectly. 

The confidence score of each keypoint is represented by the size of the node. As illustrated 

in Figure 5-4, it can be observed that the erroneous hand keypoints tend to have much 

lower confidence scores than correctly estimated keypoints. Despite many incorrect 

keypoints in the right hand, both hand centroids (marked in green) are in a realistic 

location.  

The signals from all four distance parameters are normalised with centre 0 and standard 

deviation 1 to remove differences between the size of hand movements. Additionally, 

signals are smoothed with a Savitzky-Golay filter (with polynomial order 3 and window 

length 17) to smooth the data and remove noise. A Savitzky-Golay filter was selected due 

to its ability to smooth noisy signals with large frequency spans whilst maintaining the 

shape and height of the waveform peaks [304] that are indicative of agitated movement.  

 

Figure 5-4 Signals captured during clapping. Four subjects clapping in different ways 

produce different signals. Distance parameter is Euclidean wrist. 
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Even when reduced to a single parameter, there can still be large variations between the 

signals obtained from the same type of movement. Figure 5-4 shows the Euclidean wrist 

signals generated by four subjects clapping at 30 rpm for twelve seconds (one clap every 

two seconds). The distance between the wrists increases and decreases as the subjects 

move, with claps occurring at local minima – the point at which hands are closest together. 

Differences in the rhythm of each subject’s movements can be observed in the signals: 

Subject A claps regularly, creating a smooth wave signal; Subject B awaits each clap with 

hands apart; Subject C rests with hands together between each clap; and Subject D displays 

jerky movements, possibly caused by anticipating the metronome beat too early. However, 

despite differences in the signals, it is possible to identify visually each clap in all four 

signals (as well as identifying double-claps by subject D at approximately 3 and 11 

seconds). The exact time of each clap can be verified with the original video. Whilst DTW 

and HMM models could detect patterns in the regular claps of Subject A, they are likely to 

be less successful in dealing with the variations in the other sequences. However, as we 

discuss in the next section, peak detection can be used to count the claps for all subjects.  

5.3.3 Peak Detection  

Using Subject A’s Euclidean wrist clapping signal, we demonstrate how peak detection can 

enable repetitive movements to be counted in Figure 5-5. The MATLAB findpeaks 

function [305] is used to locate local minima in the signal which are created when the 

hands move together to form a clap. A description of the MATLAB findpeaks function is 

included in Appendix F. Firstly, the original signal, shown in Figure 5-5a is negated so that 

claps occur at wave peaks, as in Figure 5-5b. Since hand movement is not always smooth 

and findpeaks returns all the local maxima of the signal, multiple non-clap local peaks may 

be detected, as shown in Figure 5-5c. 

Peak detection can be optimised by tuning hyperparameters to ignore unrealistic peaks. 

Three hyperparameters are used: minimum peak prominence may be set to ensure that only 

distinct peaks are selected; minimum peak height may be set to disregard peaks below a 

threshold; minimum peak distance may be set to disregard peaks that are too close together. 

Whilst other authors have based hyperparameters on physiological evidence about specific 

body movements, [253], [259], as the hand movements in our dataset are not pre-
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determined, it is not evident in advance how hyperparameters should be set. Therefore, a 

grid search is used to tune the hyperparameters with the training data. The search areas, 

given in Table 5-1, are based upon the standardised distance of keypoint movement. 

Hyperparameters were tuned separately for the four distance parameters for each of the five 

repetitive hand movements. After setting the hyperparameters, the remaining peaks 

identified as claps are shown in red in Figure 5-5d. The optimised parameters are listed in 

Section 5.4.1. 

Figure 5-6a shows the claps detected using the tuned peak detection models for the four 

sequences of Figure 5-4. All six claps of each subject are identified correctly. However, an 

additional six peaks are incorrectly identified as claps for Subject D. When clapping at a 

 

Figure 5-5 Process of detecting of claps using peak detection algorithm: (a) The original 

signal (b) Negated signal. c) All local peaks identified d) parameters allow individual claps to be 

detected. Distance parameter is Euclidean wrist. 

PARAMETER UNITS SEARCH 

AREA 

MINIMUM PEAK PROMINENCE distance parameter 0:0.2:2 

MINIMUM PEAK DISTANCE frames 10:20 

MINIMUM PEAK HEIGHT distance parameter -0.5:0.1:0.5 

Table 5-1 Grid Search Parameters for tuning peak detection algorithm 
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higher speed, as in Figure 5-6b, the claps are more distinctive, and no claps are identified 

falsely. However, claps are missed for Subject B, clapping at 90rpm, when the peaks of 

claps occurs at the start and end of a sequence. 

5.3.4 Measures of Accuracy 

Intensity is assessed according to the number of repetitions of a movement within each 

twelve-second sequence. As illustrated for Subject B in Figure 5-6b, counting the exact 

number of repetitions can be problematic when sequences contain partial movements. 

Therefore, range intensity is used to determine whether the category of intensity of a 

sequence has been correctly predicted. Repetitions are considered to be correctly counted if 

the number of detected repetitions falls between a range whose boundaries are determined 

by the metronome’s speed. Range boundaries are listed in Table 5-2. Range Accuracy, RA, 

is therefore calculated to be: 

𝑅𝐴 = (
𝑇𝑃𝑅

𝑇𝑃𝑅 + 𝐹𝑁𝑅
) × 100 

Equation 5-6 

Where TPR and FNR are the number of sequences predicted True Positive and False Positive 

respectively using Range Accuracy. 

A second measure of accuracy, personalised intensity is used to assess the ability of the 

model to differentiate between a participant’s movement at different speeds. As with range 

intensity, the model used for predicting personalised intensity is not trained with subject 

specific data. Personalised boundaries are based upon the average number of repetitions 

 

Figure 5-6 Detection of claps by different subjects and at different speeds (a) 30 rpm and (b) 

90 rpm. The distance parameter used is Euclidean wrist. 



Chapter 5: Automatic Recognition of the Intensity of Repetitive Hand Movements 

 

125 

detected at each intensity and are reset for each activity and participant. An intensity is 

detected correctly when the number of repetitions detected falls between two boundaries 

determined independently for each participant. The lower boundary is the mean number of 

repetitions detected for sequences for which the correct intensity is one category slower 

than the correct intensity of the examples being considered. The higher boundary is the 

mean number of repetitions detected for sequences for which the correct intensity is one 

category faster than the correct intensity of the examples being considered. Criteria for 

determining the personalised boundaries are set out in Table 5-2. 

𝑃𝐴 = (
𝑇𝑃𝑃

𝑇𝑃𝑃 + 𝐹𝑁𝑃
) × 100 

Equation 5-7 

Where TPP and FNP are the number of sequences predicted True Positive and False Positive 

respectively using Personalised Accuracy. 

Whilst range accuracy is the more stringent measure of accuracy, personalised accuracy 

measures differences between levels of agitation in an individual. Range accuracy is used 

during the grid search to set the hyperparameters, whilst personalised accuracy is reported 

in all the test data results. 

5.3.5 Test Protocol 

We used the proposed pipeline shown in Figure 5-1 to classify the type of repetitive hand 

movement and assess differences between the intensity of repetitive hand movements on 

our test dataset of 5 participants. Using the method proposed in Chapter Four, skeletal 

CATEGORY OF 

INTENSITY 

RANGE BOUNDARIES PERSONALISED BOUNDARIES 

SLOW  reps < = 8 reps < mean reps for medium 

MEDIUM  8 < reps  < = 12 
mean reps for slow < reps < mean 

reps for medium fast 

MEDIUM FAST  12 < reps  < = 16 
mean reps for medium <reps < mean 

reps for fast 

FAST  reps  > 16 Mean reps for medium fast <reps 

Table 5-2 Boundaries for categories of  range and personalised intensity. 

reps = number of repetitions of a movement detected within a 12-second sequence. 

mean reps = mean number of repetitions detected for an individual participant demonstrating a  

specified type of movement at an intensity. 
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poses were extracted from the test dataset. Each twelve-second sequence was reduced to 

nine discriminative poses to enable the type of hand movement to be classified using 

NBNN. Finally, the intensity of repetitive movements was assessed via peak detection 

using distance measures determined according to the sequence’s predicted classification. 

Personalised accuracy was used to assess the ability of the model to classify movements of 

different intensities. 

5.4 Results and Evaluation 

The first part of this section presents the optimised peak detection hyperparameters and 

distance parameters for the five hand movements that were obtained by a grid search of the 

training data. The second part of the section presents the classification accuracies for 

assessing the type and intensity of unknown types of repetitive hand movements from the 

test dataset using the pipeline presented in Figure 5-1. Finally, the effectiveness of 

classifying the type of movement before assessing the intensity of a repetitive movement is 

considered by comparing the proposed approach with other models. 

5.4.1 Optimised Parameters 

Hyperparameters were tuned by a grid search separately for each class of hand movement 

and distance parameter using sequences from the training dataset. Table 5-3 contains the 

tuned hyperparameters with both the range and personalised classification accuracies given 

for each set of parameters. The optimised parameters with the highest range accuracies for 

each type of repetitive hand movement in the test dataset, highlighted in bold, are used in 

Section 5.4.2 to assess the intensity of sequences from the test dataset.  

Whilst high range accuracies were obtained by tuning the parameters on the training data 

for clapping and rubbing, the accuracy for detecting the intensity of wringing and 

scratching was much lower. Personalised accuracies were higher than range accuracies for 

all hand movement types, indicating that although counting the exact number of repetitions 

of some hand movements, such as scratching or wringing, can be problematic, differences 

in the intensity of an individual’s behaviour can be detected for all types of hand 

movement. The hand centroid and horizontal wrist parameters did not perform best for any 
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of the five types of repetitive hand movement and so were not used with the test data in the 

final model. 

In addition to the average accuracies given in Table 5-3, the violin plots in Figure 5-7 

provide a visual comparison of the number of repetitions detected for each type of hand 

movement and intensity when different distance parameters are used. A violin plot is a 

hybrid of a box plot and a kernel density plot used to visualise the distribution of numeric 

data [306]. The width of each violin represents the distribution of detected repetitions. The 

white points  represent the  median number of repetitions at each intensity.  The violin plots 

reveal that the number of detected repetitions increases as the true intensity increases, 

illustrating  that differences  between the speed of repetitive movements  have been 

 DISTANCE 

PARAMETER 

HYPERPARAMETER: MINIMUM PEAK % ACCURACY 

 PROMINENCE DISTANCE HEIGHT RANGE PERSONALISED 

C
L

A
P

 

Euclidean wrist 0.8 10 -0.65 97.1 99.2 

Horizontal wrist 1 10 -0.9 95.4 98.8 

Vertical wrist 0.8 17 -0.9 66.3 86.7 

Hand centroid 0.6 10 -0.85 96.3 88.6 

P
IC

K
 

Euclidean wrist 0.4 10 0 61.7 89.2 

Horizontal wrist 0.6 10 -0.5 75 92.1 

Vertical wrist 0.5 11 -0.2 75 94.2 

Hand centroid 0.4 10 -0.3 62.5 83.8 

R
U

B
 

Euclidean wrist 0.8 10 -0.5 87.9 95 

Horizontal wrist 0.6 11 -0.1 87.1 90 

Vertical wrist 0.6 10 -0.5 88.3 94.6 

Hand centroid 0.8 13 0 85 92.1 

S
C

R
A

T
C

H
 Euclidean wrist 0.4 10 -0.5 58.3 72.5 

Horizontal wrist 0.2 10 -0.5 52.1 65.4 

Vertical wrist 0.4 10 -0.5 57.9 80.4 

Hand centroid 0.4 11 -0.2 57.1 71.3 

W
R

IN
G

 Euclidean wrist 0.4 10 -0.4 48.8 86.7 

Horizontal wrist 0.4 11 0 37.1 58.8 

Vertical wrist 0.4 14 -0.5 40 82.5 

Hand centroid 0.8 19 -1 46.3 82.9 

Table 5-3 Tuned peak detection hyperparameters for proposed model determined using grid 

search with range accuracy. 
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detected. However, there are many sequences for which the predicted number of repetitions  

 
 

Figure 5-7 Violin plots illustrating the number of repetitive hand movements detected at the 

different intensities using each distance parameters Repetitions detected is shown on the left axis, 

and the categories of range intensities (slow, medium, medium-fast, and fast) are on the right. 
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differs significantly from the number of repetitions expected. The violin plots illustrate why 

high personalised accuracies can be achieved for sequences with low range accuracy.  

5.4.2 Measuring Intensity when the Type of Movement is Unknown 

This section reports the accuracy for assessing both the type and intensity of sequences of 

repetitive hand movement from the test dataset. The test dataset contains 400 twelve-

second sequences of repetitive hand movement from five subjects, who each demonstrated 

the five different repetitive hand movements, at four different speeds, four times.  

Proposed Model: Following the proposed pipeline given in Figure 5-1, the type of 

movement is classified first using NBNN with discriminative poses. This step enables the 

class-specific parameters to be used to assess the intensity of the movement. Classification 

 

Figure 5-8 Classification of the type and intensity of repetitive and movements using the 

proposed model (Confusion Matrix). Results from the unseen test dataset using parameters learnt 

from the training dataset. Each of the five types of hand movement was demonstrated four times 

at each intensity by five test subjects. An overall personalised accuracy of 72.75% was obtained 

for the classification of type and intensity of movements.  
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results are given in confusion matrices. Figure 5-8 shows that 75.25% of sequences were 

classified correctly according to type and intensity. Figure 5-9 breaks down the results 

showing that whilst only 80% of hand movements were correctly identified, 92.5% of the 

personalised intensity classes were correctly predicted. 

Ablation Studies: As the type of movement was predicted incorrectly in 20% of the 

sequences, we explored the effect that knowing the type of movement has on the model’s 

ability to detect differences in intensity by comparing models built under three different 

scenarios. In the first scenario, we assume that the type of hand movement was known. The 

class-specific parameters, which were tuned on the training data and presented in Table 

5-3, were assigned to each sequence according to the ground truth labels. In the second 

scenario, we assume that the type of movement is not relevant for measuring intensity, 

creating a generic model suitable for all types of hand movement. The classification step 

was omitted, and Euclidean wrist was used for the distance parameter. The Euclidean wrist 

parameter was selected for use in the generic model as it embodies both horizontal and 

vertical wrist movements. Hyperparameters were set following a grid search of the entire 

training dataset and are given in Table 5-4. In the final scenario we assess whether instead 

of using class-specific parameters, more effective parameters can be learnt by clustering 

similar types of movement. The sequences of the nine discriminative poses from the 

 

  

Figure 5-9 Breakdown of the classification of the type and intensity of repetitive and 

movements using the proposed model (Confusion Matrices). Results from the unseen test dataset 

using parameters learnt from the training dataset. Each of the five types of hand movement was 

demonstrated four times at each intensity by five test subjects. 80% of the actions and 92.5% of 

the personalised intensities were classified correctly. 
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training dataset were concatenated into a single feature vector (of length 828) and 

partitioned into five clusters using k-means clustering with the squared Euclidean distance 

metric. The distribution of the clusters is shown in Figure 5-10. A grid search of the 

training data was used to optimise the distance parameter and hyperparameters for each 

cluster. The optimal parameters are given in Table 5-4. Vectorised sequences of 

discriminative poses from the test dataset were assigned to clusters using nearest centroid 

classification. Cluster specific parameters were then used to classify the intensity of 

repetitive hand movement in sequences from the test datasets. 

The accuracy of our proposed model and the three models built under the different 

scenarios are reported in Table 5-5. Whilst similar range and personalised accuracies were 

achieved for all four models, our proposed model obtained the highest range and 

 DISTANCE 

PARAMETER 

HYPERPARAMETER: MINIMUM PEAK % RANGE 

ACCURACY  PROMINENCE DISTANCE HEIGHT 

GENERIC Euclidean wrist 0.4 12 -0.5 55.8 

C
L

U
S

T
E

R
 1 Horizontal wrist 1 10 -0.9 72.6 

2 Horizontal wrist 0.2 14 -0.4 68.4 

3 Euclidean wrist 0.8 15 -0.9 96.8 

4 Horizontal wrist 0.2 12 -0.5 72.7 

5 Vertical wrist 0.6 14 -0.7 66.3 

Table 5-4 Tuned peak detection hyperparameters for generic and cluster model were 

determined by grid-searches using the range accuracy. 

 

 

Figure 5-10 Training data clustered into similar types of movement. K-means was used to 

cluster sequences of discriminative poses. The bars illustrate the distribution of the different types 

of hand movement between clusters. The clusters were used to tune parameters for assessing the 

intensity of repetitive hand movements. 
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personalised accuracies. Of the remaining three scenarios, the generic model performed the 

best (90.75%), misclassifying only seven more sequences than our proposed approach. The 

slightly higher accuracy achieved using the predicted class labels rather than the ground-

truth labels may suggest that the characteristics of the movement, summarised by 

discriminative poses, are more informative for measuring intensity than the actual ground-

truth labels themselves. However, the clustered model, which obtained 90% accuracy, 

peformed less well than the proposed approach, suggesting that the type of movement is 

relevent to assessing intensity. 

Figure 5-11 shows similar trends in accuracy for all the the models for the different types of 

repetitive movements and different subjects. Clap, pick, and rub are the movements for 

which differences in the intensity can be most accurately identified, whilst scratch is most 

frequently missclassified. The models all achieved similar levels of accuracy for each 

MODELS 
% RANGE 

ACCURACY 

% PERSONALISED 

ACCURACY 

PROPOSED 79.25 92.50 

KNOWN 76.75 88.50 

GENERIC 76.75 90.75 

CLUSTER 77.75 90.00 

Table 5-5 Accuracy of models assessing the intensity of repetitive hand movements  

 

 

Figure 5-11 Intensity of repetitive movement: comparisons of personalised intensity 

accuracy between types of movement and subjects. left) types of repetitive movement and 

right) test subjects. The combined accuracy for all 400 sequences of the test dataset is given, 

for all the models except the training data, where accuracy is given for the 1200 training 

sequences from which the proposed model was tuned. 

 

 



Chapter 5: Automatic Recognition of the Intensity of Repetitive Hand Movements 

 

133 

subject. For example, all the models correctly classified the intensity of every sequence of 

Test Subject 1’s behaviour; and performed worst for Test Subject 5 compared with the 

other test subjects. The similar levels of accuaracy obtained for each participant by the 

different models is caused by the way in which the actions were demonstrated – whilst 

some subjects moved rhythmically ensuring that their hands were always clearly visable to 

the camera, other subjects were either less regular in their repetititions or less aware of the 

camera.  

5.5 Discussion and Conclusion 

We have proposed a model for monitoring the intensity of repetitive hand movements, 

based upon first classifying the type of movement in a sequence and then counting 

repetitions of the hand movement via peak detection algorithm with class-specific 

parameters.  

We have demonstrated that whilst counting individual repetitions can be problematic, our 

approach can detect differences in the intensity of a subject’s movement. Some of the 

difficulties in counting individual repetitions of actions are caused by differing 

interpretations of what constitutes a single repetition. For some activities, the count is 

obvious. For example, a push-up is counted each time the head, shoulders and torso are 

raised above a threshold (a push-up is not counted when the body is lowered to the ground). 

Conversely, a step-counter counts each stride of both feet, so that two steps are counted for 

each complete cycle of the movement (right-left-right is one cycle but two steps). Although 

there is a clear precedent for what constitutes a step, push-up or clap, there are no protocols 

for counting hand wringing, rubbing, scratching or picking. This lack of definition in what 

constitutes a repetition has led to some participants performing twice as many hand 

movements as others, which explains why a low range accuracy does not preclude a high 

personal accuracy. This issue could have been avoided by providing participants with a 

precise definition of what constitutes a single repetition. However, this would have also 

reduced variation in how actions were demonstrated, making the dataset less realistic. 

Similarly, some participants changed hands mid-sequence because they were not instructed 

to perform actions with a specific hand. Although our approach of using the distance 

between the wrists to assess intensity ensures that movement in both hands is captured, 
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changing hands affects the signal's amplitude, altering the threshold by which repetitions 

can be identified. 

We have shown that classifying the type of activity before assessing the intensity of 

movement can increase accuracy slightly by enabling specific distance measures to be 

selected for each activity. However, as the accuracy did not increase significantly, further 

experiments with more data are needed to confirm whether increases in accuracy caused by 

including the classification step are statistically significant. Additionally, whilst we have 

demonstrated that non-subject-specific parameters can assess intensity, tuning the 

parameters to individual subjects may improve accuracy.  

In this and the previous chapter, which contain the first studies to focus on agitated hand 

movements, we have proposed approaches to automatically recognise different types of 

repetitive hand movements and monitor the intensity of the movements from video-based 

keypoint data. However, our experiments so far have focused on pre-segmented sequences 

containing a single type of behaviour. The following chapter proposes a method to segment 

streamed skeletal sequences into sub-sequences of a single type of behaviour. Together 

with the classification and intensity models already proposed, the automatic segmentation 

of streamed data will provide the basis of a system that can provide continuous, automatic 

monitoring for agitated behaviour.  
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Chapter 6  

 

Detection of Repetitive Hand Movements 

 

6.1  Introduction  

The previous chapters have demonstrated that hand and body pose extracted from video 

can be used to assess the type and intensity of agitated hand movements. However, the data 

used in these experiments was pre-segmented into sequences containing a single type of 

behaviour, focusing on recognising the type and assessing the intensity of agitated 

behaviour rather than detecting agitation. In a real-world scenario, a system must detect 

agitation from a continuous data stream containing a range of activities and behaviours. 

This chapter demonstrates a near-real-time approach for agitation detection from keypoint 

models involving automatic data segmentation. The method of automatically partitioning 

data streams into sequences containing similar types of movement is presented. 

Additionally, new methods are proposed to clean predicted body and hand keypoints that 

address the issue of erroneous pose estimations caused by occlusion. Although no hand 

pose estimation models currently provide real-time hand keypoints, the rapid advancement 

in pose estimation, inspires us to assume that real-time hand keypoint detection will shortly 

become reality. 

6.2 Background 

A literature review has revealed three studies, BESI [63], DAAD [68] and Kintense [208], 

that propose systems to automatically detect agitation from streamed data. The three studies 
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all approach agitation detection as a binary classification problem, using sliding windows 

to segment the data stream before classifying each segment as agitated or not. However, 

using a fixed-sized sliding window to segment streamed data makes labelling problematic, 

as segments may contain a range of behaviours. Since accurately labelled training data is a 

prerequisite for data driven classification approaches, this is likely to negatively impact 

upon the model's accuracy. 

The lack of realistic agitation data and accurately labelled datasets makes training models 

to detect agitation challenging. Collecting examples of agitated behaviour from people with 

dementia is challenging due to the ethics of working with vulnerable people and the 

infrequency of agitated episodes. Additionally, obtaining accurate timeframes for each 

episode is problematic as the person responsible for annotating the data is typically the 

carer who must prioritise patient care above other tasks. This section evaluates methods for 

temporal segmentation and cleaning pose estimation keypoints. It then reviews methods 

used by the agitation detection models to segment data.  

6.2.1 Review of approaches for Segmentation of Activity Recognition 

Data 

Although most applications for activity recognition require actions to be detected from a 

continuous data stream, most activity recognition models assume pre-segmented sequences. 

Temporal segmentation is the process of partitioning a data stream into discrete sequences. 

When activities last for a pre-determined amount of time temporal segmentation is 

straightforward. However, it becomes more challenging if the duration of the activities 

vary. Segmenting a data stream into suitable sequences is additionally difficult when 

actions do not have a clear start or finish point or contain periods of transitional movement 

between activities. Despite these challenges, accurate temporal segmentation, where 

observations are accurately labelled and contain a single type of movement, can improve 

the accuracy of supervised machine learning models [307].  

The simplest way to partition sequences is to use sliding windows. Basic sliding windows 

provide a low-cost approach to segment streamed data by partitioning the data into 

consecutive discrete units of the same length. Sliding windows have two variables: size (the 
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length of the window) and step (the amount that the window is advanced between slides). 

However, since sliding windows segment data without reference to its content, a window 

may contain multiple activities, or conversely, part of a longer activity.  

Temporal segmentation can be online or offline, restricted to sequences containing a single 

feature or extended to multiple variables. Offline temporal segmentation identifies 

changepoints in sequential data retrospectively. A widely used offline approach is Binary 

Segmentation [308]. Binary Segmentation selects a potential changepoint where a sequence 

is partitioned into two regions, such that there is minimum variation within the distribution 

of each region. If the difference between the two regions is above a threshold, the sequence 

is split into two. The procedure is repeated on each subsequence, iteratively splitting 

sequences until no more changepoints are identified. A cost function with a penalty term is 

applied for each additional subsequence to prevent overfitting. However, whilst Binary 

Segmentation is computationally efficient, it does not necessarily identify the optimal 

changepoints [309], and is only suitable for offline approaches.  

The Segment Neighbourhood algorithm [310], another offline temporal segmentation 

approach, optimises the search for multiple changepoints using dynamic programming to 

search the entire sequence. Although this approach produces optimal segmentation, it does 

so at a significantly higher computational cost than Binary Segmentation. A more efficient 

method to optimise the detection of multiple changepoints is the Pruned Exact Linear Time 

algorithm (PELT) [309]. PELT uses a pruning step within the dynamic program removing 

the need to search the entire sequence for the optimal changepoints on each iteration. 

Unlike Binary Segmentation, both Segment Neighbourhood and PELT require knowledge 

of the expected number of changepoints – an unknown parameter in many real-life 

situations. 

Online segmentation aims to divide time-series data into discrete segments in near real-

time. The Cumulative Sum algorithm (CUSUM) [311] sequentially calculates changes in 

the mean of a distribution, identifying changepoints as the point where the sum of changes 

exceeds a threshold. CUSUM is widely used for online change detection in many fields, 

including health, where it has been used to detect changes in electrocardiogram signals 

[312], and finance, where it is used to predict market volatility [313].  



Chapter 6: Detection of Repetitive Hand Movements 

 

138 

Although sliding windows cannot capture temporal change, they can be used as a starting 

point for dynamic segmentation by enabling offline segmentation techniques to be used 

within each window. Jain et al. used sliding windows in the first step of a two-step process 

to locate abrupt changes in the distribution of a data stream [314]. In the first step, a 

potential changepoint is identified within the window using Binary Segmentation to divide 

the sequence into the two subsequences with the most different distributions. In the second 

step, hypothesis testing determines whether the subsequences are significantly different. 

Where the differences between the distributions are deemed significant, the point is 

determined to be a changepoint. Jain et al.'s approach has been expanded to multiple 

variables by Patterson et al. [315]. The advantage of these hybrid approaches is that in 

addition to being suitable for online data segmentation, unlike CUSUM, they do not rely on 

knowledge of the underlying distribution of the data. Ni et al. [316] demonstrated that the 

two-step approach using sliding windows and hypothesis testing could dynamically 

segment activity sequences of variable duration. 

Low cost, online temporal segmentation which does not rely on prior knowledge of the 

distribution of the data is a crucial component for providing ongoing behavioural 

monitoring. By reducing movement to a single variable (such as from an IMU sensor or 

single dimension of a keypoint), sliding windows with change point analysis offer a 

computationally efficient approach to temporal segmentation. 

6.2.2 Review of approaches for cleaning Pose Estimation Keypoints 

Although clean data is vital for most machine learning processes, a significant proportion of 

published keypoint based activity recognition models do not mention cleaning or 

smoothing keypoints [143], [131], [140]. This lack of attention to data cleaning is likely 

because most pose-based activity recognition uses data captured by the Kinect sensor, 

which automatically smoothes data, ensuring that any missing values are imputed. As 

discussed in Chapter 3, in addition to the inbuilt smoothing, some Kinect based approaches 

have applied additional smoothing, using filters such as Gaussian [129] and Savitzy-Golay 

[136] to remove noise from keypoints. However, no studies have explored the impact of 

additional smoothing on Kinect keypoints. 
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Unlike Kinect, most open-source video-based pose estimation algorithms, such as those 

used by OpenPose [107] and MediaPipe [110], provide frame-based pose estimation where 

the keypoints in each frame are estimated without reference to adjacent frames. However, 

even for video-based approaches, the lack of keypoint cleaning and smoothing is notable. 

Uncleaned OpenPose body keypoints have been used for several applications, including 

assessing correct posture in push-ups [249], yoga [19] and measuring jump heights [269]. 

In these experiments, the subjects were aware of the need to provide the camera with an 

unobstructed view of the activity, reducing the chances that body parts were obscured or 

outside the camera's field of view. These examples suggest that, within controlled 

environments, missing or inaccurate body keypoints are not common.  

Whilst several activity recognition models based on 2D body keypoints have been 

published [165], [249], [19], papers using 2D hand keypoints are less common. This may 

be due to hand keypoint estimation algorithms being developed more recently than body 

pose detection. However, it may also be because of the lower accuracy of hand keypoint 

detection algorithms. Lui et al. created a body and hand keypoint estimation algorithm to 

measure the extent of Bradykinesia [259]. Whilst the system was able to diagnose 

Bradykinesia with reasonable accuracy, it was observed that most incorrect diagnoses were 

caused by inaccurate pose estimation. To improve the accuracy of hand keypoints used for 

assessing Bradykinesia, Pang et al. retrained the OpenPose hand keypoint model [116] 

under controlled conditions. A well lit and constant background was ensured by recording 

the hand inside a uniformly painted box with strip lighting. Additionally, participants were 

asked to place their hands in a prescribed location within the box. The classifier was trained 

to diagnose Bradykinesia using 3D keypoints created by triangulating two sets of 2D 

keypoints obtained from cameras set at different angles [261]. 

The automatic generation and interpretation of sign language is an emerging field of 

research that requires accurate skeletal body and hand poses. Zelinka et al. [317] proposed a 

method to automatically correct keypoint errors and interpolate missing parts into skeletal 

models created by OpenPose. Backpropagation was used to raise sequences of skeletal 

models from 2D to 3D, with bone length used as an invariant feature to identify and correct 

sequential errors.  
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Difficulties in obtaining accurate skeletal hand models are not only confined to approaches 

using a single sensor. The How2Sign dataset [318] contains 3D skeletal hand and body 

poses extracted from data captured in the Panoptic Studio [319] using multiple cameras. A 

study of the How2Sign dataset observed that even with cameras capturing hand gestures 

from numerous angles, a significant number of frames were missing large numbers of 

keypoints [183]. Analysis of erroneous keypoints revealed that the proportion of missing 

hand keypoints significantly exceeded missing body or face keypoints. The authors 

hypothesised that the higher prevalence of missing hand keypoints could be due to the 

speed of hand movements and the likelihood of occlusion. It was also noted that hand 

keypoint confidence scores were generally higher than those for body keypoints. Two 

approaches were proposed to correct keypoints: physiological constraints such as bone 

length can be used to identify incorrect keypoints, whilst missing keypoints can be imputed 

using the confidence scores of keypoints from adjacent frames.  

Despite the challenges involved in capturing hand movement for medical assessments or 

sign language recognition, subjects can be expected to ensure that relevant body parts 

remain visible to the sensor. Additionally, Pang et al. [251] demonstrated that controlled 

environments can facilitate accurate keypoint capture. However, for an agitation detection 

system to work effectively, subjects must be monitored in their home environment without 

being constantly reminded that their movements are being recorded. Subjects will not 

always be directly facing the sensor or may be partially obscured. These environmental 

differences will result in significantly noisier data than would be expected for most other 

uses of hand pose data. Therefore, unlike most activity recognition tasks, which use pre-

segmented sequences of a single activity demonstrated directly in front of a sensor, our 

system must provide ongoing monitoring for prolonged periods and cope with large 

amounts of inaccurate or missing keypoints. 

6.2.3 Detection of Agitated Behaviours 

Three systems that have detected agitation from continuous data are reviewed. As 

discussed in Section 2.7, DAAD [68], [221] and BESI [63], [222], [220], [216], [320], 

[234] captured movement from people with dementia using IMU sensors embedded in 

smartwatches, whilst Kintense [208] extracted 3D skeletal poses captured by a Kinect 
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sensor from healthy volunteers. In addition to using data from people with dementia, data 

from healthy volunteers was used in a DAAD preliminary study [221]. All three systems 

use sliding windows to segment data before classifying behaviour. 

Kintense [208] classifies large, aggressive behaviours such as hitting, kicking and pushing. 

The Kintense dataset primarily contains data from 19 healthy volunteers demonstrating 

agitated behaviours in segmented sequences for activity recognition. However, the dataset 

also contains manually annotated sequences of continuous data from two subjects 

containing both agitated and non-agitated behaviour. The authors created three types of 

features from the estimated pose: normalised vectors to describe upper arm and thigh 

bones, angles at the elbow and knee, and the plane on which the arm rests. These features 

are concatenated together to create a 22-element feature vector for each frame. Kintense 

uses a sliding window to segment the features into windows of a fixed size. A movement 

detector identifies those windows with movement exceeding a pre-defined threshold. Only 

windows identified by the movement detector as containing activity are classified. 

Both BESI [63] and DAAD [68] collected data containing agitation from people living with 

dementia and relied on carers to label agitated episodes manually. The DAAD system, 

which used nursing staff to record agitation, only collected data during the daytime and 

used video recordings to verify staff observations. Conversely, the BESI system, which 

captured data continually over several weeks, relied on carers logging agitation on a 

smartwatch at the time of the episode.  

Like Kintense, both BESI and DAAD use sliding windows to segment the data stream into 

sequences of a uniform length. The two systems used similar features: BESI used 

statistical, frequency and energy features, whilst DAAD used statistical and frequency 

features created from each window. The systems differ as to the optimal window size: the 

authors of DAAD found that 1-minute non-overlapping windows produced the highest 

classification accuracies, whereas BESI divided the data stream into 20-minute non-

overlapping windows. The difference in window size may be due to the differing duration 

and levels of agitation experienced by the participants, which would suggest that the 

optimal window depends on the individual participant's needs. However, the window size 

may also reflect the amount of data collected by each project – the BESI project collected 
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continuously data over several weeks. In contrast, data from each DAAD participant was 

captured during the daytime over two weeks. The size of windows used by Kintense is not 

reported. 

BESI used multiple-instance learning (MIL) to mitigate potentially inaccurate segmentation 

and labels caused by incorrect labelling and data segmentation. MIL mitigates the 

possibility of training the model with incorrect labels by collecting observations with 

minimally accurate labels into bags and using the bagged observations to train the classifier 

[321]. MIL assumes that every positive bag contains at least one positive instance and that 

no negative bag contains any positive instances. 

All three systems have used sliding windows to partition the data stream into sequences of 

uniform length. The have also used non-deep learning classification algorithms: Kintense 

uses DTW distances as the kernel of an SVM, whilst the BESI systems used three variants 

of MIL, –iterative APR, SVM and Boost. DAAD uses SVM and tree models. 

Different to Kintense, DAAD, and BESI, in this study, we dynamically segmented the data 

stream into sequences of similar behaviour using an approach based upon the method 

proposed by Jain et al. [314]. The following section describes the data collection process 

and the dataset used in the experiments in this capture. 

6.3 Agitation Detection Dataset 

Several datasets containing hand movements were reviewed in chapter 2.4; however, none 

contained natural, non-gesture hand movements, repetitive hand movements or sequences 

suitable for agitation detection. Therefore, a small dataset was collected containing long 

video sequences in which subjects displaying mainly settled behaviour with agitated 

episodes. As in the repetitive hand movement dataset, repetitive hand movements represent 

sedentary but agitated behaviours. Unlike most activity recognition datasets, the sequences 

are unsegmented and have a range of different behaviours with transitional movement 

between activities. This section describes the data collection process and the dataset. 



Chapter 6: Detection of Repetitive Hand Movements 

 

143 

6.3.1 Data Collection 

Twenty healthy participants were recorded by an RGB video camera whilst watching TV. 

Each recording lasted for around 35 minutes, during which time the participants remained 

seated and periodically demonstrated various repetitive hand movements. The camera was 

set above the TV and directly facing the participant, approximately two metres away, 

capturing the whole of the participant's body. Video sequences were recorded using a 

Logitech c920 webcam with a pixel resolution of 1280 x 70 at 30 fps. The experiment setup 

is illustrated in Figure 6-1. 

Participants were asked to remain seated throughout the recording. As in the previous 

dataset, repetitive hand movements represent agitation. An audio alarm reminded 

participants every three minutes to demonstrate a repetitive hand movement for at least ten 

seconds. Five repetitive hand movements were performed: picking, scratching, rubbing, 

wringing, and clapping. The first four movements are indicative of common types of 

repetitive behaviours in people living with dementia [46]. Clapping - a clearly defined 

repetitive action - is included as a benchmark activity. The participants decided which 

movement to demonstrate on each occasion. For the remainder of the time, participants 

relaxed, watching TV. Whilst relaxing, although remaining seated, participants moved 

normally. Normal movements included rubbing their face, checking their phone, stretching, 

or blowing their nose. No participant sat completely still whilst relaxing. The researcher 

was in the room during the recording of twelve of the participants, inadvertently capturing 

some natural gesturing. Therefore, these twelve recordings were excluded from this 

 

Figure 6-1 Camera set up for collect of the agitation detection dataset: With a camera placed 

above the TV screen, the subject was recorded whilst seated, watching TV. The subject 

periodically demonstrates repetitive hand movements symptomatic of agitation. 
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experiment; only data from the eight participants who were alone for the entire recording 

were used. The study was approved by the relevant Ulster University Faculty Research 

Ethics Filter Committee. 

6.3.2 Data Annotation  

Each frame of the video data were manually annotated using the ELAN video annotation 

tool [322]. Whilst the aim of the data collection was to capture agitated and non-agitated 

behaviours, a variety of behaviours was captured. Subjects moved naturally whilst not 

demonstrating the repetitive movements, whilst the repetitive hand movements were 

demonstrated in a range of different ways. Therefore, instead of dividing the data into two 

classes: agitated or non-agitated, data were divided into four behavioural classes: settled, 

normal, small repetitive hand movements, and large repetitive hand movements. Small 

repetitive movements are defined as finger-only movements. They include using a mobile 

phone, changing television channels with a remote control, rubbing fingers, and small 

picking movements. A movement was only labelled repetitive if it lasted for ten seconds or 

more; shorter movements were labelled as normal. Conversely, large repetitive hand 

movements were actions that involved wrist movement, such as clapping and scratching. As 

each subject was free to perform the repetitive hand movements in their own way, the same 

type of repetitive movement could be labelled as small for one subject but large for 

another. Although the difference between the size of movements is incremental, dividing 

the behaviours into small and large repetitive movements was necessary to enable small 

movements to be detected. Movements involving the transition between different 

behaviours, or the subject repositioning, were labelled as normal. Behaviour was only 

labelled settled if it contained no movement significant enough to be annotated. 

6.3.3 Description of Dataset 

Nearly four hours of data were collected from the eight subjects. As illustrated in Figure 

6-2a, the dataset was highly unbalanced, containing mostly settled behaviour. Only a small 

proportion of the time captured involved repetitive hand movements. 
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Figure 6-2b shows the breakdown of behaviour for each participant, around 35 minutes of 

data were collected for each subject. Fewer data were collected from Subject 1 due to a 

reduction in the room's lighting after ten minutes, preventing pose estimation and 

annotation of frames. Figure 6-2c shows the time spent by each subject performing each 

 

Figure 6-2 Distribution of behaviours captured in the agitation detection dataset. 
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type of repetitive hand movement. In addition to demonstrating repetitive hand movements 

when prompted by the alarm, some subjects naturally carried out their own repetitive 

movements. For example, Subject 3 spent several minutes subconsciously rubbing their 

foot.  

An episode is defined as a period in which a subject continuously displayed a single 

behaviour. The probability frequency distribution in Figure 6-3a shows the duration of 

episodes. Most normal episodes, which mainly consist of transition movements, were very 

short, often lasting for less than a second. Conversely, as subjects tended to sit still for 

several minutes, settled episodes could last much longer. Although Figure 6-3a shows that 

most of the behaviour captured was settled and very little time was spent carrying out 

normal movement, Figure 6-3b shows that normal movement was the most frequently 

occurring episode. 

 

Figure 6-3 Duration of individual behaviours and total number of episodes in the agitation 

detection dataset. 
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6.3.4 Missing body and hand keypoints 

As with previous chapters, OpenPose is used to extract hand and body keypoints. Although 

OpenPose does not currently provide real-time hand keypoint detection, with the rapid 

advancement in pose detection, we assume that real-time hand keypoint will shortly be 

possible. Therefore, hand and body keypoints are extracted separately at the start of the 

experiment. 

 As highlighted in previous chapters, if a wrist keypoint is occluded and the pose detector 

 

Figure 6-4 Missing keypoints from the agitation detection dataset (a) by joint,  and (b) by 

subject and (c) mean confidence scores in the agitation detection datasets. 
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cannot estimate its location, OpenPose does not estimate keypoints for the associated hand. 

Conversely, if OpenPose estimates a wrist keypoint location, it will also estimate all 

corresponding hand keypoints, regardless of whether regions of the hand are occluded. As 

hand keypoints are often occluded from camera view, OpenPose regularly predicts the 

location of unseen hand keypoints, frequently resulting in unrealistic hand pose 

estimations. Examples of unrealistic hand poses are given in Figure 6-12.  

Figure 6-4 reports on missing keypoints and confidence scores. As shown in Figure 6-4a, 

Subjects 1 and 2 had the highest proportion of missing keypoints. Subjects 1 and 2 were 

recorded whilst seated in a chair with armrests that could obscure parts of the arm. The 

remaining six subjects were recorded sitting on a sofa. Figure 6-4b shows that the most 

frequently missing keypoint was the left wrist, likely caused by armrests on the seat of 

Subjects 1 and 2. Despite subjects 1 and 2 missing substantially more keypoints than other 

subjects, less than 0.5% of the body keypoints of any subject are missing. As noted earlier, 

a frame with a missing wrist keypoint will also automatically have missing hand keypoints 

in the associated hand. Figure 6-4c shows the mean confidence score of each body keypoint 

and average hand keypoint for all subjects. Hand confidence scores were significantly 

lower than body confidence scores. These findings are the opposite of those of the 

How2Sign dataset, which was captured with mocap sensors, where hand confidence scores 

were higher than body confidence scores [318], potentially indicating that multiple sensors 

are more important for locating hand keypoints than body keypoints. 

6.4 Method  

Detecting agitation from keypoint data involves data cleaning, segmentation, feature 

creation, and classification. A method for cleaning long sequences of keypoint data is 

proposed in Section 6.4.1. Next, Section 6.4.2 presents a novel approach for automatically 

segmenting streamed keypoint data. In order to demonstrate the effectiveness of the 

proposed method of automatic segmentation, two other methods of partitioning the data are 

described. Section 6.4.3 contains a description of the features used to represent each 

sequence. Finally, the classification approach used is described in Section 6.4.4. 
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6.4.1 Data Cleaning 

As discussed in earlier chapters, cleaning keypoints typically involves imputing missing 

values and smoothing data along the time dimension. In this study, only hand and upper 

body keypoints are considered. A three-stage process, illustrated in Figure 6-5, is used to 

clean keypoints, addressing the multiple causes of incorrect pose estimation. In Stage 1, 

wrist and hand keypoints are identified using a Hampel Identifier; outliers are removed and 

replaced by linear interpolation. Following Stage 1 cleaning, the data stream is segmented 

into sequences of 300 frames using the process described in Section 6.4.2. In Stage 2 

cleaning, a median filter smooths any remaining keypoint outliers from each segmented 

sequence. Finally, unrealistic hand poses are identified using four criteria in Stage 3. The 

following sections discuss the implementation of each stage of cleaning. 

6.4.1.1 Stage 1 Cleaning: outlier detection of continuous data streams 

Keypoint based activity recognition has, to date, focused on monitoring specific activities 

for short durations. However, capturing sedentary behaviour over extended periods with 

OpenPose has revealed a phenomenon that we describe as jittering. Jittering occurs when a 

keypoint is partially self-occluded, causing the algorithm to erroneously generate sequences 

in which a stationary limb appears to move. In our dataset, jittering happens when the 

subject has arms folded or when hands are clasped together. Hand and wrist keypoints that 

erroneously suggest movement are common due to the potential for their occlusion. 

Figure 6-6 shows an example of jittering. The plot shows the estimated horizontal location 

of a wrist keypoint over ten seconds. Although the subject is stationary with their arms 

folded throughout, the predicted wrist locations between frame a and frame c incorrectly 

suggest movement. Cleaning erroneous keypoints is essential as jittering is likely to result 

 

Figure 6-5 Pipeline for cleaning keypoint data 
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Figure 6-6 Example of jittering caused by erroneous wrist keypoints. The subject is sat with 

folded arms, however, incorrectly estimated keypoints can create a false impression of 

movement. Frames a and c contain accurate pose estimations, whereas the pose in frame b is 

incorrect. 

in a false prediction of agitation. However, as illustrated in Figure 6-6, when a keypoint is 

jittering, it can be unclear which is the correct keypoint location. The high proportion of 

erroneous keypoints during a period of jittering makes jittering keypoints especially 

challenging to clean. 

Wrist jittering was identified by Naoto et al. [182] whilst using OpenPose to capture natural 

hand gestures. It was observed that jittering occurred mainly when the subject held their 

hands together. The authors suggested that a threshold could prevent jittering by limiting 

the maximum distance a keypoint can move between frames. However, they observed that 

using a threshold in this way may result in small gestures not being identified.  

In this study, jittering keypoints are identified as outliers. Figure 6-7 contains a sequence of 

horizontal wrist locations where two short periods of jittering can be observed 8 and 10 

seconds from the start. In the plots, subject behaviour is denoted by the background colour: 

green for settled and red for repetitive hand movements. The horizontal coordinates of wrist 

keypoints are plotted in black. The most commonly used outlier detection approaches 
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consider outliers to be points that deviate more than three times the standard deviation from 

the mean. However, mean outlier detection is ineffective at identifying jittering due to the 

frequency of erroneous predictions. Figure 6-7b shows that no outliers were detected using 

a moving mean window.  

Different to the smoothing approaches normally used to clean keypoints, the Hampel 

Identifier [323] can be used to detect erroneous and jittering keypoints. The Hampel 

Identifier is robust for identifying outliers in time-series data using the median and median 

absolute deviation. It has been used to detect outliers in data from wearable sensors [324] 

and lasers [325]. Given a sequence x1,x2,x3,…,xn, and a sliding window of length 2k+1, the 

 

Figure 6-7 Comparison of Outlier Detection Methods. Window = 30 frames (1 second), σ = 

3. From top to bottom: a) Raw horizontal wrist location; b) No outliers were detected by the mean 

outlier detector. The area shaded grey denotes the region less than 3σ from the mean. Any points 

outwith this region  are considered to be outliers. c) 69 outliers were detected using the Hampel 

Identifer. The area shaded grey denotes the region less than 3σ from the median. d) Data cleaned 

using the Hampel Identifier. Outliers are removed and replaced using linear interpolation. The 

background colour represents the subject’s behaviour: green is settled, whilst red is demonstrating 

large repetitive hand movements. The red crosses indicate outliers. 
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median and the median absolute deviation (MAD) of the sliding window which is centred 

about point xi are calculated:  

𝑚𝑖 = μ{𝑥𝑖−𝑘, 𝑥𝑖−𝑘+1, 𝑥𝑖−𝑘+2, … , 𝑥𝑖 , … , 𝑥𝑖+𝑘−2, 𝑥𝑖+𝑘−1, 𝑥𝑖+𝑘} Equation 6-1 

𝑀𝐴𝐷𝑖 = μ{|𝑥𝑖 − 𝑚𝑖|} Equation 6-2 

The point xi is an outlier if:  

|𝑥𝑖 − 𝑚𝑖| > 𝜎𝑐𝑀𝐴𝐷𝑖 Equation 6-3 

where σ is the number of standard deviations away from the mean (usually σ is 3), and c is 

the constant, c=(
1

√2erfc−1(1
2⁄ )

) ≈ 1.48126, the unbiased estimation of the Gaussian 

distribution. An unbiased multiplier is used as it cannot be assumed that keypoint locations 

are normally distributed.  

Figure 6-7c illustrates the superiority of the Hampel Identifier over standard outlier 

detection approach based on mean values for identifying horizontal wrist jittering. The area 

shaded grey marks the threshold of 3σ outwith which points are considered outliers. 

Conversely, the Hampel Identifier, shown in the third plot, can locate jittering keypoints as 

outliers. The final plot, Figure 6-7d, shows the cleaned data, outliers identified by the 

Hampel identifier have been removed and replaced using linear interpolation of points from 

adjacent frames. Linear interpolation is preferable to using the median value used by the 

Hampel filter as it also smooths the keypoints. 

The Hampel identifier has two configurable parameters: the window size and σ, the 

decision threshold. The three-sigma rule suggests that 99.7% of data should fall within an 

interval of three standard deviations of the mean [326]; therefore, σ = 3, scaled by c, the 

unbiased estimation of the Gaussian distribution, can be considered a suitable decision 

threshold for outlier detection. The choice of window size, however, is less obvious. 

Although a window of 30 frames is sufficient to identify short periods of jittering, as shown 

in Figure 6-8, it is ineffective for sequences with prolonged jittering. A longer window is 

better able to identify outliers without falsely identifying non-outlier points. We determine 

the best window size for detecting agitation empirically. Using the process described in the 

remainder of this section (Section 6.4) to predict agitation and measure the model's 

https://en.wikipedia.org/wiki/Average_absolute_deviation
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accuracy, we determine the optimal window length for the Hampel Identifier using a grid 

search of windows between 25 and 600 frames long. Results shown in Figure 6-9 

demonstrate that a window size of between 200 and 400 frames is advisable. The 

requirement for a large window means that data cleaning using the Hampel Identifier is 

most effective for use with long, unsegmented activity sequences. 

 

Figure 6-8 Effect of window size on the Hampel Identifier. These plots demonstrate that a 

longerwindow is more effective for removing jittering. 
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Figure 6-9 Classification Accuracies when keypoints are cleaned using the Hampel 

Identifier with different size windows. 

 

Figure 6-10 Stage 1 Cleaning: removal of jitters from streamed data: The Hampel Identifier 

can detect erroneous keypoint movement (shown enlarged in the green box), whilst retaining 

genuine movement (red box). Subject behaviour is denoted by the background colour, with the 

combined wrist location plotted in black. 
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Figure 6-10  illustrates the capacity of the Hampel Identifier to detect jittering whilst 

retaining genuine movement. The upper plot shows raw horizontal wrist keypoints, whilst 

the lower plot shows the cleaned data. The background colour corresponds to the subject's 

behaviour: green represents settled behaviour, red represents repetitive movements, and 

blue represents normal behaviour. The enlarged zoomed-in boxes show the capacity of the 

Hampel Identifier to differentiate between jittering (green box) and genuine movement (red 

box). Whilst the Hampel Identifier found between 3 and 10% of the horizontal wrist 

keypoints in any  sequence to be outliers, there were only three prolonged periods of wrist 

jittering (lasting over 10 seconds) between all eight subjects, all of which were identified. 

Although all plots show only the horizontal location of the right wrist, the Hampel 

Identifier was used independently on both horizontal and vertical keypoint locations of all 8 

body and 42 hand keypoints. In addition to identifying erroneous keypoints, the Hampel 

Identifier detects missing keypoints, enabling body keypoints to be cleaned in one step. 

6.4.1.2 Stage 2 Cleaning: outlier detection of segmented sequences 

The hand's physiology makes hand keypoint estimation extremely challenging. The hand is 

relatively small compared to the whole body, with many keypoints close together and a 

complex skeletal structure that enables numerous different poses. Additionally, self-

occlusion or holding an object can partially obscure the hand from the camera's view. As a 

result, hand pose estimation models frequently produce erroneous or physically impossible 

poses. Moreover, despite the complexity of the hand, the OpenPose algorithm will estimate 

a hand pose from only a wrist keypoint, meaning that hand keypoints may be estimated 

even when the hand is fully occluded. Examples of physically impossible hand poses 

generated by OpenPose are given in Figure 6-12.  

Like body pose estimation, each hand pose is generated independently of other frames by 

OpenPose. Whilst long periods of wrist jittering are relatively infrequent, prolonged 

sequences of erroneous finger movement are common. Moreover, unlike wrist jittering, 

which affects a single keypoint in a limb, all 21 hand keypoints are vulnerable to jittering. 

Additionally, as the hand detector relies on the wrist to locate the hand, wrist jittering 

causes the hand keypoints also to move. The relationship between wrist jittering and 

erroneous hand movement is illustrated in Figure 6-11a, which shows the horizontal pixel 
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location of the right wrist and tip of the thumb over a 90 second period. The wrist location 

is plotted in black, whilst the tip of the thumb is plotted in blue. As with previous plots, the 

background colour represents the actual behaviour of the subject: whilst movement is 

expected during repetitive behaviour, the thumb and wrist keypoints should remain 

constant during times of settled behaviour.  

Whilst demonstrating that thumb keypoints jitter at the same time as the wrist keypoints, 

Figure 6-11a also shows the thumb jittering independently of the wrist. Figure 6-11b shows 

 

Figure 6-11 Stage 2 Cleaning: Removal of jitters from segmented sequences. The plots show 

the effect of the median filter on wrist and thumb keypoints: a) The predicted horizontal keypoint 

locations, background colour represented the actual behaviour of the subject. b) Stage 1 cleaning 

identifies erroneous keypoints using a Hampel Identifier and replaces them by linear 

interpolation. c) ten-second segments following Stage 1 cleaning. d) Stage 2 cleaning replaces 

outliers detected using a median filter. Although some erroneous keypoints remain in the settled 

sequence, correctly detected movement is retained in the sequence containing repetitive 

movement. 
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the result of Stage 1 cleaning where outliers have been detected using the Hampel Identifier 

and replaced with linear interpolation. Whilst Stage 1 cleaning has removed all the wrist 

jittering and the largest of the thumb jitters, many erroneous thumb keypoints remain, 

observed in the erratic thumb keypoint signal. Figure 6-11c provides a close up of 

segmented ten-second sequences of settled behaviour and repetitive movement following 

Stage 1 cleaning. 

Whilst Stage 1 cleaning uses the Hampel Identifier’s median filter which can adapt to 

changes in behaviour; Stage 2 cleaning assumes a single type of behaviour. Following 

segmentation into ten-second sequences of a single type of behaviour (discussed in Section 

6.4.2), a median filter was used to detect outliers that are more than three scaled MAD from 

the median (as set out in Equation 6-3). Whilst the Hampel Identifier is dynamic and 

employs a moving window to calculate the median for each datapoint, the median filter 

uses a static median for the entire sequence. Therefore, the median filter is ideal for 

detecting outliers in sequences containing a single type of behaviour. Figure 6-11d shows 

the sequences from Figure 6-11c following Stage 2 cleaning. Although outlier detection of 

Stage 2 has identified many erroneous thumb keypoints, several remain in the sequence of 

settled behaviour. However, importantly, the Stage 2 cleaning has correctly retained the 

movement of the repetitive behaviour.  

6.4.1.3 Stage 3 Cleaning: Removing unrealistic hand poses 

Previous studies [317], [318] have used the body’s physiology to create criteria for realistic 

hand and body poses for sign language interpretation. Bone length and keypoint angles 

were used to identify and correct erroneous hand and body keypoints extracted from 

images to create accurate hand poses. The 2D skeleton poses were first raised to 3D using 

bone length as an invariant feature throughout a sequence. Depth dimensions are helpful for 

correcting pose estimation when limb length is used due to the variety of possible 

movements in body joints. For example, the shoulder joint is a ball and socket joint that 

allows forwards, backwards, rotational, and sidewise movement. This range of movement 

enables arms to be rotated and moved in different ways leading to the impression of 

foreshortening or lengthening of the limb when viewed in only two dimensions.  
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Similar to approaches proposed by [317] and [318], our approach uses the physiology of 

the hand to create criteria for a realistic hand pose. In this study, however, rather than being 

interested in the exact hand or body pose, the focus is on the accurate assessment of 

movement in order to detect agitation. Particularly, as with removing jittering, the aim is to 

remove erroneous hand and finger movement whilst retaining genuine movement. 

However, unlike body keypoints, the depth dimension is unnecessary for cleaning hand 

keypoints. This simplification of the process is possible because hand joints (except the 

thumb) are hinge joints and restricted to straightening or bending, making it possible to 

construct a list of criteria that describe a 'reasonable' hand pose. Each 2D hand pose is 

assessed to ensure that it fulfils all the criteria. Any hand pose considered to be unrealistic 

is removed and imputed using linear interpolation from keypoints in adjacent frames. 

Whilst replacing removed hand poses by linear interpolation does not guarantee that the 

new pose is 'reasonable', it has the desired effect of eliminating erroneous movement 

between frames caused by occlusion.  

The four criteria used for identifying unrealistic hand poses are listed below and illustrated 

in Figure 6-12: 

• Crooked fingers: joints within a finger are bent in different directions, as shown in 

Figure 6-12a, where all four fingers are bent in different directions. 

• Small joint angles: joint angles of less than 10o are considered unrealistic. The red 

finger in Figure 6-12b has an unrealistic joint. 

• Multi-directional fingers: the direction of adjacent fingertips changes more than 

once. Figure 6-12c illustrates a predicted hand pose where the direction of the 

yellow, green, blue, and pink fingertips alternate. 

 
Figure 6-12 Stage 3 Cleaning: categories of unrealistic hand poses 
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• Unrealistic phalange length ratio: a phalange is more than three times the length of 

any corresponding phalange. The third pink phalange in Figure 6-12d is 

disproportionately longer than those in the other fingers. 

When a hand pose is determined to be unrealistic according to any of the four criteria, all 

the keypoints from the 'unrealistic' hand pose in that frame are removed and replaced using 

linear interpolation of the keypoints from adjacent frames. Dynamic information may be 

lost by interpolating missing data between the remaining poses, especially in sequences 

with many unrealistic hand poses. Therefore, interpolated keypoints are adjusted to track 

wrist movement. When all hand poses in a sequence are considered unrealistic, as may 

occur in sequences of settled behaviour, the first pose is replicated for every frame of the 

sequence, suppressing all hand movement. Suppressing movement during pre-segmented 

sequences of unrealistic poses is acceptable as prolonged periods of unrealistic poses will 

only occur when the subject is not moving. The act of moving will result in the hand being 

captured by the camera in different positions, enabling some realist hand pose estimations 

to be obtained and ensuring that some keypoint movement is retained. 

6.4.1.4 Cleaning Pipeline 

As illustrated in Figure 6-5, a three-stage process was used to clean keypoints. In Stage 1, 

wrist, and hand keypoints are cleaned together using a Hampel Identifier to detect the most 

extreme outliers in the hand sequences. Outliers are replaced using linear interpolation. 

Following Stage 1, the sequence was segmented into 300-frame windows using the method 

outlined in Section 6.4.2. A median filter was used in Stage 2 to identify any remaining 

outliers in the segmented sequence, which are removed and replaced by linear 

interpolation. Stage 3 involves applying four criteria for identifying unrealistic hand poses. 

The effects of the different stages of cleaning are illustrated in Figure 6-13. In the plot, the 

horizontal pixel location of all 21 keypoints of the right hand are plotted. The zoomed-in 

boxes show the same 30 frames (1 second) of horizontal hand keypoint co-ordinates 

throughout each of the three stages of cleaning for settled behaviour (green) and repetitive 

hand movement (red). Section 6.5.2 reviews the effectiveness of each of the three cleaning 

steps and provides details on the proportion of hand poses which were replaced as a result 

of being identified as unrealistic. 
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Figure 6-13 Three-stage process for cleaning keypoints: The upper plots show a 90-second 

sequence of hand movement, with excessive jittering caused by erroneous wrist movement. 

Zoomed in boxes show 30 frames (1 second) of hand movement – the green boxes contain settled 

behaviour, red boxes repetitive movement. Stage 1 cleaning using the Hampel filter is performed 

on streamed body and hand joints. Following segmentation, hand keypoints from the 10 second 

subsequences are cleaned with a median filter and finally by removing unreasonable poses. 
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6.4.2 Data Segmentation 

Instead of training a model to classify every frame of a video, data segmentation seeks to 

partition the data stream into sequences from which individual behaviours can be 

identified. As many classifiers require data to be of a uniform size, sequences also should 

be of a standard length. As the repetitive movements in our dataset are simulated, the 

transition between settled behaviour and repetitive movements may occur more rapidly 

than expected during agitation. Compared with the amount of training data captured by 

other agitation detection systems, the raw data streams in our experiment are relatively 

short (approximately 35 minutes) and contain brief periods of intense, repetitive movement 

(lasting between 10 and 20 seconds). Therefore, the data stream must be segmented into 

short sequences to ensure that each sequence contains a single type of behaviour. 

Consequently, the data stream was segmented into ten-second subsequences (300 frames).  

 

We hypothesised that partitioning the data stream so that sequences contain similar types of 

movement will increase a classifier's ability to detect agitation. This hypothesis was tested 

by comparing three methods of partitioning the data stream: manual segmentation, sliding 

windows, and automatic segmentation. 

6.4.2.1 Ground Truth: Manual Segmentation 

Manual segmentation represents the ground truth for data segmentation, where every 

sequence contains a single type of behaviour. The data stream is partitioned into episodes 

of the same behaviour using manually assigned data labels. Although unsuitable for 

automatic monitoring, it is included as a benchmark for the other segmentation approaches. 

Ten-second (300 frames), non-overlapping sequences were extracted from the single-label 

episodes. Episodes lasting less than 10 seconds were discarded, as were frames that did not 

fit into a ten-second sequence. For example, a ten-second sequence can be extracted from 

an episode lasting 11 seconds, the final second of data is discarded. Similarly, an episode 

lasting 21 seconds can be segmented into two ten-second sequences. A total of 1062 

discrete manually segmented ten-second sequences are created. 
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6.4.2.2 Baseline: Sliding Windows 

Sliding windows were used to partition the data stream into non-overlapping, ten-second 

sequences without reference to frame labels. Sequences are labelled according to the mode 

of the 300 labels in the sequence. However, even a short period of movement can result in 

the overall behaviour of the sequence no longer being accurately described as settled. 

Therefore, a sequence containing predominantly settled behaviour was labelled as normal if 

the range of combined wrist movement was greater than a threshold of 10 pixels. A total of 

1451 ten-second sequences were created using sliding windows. Sliding windows 

represents the baseline approach to data partitioning. Both BESI [63] and DAAD [68] used 

sliding windows to partition IMU data streams. 

6.4.2.3 Automatic Segmentation 

Automatic segmentation aims to partition the data stream automatically by extracting 

sequences with similar hand movement patterns in near real-time. Using a single variable to 

describe hand movement reduces the cost and complexity of the segmentation process. As 

wrist keypoints were identified in Chapter Five as the best keypoints for tracking hand 

movement, the data stream was partitioned according to the combined wrist location. Using 

information from both wrists ensures that the model detects movement in either hand. 

Combined wrist location in a frame f, CWLf is defined by the L1 norm of the x and y 

location of both wrists: 

𝐶𝑊𝐿𝑓 =  1
4⁄  (𝑥𝑙𝑒𝑓𝑡_𝑤𝑟𝑖𝑠𝑡,𝑓 + 𝑦𝑙𝑒𝑓𝑡_𝑤𝑟𝑖𝑠𝑡,𝑓 + 𝑥𝑟𝑖𝑔ℎ𝑡_𝑤𝑟𝑖𝑠𝑡,𝑓 +  𝑦𝑟𝑖𝑔ℎ𝑡_𝑤𝑟𝑖𝑠𝑡,𝑓) 

 

Equation 6-4 

Thus, hand movement throughout a sequence is be described as a 1D vector of combined 

wrist locations. 

Our approach is based on the method proposed by Jain et al. [314], which uses Binary 

Segmentation and sliding windows to segment streamed data. To partition a data stream 

into segments of length seg_length, an analysis window of length win_size>seg_length is 

passed over the data stream. The MATLAB function, findchangepts, is used to identify the 

most likely changepoint in each window, thus partitioning the original window into two 

regions [305]. The findchangepts function uses Gaussian log-likelihood to determine the 
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point, k, at which a sequence x1,x2,…xN is divided into the two sub-sequences with the 

greatest difference in standard deviation by minimising the cost function J where: 

𝐽 = ∑(𝑥𝑖 − 𝜎([𝑥1, … , 𝑥𝑘−1]))
2

+

𝑘−1

𝑘=1

∑(𝑥𝑖 − 𝜎([𝑥𝑘, … , 𝑥𝑁]))
2

𝑁

𝑖=𝑘

 Equation 6-5 

A description of the MATLAB findchangepts function is included in Appendix F. 

Hypothesis testing using the Kruskal-Wallis test (p = 0.05) determines whether the regions 

are different. In the next iteration, the analysis window is slid further along the data stream 

- if the regions in the previous iteration are significantly different, the analysis window is 

slid to the change point; if not, it is slid to the end of the window. The process is repeated 

along the data stream, dividing the data into segments of similar movement. If a segment is 

of length seg_length or longer the first seg_length frames of the segment are extracted and 

Input: 

• W: A time-series sequence of a single variable, w, of length T, where 𝑤𝑡 describes the 

combined wrist location at time t, 𝑊 = 𝑤1, 𝑤2, … , 𝑤𝑇;  

• win_size: size of sliding window; 

• seg_length: length of partitioned segments 

Output:  

• 𝑊:̂ a series of time series segments of length seg_length, �̂� = 𝑤1̂, 𝑤2̂, … , 𝑤�̂̂� 

Begin 

�̂� = {}; 

win_start = 1; 

while win_start< T - win_size 

 window = W(win_start : win_start +win_size), 

find idx, the most significant change point of the window, characterized by the largest 

standard deviation; 

 seg1 = window(1:idx); 

seg2 = window (idx:end);     

 if the Kruskal-Wallis difference between seg1 and seg2 is significant: 

  change_point = win_start + idx; 

  if idx >= seg_length 

   �̂� = concatenate(�̂�, window(1:seq_length); 

  else 

   �̂� = concatenate(�̂�, window(change_point: change_point +  seg_length-1); 

end 

  win_start = change_point; 

 else 

�̂� = concatenate(�̂�, window(1:seg_length); 

win_start = win_start+win_size; 

 end 

end 

Figure 6-14 Pseudo code of automatic segmentation algorithm 
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retained, segments of length less than seg_length are discarded. Segments are labelled 

using the same process that was used for the sequences segmented using windows. A total 

of 457 automatically segmented, non-overlapping ten-second sequences were created. The 

pseudo-code of the automatic segmentation algorithm is given in Figure 6-14. 

The automatic segmentation process is illustrated in Figure 6-15. In this illustration, signal 

colour denotes the subject's behaviour: blue for normal movement, green for settled 

behaviour and red for repetitive movement. The grey analysis window of win_size = 600 

frames is slid along the data stream. A red dashed line denotes the proposed change point in 

each window. After each iteration, the analysis window is slid to the last change point – 

except after iteration 4. In iteration 4, the difference between the two subsequences is 

insignificant, so the analysis window was slid to the end of the previous window. Black 

dashed lines denote the significant change points. The final diagram shows the first three 

segmented sequences, extracted from the first seq_length = 300 frames of each segment of 

length 300 frames or longer. Figure 6-15 illustrates that the proposed approach can 

effectively segment a keypoint data stream into sequences of similar behaviour.  

6.4.2.4 Distribution of Segmented Sequences 

The distribution of each type of sequence obtained using the different segmentation 

methods is given in Figure 6-16. Manual segmentation creates fewer sequences of non-

settled behaviour than sliding windows or automatic segmentation for non-settled 

behaviour because manually segmented sequences must contain at least 300 consecutive 

frames of the same behaviour. However, more sequences of settled behaviour were created 

by manual segmentation than automatic segmentation due to large numbers of discarded 

frames for each window without a significant change point. Only 13 sequences containing 

normal behaviour were created by manual segmentation, significantly fewer than created 

by the other approaches. The smaller number of normal sequences is due to the short 

duration of most normal movements (as observed in Figure 6-3). Resultingly, it can be 

inferred that most sequences of normal behaviour created by sequential and automatic 

segmentation contain multiple frames of non-normal behaviours. 
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Figure 6-15 Illustration of the automatic segmentation of continuous data: combined wrist 

location is coloured according to annotations of the type of behaviour, red: large repetitive 

movement, green: settled, blue: normal movement. An analysis window is passed along the data 

stream. A single change point (denoted by the black dashed line) is predicted for each window, if 

the change is significant, and the analysis window is slid to the change point, if not, the analysis 

window is slid to the end of the window. As illustrated in the final plot, where the proposed 

segments are seg_length or longer, a segment is extracted and labelled according to the modal 

frame label of the window. 
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6.4.3 Feature Creation 

Feature creation from hand and body keypoints is challenging due to the high 

dimensionality of the data. Manually selecting the most relevant keypoints helps to reduce 

noise and computational cost. Therefore, only wrist and hand keypoints from the dominant 

hand are used in this model. The dominant hand of each sequence is the hand with the most 

lateral wrist movement and is calculated using the method described in Section 6.4.3.2. 

However, even when each skeletal pose is reduced to a single set of wrist and hand 

keypoints, each ten-second sequence still contains 300 frames of 22 2D keypoints and 

confidence scores - a total of 19,800 data points. As only 1058 manually segmented 

sequences were created from the four hours of data collected, selecting a definitive set of 

informative features is problematic. Therefore, in this section, we propose a set of features 

that have been shown empirically to be effective in representing hand movement. 

The BESI [63] and DAAD [68] systems created statistical features from IMU data to 

describe the range of limb movement. Based on these systems, our system also uses 

statistical measures to describe keypoint movement. In total, twelve features are created 

from the hand and wrist keypoints of the dominant hand. 

 

Figure 6-16 Distribution of discrete sequences created from streamed data using sliding 

windows, and manual and automatic segmentation. Total number of sequences: sliding windows 

= 1451; manual segmentation = 1058; automatic segmentation = 580. 
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6.4.3.1 Maximum Keypoint Displacement 

The movement of a keypoint over a defined period can be described by a single value, 

maximum displacement. Maximum displacement is used to identify the dominant hand and 

to create features. The maximum displacement, Dm of a window of keypoints of size n, W 

= {(𝑥1, 𝑦1), (𝑥2, 𝑦2), … , (𝑥𝑛, 𝑦𝑛)}, is found using the formula:  

𝐷 = 𝑚𝑎𝑥 {√(𝑥𝑎 − 𝑥𝑏)2 + (𝑦𝑎 − 𝑦𝑏)2 }, 

            ∀ 𝑎, 𝑏 = 1,2, . . , 𝑛 

Equation 6-5 

Figure 6-17 illustrates how maximum displacement is calculated. In Figure 6-17a, each 

blue point represents a single keypoint throughout a 300-frame sequence. The maximum 

displacement of the entire 10-second sequence, or 300-frame displacement, illustrated by 

the red line, is the maximum Euclidean distance between any two points. Whilst the 300-

frame displacement describes the total displacement in a sequence, calculating the 

maximum displacement over smaller windows adds additional information about keypoint 

movement. For example, in Figure 6-17b, each blue point represents a keypoint in a ten-

frame window extracted from the sequence. The 10-frame maximum displacement, 

illustrated by the red line, is the maximum Euclidean distance between any two of the ten 

points. 

Calculating the maximum displacement over windows of varying sizes has several 

advantages. Firstly, using maximum displacement instead of the total frame-to-frame path 

distance of keypoints removes any remaining noise from the sequence. Secondly, 

 
  a b 

Figure 6-17 Feature Creation: maximum displacement between keypoints over different periods 

of time can describe joint movement. (a) 300 frames and (b) ten frames. 
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comparing the maximum displacement of the entire sequence with several smaller windows 

can indicate repetitive movement. Additionally, the range of maximum displacements from 

multiple small windows describe differences in velocity. 

6.4.3.2 Dominant hand 

We define the dominant hand of a sequence as the hand with the most movement, 

calculated by summing the 10-frame maximum wrist displacement obtained by sliding a 10-

frame non-overlapping window over the sequence. For sequences with minimal wrist 

movement,  where the total combined wrist movement is less than twice the distance 

between the two wrists, thumb and fingertip displacement are also considered. 

6.4.3.3 Features 

Twelve features were created from the hand and wrist keypoints of the dominant hand. 

Eleven features are created from hand and wrist keypoints and a single feature from hand 

confidence scores. All features are normalised in the range [0,1]. Features are listed in 

Table 6-1 and described below. 

Displacement of keypoints: Eight displacement features were created from hand and wrist 

keypoints of the dominant hand using the hand centroid (defined in Section 5.3.1), thumb 

tip, mean fingertip, and palm. Windows of 300 frames represent movement throughout an 

entire sequence, whilst 30 non-overlapping ten-frame windows capture movement within a 

 KEYPOINT FEATURE 

Displacement of 

Keypoints 

Hand centroid 

Sum of ten-frame displacements 

Standard deviation of ten-frame displacements 

Maximum ten-frame displacement 

Wrist Sum of ten-frame displacements 

Thumb tip Sum of ten-frame displacements 

Mean Fingertips Sum of ten-frame displacements 

Palm Sum of ten-frame displacements 

Wrist 300-frame displacement 

Distribution of 

Keypoints 
Wrist 

horizontal-variance-of-keypoint 

vertical-variance-of-keypoint 

absolute direction-of-eigenvectors 

Variation in 

Confidence Scores 

Mean of finger and 

thumb tips 
total-number-of-peaks-in-confidence 

Table 6-1 Handcrafted features used to describe hand movement. 
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sequence. Based upon empirical evidence, it was shown that ten-frame windows are 

sufficient to capture movement whilst ignoring noise. Three features were created from the 

thirty ten-frame-displacements of the hand centroid (described in 5.3.1) from each frame: 

sum of ten-frame-displacements, standard deviation of ten-frame-displacements, and 

maximum ten-frame-displacement. The sum-of-ten-frame-displacements was found for the 

wrist, thumb, fingertips, and palm keypoints. Finally, the 300-frame-displacement of the 

wrist was also used.  

Distribution of keypoints: Three features were created from the covariance of the wrist 

keypoints, describing the distribution of wrist keypoints within the sequence. The features 

are: the horizontal-variance-of-keypoint, the vertical-variance-of-keypoint, and the 

direction-of-eigenvectors. Using the absolute direction-of-eigenvectors prevents 

differentiation between left-handed and right-handed movement. Figure 6-18 illustrates 

how the covariance of keypoints can help to describe the extent and overall direction of 

movement. The subject in Figure 6-18-1 is clapping, whilst the subject in Figure 6-18-2 is 

sitting still; all the plots show the skeleton pose from Frame 1. In Figure 6-18-1a and 

Figure 6-18-2a, the path of the right wrist throughout the sequence is shown, as the subject 

in Figure 6-18-2a is not moving; no path is visible. Figure 6-18-1b and Figure 6-18-2b 

illustrate how the covariance ellipse can describe wrist movement. The large covariance 

ellipse in Figure 6-18-1b represents clapping; however, where no movement is detected, as 

in Figure 6-18-2b, the covariance ellipse is represented by a single point. 

 

 1a 1b 2a 2b  

Figure 6-18 Feature creation: covariance ellipse describes the extent and overall direction of 

movement. Whilst the wrist movement of clapping is seen in the large ellipse in 1b (plotted in 

red), no movement, as in 2b, produces a tiny ellipse which is represented by a point. 
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Variation in Confidence Scores (1 feature): Movement causes variation in the confidence 

score of keypoints. Since a low confidence score indicates occlusion whilst a high score 

implies non-occlusion, a confidence score that varies significantly throughout a sequence 

suggests movement. A feature indicating significant hand movement was created by 

counting the peaks in the mean frame confidence score for five keypoints (four fingertips 

and thumb), as shown in Figure 6-19. Peaks in confidence were found using the findpeaks 

MATLAB [305] function described in Chapter Five. A single hyperparameter, maximum 

peak prominence was used to identify relevant peaks. Maximum peak prominence was 

determined empirically to be 0.4). A single feature, total-number-of-peaks-in-confidence 

was created from keypoint confidence scores. 

6.4.4 Classification with Sub-Classes 

Reflective of the lifestyles of most people with dementia, our dataset contains 

predominantly settled behaviour leading to a highly skewed dataset. Moreover, repetitive 

movements were demonstrated in a variety of ways, with much inter-subject variation and 

intra-class similarity. Feuz et al. [327] demonstrated that creating sub-classes can be 

effective for classifying skewed data since increasing the number of decision boundaries 

increases the likelihood of linearly separated classes. Therefore, each sequence is initially 

classified as belonging to one of four sub-classes: settled, normal, repetitive-large 

movement or repetitive-small movement before being combined into two binary classes: 

non-agitated and agitated. The non-agitated class contains sequences classified as normal 

or settled behaviour, whilst the agitated class comprises of repetitive-large and repetitive-

 

Figure 6-19 Feature creation: variations in confidence scores of keypoints through sequence 

can indicate hand movement. The mean confidence scores of the fingertips and thumb tip are 

plotted. Peaks in confidence are marked in red. 
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small movements. A multi-class SVM was used to classify the four types of behaviours. 

Like other non-deep learning approaches, SVMs can be used with small amounts of 

training data.  

6.4.5 Validation 

Leave-one-out cross-subject validation provides an unbiased measure of the proposed 

model’s ability to detect agitation. Recall, precision, and the F1-scores were used to 

compare the performance of the different approaches. Recall is the proportion of agitated 

sequences that were correctly predicted to contain agitation, whilst precision is the 

proportion of sequences predicted to contain agitation that actually contain agitation. A 

system achieving low recall with high precision would miss a large proportion of agitated 

episodes, whereas high recall with low precision scores would result in a lot of false 

alarms. The F1-score is a single measure of accuracy which balances the uneven 

distribution of agitated and non-agitated data. The method for calculating the evaluation 

metrics is given in Chapter Four.  

6.5 Results and Evaluation 

This chapter proposed a system to detect agitation in streamed keypoint data in which the 

data stream is divided into discrete sequences and then classified as agitated or non-

agitated. This section evaluates the effectiveness of each stage of cleaning, segmenting, 

and classifying the data by comparing classification accuracy with baseline approaches. 

Finally, we demonstrate that the proposed system can automatically detect agitation from 

streamed data. 

6.5.1 Effectiveness of Automatic Segmentation 

A comparison of segmentation approaches is presented in Table 6-2. All three sets of 

segmented sequences were classified using features created from cleaned keypoints 

according to the methods proposed in Section 6.4. As expected, the manually segmented 

sequences, containing a single type of behaviour, were most accurately classified, obtaining 

the highest recall and precision scores, demonstrating the importance of accurate 
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segmentation. However, manual segmentation is not suitable for automatic monitoring and 

is included only as a benchmark for the other segmentation approaches. Our proposed 

approach for automatically segmenting the data stream was able to identify agitation almost 

as accurately as the manual approach and achieved the highest precision score. This 

suggests that our proposed system of automatic segmentation was able to accurately 

segment the data stream into sequences of similar behaviours. Additionally, automatically 

segmenting the data resulted in considerably higher classification accuracy than using 

sliding windows, increasing the F1-score by 67%. Moreover, our automatic segmentation 

can be achieved in near real-time (the rate of segmentation is dependent on window size, 

therefore a 10 second window (300 frames), would cause a maximum of 10 second delay), 

making it suitable for monitoring agitation automatically.  

6.5.2 Effectiveness of Data Cleaning 

The effectiveness of each stage of the cleaning pipeline was evaluated by comparing the 

classification accuracy obtained  from sequences described by features created from 

keypoints cleaned using different combinations of the proposed cleaning stages. Automatic 

segmentation and 12 features were used for all the models, except for the cleaned wrist 

only model when seven features were created entirely from wrist keypoints. Classification 

accuracies are given in Table 6-3. Cleaning the data using all three approaches (Stage 

1,2,3) produced the highest precision (91%), recall (80%) and F1-score (85%).  

The process of identifying unrealistic hand poses (Stage 3) resulted in 80% of hand poses 

being replaced. The box plots in Figure 6-21 show the proportion of hand poses replaced 

for each type of behaviour. The shaded region between the notches in each box represent 

the 95% confidence interval of the median, whilst the circles represent the mean number of 

hand poses replaced for each sequence. The plots show that more hand poses were replaced 

from settled and normal sequences than those with repetitive movement Figure 6-21. 

 RECALL (%) PRECISION (%) F1 (%) 

MANUAL SEGMENTATION 86.67 87.50 87.08 

SLIDING WINDOWS 41.18 67.96 51.28 

AUTOMATIC SEGMENTATION 79.81 91.21 85.13 

Table 6-2 Accuracy of methods of segmenting streamed data. Results show the percentage 

of sequences in which repetitive movement was correctly identified. 
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Whilst creating a classification model using data with such a high proportion of imputed 

values may appear counterproductive, the F1-score increased from 73% (Stage 1+2) to 

85% (Stage 1,2,3), demonstrating the importance of replacing unrealistic hand poses. 

Furthermore, when hand poses were omitted entirely from the model (cleaned wrist only), 

the F1-score was similar to when only the Hampel Identifier was used (Stage 1), indicating 

that cleaning hand pose data is essential. 

6.5.3 Effectiveness of Sub-Classes  

The proposed model of automatic segmentation with all three cleaning stages was initially 

classified into four sub-classes before being summarised into agitated and non-agitated 

behaviours. This section reports the initial classification accuracy of the four sub-classes. 

Figure 6-20 contains confusion matrices of the initial four-class accuracy and the final 

binary accuracy. The model detected 83 out of 104 agitated sequences, 73 of which were 

large repetitive hand movements and 10 were small repetitive hand movements. Whilst the 

model was able to accurately detect large repetitive movements (precision = 87%, recall = 

85%, F1-score = 86%), it was not effective in detecting small repetitive hand movements 

 RECALL 

(%) 

PRECISION 

(%) 

F1  

(%) 

STAGE 1,2,3 

STAGE 1: HAMPEL IDENTIFIER 

STAGE 2: MEDIAN OUTLIER DETECTOR 

STAGE 3: UNREASONABLE HAND POSES 

79.81 91.21 85.13 

RAW 64.58 84.92 73.37 

CLEANED WRIST ONLY 

STAGE 1: HAMPEL IDENTIFIER 68.27 85.54 75.94 

STAGE 1 

STAGE 1: HAMPEL IDENTIFIER  
69.23 83.72 75.79 

STAGE 1+2 

STAGE 1: HAMPEL IDENTIFIER 

STAGE 2: MEDIAN OUTLIER DETECTOR 

65.38 82.93 73.12 

STAGE 1+3 

STAGE 1: HAMPEL IDENTIFIER 

STAGE 3: UNREASONABLE HAND POSES 

78.85 91.11 84.54 

BINARY STAGE 1,2,3 

STAGE 1: HAMPEL IDENTIFIER 

STAGE 2: MEDIAN OUTLIER DETECTOR 

STAGE 3: UNREASONABLE HAND POSES 

68.27 91.03 78.02 

Table 6-3 Accuracy of methods for cleaning keypoints. Results show the percentage of 

sequences in which repetitive movement was correctly identified. 
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(precision = 54%, recall = 29%, F1-score = 38%).  As discussed later in Section 6.5.4, most 

repetitive-small hand movements were demonstrated by a single subject who 

subconsciously scratched a foot throughout the experiment. As the scratching involved only 

finger movement, the model was not able to identify the movement. 

Although the overall F1-score of 85% is comparable to the accuracy rates achieved by the 

BESI [63] and DAAD [68] systems, it is difficult to compare systems directly as the type, 

 

Figure 6-21 Proportion of hand poses replaced during Stage 3 cleaning 

 

 

 

 

Figure 6-20 Accuracy of the proposed approach (confusion matrices). Data is cleaned using 

three stages of cleaning and automatically segmented. 
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duration or intensity of agitated episodes were not described.  

The effectiveness of first classifying behaviours into four classes before summarising them 

into agitated or non-agitated behaviour, was compared with a two-class model that did not 

use sub-classes. Both models used data cleaned using the three-stage process and 

automatically segmented. The classification accuracies for the two-class model are given in 

a confusion matrix with a bar chart comparing precision, recall and F1-scores of both 

models in Figure 6-22. Whilst the precision of both models was similar, the recall and F1-

score of the binary SVM model were substantially less than when sequences were initially 

classified with the multi-class SVM as the binary classifier identified fewer repetitive-small 

sequences. These findings confirm the hypothesis of Feuz et al. [327] that creating sub-

classes can improve classification accuracy in highly skewed datasets.  

6.5.4 Detection of Repetitive behaviours from Streamed Data 

The experiments up to this point have focused on the classification of segmented data. 

However, agitation detection involves alerting a carer to agitation immediately. In this 

section, the capacity of the proposed system to identify agitated episodes from a data 

stream is explored. 

 

Figure 6-22 Effectiveness of using sub-classes to classify skewed datasets. The proposed 

model using sub-classes was compared with a two-class model which classified behaviour into 

agitated and non-agitated behaviours. 

 

 



Chapter 6: Detection of Repetitive Hand Movements 

 

176 

Figure 6-23 provides a visualisation of the wrist movement and detected potential episodes 

of repetitive hand movement for all eight sequences. Each plot represents a subject 

throughout the experiment (lasting between 12 and 35 minutes per subject). The 

background colour represents the observed behaviour of the subject: red: large repetitive 

hand movements, yellow: small repetitive hand movements, green: settled behaviour and 

blue: normal movement. The black signal represents the combined wrist location, described 

in Section 6.4.2. Predicted episodes of agitation are marked by a red cross for large 

repetitive hand movements and an orange cross for small repetitive hand movements. There 

 

Figure 6-23 Detection of repetitive behaviours from streamed data 
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are over four hours of streamed data with 88 episodes of repetitive hand movement (72 

large, 16 small).  

The model was deemed to have accurately detected agitation if a segmented sequence 

extracted during an episode of agitation was classified as either large or small repetitive 

hand movement. A summary of actual and predicted episodes is given in Table 6-4. The 

results in Table 6-4 differ from the confusion matrices in Figure 6-20 as each agitated 

episode is only counted once, even if the length of an episode resulted in the extraction of 

two or more sequences. Whilst the overall F1-score is 87%, individual F1-scores for each 

subject range from 67% to 100%, showing that detecting agitation is subject-dependent. 

Subject Three had the lowest F1-score due to several episodes of subconscious foot rubbing 

(which were labelled as repetitive-small movements) not being identified. Conversely, 

Subjects Five, Six and Seven sat very still apart from when they were asked to perform the 

repetitive hand movements. 

The performance of the system for detecting episodes of agitation from streamed data is 

COUNT OF ACTUAL AND PREDICTED AGITATED EPISODES  

FROM STREAMED DATA 

 

 ACTUAL TRUE  

POSITIVE 

FALSE-

POSITIVE 

FALSE-

NEGATIVE 

F1 

Score 

subject large small large small large small large small (%) 

1 3 0 3 0 0 0 0 0 100 

2 9 3 9 2 4 0 0 1 81 

3 10 9 8 3 0 3 2 6 67 

4 10 0 10 0 1 0 0 0 95 

5 10 2 9 2 0 0 1 0 96 

6 10 1 10 0 0 0 0 1 100 

7 10 0 10 0 0 0 0 0 100 

8 10 1 8 0 0 0 2 1 84 

Total 
72 16 67 7 5 3 5 9  

88 74 8 14 87 

Table 6-4 Number of agitated episodes detected from streamed data 

 RECALL (%) PRECISION (%) F1 (%) 

LARGE REPETITIVE 93.1 93.1 93.1 

SMALL REPETITIVE 70.0 43.8 53.8 

OVERALL 90.2 84.1 87.1 

Table 6-5 Accuracy of detecting agitated episodes from streamed data 
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summarised in Table 6-5. The F1-score for detecting agitated episodes is 87.1%, rising to 

93.1% when only large repetitive hand movements are considered. As the BESI [63] and 

DAAD [68] systems did not report the number of episodes correctly identified, it is not 

possible to provide a benchmark. 

6.6 Conclusion  

Whilst the dataset used was small, this study demonstrates the potential for using video-

based keypoints to detect abnormal hand movements. It was observed that data captured 

during monitoring is likely to be much noisier than the gesture data collected for sign 

language interpretation or human-computer interaction. Our studies have shown that 

cleaned keypoints extracted from video can provide sufficient detail to recognise most 

repetitive hand movements. Despite large numbers of unrealistic hand poses, incorporating 

features from hand keypoints into the classification model improved the detection of 

repetitive hand movements, especially for small hand movements. A larger dataset would 

enable a more rigorous feature selection approach, potentially improving agitation 

detection. Additional data would also enable further validation of the proposed approach. 

The data collection process has highlighted several factors to consider in future studies, 

including the presence of additional people within the data collection zone, furniture and 

lighting. Capturing sub-conscious behaviours, such as foot rubbing, has highlighted the 

variety of repetitive behaviours that people demonstrate that may, or may not, be of interest 

to carers and clinicians. Collecting more data from the same subject over multiple sessions 

would enable researchers to establish whether the system can be tuned to detect specific 

behaviours. However, as illustrated by the generic data collected from Subjects Five, Six 

and Seven, capturing data from healthy volunteers can be problematic as the dataset may 

not reflect normal behaviour. 

This chapter explored the feasibility of using hand keypoints extracted from video to detect 

agitation, considering approaches to clean keypoints and segment streamed data. Although 

the system is dependent on the speed of the hand and body pose estimation models, our 

experiment has demonstrated that once the keypoints have been identified, near real-time 

recognition of agitated behaviours can be achieved by segmenting streamed keypoint data 
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into sequences suitable for classifying activity. Additionally, our studies have shown that 

classifying data into multiple sub-classes can improve the model’s ability to detect episodes 

of small, agitated hand movements. 
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Chapter 7  

 

Conclusion and Future Work 

 

As life expectancy increases, the number of people living with chronic diseases such as 

dementia also increases. The provision of ongoing, automatic monitoring of agitation can 

support people living with dementia. Automatic monitoring can enable intervention before 

the agitation escalates by alerting carers when a person becomes agitated, helping prevent 

injury whilst relieving pressure on carers. Additionally, automatic monitoring can provide 

an accurate record of agitation, reducing reliance on medication and informing care 

choices. 

7.1 Review of Objectives 

This thesis has contributed to the field of pervasive healthcare monitoring through results 

collected from experiments into the use of video-based skeletal keypoints for the detection, 

recognition, and assessment of the intensity of agitated behaviours. The experiments in this 

thesis have demonstrated that skeletal pose data captured by a single, fixed camera can be 

used to monitor agitation in people living with dementia. The research objectives listed in 

Chapter One have been fulfilled and several contributions to knowledge have been made 

through the completion of the studies.   
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7.1.1 Objective One: To evaluate and select suitable technology for 

capturing agitation 

Chapter Two presented a review of technology-based approaches for monitoring human 

activity and detecting agitation. The review explored sensors suitable for capturing human 

movement, activity recognition models, and systems for monitoring repetitive movements 

automatically. Additionally, the ethics of using sensors within the home was considered. 

The review revealed that whilst data from wearable sensors can be used to monitor 

agitation, skeletal keypoints obtained from video or depth sensors provide an alternative 

data capture method without requiring the patients to wear a sensor. Moreover, video and 

depth sensors are cost effective, easy to deploy and can provide detailed data capture. 

However, as most keypoint based activity recognition models use 3D data collected from 

healthy volunteers within a research environment, the effectiveness of 3D depth-based 

keypoints within a home or clinical setting has yet to be established. A video-based 

keypoint monitoring system is attractive due to the low cost and extensive surveillance 

distance of video cameras.  

The experiments described in Chapter Three, the first to compare 2D and 3D keypoints, 

demonstrate that video-based keypoints can be as effective as depth-based keypoints for 

recognising activity involving whole-body movement. 2D and 3D depth-based and 2D 

video-based keypoints were compared using data from four open-source datasets. Methods 

for informative frame selection, cleaning keypoint data, and creating features were 

discussed. T-SNE plots provided visualisations of keypoint based features created from the 

three data modalities. The t-SNE plots revealed that features created from keypoints from 

the three data sources cluster in similar patterns, suggesting similarities between depth-

based and video-based keypoints. Additionally, there was no significant difference in the 

classification accuracies obtained for the video-based and depth-based features using either 

deep learning or traditional classifiers. Results proved that informative features can be 

created from both 2D and 3D keypoints; and that keypoints extracted from RGB images 

can be as valuable as those from depth maps [328]. Combined with the low cost and ease of 

data capture from video, these findings suggest that video-based keypoints may be more 

suitable for monitoring agitated behaviours than depth-based keypoints. Furthermore, 

together with research showing that Kinect-based classifiers can outperform accelerometer-
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based classifiers [224], our results have established the benefits of using a video-based 

skeleton keypoints system to recognise agitated behaviour. 

7.1.2 Objective Two: To explore whether skeletal keypoint data can be 

used to recognise different types of repetitive hand movements. 

Whilst whole-body activity recognition has been widely explored, hand movement 

recognition has been mainly restricted to symbolic gestures such as those used for sign 

language or touch-free computer interaction. The experiments described in Chapter Four, 

which are the first to use hand keypoints to recognise non-communicative hand 

movements, demonstrate that hand keypoints can be used to recognise repetitive hand 

movements [329]. A model is proposed for classifying repetitive hand movements using 

hand and arm keypoints. Pre-processing the keypoints ensured that actions were recognised 

when performed in different ways and with either hand. Sequences were reduced to a small 

number of discriminative poses and classified with an NBNN classifier. Accuracy was 

measured using three testing protocols: cross-validation, cross-intensity, and cross-subject. 

The accuracy of the proposed model was compared with other baseline classifiers and 

feature reduction approaches. A repetitive hand movement dataset containing videos of 

healthy participants demonstrating five types of repetitive hand movements at four speeds 

was collected to facilitate the experiments of Chapter Four and Chapter Five. 

Reducing the sequences of hand poses to a small number of discriminative poses, 

consisting of only 5% of the hand poses from the original sequence increased both 

computational efficiency and classification accuracy. When classified by NBNN, 

discriminative poses decreased computation time by 90% whilst increasing classification 

accuracy from 70% to 76%. However, whilst the speed of movement does not affect 

classification accuracy, variation between subjects does. Including user-specific 

information into the training data increased classification accuracy from 76% to over 98%. 

As differences between how hand movements are demonstrated are likely to be reflected in 

the way in which agitated behaviour manifests, our results suggest that it may be beneficial 

to tailor agitation recognition models to the end-user by incorporating user-specific 

information. 
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7.1.3 Objective Three: To investigate whether skeletal keypoint data can 

be used to assess the intensity of repetitive hand movements 

The research described in Chapter Five is the first to explore using keypoint data to assess 

the intensity of natural hand movements [330]. Due to the difficulty in providing a non-

subjective assessment of the intensity of agitated episodes, most clinical assessments do not 

consider agitation intensity. However, the automatic assessment of intensity could provide 

valuable information about the severity of agitated episodes and the extent and progression 

of the dementia. An approach for assessing changes in the intensity of repetitive hand 

movements was proposed. Hand movement was represented by the trajectory of a single 

keypoint. The study investigates which keypoints are the most effective for tracking 

repetitive hand movement and the whether the effectiveness of using keypoints to track 

movement is dependent on the type of movement. A peak detection algorithm was used to 

count individual repetitions from which the intensity of repetitive hand movements was 

determined. 

Results showed that wrist keypoints track hand movement better than hand keypoints, and 

that peak detection algorithms can be used to count repetitions. Although our model could 

not accurately count the number of repetitions due to variation in how actions were 

performed, the model could detect over 90% of the changes in intensity of repetitive hand 

movements. Selecting parameters based on the predicted type of hand movement led to 

slight improvements in the model’s ability to detect differences in intensity. However, 

basing the selection of parameters on the actual type of movement resulted in a lower 

accuracy than when generic parameters were used. 

7.1.4 Objective Four: To investigate whether hand keypoint data can be 

used for online detection of agitated hand movements. 

Although systems have been proposed to detect agitation using IMU signals [221], [320] 

and depth-based keypoints [208], there has not been any study exploring agitation detection 

from video-based keypoints. Moreover, previous research has focused on gross body 

movements rather than small hand movements. Chapter Six presents results from a study 

investigating the automatic detection of agitated hand movements for detecting agitation 
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from streamed keypoint data. Due to the high proportion of inaccurate hand poses, which 

can create a false impression of movement, keypoint data were cleaned in a three-step 

approach. The streamed data were partitioned into fixed-sized sequences using moving 

windows and Binary Segmentation. Each sequence was summarised into a single vector 

containing statistical features describing hand and wrist movement. Finally, a multi-class 

SVM was trained to classify sequences into four categories: settled, normal movement, 

small repetitive hand movement, and large repetitive hand movement. Sequences classified 

as containing either small or large repetitive hand movements were considered to contain 

agitated behaviour. An agitation detection dataset containing video of healthy participants 

periodically demonstrating repetitive hand movements symptomatic of agitation was 

collected to facilitate the study. 

Agitated movements were detected by classifying automatically segmented sequences 

extracted from streamed hand and body keypoint data. The study established that 

segmenting the data stream into similar types of movement using wrist keypoint location 

significantly increased detection accuracy over when data were segmented without 

reference to its content. Our system improves the detection of agitation by 67% relative to 

the moving window approach used by other agitation detection models. Moreover, the 

experiment demonstrated the value of identifying and replacing erroneous keypoints using 

three techniques: the Hampel Identifier, the median filter and the criteria for unreasonable 

hand poses. Even although a large proportion of hand poses were replaced during the 

cleaning process, results showed that including features created from the cleaned hand 

poses significantly increased the model’s ability to recognise agitation. Additionally, results 

established that detection improves when data is classified into multiple sub-classes before 

summarising into agitated or non-agitated behaviour. 

7.2 Summary of Contributions 

This work presented in this thesis has made several contributions in knowledge in the field 

of automatic monitoring of agitation. Firstly, it was established that video-based sensors 

can be as an effective a tool for data capture as specialist depth-based sensors. It was then 

shown that hand keypoints can be used to classify repetitive hand movements. An accurate 

and computationally effective model for classifying repetitive hand movements using 
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discriminative poses and NBNN was presented. Next, it was demonstrated that hand 

keypoints can be used to measure changes in the intensity of repetitive hand movements. 

Finally, a model to detect agitated hand movements from noisy streamed keypoint data was 

presented. The importance of accurate segmentation of streamed data for agitation 

detection was established. 

7.3 Future Work 

This section outlines further studies that could further enhance the contributions of the 

thesis. 

7.3.1 Collection of datasets containing agitated behaviours 

The studies in Chapters Four, Five and Six established that skeletal keypoints can be used 

to detect, classify, and assess the intensity of repetitive hand movements. However, the 

diminutive sizes of the datasets used in the experiments limits our ability to demonstrate the 

effectiveness of video-based keypoints for detecting agitation. A larger dataset containing 

sequences collected from subjects on different occasions would add further variation and 

realism to the data. Moreover, larger datasets could enable deep learning models to be used 

more effectively and provide more accurate classification of behaviours. 

As discussed in Chapter Six, some of the recordings from the dataset containing periodic 

repetitive hand movements were not used due to multiple persons in the room resulting in 

some of the subjects using communicative gestures. The ability to differentiate between 

communicative gestures and agitation is important for monitoring agitated behaviour in a 

real-world environment. However, intra-class differences and inter-class similarities 

between hand movements, combined with a wide range of communicative gestures, 

resulted in insufficient data to train a classifier to differentiate between communicative 

gesture and agitation. This is an important area for future consideration. 

Due to the vulnerability of the target user group, establishing the potential of our proposed 

system with healthy volunteers before testing on subjects with dementia has been 

important. However, whilst the repetitive hand movements demonstrated were 
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symptomatic of those displayed by people with dementia, the volunteers were not assumed 

to have any specialist knowledge about dementia or agitated behaviour. The collection of 

another agitation dataset from people with dementia, or with actors with specialist 

knowledge of dementia [331], would further understanding of the effectiveness of video-

based keypoints to monitor agitation. As agitation is typically experienced infrequently, 

datasets collected from people with dementia need to be collected over weeks or months. 

Whilst the BESI project, which collected accelerometer data over several weeks, relied on 

carers recording episodes of agitation, our proposed video-based system would enable 

researchers to review the data and identify agitated episodes, without creating additional 

work for carers. 

7.3.2 Incorporation of multi-modal video data 

Studies in this thesis have been confined to using 2D keypoints extracted from video data. 

However, as was observed in Chapter Two, video-based systems enable keypoint, image 

and audio data to be captured by a single sensor, allowing all three data modalities to be 

used without installing additional sensors or merging data from different sources. Image 

data can be used for user recognition and add contextual information to facilitate behaviour 

recognition. Incorporating audio data could enable recognition of agitated behaviours such 

as mumbling and repetitive questioning [77]. Multi-modal video data offers many potential 

advantages for monitoring behaviour; however, any advantages need to be weighed against 

the additional computational costs and the potential of reduced privacy of the user. 

7.3.3 Pose Estimation Models 

The experiments in this thesis have been carried out off-line, using OpenPose [25] to 

extract keypoints. OpenPose was selected as it provides a stable system for keypoint 

extraction. However, OpenPose cannot extract hand keypoints in real-time: a single frame 

of hand and body keypoints took approximately three seconds to extract using a laptop with 

a GPU (2.9GHz CPU with NVIDIA GeForce GTX 970M GPU). Whilst the original 

OpenPose algorithms do not provide real-time keypoint detection, pose estimation is an 

active field of research with faster and more accurate pose estimation libraries launched 
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regularly. For example Google’s MediaPipe [27], whose hand detection algorithm was 

released in 2021, provides real-time hand [118] and body keypoints [110] from desktop and 

mobile devices. In addition to hand and body monitoring, facial landmark detection 

systems [117],[267] invite the possibility of combining automatic behaviour recognition 

with emotion recognition models which are already used to recognise pain in people with 

dementia [223]. A survey of state-of-the-art pose estimation approaches, including 

approaches which combine different body part models, must be carried out to enable real-

time keypoint based monitoring of agitation. 

In Chapter Three we demonstrated that 2D keypoints extracted from video can be as 

informative for activity recognition as 3D keypoints extracted from depth maps. Recently, 

several researchers have proposed methods for the extraction of 3D keypoints from RGB 

images [124], [125], [126]. It is therefore necessary to extend the experiments of Chapter 

Three to also compare the informativeness of 3D image-based keypoints with 2D image-

based keypoints. 

7.4 Conclusion 

This thesis has provided significant contributions to knowledge in the field of keypoint 

based automatic monitoring of agitation. Detailed literature reviews in the areas of keypoint 

based activity and gesture recognition, and automatic monitoring of agitation, have 

highlighted opportunities for potential contributions to knowledge in several areas. Four 

technical studies have been designed and carried out. The studies demonstrated that 2D 

video-based keypoints can be as informative for activity recognition as 3D keypoints from 

depth maps, and can be used to detect, recognise, and assess the intensity of agitated 

behaviour. The challenges of using a video sensor to provide ongoing monitoring have 

been considered and solutions proposed, including methods for cleaning keypoint data, 

reducing keypoint data dimensionality and segmenting continuous data streams. Areas for 

continued research have been identified and discussed. 

The studies presented in this thesis will inform the development of systems to 

automatically monitor agitation in people living with dementia. The system will alert carers 

when a person becomes agitated, enabling intervention before the agitation escalates. This 
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will help prevent injury whilst relieving pressure on carers and reliance on medication; 

whilst also providing an accurate record of agitation that can inform care choices. As the 

proportion of older people continue to increase, it is expected that the number of people 

living with dementia and experiencing agitation will also continue to increase. 

Technologies that support people with dementia and increase our understanding of the 

development of the disease, such as those discussed within this thesis, will continue to 

increase in importance. 



Appendices 

 

189 

Appendices 

 

 

Appendix A Cohen-Mansfield Agitation Inventory  

The Cohen-Mansfield Agitation Inventory (CMAI) [42] the frequency of behaviours of the 

patient over the past two weeks: never, less than once a week, once or twice a week, several 

times a week, once or twice a day, several times a day, as recalled by informants (carers, friends 

or family members). 29 behaviours are recorded: 

 

Physical / Aggressive 

• Hitting (including self)  

• Kicking  

• Grabbing onto people  

• Pushing  

• Throwing things  

• Biting 

• Scratching 

• Spitting (including at meals)  

• Hurt self or others  

• Tearing things or destroying property  

• Making physical sexual advances  

Physical / Non-Aggressive 

• Pacing, aimless wandering  

• Inappropriate dress or disrobing  

• Trying to get to a different place  

• Intentional falling  

• Eating or drinking inappropriate 

substances  

• Handling things inappropriately  

• Hiding things  

• Hoarding things  

• Performing repetitious mannerisms  

• General restlessness 

 

Verbal / Aggressive 

• Screaming  

• Making verbal sexual advances  

• Cursing or verbal aggression  

Verbal / Non-Aggressive 

• Repetitive sentences or questions  

• Strange noises (weird laughing or 

crying)  

• Complaining 

• Negativism  

• Constant unwarranted request for 

attention or help  
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Appendix B Summary of sensor-based research for monitoring agitation 

AUTHORS 

 

SENSORS 

 

ANALYSIS 

METHODS 

NUMBER OF 

PARTICIPANTS 

CLINICAL 

ASSESSMENT 
RESULTS 

SUITABLE 

FOR REAL 

TIME? 

Ghali et al. 

[214] 
IMU Statistical 18 DSM-III-R [332] 

increased restlessness at 

evening: sundowning 
no 

Nagels et al. 

[215] 
Actigraphy correlation 110 

CMAI [42], 

MMSE [333] 

correlation between activity 

levels and CMAI score 
no 

Uhríková et al. 

[230] 
Video 

Signal 

correlation 
Not stated - Detection of pacing no 

Bankole et al. 

[216],[213] 
IMU 

Time, 

Frequency 

analysis 

6 

CMAI [42], 

ABS [38],  

MMSE [333] 

correlation between activity 

levels and CMAI & ABS 

scores 

no 

Etcher et al. 

[227] 
Actigraphy - Not stated MMSE [333] 

difference between day and 

night activity 
no 

Valembois et 

al. [64] 
Actigraphy - 183 

NPI [37],  

MMSE [333] 

difference in activity levels 

according to time and apathy 

diagnosis 

no 

Burhan [217] Actigraphy - 65 CMAI [42] 
difference in activity levels 

according to CMAI scores 
no 

Fook et al. 

[229] 
Video 

HMM, SVM, 

Bayesian 

network 

Not stated SOAPD [334] detect limb movement no 

Fook et al. 

[233] 

pressure, audio, 

video, ultra-sound, 

infrared 

Bayesian 

network 
- SOAPD [334] detect limb movement no 

Gong et al. 

[218] 

IMU,  

moisture, acoustic 
- 

12 - correlation between agitation 

and nocturnal incontinence 

yes 

 

Qiu et al. [62] 

pressure, audio, 

video, ultrasound, 

infrared 

HMM, SVM - SOAPD [334] detect limb movement no 

Rose et al. [65] 
IMU, acoustic, 

pressure, moisture 
Statistical 50 - 

Correlation between sleep 

patterns, nocturnal agitation, 

and incontinence 

yes 
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AUTHORS 

 

SENSORS 

 

ANALYSIS 

METHODS 

NUMBER OF 

PARTICIPANTS 

CLINICAL 

ASSESSMENT 
RESULTS 

SUITABLE 

FOR REAL 

TIME? 

Belay et al. 

[228] 

IMU, acoustic, 

light, temperature,  
Data collection 

framework only 
- - - yes 

Chikhaoui et al. 

[224] 

comparision– 

kinect, 

accelerometer 

Rotation Forest 10 - 
Classification of agitated 

behaviours 
yes 

Khan et al. [68] 

multimodal – 

video, IMU, 

pressure 

Random Forest 2 - Detection of Agitation yes 

Teipel et al. 

[335] 

IMU, acoustic. 

light, air pressure 
Data collection 

framework only 
17 

NPI [37],  

MMSE [333], 

CMAI [42],  

DCM [336] 

- no 

Yordanova et 

al. [219] 

IMU, acoustic. 

light, air pressure 

Granger 

Causality Test 
17 

NPI [37],  

MMSE [333], 

CMAI [42],  

DCM [336] 

Relationships shown between 

different challenging 

behaviours 

yes 

Nirjon et al. 

[208] 
Kinect 

Relative body 

co-ordinates 

Naive bayes 

19 

CMAI [42],  

RAGE [337],  

BARS [43] 

Classification of agitated 

behaviours 
yes 

Chikhaoui et al. 

[226] 
Kinect  

Singular value 

decomposition, 

rotation forest 

10 CMAI [42] 
Classification of agitated 

behaviours 
yes 

Chikhaoui et al. 

[225] 
IMU 

Non-negative 

matrix 

factorisation 

Rotation forest 

10 CMAI [42] 
Classification of agitated 

behaviours 
yes 

Alam et al. 

[63] 
IMU MIL 10 - Detection of Agitation yes 
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Appendix C Changes to MSR Activity Dataset 

The MSR Activity dataset contains several missing sequences, sequences with 

missing skeletons and sequences with multiple repetitions of an activity. The dataset 

was manually cleaned up as follows: 

Missing Sequences 
activity subject rep  activity subject rep  activity subject rep 

1 4 1  4 4 2  7 7 3 

1 4 2  4 4 3  15 2 3 

1 4 3  5 4 1  15 3 1 

2 4 1  5 4 2  15 3 2 

2 4 2  5 4 3  15 3 3 

2 4 3  5 6 3  15 4 1 

3 4 1  6 4 1  15 4 2 

3 4 2  6 4 2  15 4 3 

3 4 3  6 4 3  15 5 1 

4 3 3  6 6 3  15 5 2 

4 4 1  7 4 3  15 5 3 

           

Replaced Sequences 

activity subject rep  Action 

4 3 3  replaced with frames 1-40 from rep 1 

    

Sequences with missing frames 

activity subject rep 
length 

of seq 

No of 

missing 

frames 

  

Action 

7 4 1 45 36 replace with frames 1-20 from rep 2 

13 2 2 30 12 remove sequence 

13 2 3 66 12 retain frames 40-66 only 

13 6 1 36 15 remove sequence 

13 6 2 31 14 remove sequence 

13 6 3 37 9 remove sequence 

13 8 2 57 18 remove sequence 

13 9 1 39 12 remove sequence 

13 9 2 38 38 replace with frames 1-38 from rep 3 

13 9 3 255 59 replace with frames 39-81 from rep 3 

13 10 2 31 10 remove sequence 

14 3 1 38 9 remove sequence 

20 2 1 56 32 remove sequence 

20 2 2 50 29 remove sequence 

20 2 3 53 33 remove sequence 

20 6 1 54 33 remove sequence 

20 7 1 71 19 remove sequence 

20 7 3 56 7 remove sequence 

20 8 2 54 19 remove sequence 

20 8 3 60 16 remove sequence 
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Appendix D Chapter 3 Result Tables  

Two-tailed Sign Test Results indicating whether there is a statistical difference between 

the classification accuracies for different data modalities. A p-threshold of 5% [286], was 

used to represent statistical significance in all tests. 

  MEDIAN 3D MEDIAN 2D P STATISTICALLY 
DIFFERENT? 

K
I
N
E
C
T
 
3
D
 
V
 
K
I
N
E
C
T
 
2
D
 

overall 86.7913 84.9528 0 yes 
Action AS1 NBNN 85.9938 83.5545 0.0215 yes 
Action AS2 NBNN 73.4190 78.1753 0.3438 no 
Action AS3 NBNN 94.0263 93.9624 0.1094 no 
Action AS1 LSTM 79.2033 70.7222 0.0020 yes 
Action AS2 LSTM 76.7857 73.1092 0.1094 no 
Action AS3 LSTM 89.6189 85.3854 0.0391 yes 
KARD AS1 NBNN 98.3333 98.3333 1 no 
KARD AS2 NBNN 99.1667 99.1667 0.0313 yes 
KARD AS3 NBNN 94.1667 91.6667 0.0391 yes 
KARD AS1 LSTM 96.6667 95.8333 0.7266 no 
KARD AS2 LSTM 98.3333 94.1667 0.0020 yes 
KARD AS3 LSTM 90 86.6667 1 no 
Daily NBNN 52.8125 52.8125 0.5078 no 
Daily LSTM 47.8125 47.5000 0.7539 no 
NTU NBNN 78.1250 77.6042 1 no 
NTU LSTM 82.8125 79.6875 0.7539 No 

K
I
N
E
C
T
 
2
D
 
V
 
O
P
E
N
P
O
S
E
 overall 90.8333 92.5000 0.0014 yes 

KARD AS1 NBNN 98.3333 98.3333 1 no 
KARD AS2 NBNN 99.1667 97.9167 0.1250 no 
KARD AS3 NBNN 91.6667 95.4167 0.0391 yes 
KARD AS1 LSTM 95.8333 97.5000 0.5078 no 
KARD AS2 LSTM 94.1667 96.2500 0.1094 no 
KARD AS3 LSTM 86.6667 89.5833 0.7539 no 
Daily NBNN 52.8125 59.6875 0.0020 yes 
Daily LSTM 47.5000 53.1250 0.0215 yes 
NTU NBNN 77.6042 80.7292 0.7539 no 
NTU LSTM 79.6875 82.2917 0.3438 No 

K
I
N
E
C
T
 
3
D
 
V
 
O
P
E
N
P
O
S
E
 overall 91.6667 92.5000 0.5338 no 

KARD AS1 NBNN 98.3333 98.3333 0.5078 no 
KARD AS2 NBNN 99.1667 97.9167 0.0039 yes 
KARD AS3 NBNN 94.1667 95.4167 0.1797 no 
KARD AS1 LSTM 96.6667 97.5000 0.4531 no 
KARD AS2 LSTM 98.3333 96.2500 0.0215 yes 
KARD AS3 LSTM 90 89.5833 1 no 
Daily NBNN 52.8125 59.6875 0.0020 yes 
Daily LSTM 47.8125 53.1250 0.3438 no 
NTU NBNN 78.1250 80.7292 0.7539 no 
NTU LSTM 82.8125 82.2917 0.7539 no 
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Appendix E Chapter 4 Results Tables 

Classification Accuracies for recognising different types of repetitive hand movement 

using three different validation protocols. 

 ACTIONS RECALL PRECISION F1 

 overall 0.9867 0.9868 0.9867 

TEST 1 

clap 0.9958 1 0.9979 

pick 0.9583 0.9787 0.9684 

rub 1 0.9959 0.9979 

scratch 0.9792 0.9592 0.9691 

wring 1 1 1 

 overall 0.9817 0.9818 0.9817 

TEST 2 

clap 0.9917 1 0.9958 

pick 0.9458 0.9742 0.9598 

rub 0.9958 0.9958 0.9958 

scratch 0.9750 0.9474 0.9610 

wring 1 0.9917 0.9959 

 overall 0.7617 0.7596 0.7574 

TEST 3 

clap 0.8500 0.8430 0.8465 

pick 0.6958 0.7198 0.7076 

rub 0.6458 0.7828 0.7078 

scratch 0.6333 0.6524 0.6427 

wring 0.9833 0.8000 0.8822 

 overall 0.8375 0.8415 0.8330 

TEST 3 PICK 

REMOVED 

clap 0.8583 0.8477 0.8530 

rub 0.6250 0.8333 0.7143 

scratch 0.8958 0.9110 0.9034 

wring 0.9708 0.7741 0.8614 

 overall 0.8385 0.8390 0.8327 

TEST 3 

SCRATCH 

REMOVED 

clap 0.8417 0.8417 0.8417 

pick 0.9292 0.9177 0.9234 

rub 0.6042 0.8056 0.6905 

wring 0.9792 0.7912 0.8752 
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Appendix F MATLAB Functions 

The following Section details the MATLAB findpeaks and findchangepts functions, as 

implement in MATLAB R2021a Update 1 (9.10.0.1649659) 

Appendix F-1 findpeaks function 

The MATLAB findpeaks function locates all the local maxima from a 1D signal, where 

a local maxima is a data point that is larger than its two neighbouring samples. In our 

implementation of findpeaks, we tune the algorithm with three parameters: 

Minimum peak height returns only those maxima above a threshold. 

Minimum peak distance returns only those maxima that are separated by a minimum 

threshold. 

Minimum peak prominence returns only those maxima that have a relative importance 

above a threshold. The prominence of a maxima measures how much the maxima stands 

out due to its intrinsic height and its location relative to other maximum values. A low 

isolated maxima can be more prominent than one that is higher but is an otherwise 

unremarkable member of a tall range. 
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Appendix F-2 findchangepts function 

The MATLAB findchangepoints function is based upon the changepoint detection 

algorithm proposed by Killick et al. [309]. A changepoint is a sample or time instant at 

which some statistical property of a signal changes abruptly. In our implementation, the 

variance of the signal is used to locate the change point. findchangepts employs a 

parametric global method to find the change point of a signal: 

• A point is selected at which to divide the signal into two sections.  

• An empirical estimate of the variance of each section is computed. 

• For each point within a section, measures how much the variance at the point 

deviate from the empirical estimation of the variance. The deviations for all points 

within each section are summed together. 

• Add the deviations for both sections to find the total residual error. 

• The location of the division point within the signal is varied until the minimum total 

residual error is found. 

findchangepts uses an exhaustive algorithm based on dynamic programming with early 

abandonment to perform the minimization.  
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