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Abstract 

With the global population constantly increasing, including the population of elderly 

people, there is an increasing need for facilitating independent and comfortable living. 

The degree of at-home monitoring that is necessary to deliver sufficient independence 

can be provided using automated sensor technology built within smart environments. 

Sensors can be used to monitor a home by analysing the activities of the environment’s 

inhabitant. It is important, however, to consider the preservation of privacy and so the 

unobtrusiveness of such a system should be considered as vital a characteristic as its 

accuracy. 

This thesis proposes an unobtrusive approach for detecting and recognising Activities 

of Daily Living (ADLs) performed within a smart environment. The research that is 

presented involved the use of low-resolution thermal sensors as the only means of data 

capture. The sensors have been used to develop original datasets for training and 

testing the various components of the proposed approach. The four primary 

components of the proposed approach are presented as four complementary chapters 

in this thesis. Firstly, an unobtrusive approach to recognising full body poses with 

thermal imagery is presented. Several machine learning algorithms were tested and 

their performances are compared. The second study introduces the concept of sub-

activities and how they can be inferred from the thermal data using only the predicted 

pose and the object estimated to be closest to the inhabitant. Additional sensors are 

considered in the third study where the effect of deep learning is investigated in order 

to improve upon the pose recognition performance. Lastly, the various components are 

combined to present the approach to detecting and recognising ADLs in a manner 

which exhibits both accuracy and privacy.
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Chapter 1 

Introduction 

This chapter details the topic of the thesis with regards to the identified problem and 

the motivations for discovering a solution. The research aims and objectives are 

summarised along with the primary research contributions made. Published material 

is specified, and an outline of the thesis structure is presented following details of the 

original datasets used throughout this research. 
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1.1 Overview 

Smart environments have been seminally defined as environments with the capability 

to improve their inhabitant’s experience within the environment, through the 

acquisition and application of knowledge about the environment and the inhabitants 

within it [1]. Over several decades smart environments have been regularly utilised to 

facilitate an improvement upon the quality of life of their inhabitants [2]–[5]. The 

sensors that make the environment smart can significantly differ depending on the 

intended application of the smart environment. 

Several sensory device types have been installed within smart environments.  

Examples include infrared sensors, binary sensors such as contact sensors and motion 

detectors. Image oriented sensors, including video cameras, thermal sensors and depth 

sensors may also be used. It is possible for data to be collected by sensors to improve 

upon the knowledge of the environment with regard to the behaviour of the inhabitant. 

This increased understanding of the day to day activities that are performed can allow 

for various application areas such as the detection and recognition of activities which 

are regarded as necessary for safe and independent living. To analyse human 

behaviour, there is a need to recognise the activities performed and to detect whenever 

they begin and end. 

The use of sensor data has proven to be successful for an extensive level of detection 

and classification of activities. Commonly, the sensor data has been used alongside 

machine learning techniques for the recognition of Activities of Daily Living (ADLs), 

where the sensors have been used to collect data from inhabitants. The sensor data 

could then be used to train machine learning algorithms to correctly predict future 

occurrences of ADLs.  This task has been carried out with sensors ranging from 

wearable sensors to RGB-D (Red Green Blue-Depth) cameras [6], [7]. Limitations of 

these approaches include the obtrusion which can be caused by the necessity for an 

inhabitant to wear a sensor and the lack of privacy offered by visible spectrum 

cameras. The limitations can mean that such devices are too intrusive to install within 

the home [8], [9]. 

This research focuses on the investigation into an alternative approach to monitoring 

inhabitants within a home environment through unobtrusive sensing. The 

implementation of an unobtrusive approach to detect and recognise ADLs through the 

use of low-resolution thermal imagery is proposed. The remainder of this chapter is 
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organised as follows: Section 1.2 outlines the problem definition and research 

motivation; Section 1.3 presents the aims and objectives of the research; The 

contributions to knowledge are discussed in Section 1.4; details of the original datasets 

used in the research are provided in Section 1.5; and finally, a thesis outline is 

presented in Section 1.6. 

1.2 Problem Definition and Research Motivation 

It has been frequently documented that there is an expectation that the world’s 

population will increase from 7.7 billion to 8.5 billion by the year 2030. The number 

of people aged 65 or over is anticipated to contribute to 16% of the population by the 

year 2050, which will be greater than the number of people aged between 15 and 24 

[10]. With such an increase, it can be presumed that the number of people who cannot 

perform daily tasks in full self-autonomy and require continuous care, will increase. 

Nevertheless, the desire to remain living at home will remain, and so for many elderly 

people and people who suffer from age-related diseases, such as dementia, the decision 

as to whether to remain living at one’s own home or move into a care home is a 

complex one to make [11], [12]. There are a number of issues motivating the need to 

provide care for people to live comfortably and independently for as long as possible. 

Specifically: 

 Detrimental psychological effects, such as feelings of isolation and depression, 

have been associated with people who have been required to move into a 

nursing home. Such a negative psychological impact highlights an importance 

in facilitating people with the means to remain living in their own homes [13]. 

 The provision of care through an on-site clinician would not be a realistic nor 

financially feasible expectation in many cases. Irrespective of the unlikelihood 

of this, access to an on-site clinician would still not guarantee continuous care. 

 Integrating sensors within the home environment would allow for the 

automation and consistent detection and recognition of ADLs, however, the 

preservation of comfort and privacy should be a priority. 

 Binary sensors, such as motion detectors and contact sensors, have been 

implemented as unobtrusive sensors to aid activity recognition. A disadvantage 

of contact sensors is that they are limited to only reporting interactions with the 

object to which they are attached. In order to make use of contact sensors for 

monitoring the actions of an inhabitant, the number of sensors would have to, 
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therefore, equate to the number objects the inhabitant could interact with. 

Alternatively, high-content image-based sensors could be utilised as a rich data 

source [14] to monitor a larger area of the environment. 

 

The installation of cameras within the home, while effective for the objective of 

collecting descriptive data for recognising ADLs, can be highly invasive for the 

inhabitants. Willingness for sensor integration could be deterred altogether. There is a 

necessity for a balance between the collection of descriptive data and the preservation 

of privacy within the home. 

1.3 Research Aim and Objectives 

It is the primary aim of this research to develop a solution for a privacy preserving 

unobtrusive sensing approach to ADL recognition based on thermal imagery. Thermal 

imagery has been previously implemented for classification tasks and so for this 

research, lower resolution sensors were used to capture data within a smart 

environment. The low-resolution Thermopile Infrared Sensors (TISs) were utilised in 

the research to improve upon the privacy preservation capabilities offered by thermal 

imagery of a higher resolution, while still retaining sufficient detail for classification 

tasks. The key areas of research involved within this work included: human detection 

from low-resolution thermal imagery, the use of several machine learning approaches, 

including deep learning, for low-resolution image classification and the analysis of 

thermal imagery to unobtrusively detect and classify the ADLs performed throughout 

sequences of recorded thermal frames. 

Specific research objectives were set for this work in order to fulfil the research aim. 

These objectives were: 

 To investigate techniques for segmenting the inhabitant’s heat signature from 

the background of the low-resolution thermal imagery.  

 To develop machine learning algorithms for a privacy preserving approach to 

classifying poses from the low-resolution thermal data. 

 To develop a methodology which uses a combination of the pose classification 

approach and the inhabitant’s location within the environment to infer sub-

activities. 
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 To investigate the impact of introducing multiple TISs to work in conjunction 

with one another in order to improve the unobtrusive pose classification 

performance. 

 To develop a probabilistic approach for classifying ADLs with the use of a 

Hidden Markov Model (HMM). 

 To implement the sub-activity inference methodology alongside probabilistic 

models to develop an approach for classifying and detecting the beginning and 

ending of ADLs from sequences of thermal images in a manner that considers 

both privacy and classification performance. 

1.4 Primary Knowledge Contributions 

The novelty of this work originates from the use of the data captured by unobtrusive 

sensory devices with machine learning and deep learning models for the detection and 

classification of ADLs, whereby privacy is regarded as significant a component as 

classification performance. The TISs facilitated the preservation of privacy as no 

discernible characteristics of the inhabitant were captured. Through the automated 

nature of the TISs, wearable devices were not required for personal nor environmental 

monitoring. Through the completion of the research objectives, four novel 

contributions to knowledge have been made, namely: 

1. Unobtrusive Pose Recognition 

Following the detection of an inhabitant from the TIS image, relevant features 

were extracted and used to train several supervised machine learning models: 

Random Forest (RF), Support Vector Machine (SVM) and Decision Tree (DT). 

The models were used for the classification of poses which were captured by 

unobtrusive TIS devices. Each model was evaluated with a test dataset. 

 

2. Sub-activity Inference with Single Frame Analysis 

A model was designed for inferring sub-activities where a sub-activity was 

defined as the action being conducted as a result of the pairing of a pose and 

an object deemed ‘near’ the inhabitant. It was assumed that the inhabitant was 

interacting with the object through the performance of a pose and subsequently 

performing the sub-activity. The unobtrusive pose classification approach was 

utilised to classify the pose and the Euclidean distance between the inhabitant’s 

centroid and the known positions of kitchen furniture and appliances was 

calculated to find out which was the nearest to the inhabitant. The output of the 
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approach was the inferred sub-activity that was most likely being conducted in 

the TIS frame. This contribution was also necessary for the approach to 

recognising ADLs. 

 

3. Training Deep learning classification models using low-resolution thermal 

imagery 

Deep learning was investigated where an original Convolutional Neural 

Network (CNN) architecture was developed. An analysis of the CNN’s 

capability to extract descriptive features from the low-resolution thermal data 

for pose classification was conducted to determine whether the approach could 

improve upon the conventional machine learning algorithms that were 

previously trained. Deep learning has been used alongside thermal data for 

human detection, posture classification and fall detection [15]–[17]. To our 

knowledge, however, it has not been applied to low-resolution thermal image 

data for the unobtrusive recognition of poses within a smart environment prior 

to the approach proposed in this research. 

 

4. A Privacy Preserving Approach to the Detection and Recognition of 

Activities of Daily Living 

An approach was developed for the detection and classification of ADLs 

through the integration of a probabilistic model. Within the context of this 

classification task, ADLs were defined as sequences of known inferred sub-

activities. This approach made use of the previous contributions to develop a 

novel methodology for unobtrusively predicting the beginning, ending and 

class of ADLs. 

The thesis contributions 1-3 have been peer-reviewed and published within the 

following outputs: 

 M. Burns, P. Morrow, C. Nugent, and S. McClean, “Gesture Recognition with 

Thermopile Sensors,” in Irish Machine Vision and Image Processing 

Conference Proceedings, 2018, pp. 89–96. 

 M. Burns, P. Morrow, C. Nugent, and S. McClean, “Fusing Thermopile 

Infrared Sensor Data for Single Component Activity Recognition within a 

Smart Environment,” J. Sens. Actuator Networks, vol. 8, no. 1, pp. 1–16, Jan. 

2019. 
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 M. Burns, F. Cruciani, P. Morrow, C. Nugent, and S. McClean, “Using 

Convolutional Neural Networks with Multiple Thermal Sensors for 

Unobtrusive Pose Recognition,” Sensors, vol. 20, no. 23, pp. 1–26, Dec. 2020. 

 

1.5 Original Thermopile Infrared Sensor Datasets 

There are several original datasets used in this research to conduct the experiments for 

testing the novel contributions and they are presented in this section. Each dataset 

consists of one participant as this was sufficient for fulfilling the aim of the research 

in presenting an unobtrusive and accurate approach to monitoring a smart environment 

with low-resolution thermal data. For the system to be deployed in an environment 

inhabited by a more general population, the datasets would require expansion with 

respect to the number of class instances and participants. A summary of the datasets is 

presented in Table 1.1. 

Training Pose Dataset Revision 1 and Test Pose Dataset Revision 1 

The initial pose training dataset was used for the pose estimation approach described 

in Chapter 3. The training dataset included thermal images of poses as captured by a 

ceiling-based TIS. The poses were performed in the centre of the environment so that 

they were clearly depicted in the recorded TIS images. The dataset also included 

examples of poses performed under a more realistic context. The TIS recorded the 

executions of sub-activities in order to capture realistic examples of the poses being 

conducted through interactions with the environment. The aim was to produce a 

dataset to train three machine learning algorithms to estimate clear instances of poses 

as well as poses performed under a more realistic context. The test dataset consisted 

of 586 pose instances which were conducted through five executions of three sub-

activities: Using Fridge, Using Cupboard and Sitting at Table. The dataset was used 

to test the pose classification capabilities of the trained models used in Chapter 3. 

Training Pose Dataset Revision 2 and Test Pose Dataset Revision 2 

Following the results attained with the initial pose datasets, the datasets were revised 

as a second TIS was involved. The additional TIS was installed in a corner of the 

environment in order to capture a lateral perspective of each pose. This TIS was used 

during the recording of the initial pose executions and so the lateral perspective of each 

pose performance was able to be included in the revised datasets to determine whether 

an additional TIS would improve upon the pose classification results achieved in 
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Chapter 3. The test dataset was also revised in the same manner and used to test the 

sub-activity inference approach in Chapter 4. 

Training Pose Dataset Revision 3 and Test Pose Dataset Revision 3 

The proposed CNN models were trained to classify poses with Training Pose Dataset 

Revision 3 and they were tested using Test Pose Dataset Revision 3 in Chapter 5. Poses 

in both datasets were captured from five TISs. It was an aim to first determine whether 

the deep learning models would be able to be successfully trained with the low-

resolution imagery. Rather than through the completion of sub-activities or ADLs, 

poses were, therefore, performed in the centre of the environment with considerations 

for multiple orientations. The differences between pose classes were subtle whenever 

kitchen furniture and appliances within the environment were interacted with, whereas 

whenever the poses were demonstrated in the centre of the room they were 

considerably clearer, as demonstrated with Training Pose Dataset Revision 1. The 

approach to using clearer examples of poses for this dataset was taken to reduce the 

factors which could be detrimental for the deep learning models to estimate the poses. 

The trained CNN models were tested using the Test Pose Dataset Revision 3. The 

dataset was captured using all five TISs and it included 250 pose instances which 

consisted of 50 executions of each pose class. Once the classification capabilities of 

the deep learning models were established, it was then intended to consider their use 

with more complex pose executions, such as poses conducted through the completion 

of sub-activities and ADLs. 

Training Pose Dataset Revision 4 

In Chapter 6 Training Pose Dataset Revision 3 was revised to include examples of 

pose instances captured during the completion of various sub-activities and ADLs. The 

dataset was recorded using the four corner-based TISs. The dataset was used to train 

the CNN models for classifying poses from sequences of ADL executions.  

ADL Training Datasets 

In order to establish the transition and observation probabilities for the HMM, Training 

Datasets for Making Tea/Coffee, Preparing a Microwavable Meal and Watching 

Television were processed. Each of the ADL training datasets consisted of ten 

instances of the respective ADL. The datasets were captured using the four corner-

based TISs and the Nearest Object TIS (NO-TIS). 
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ADL and Pose Test Dataset 

This final dataset was used to test the novel ADL detection and recognition approach 

in which the ground truth class labels of each ADL were predicted, as were the 

beginning and ending of each ADL. This test dataset consisted of a sequence of ADL 

executions in which three instances of each ADL were considered. 

Table 1.1 Overview of the datasets used in this thesis and the sections in which more details can be 

found. 

Section Dataset Purpose 

Section 3.2.4. 

Training Pose Dataset 

Revision 1 and Test Pose 

Dataset Revision 1 

To train RF, SVM and DT 

models for pose 

classification and to test 

the pose classification 

capabilities of the trained 

models. 

Section 4.3.3, Section 

4.4.4. 

Training Pose Dataset 

Revision 2 and Test Pose 

Dataset Revision 2 

To train RF, SVM and DT 

models for pose 

classification with two 

TISs and to test the pose 

classification capabilities 

of the trained models with 

two TISs as well as the 

sub-activity inference 

approach. 

Section 5.4.3, Section 

5.4.4, Section 5.5.2. 

Training Pose Dataset 

Revision 3 and Test Pose 

Dataset Revision 3 

To train five CNNs and 

RFs to improve upon the 

pose classification results 

and to test the trained 

CNN and RF models. 

Section 6.3.1. 
Training Pose Dataset 

Revision 4 

To train multiple CNNs to 

classify poses as they 

were performed during 

the completion of ADLs. 

Section 6.7.1 ADL Training Datasets 

To train the HMM with 

sequences of the 

respective ADLs in order 

to establish the transition 

and emission 

probabilities. 

Section 6.7.3 
ADL and Pose Test 

Dataset 

To test the novel ADL 

detection and recognition 

approach in which the 

ground truth class labels 

of each ADL were 

predicted, as were the 

beginning and ending of 

each ADL. 
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1.6 Thesis Outline 

Chapter 2 offers a detailed overview of the problem domain, the desire to live 

independently and privately at home, and an investigation of previously implemented 

solutions to the defined problem. Chapters 3, 4, 5 and 6 specify and comprehensively 

evaluate the various research methodologies required for the novel contributions. 

Chapter 7 is the final chapter and provides conclusions and limitations to the research 

and identifies the possibilities for future work within the research presented. The 

outline of the remainder of this thesis is as follows: 

Chapter 2: Background regarding the problem domain and the implementation of 

sensors within smart environments is investigated in order to provide an insight 

into the research issues and motivations. The potential psychological defects of 

moving into a care home are discussed and an extensive review of previous 

approaches to monitoring a smart environment and activity recognition is given. 

The necessity for privacy maintenance is also discussed along with the benefits of 

integrating thermal sensors. 

Chapter 3: The initial approach to unobtrusive pose classification is outlined 

where only a ceiling-based TIS is utilised. The manner of segmenting the 

inhabitant’s heat signature is presented and the features extracted for training the 

machine learning models are discussed. An experimental design for measuring the 

performance of the chosen machine learning model is provided along with the 

results attained from applying the model on a test dataset. 

Chapter 4: The pose estimation is improved with the addition of a TIS with a 

lateral perspective of the environment in this chapter. The sub-activity inference 

model is presented where the pairing of pose class and nearest object is used to 

infer the sub-activity, if any, occurring within the frame. A test dataset is used to 

evaluate the model. 

Chapter 5: Deep learning is investigated for use with the low-resolution TIS data 

as an alternative supervised learning model to the previously tested pose 

classification approaches. An original CNN architecture is presented and 

discussed. Three more TISs are also introduced to capture pose executions from 

additional viewing angles and details of the revised pose training and test datasets 

are provided. The experimental design aims to find a permutation of TISs which 

is practical, cost-effective and accurate. The performance of an RF model with the 
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revised approach is measured for comparison with the performance results attained 

by the original CNN architecture. 

Chapter 6: This chapter is a culmination of the research presented in the thesis 

for a privacy preserving approach to ADL recognition. Original datasets for 

training and testing the approach are once more produced and a series of image 

processing techniques are applied to each TIS frame for more accurate detection 

of the inhabitant from the thermal image data. The ADLs are represented with an 

HMM where the hidden states represent the ADLs and the observations represent 

sub-activities necessary to complete in order to perform the ADLs. Sequences of 

observations are captured from the test dataset and the Viterbi algorithm is used to 

determine the most probable sequence of states, or ADLs, that would have had to 

have been passed through to emit the observations. The prediction outputs from 

the Viterbi algorithm are used to classify the ADLs being performed throughout 

the dataset and the frames in which they each begin and end are also estimated. 

Chapter 7: The final chapter summarises the research conducted for the thesis and 

its novel contributions. Limitations of the work are discussed along with the 

potential for future research. 

An outline of the thesis structure is depicted in Figure 1.1 where the integration of 

the individual thesis contributions within the overall research is highlighted. 

Experiments and results related to each of the thesis contributions are presented 

and discussed in their respective chapters. 



12 

 

 

Figure 1.1 Overview of the thesis outline. 
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Chapter 2 

Literature Review 

The second chapter provides a comprehensive literature review of the need for 

continuous monitoring of activities performed within the home. Such a task can be 

facilitated through the integration of sensor technology to allow for both activity 

recognition and privacy preservation. Initially, the motivation for the automation of 

home environments is introduced where the associated challenges are highlighted. A 

review of the current literature is conducted for the remainder of the chapter, including 

the current smart home implementations for activity recognition and the need for 

approaches whose aim involves privacy preservation. Techniques that have been 

previously integrated for human detection from sensor data are also investigated. 

Various learning techniques for classification solutions are reviewed, including deep 

learning methods and more conventional machine learning algorithms.  
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2.1 Introduction 

For many elderly people and people who suffer from age-related diseases, such as 

dementia, the decision as to whether to remain living at one’s own home or move into 

a care home is a complex one to make [11], [12]. As has been frequently documented, 

there is an expectation that the world’s population will increase from 7.7 billion to 8.5 

billion by the year 2030. The number of people aged 65 or over is anticipated to 

contribute to 16% of the population by the year 2050, which will be greater than the 

number of people aged between 15 and 24 [10]. With this increase in the elderly 

population, it can be estimated that there will also be an increase in the need for 

environments that can offer 24/7 care, such as care homes. 

It has been found that older adults prefer to live independently in their own homes or 

communities for as long as possible. For example, from the survey in [18] 90% of the 

adults over 65 stated their preference for living in their own homes. A sense of 

attachment with one’s home can also be a significant factor in the decision to remain 

at home [11]. Detrimental psychological effects have been found to result from moving 

into a care home where it has been stated that often those who live an institutionalised 

life will experience depression, feelings of isolation and a loss of motivation to perform 

tasks for their own self-care [13], [18]. The concept of ageing in one’s own home is 

referred to as ‘ageing in place’ and has been defined as the ability to both 

independently and safely live at home, regardless of age or salary [19]. 

It is important to be able to facilitate 24/7 monitoring within a home environment in 

order to allow for its inhabitant to maintain both independence and safety. The 

necessary level of monitoring can be possible with sensor technology. Data can be 

continuously and automatically collected and analysed by using sensors installed 

throughout the home [20]. Various sensor types may be used to collect the data 

relevant for producing an understanding of what an inhabitant may be doing at any 

given time. It is, however, important to consider both the privacy and security of an 

inhabitant for any automated system tasked with monitoring the home [21]. The 

literature reviewed in this chapter has been selected due to its relation with one or more 

of the following criteria: The use of sensor technology, the aim to preserve privacy, 

the recognition of activities, person detection and machine learning. 

The remainder of this chapter is structured as follows: Section 2.2 introduces smart 

environments and the various types of sensor technology that has been used within 
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them. The importance of preserving privacy within a sensorised home is also 

considered in this section; Section 2.3 investigates a number of activity recognition 

approaches. The concept of Activities of Daily Living and the importance of 

conducting ADL classification within a smart environment are also investigated; 

Section 2.4 presents the specific use of thermal sensors as a way of supporting privacy 

when producing classification solutions; Section 2.5 investigates possible 

segmentation techniques which could be used for the detection of humans from image 

data captured from devices installed within a smart environment; Section 2.6 

highlights machine learning as an approach to developing models to predict behaviours 

and activities within a smart home; Section 2.7 discusses the potential improvement 

over conventional machine learning models that can be provided by deep learning 

networks; finally, the literature summary is presented in Section 2.8. 

2.2 Monitoring Smart Environments 

A smart environment is an environment in which there exists capabilities for 

improving the inhabitants’ experience within the environment, through acquiring and 

subsequently applying knowledge about the environment and the inhabitants within it 

[5]. Sensors can be deployed within the home to subsequently create a smart 

environment. As well as the installation of sensors, an environment may be deemed 

smart if it facilitates the concept of actuation. Within this context, actuation means that 

the environment is capable of reacting to the needs of its inhabitant. There are various 

key application areas possible with the utilisation of a smart environment, such as: the 

handling of medical rehabilitation processes, enhancing comfort, monitoring any 

mobility and physiological restrictions and delivering necessary therapy [22]. The 

research presented in this thesis focuses on activity recognition within a smart 

environment. The application area of a smart environment ultimately depends upon 

the requirements of its inhabitants. 

The provision of activity monitoring within the home may be required for elderly 

people or those with age-related diseases, such as dementia. It would neither be 

practical nor cost-effective to expect continuous monitoring to be conducted manually 

by family members and carers. A solution could be provided through the deployment 

of sensors within the home, whether the sensors are worn by the inhabitants, installed 

within the home’s architecture, or both.  
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2.2.1 The Use of Sensor Technology within Smart Environments 

Many varieties of sensor technology can be integrated within an environment to 

provide it with ‘smart’ capabilities. Such technology can facilitate a concept used by 

smart environments referred to as ‘ubiquitous sensing’. This concept can be defined as 

a network of sensors that are integrated with a network of processing devices to output 

a rich and multi-modal stream of data [14]. The output data may be used for monitoring 

and recognising the activities performed within the environment. Binary sensors are 

commonly deployed for monitoring smart environments and those who inhabit them. 

The output from a binary sensor is either a ‘1’, to indicate an ‘on’ state where an event 

has been triggered, or a ‘0’ to represent an ‘off’ state. Examples of these sensors are 

pressure, contact and motion sensors. Such sensors can be used to trigger upon the 

opening of a door or cupboard [23], or when there is motion within the environment 

[24]. 

The PlaceLab smart environment involved the implementation of more complex 

sensors, such as temperature, humidity or light sensors, to collect more complex data 

[25].  The TigerPlace retirement community used sensor technologies to enhance 

ageing in place for elderly residents [26]. Motion sensors were installed within the 

fridge and kitchen cabinets so that the residents’ activity within the kitchen could be 

monitored. The In-Home Monitoring System [27] has also been tested at TigerPlace 

[28] where infrared motion sensors and pressure switch pads were installed. A 

temperature sensor was used to monitor the stove and relevant activities were detected 

using sensors on the kitchen cabinet doors. The In-Home Monitoring System also 

included a bed sensor to monitor the presence, movement and respiration of an 

inhabitant [28]. 

The Gator Tech smart house aims to expand its lifespan beyond other existing 

technologies and allow for researchers to potentially develop new applications [29]. 

Various sensors were used within the smart house to detect and monitor triggered 

events and tasks performed by the inhabitants. The entry and exit of the home’s 

residents and staff through the front door were tracked using Radio-Frequency 

Identification (RFID) tags. To further ensure security, the front door was also equipped 

with speakers, a microphone and a camera to allow occupants to communicate with 

visitors so that their entry could be permitted. 
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The EasyLiving project was hosted by Microsoft Research where there was a focus on 

smart environment development, primarily on architectures and technologies [30]. The 

goal of the project was to develop an architecture that aggregated the various 

components or devices within the smart environment into a coherent experience for 

the inhabitant. The inhabitant’s identity within the environment was confirmed with a 

fingerprint reader. The relevant information could be used in conjunction with other 

components of the environment to assign a network identity to the data to represent 

the inhabitant [30]. 

Experiments have been conducted to test the use of an Electrocardiogram (ECG) 

sensor to monitor a smart home’s inhabitant’s heartbeat. If the sensor detected a serious 

issue with the output signal, an emergency call was made. This was dependent on 

verification that the inhabitant was using the sensor when the issue was detected [31].  

A wearable sensor has also been utilised along with sensors deployed throughout a 

residency where the two modules worked in conjunction with one another to monitor 

the status of the environment and its inhabitant [32]. The sensors included in the 

wearable sensor belt were an infrared distance sensor and an accelerometer. The 

sensors installed within the home included contact sensors on the bed and chairs, a 

light sensor and another infrared distance sensor. The distance sensors were used to 

determine the distance between the inhabitant and a camera, which allowed the camera 

to be focused accordingly. The camera could then record the environment more 

clearly. As the inhabitant moved while completing activities, the accelerometer in the 

wearable sensor monitored their status. The contact sensors could indicate whether the 

inhabitant was in contact with the bed, sofa or chairs and the light sensor reported the 

lighting condition of the room. The room’s condition was determined from the light, 

contact and distance sensors. The final results were generated by combining the status 

and room condition outputs, where a photo of the environment was also captured using 

the camera. The photo and the results were sent via email to the relevant carers. 

A smart environment prototype was developed to support inhabitants with impaired 

mobility who found difficulty in completing their daily routine [33]. The platform was 

designed to provide ease of use to its users. The system required the use of a mobile 

smartphone along with the installation of Near-Field Communication (NFC) tags and 

Bluetooth Low Energy (BLE) devices throughout the home. The NFC tags were 

installed within cards that were labelled with a person’s name or a specific task. The 

tags could be used to call someone or execute a particular task by touching the tag with 
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a smartphone. Sockets, lights, thermostats, window blinds etc. were fitted with BLE 

actuators so that they could receive on/off commands. The BLE nodes sent information 

to the relevant carers and family as well as reminders and alerts to the inhabitant’s 

mobile smartphone. The BLE nodes were used to determine the location of the 

inhabitant at any given time and through this, understand the tasks that were available 

to the user in their current location. 

2.2.2 The Use of Image Oriented Sensors within Smart 

Environments 

Sensors that prioritise the capture of image data, such as video cameras operating in 

the visible spectrum, deliver rich sources of information for both human and computer 

analysis [14]. In addition to its integrated motion sensors, the TigerPlace retirement 

community utilised a video sensor network to track gait and range of motion of its 

residents. The motion sensors benefited from this work as the potential for false alarms 

was reduced [28]. Although there can be privacy concerns with the use of video 

cameras, preservation of the inhabitants’ privacy can still be achieved to a degree. The 

silhouette of the inhabitants can be extracted from the captured video frames [26]. 

Feature data was extracted from the generated silhouette to identify the movement of 

the inhabitant so that their activities could be analysed. An HMM was used for this 

process, provided the duration of the activity did not exceed a pre-determined duration 

of time. The habitual tendencies of the inhabitant, during the execution of a given 

activity, were isolated to detect abnormal behaviour so that deterioration in health 

status could be detected. 

Image capture devices were also integrated throughout the PlaceLab infrastructure 

with nine infrared cameras, nine colour cameras and 18 microphones [25]. The streams 

of data output by these devices were passed into image processing algorithms where 

the movement of the inhabitant in the scene, as well as the camera positions, were 

considered. The four video streams and one audio stream that most accurately recorded 

the inhabitant’s actions were selected. The data was synchronised and stored, along 

with data captured by other sensors, to create a dataset that could be used for the 

development and testing of new algorithms. 

Image oriented sensors can provide at-home assistance that is not possible with other 

sensory data sources. The ISEE Smart Home was proposed as a home security system  

which used a video analysis scheme, where the two primary components were a Smart 
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Video Analytics Engine (SVAE) and an Event Video Database Engine (EVDE) [34]. 

The layout of the smart home encompassed cameras which were installed to monitor 

the door, sitting room and bedroom. The cameras supported alarm generation in real-

time and smart video analysis-based retrieval and synopsis. The video retrieval 

involved abnormal events that were captured from the SVAE, where the video 

synopsis process handled daily activities. A third-party algorithm was used to ensure 

further security where face recognition was integrated to account for each person 

within the house. 

A proof of concept system for at-home assistance which aimed to help people suffering 

from motor skill related disabilities has been presented [4]. A 3D camera for capturing 

facial expressions was used in conjunction with a FlipMouse device so that the user 

could map facial expressions to one of the available home instructions. The home 

instructions allowed for heating, lights and doors to be controlled. The 3D camera 

tracked 78 key points on the face while the accompanying system provided the 

algorithms necessary for recognising basic face gestures. The expression and facial 

points information was used to detect the face features and it was attempted to link the 

face gesture input with one of the home instructions. By successfully linking a gesture 

with an instruction, the appropriate smart home devices were activated. The level of 

recognition was generally very high for this approach, provided it was conducted under 

well-lit conditions as lower lighting was found to be detrimental to the accuracy. The 

tongue out and raising eyebrows expressions were difficult to accurately detect when 

there were low amounts of head movement, while the effectiveness of recognising the 

movement of eyes remained considerably low under all conditions. 

2.3 Activity Recognition 

The recognition of the activities performed within an environment is a complex 

problem which can be solved through the installation of sensors throughout the 

environment. Activity recognition solutions are vital for providing a unique 

understanding of the sometimes necessary long-term health care of older adults [35]. 

Activity recognition research and the sensors utilised to produce activity recognition 

solutions often belong to one of two main categories: body-worn or infrastructure-

based [8]. The data collected by the different sensor types can widely vary as most 

wearable sensors produce data in a time series manner. Categorical data is generated 

by motion sensors and image data is recorded from camera devices [36]. People who 
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have difficulty with movement can benefit from the use of wearable sensors within the 

home due to the wide use of sensors in these fields. One such approach involving body-

worn sensors required sensors such as accelerometers or gyroscopes to be placed onto 

a person’s body to accurately track their postural and locomotive movements [37].  

Wearable sensors can not only detect when ADLs are being performed, but also the 

quality of the performance. An approach was proposed which required participants to 

wear a motion capture suit while completing pre-defined cleaning related activities 

[38]. The activities included movement throughout the environment, placing colour 

coded objects in their respective colour coded baskets and sitting down and standing 

up actions. The method for activity detection was created using a continuous timed ‘up 

and go’ task. Kinematics peaks helped in the recognition of the activity and the 

segmentation of the activities was made possible by the maximum and minimum 

values to the left and right of the kinematics peaks, which provided activity durations. 

The results of the experiment revealed that the activities were able to be detected 

accurately and segmented almost as precisely as with manual segmentation. 

For wearable-based approaches, while not always guaranteed, it is vital that the high 

level of accuracy for the detection and segmentation of activities is maintained for an 

appropriate performance evaluation of an activity. Even if high accuracy can be 

consistently provided, it has been highlighted that elderly or sick people may still not 

be inclined to use wearable devices [16]. The rationale may be due to forgetfulness or 

an inability to use the sensors, caused by a health condition or disability. There may 

also be a fear associated with using potentially intrusive devices. 

The infrastructure-based model of activity recognition improves an environment with 

the addition of sensors integrated throughout the environment, rather than in 

possession of its inhabitant. Examples of infrastructure-based sensors are video 

cameras, motion sensors, contact sensors, thermopiles or any variation of infrared 

sensors. This model was exemplified in practice by the already highlighted PlaceLab 

project [25] and TigerPlace retirement home [28]. Sensors deployed throughout smart 

homes produce a continuous flow of data as ADLs are performed within the 

environment. This data should, in theory, be segmented such that each segment 

consists of only the sensor events triggered by a single activity. 

The extent of the capabilities and the various sensors that now exist within mobile 

phones motivated the proposal of another activity recognition approach. The approach 
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in question does not necessarily belong to the body-worn or infrastructure-based 

models [39]. Instead, the approach aimed to make use of accelerometers within mobile 

phones. Training data was produced from labelled accelerometer data, collected whilst 

various users carried out daily activities such as walking, jogging, climbing stairs, 

sitting and standing. This data was used to train three classifiers: logistic regression, 

DT and Multilayer Perceptron (MLP), where 10-fold cross validation was used for 

each experiment. While none of the classifiers achieved the best performance for every 

activity, the MLP produced the highest overall accuracy. Accurate activity recognition 

can, therefore, be accomplished using this approach, provided the inhabitant keeps 

their mobile phone in their pocket. The argument could be made that this approach can 

be categorised as a wearable solution. 

Human activity recognition is an important and highly researched aspect of computer 

vision [40]. Activity recognition solutions for application areas such as security 

surveillance, entertainment, health care and childcare have been made possible with 

the use of video data [41]. An approach to activity recognition has been proposed in 

which images of human poses were used to produce predictions for the activity 

performed within a given image [40]. The notation ‘poselet’ in the context of the 

research was used to describe an image that illustrated a meaningful part of the activity 

i.e. the limbs. For example, an image of a person walking consisted of four poselets 

which were images of the upper body, the left arm, the right arm and the legs. Ground 

truth poselets were created for each activity. A standard linear SVM was trained for 

each poselet based on the Histogram of Oriented Gradient (HOG) of the ground truth 

for the given poselet. Positive examples were the other poselets from the same category 

and the negative examples were randomly selected poselets from other activities. 

For video data previously used for an activity recognition task, the video was first 

retrieved and individual frames were extracted [41]. Following this, segmentation was 

conducted to isolate any Region of Interest (ROI) within the image. Tracking the 

motion of any moving objects within the scene followed, where movements specific 

to an activity were analysed to be able to recognise the activity in question. The study 

concluded that extracting frames only when an activity was taking place can benefit 

the system. It can also be more beneficial to conduct the recognition process with 

specific body parts used to complete an activity, as opposed to the person’s entire body. 

The Microsoft Kinect has been successfully used to capture human skeleton data to 

recognise the physical activity of the human. In one such approach, the designed model 
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recognised the actions of the inhabitant from a motion sequence of skeleton data [42]. 

The training dataset consisted of three peoples’ movement with a fourth person’s 

movement used for the test data. A CNN was used where the input data included time 

and the movement data of the various nodes that represented the analysed skeleton. 

The CNN architecture included three convolutional layers and three pooling layers 

with the purpose of reducing the network’s complexity. Features of the input data were 

extracted by the multiple layer CNN where the feature data was then input into an 

MLP. It was found that the computational load was largely eased with the use of the 

CNN for feature extraction. A classification accuracy of 81.8% was achieved with this 

approach. 

There are specific types of activities known as ADLs and IADLs (Instrumental 

Activities of Daily Living). An ADL is an activity that encompasses the actions one 

performs during one’s daily routine in full self-autonomy for one’s own self-care. 

Examples of such activities are: feeding ourselves, bathing, dressing and grooming 

[43]. An IADL encompasses ADLs that require the use of a tool or object and are not 

necessary for one’s survival. Much like ADLs, IADLs facilitate independent living. 

With respect to the capability of sensing, ADL performance analysis has been made 

possible within a smart environment through the use of sensors [44]. There are 

numerous sensory data sources that can be utilised for the classification of these 

specific types of activities, such as video based sensors, wearable sensors, motion 

sensors and various others [45]. 

The importance of ensuring that ADLs can be accurately recognised is reflected by the 

benefits provided by successfully doing so, in that age-related diseases such as 

Alzheimer’s disease and dementia can be detected in their earlier stages [46] [47]. The 

early detection of dementia has been accomplished with motion sensors as the mobility 

and self-care capabilities of the inhabitants can be monitored using the sensor 

technology [48]. Early detection of signs of such diseases can be a significant benefit 

for the support of the clinicians to conduct early intervention and diagnosis. If someone 

who has been diagnosed with such a disease is deemed able to remain living in their 

own home, difficulties can still be faced when attempting to perform ADLs. It is the 

view of medical professionals that detecting medical related issues of an 

environment’s inhabitants can be dependent on the analysis of the inhabitant’s 

behaviour [49]. Sensing technology for ADL analysis can be used further to provide 

automated aid and support for the inhabitant in the form of voice reminders to alert the 
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inhabitant that necessary medication must be taken [50]. Analysing ADLs positively 

affects ageing in place for the elderly as it facilitates the regular development of 

platforms to cater for independent living [44]. Such solutions may aim to provide 

independence within the home with the addition of safety measures such as security 

systems implemented with the use of video observation [51]. It is an important first 

step to be able to automatically recognise ADLs with sensor technology. 

The behaviours of a home’s residents are not expected to always follow the same 

pattern but instead vary with respect to which ADLs are performed and how the 

inhabitant performs them. The daily habits and capabilities to perform tasks can create 

a significant difference between how people perform the same ADL [52]. This can 

introduce further complexity and financial expense to the process of developing, 

testing and validating relevant algorithms for ADL analysis [53].  

Depending on the context of the application area, it can be important to maintain 

privacy during ADL analysis. A dataset of high resolution video and image data was 

produced where the classes involved a number of refined activity classes [54]. Using 

the dataset, two approaches were benchmarked: a pose-based approach using human 

body joint trajectories and an approach involving holistic features. Whilst effective, 

the dataset is an example of the privacy intrusion issue due to the sensitive data that is 

required for the fulfilment of the solution. It can be argued that privacy was not 

preserved because of the nature of the recorded dataset. The proposed solution was 

successfully implemented, however, should privacy be a desire of an environment’s 

inhabitants, a different manner of data collection would be necessary. 

2.4 Preserving Privacy with Thermal Sensors 

It is important to consider the privacy and security offered by a smart environment 

during its development [21]. Sensor data such as Passive Infrared Sensors (PIR), 

contact sensors, and seat/bed pressure mats are unobtrusive with their collection of 

data [55]. Privacy is, however, more difficult to maintain with the use of visible 

spectrum cameras as such image capture devices record a person’s discernible features 

when capturing data. This limitation is particularly notable as concerns with respect to 

the level of security available within smart environments have been highlighted, 

specifically in terms of protecting the identity of the person monitored within the 

environment. The extent to which a captured image can be used to recognise the 

identity of a person or the environment in which they inhabit is the variable that is in 
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need of suppressing, specifically for older adults [56]. When using video cameras for 

home monitoring solutions, it is difficult to preserve sufficient privacy as such cameras 

can be perceived as too intrusive [19]. Within the context of this thesis, sufficient 

privacy refers to cases in which neither the inhabitant’s identity nor details of the 

environment are visible within the data being used for an experiment. 

Low-costing state-change sensors have been used for the recognition of activities as 

an alternative to sensors which would commonly be regarded as invasive [57]. The 

approach used the sensors to primarily focus on the objects found throughout the 

environment so that information with regards to how the objects were used by the 

inhabitants could be collected. The relevant data included the sensor ID, the current 

date, time of sensor activation and deactivation and the location of the sensor with 

respect to the room and object. The sensors were fitted on cabinets, drawers, doors, 

windows, microwaves, fridges, toilets, stoves, sinks, showers, light switches and lamps 

to allow for thorough monitoring of the environment. The system was deployed within 

actual residences for testing. One of the occupants stated that she would not have 

participated in the experiment had video data been used, while the other occupant 

would have agreed provided cameras were not installed within the bathroom.  

The proposed system successfully detected a number of activities performed by both 

occupants. Privacy preservation was achieved with the sensors used in the study. 

However, advantages of vision-based approaches, such as human presence detection, 

human location estimation, human tracking and pose estimation, were not possible 

with the choice of sensors. Such advantages could be beneficial for an activity 

recognition system, however, it is imperative that privacy is maintained. 

As an alternative to video cameras, thermal devices can be used so that images of an 

environment can still be captured while avoiding feelings of intrusion for the 

inhabitant. A study has proposed three approaches to preserving privacy with the use 

of thermal cameras [58]. In the first approach, privacy was preserved whenever the 

thermal camera converted the voltage readings into grey levels to create the thermal 

image. A component in an Application Specific Integrated Circuit (ASIC) was used to 

filter the voltage readings that corresponded to human wavelengths. Each pixel which 

was to represent human skin was able to be detected prior to the creation of the image 

and so its grey level was set to zero. As a result, the pixels representing the peoples’ 

faces were black and so distinguishable features were not able to be detected. The 

approach was tested on a gesture database consisting of a training dataset with 10 hand 
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gesture classes. The test images underwent the proposed privacy preservation process 

and a multi-class bag-of-words SVM was used to classify them. A classification 

accuracy of 97% was achieved. 

For the second approach, the noise generated by the sensor was manipulated so that 

facial features were omitted. The thermal device’s microbolometer voltages and gain 

amplification were manipulated so that the noise obstructing the facial features of a 

person remained within the image. The same gesture recognition experiment 

conducted to test the first approach was used for the second approach. An accuracy of 

97% was also achieved. Both approaches demonstrated that the application of the 

privacy preservation techniques was not detrimental to being able to use the data for 

classification tasks. 

The third approach to offering privacy proposed in this work involved the removal of 

areas within thermal imagery whose temperature was equal to the temperature of 

human skin. This was conducted with either the overexposure or underexposure of the 

relevant pixels. The remaining areas of the image were depicted with high detail as 

HDR was maintained. Privacy was able to be preserved along with detail of the 

environment in which the thermal camera was deployed and so this approach would 

greatly benefit the use of thermal cameras outdoors. The HDR images would provide 

low noise and high image quality and the thermal aspect of the cameras would avoid 

any limitations common for visible spectrum cameras at night. 

As it is possible for systems to be hacked, there is a concern that should a care system 

which utilises any form of imagery be hacked, images of the environment’s inhabitants 

could be accessed and stolen. Even if the system was not designed to store or return 

the images, the image capture devices could still be hacked and used to record images. 

A privacy preservation approach using thermal imagery has aimed to offer privacy 

even in the event of a system being hacked [59]. The system, called Lethe, used limited 

memory storage and data transmission so that full thermal images were never 

processed. Two thermal cameras were installed in a door frame with one positioned 

above the other. People were sensed as they walked through the door by detecting 

values that equated to the human skin temperature range. The direction of movement 

was determined by comparing the current frame with the previous one. 

The approach also involved identity detection, which was determined using a person’s 

height as the pixel representing the top of the head was the only data from the image 
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that was required. Both thermal cameras provided their own calculations of the height 

and, alongside the distance between the cameras and the person, the physical height 

was estimated. Lethe was able to predict the direction of a person’s movement through 

the doorway with 99.70% accuracy. With regards to identity detection, a best-case 

example saw 3 people identified with an accuracy of 99.10% as they each walked 

through the doorway multiple times. Pairs of the experiment’s participants, whose 

heights differed by 5 cm or more when walking, were correctly identified with an 

accuracy of 96.00%. When the height differences were 2.5 cm, 92.90% accuracy was 

obtained.  

Privacy was able to be preserved irrespective of the system being hacked as limited 

memory was necessary. Only 21 values were stored within the thermal camera’s 

memory as this was the minimum amount necessary to track a person. For the memory 

requirement, this equated to 33 bytes. Only 0.69% of a 60x80 thermal image could, 

resultantly, be stored at a given time. The data transmission rate was also reduced in 

this approach where the rate was required to only be 30 bytes per second. Further 

assurance can then be given that in the event of the system being hacked, the thermal 

device would not be able to be used to capture images. While the thermal sensors could 

provide rich image data [14], the thermal images produced were unlike images 

produced by visible spectrum cameras. This is due to such cameras producing images 

based on reflected visible light, whereas thermopile sensors detect an object’s infrared 

energy where a higher temperature results in a higher level of infrared energy. 

Recorded thermal data can be used to generate a grayscale image, where the pixels 

with higher grey levels, or lighter colours, signify the hotter regions within the scene.  

Thermal sensors have also been used to detect the presence of a stationary or moving 

person where the infrared signals generated by thermopile sensors were used to detect 

human presence in a supervised environment [60]. The sensors could detect a 

stationary or moving person by using the infrared signals generated by the temperature 

of the inhabitant. Thermal sensors can also detect other heat emitting objects, such as 

a boiling kettle. Heat sources could, therefore, be detected and analysed without the 

need to capture or record any discernible features of an environment’s residents [55]. 

The use of thermal sensors can be beneficial over visible spectrum cameras as it has 

been highlighted that regardless of whether it is day or night, there is ample contrast 

between a person and the background in thermal images to distinguish between them 

[61]. Both a camera and thermal sensor can also be used in conjunction with one 
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another [55]. In the study the thermal sensors were used for capturing actions such as 

walking, boiling kettles and lying on the floor. The camera was used to record video 

and generate each activity’s start and end timestamps. The data was visualised with a 

3x8 bit RGB (Red Green Blue) colour map, while the motion of an inhabitant was 

tracked by observing the temperature change between two consecutive timestamps. 

The approach also boasted the provision of privacy for inhabitants. 

Activities have also been able to be classified using a low power 8x8 thermal sensor 

array [62]. An image overlay of the environment was produced and it was divided into 

multiple 64-pixel sections. Based on the average temperature of each section and the 

distance between the sensor and objects within the section, a temperature value was 

delegated to the section in the image overlay. For time independent events, the absolute 

temperature and the difference from the average room temperature were calculated. 

Time dependent events included activities such as boiling the kettle and for such 

events, the start of the activity, the appliance’s operation and the cool down phase were 

found and segmented from the rest of the data. For each segment, values such as the 

mean, minimum and maximum temperature changed throughout the segment. These 

values were extracted as features to create a feature vector which was, ultimately, input 

into the classifier to determine the event (or appliance). For appliances, the feature 

vectors were input into a DT model, while bathroom activities such as showering were 

classified using the K-Nearest Neighbour (KNN) algorithm. Appliances were 

recognised with an average accuracy of 75.1% where the activities were recognised 

with an average accuracy of 99.2%. While this approach further demonstrated that 

thermal sensors could be successfully utilised for person tracking within a smart 

environment, once the occupants transitioned from standing separately to being 

grouped together and finally, back to standing separately from one another, the 

tracking failed. Consequently, it could be advantageous to install multiple thermal 

sensors within an environment so that the additional viewing angles could provide 

more context with respect to the actions of an environment’s inhabitants. 

In addition to activity recognition, low resolution thermal sensors have been used for 

pose recognition [16]. The approach aimed to classify lying and sitting on the bed, 

standing up, sitting on a chair and lying on the floor. The presence of a person in the 

room was also detected. The approach involved first, the extraction of relevant features 

using a temperature threshold value to implement background subtraction. With this 

subtraction, the pixels that did not represent the source of heat being analysed were 
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removed. The feature list differed somewhat from the features in [62], such that it was 

comprised of derived features. For example, the difference between the highest 

temperature and the threshold, as well as the summation, average and standard 

deviation of the pixels not removed were all features that were extracted. The machine 

learning model that most accurately classified the poses was used, which in this case, 

was the DT model. From testing three datasets, accuracies of 90.67%, 75.95% and 

60.06% were produced for pose recognition where the accuracies decreased with 

higher maximum room temperatures. For presence detection, 99.57%, 99.94% and 

91.65% accuracies were achieved from the three datasets. 

In another study where thermal infrared video was used as the primary data source, the 

image was segmented using a background subtraction technique [63]. Following the 

implementation of this technique, the shape discerning the person within the images 

was white and the background was black. The motion of the person during an activity 

was represented using a series of gait poses as the gait energy images preserved 

temporal information. Five sequences of gait energy image were targeted for each 

activity to be recognised. It was not possible to determine the location or movement 

of the person when feature extraction was conducted and so it was necessary to select 

features that were invariant to the rotation, translation, scale and reflection of images. 

The extracted features were input into a Naïve Bayesian classifier. Test videos were 

used to deduce how well the approach performed. Of the 46 test videos, 35 were 

recognised correctly, demonstrating that thermal data, as the sole source of sensory 

data, can be suitable for accurate activity recognition. 

Ultimately, the extent to which processing steps are used to hide the captured data is 

dependent upon the quality of data captured. For example, if the recorded thermal 

images were similar to the low resolution imagery from [16] and [17], image 

processing techniques would not be required to remove the identity of the inhabitant 

as no discernible characteristics are visible at any stage. While such data would also 

omit any environmental detail, depending on the use case, this may not be necessary 

and so privacy could be preserved with respect to both a person’s identity and their 

home. An opportunity exists to use the low-resolution imagery as the sole source of 

data for an ADL focused predictive model with the aim of providing both high 

classification performances and privacy. 
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2.5 Person Detection 

Human presence detection can be conducted using contact sensors, pressure sensors, 

infrared sensors or sensors which capture image data [19], [44], [64]. In order to detect 

human poses and activities when using image or video data, it is first necessary to be 

able to identify the ROIs in each frame which are involved in the pose or activity 

instance. Image processing techniques can be implemented for analysing image data 

and extracting the ROIs which represent humans. This section discusses several object 

detection and segmentation techniques which have been previously used for successful 

human detection. 

To detect a person within a thermal image, the grey levels equating to human skin 

temperature (between 33.5C and 36.9C [65]) can be isolated. Temperatures 

marginally below this temperature range would also require isolation due to heat 

absorption by hair and clothes. Exclusively finding the image pixels that equate to 

human skin temperature can be successful for person detection, however, it would be 

anticipated that during summer months, the ambient temperature of an environment 

would increase. Most objects within the environment can be expected to adapt to the 

higher temperature [59], consequently affecting the intensity of the thermal image. The 

process of detecting a person by equating their pixel intensity values with human body 

temperature would become less effective [15]. 

A threshold value can be selected so that the grey levels below the threshold are 

defaulted to 0 (black), while the grey levels above the threshold are set to 1 (white). 

As stated, however, the environment’s ambient temperature can be expected to 

fluctuate due to weather, season and other heat emitting objects. A static threshold 

value would not, therefore, be sufficient for consistently separating a person from the 

background.  

2.5.1 Otsu’s Method of Automatic Threshold Selection 

An approach to differentiating between an image’s background and foreground, was 

proposed by Nobuyuki Otsu [66]. The approach aims to automatically select the 

optimal threshold for subtracting the background from the input image. Such an 

algorithm could be used to update the threshold for each newly captured thermal 

image. The algorithm has been used for both nonparametric and parametric approaches 

and it has been claimed that nonparametric approaches are the most robust and 

accurate of the two [67]. The method has been successfully implemented in the 



30 

 

binarisation of a thermal image during the segmentation process for human detection 

[68] and so is applicable for the research in this thesis.  

Upon application of the threshold, an image consists of two classes of pixels: the pixels 

representing the person within the image and the pixels used for the image background. 

Initially, the algorithm uses the image’s histogram to provide the probability of each 

pixel grey level value. The number of histogram bins, or grey levels, are used along 

with the applied threshold and the probability occurrence of each pixel grey level to 

determine the probabilities for both pixel classes. The algorithm proposed by Otsu 

aims to calculate the threshold value that minimises the intra-class variance where the 

intra-class variance can be defined as a weighted sum of variances of both pixel 

classes. Maximising the inter-class variance for two classes is equivalent to minimising 

the intra-class variance [66], [67] and so Otsu’s algorithm conducts calculations to 

determine the maximum inter-class variance. The algorithm tests each possible 

threshold ranging from one to the value of the maximum grey level within the frame. 

The class probabilities are updated with each new threshold, allowing for a new inter-

class variance value to be calculated. The threshold value corresponding with the 

maximum inter-class variance that is calculated is selected as the final threshold to 

apply to the output image. 

2.5.2 K-means Clustering 

Another approach for segmenting a person from the background of image data is the 

unsupervised learning approach K-means clustering. The machine learning provided 

by a K-means clustering model is used to classify data that is not organised into 

separate classes prior to training the model. With respect to image data, the algorithm 

segments any ROIs found in the image, such as a person, into K clusters where each 

cluster represents an individual group of data which share a degree of similarity [69]. 

Once K random points are selected as the centres of each cluster, the data is assigned 

to the clusters by determining the lowest Euclidean distance between the data and a 

cluster. Each clusters’ centroids are calculated from the mean of the data found within 

the cluster. The calculated cluster centroids are used to realign the data as each data 

point is moved to the cluster containing the closest centroid. The result is K classes of 

data, allowing for segmentation of the necessary data from the image. 
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2.5.3 Active Contours 

A threshold dependent segmentation technique does not guarantee accurate human 

detection as a person may not always be warmer than their surroundings, resulting in 

a large number of foreground pixels being included in the background or vice versa. 

Active contour models aim to detect object boundaries to form a parametric curve or 

contour that fits around the object. The contour information represents an ROI within 

the image, allowing for segmentation and further processing with the ROI. The 

technique was first proposed by Michael Kass, Andrew Witkin and Demetri 

Terzopoulos [70], where the use of active contours for application areas such as edge 

detection, line detection and motion tracking were demonstrated. The method first 

creates a binary image mask where the edges of the ROIs in the mask indicate the 

starting position of the active contour. Following the initialisation of the contour, the 

contour is evolved a pre-determined number of times and with each evolution, energy 

minimisation is conducted, resulting in the contour progressively becoming closer to 

the object’s actual boundary. 

The technique has since been used for medical image segmentation [71], [72], the 

detection of humans from video for posture recognition [73] and activity recognition 

approaches [74], [75]. The detection and tracking of people within images using active 

contour models has also been accomplished with thermal imagery [76] where the 

disadvantages of unfavourable lighting conditions for real world monitoring and 

people tracking were removed. 

2.6 Approaches to Machine Learning 

Automating a smart environment for recognising the behaviour of its inhabitant 

requires the need for learning how such behaviour ‘looks’ with respect to the data 

captured of the environment. Machine learning can be used to detect patterns within 

the data in order to classify future instances of similar data. Machine learning can be 

used with image data for the classification of poses, movements and ADLs. 

Machine learning is the manner in which computer algorithms learn to make 

predictions or decisions while improving their capabilities of doing so with experience 

[77]. Machine learning algorithms can be supervised or unsupervised. Supervised 

algorithms use training data to build the predictive models, where the training data is 

representative of the real-world data that the model will be required to classify. When 

the training class labels are known, the method of learning is referred to as supervised 
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learning. For unsupervised machine learning, the algorithms aim to identify patterns 

within data that have not been assigned any labels. Unsupervised methods have been 

previously used for activity recognition when the feasibility, cost and available time 

to collect a training dataset have blocked the use of a supervised approach [78]. For 

the research presented in this thesis, the same constraints were not present to the same 

extent, therefore, supervised learning was deemed the appropriate approach. The 

remainder of this section focuses on such methods of learning. 

For building a supervised learning model, a machine learning algorithm is provided 

with training data, which is subsequently labelled with the selected classes. The 

relationship between each data tuple and class is used to teach the model how to 

calculate the correct label output from a future data input. Various supervised machine 

learning algorithms exist for the training of the models, where the use of each depends 

upon the requirements of the targeted application area. When training a model, it is 

important to avoid a concept known as overfitting. This issue can occur if the model 

fits too closely to the training data, causing the model to learn details and noise, that 

are specific only to the training data, as key concepts of the learning process. Such a 

model would struggle with unseen data that differs from the training data, rendering it 

unfit for its purpose. In particular, it is a problem which can occur in smaller datasets 

and so is a necessary consideration during the training process. 

2.6.1 Decision Trees  

The DT model is named after the appearance of its tree-like infrastructure. DTs 

primarily consist of decision nodes and leaves. The data is split at the decision nodes 

where the branches are the decisions, including decisions for the final output of the 

model. Data is classified by considering each descriptive feature of the data. Each 

decision node represents one of the features and the branches connecting from a node 

represents a possible value of that node’s feature. The root node of the DT indicates 

the starting point for the model and a feature. For the classification of a data instance, 

the value of the feature representing the root node is first considered. Depending on 

the feature value, one of the branches is followed to the next decision node, which 

represents a different feature. The process is repeated until a node that does not have a 

branch extending downwards is reached. This final node indicates the class prediction 

to be made by the model. 
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DT models are described as robust due to their handling of classification errors within 

training data and how they can still be utilised even if instances within the training data 

omit values for features. Even though DTs commonly utilise Boolean decisions for 

data classification, the machine learning algorithm can be extended for usage with 

features whose values are real numbers [77]. 

The DT requires little intervention for the preparation of data as missing data does not 

cause the data to be split to allow the tree to be built. This is advantageous for research 

involving thermal data as it is possible for a person’s heat signature to not be correctly 

detected and as a result, important data is omitted. When using a DT, features that are 

found to be irrelevant for the classification task are omitted as all relevant information 

already exists within the other features and so the additional complexity is unnecessary 

[79]. 

The DT has shown to be a useful classifier for tasks involving the recognition of 

activities. A smartphone application was developed for Android with the intention to 

detect and monitor human activity within the workplace on a daily basis [80]. The 

approach involved the selection and extraction of features for the training of several 

machine learning algorithms: DT, KNN and Neural Network (NN). It was found that 

the NN classified the activities with the best efficiency, while the KNN model 

facilitated the fastest training time. The size of the trained model was also important 

due to the necessity for storing it within the Android application. The NN and DT 

models were significantly smaller than the KNN model. It was finally determined that 

the DT offered the best combination with respect to each of the detailed attributes and 

so it was selected for the final system. The final hierarchy of DTs achieved an F-score 

of approximately 92%, exemplifying the promising capabilities for human activity 

recognition that are possible with the DT machine learning algorithm. 

Smartphone embedded sensors, wearable wireless sensor devices and sensors installed 

throughout the smart environment have also been used to collect the sensor data 

necessary for input into a DT [81]. The classifier in this case indicated the inhabitant’s 

proximity to objects within the environment and whether they were upright or in a 

horizontal orientation. From using the DT, it could be determined which activities were 

likely being performed. This information was used to select one of several trained NNs 

to be used for finalising the classification of the activity. The accelerometer data 

offered by a smart phone has also been successfully used for the input into a DT 
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classifier for activity recognition [39]. The x-axis recorded the horizontal movement 

of a person’s leg, the y-axis monitored upward and downward motion and the z-axis 

allowed for forward motion of the leg to be recorded. The activities walking, jogging, 

ascending stairs, descending stairs, sitting and standing were classified with relatively 

high accuracy by using the DT. 

2.6.2 Random Forest 

The DT framework can be improved upon with the RF machine learning algorithm. 

The RF is known as an ensemble supervised learning method as it involves the use of 

multiple DTs working in conjunction with one another. A RF model classifies input 

data by considering the individual class prediction outputs that are provided by each 

DT within the ensemble. The mode of the classes is selected as the class prediction for 

the data instance [82].  

The DTs involved in a RF model should be uncorrelated with the intention that while 

the DTs experience classification errors, they do not all experience the same errors at 

the same time. Where some trees may incorrectly classify a data instance, other trees 

from the forest can produce the correct class output. This is advantageous for the data 

used in activity recognition research due to the similarity between various instances of 

the same activities. 

The specific trees that accurately predict the class will vary but as long as the majority 

predict the correct class, errors can be avoided. An ensemble of DTs should be able to 

correctly classify data at a more accurate rate than any of the DTs individually. RFs 

have shown to improve upon the classification capabilities of individual DT use [82], 

[83] and can help avoid the overfitting to the training dataset that is often caused by 

DTs [84]. 

The RF machine learning algorithm was one of several classifiers used for an activity 

recognition approach in which accelerometer data was used to classify two activity 

recognition datasets [85]. The use of wearable accelerometers has allowed for a 

comparison between the RF and a DT algorithm for the classification of activities [6]. 

The activities for the study included: sitting, sitting down, standing, standing up and 

walking. A public activity recognition dataset was used and the RF was found to be 

the more accurate choice for classifying the activities. 
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2.6.3 Support Vector Machine 

The SVM aims to divide the training data samples that belong to different classes by 

constructing a set of maximum margin hyperplanes in the same space that the training 

data samples are mapped. This involves using the mapped space to find the largest 

distance between a hyperplane and the nearest training data point. The SVM only 

requires the nearest training data, and so high-dimensional data can be handled 

irrespective of the quantity of available training data [86]. 

In an activity recognition approach involving the utilisation of an SVM, a binary 

classifier was used because the acquired data sequences that involved a target activity 

were to be differentiated from the sequences that did not [37]. The differentiation 

resulted in positive and negative sequences. The SVM was used to develop a boundary 

between the two sequence types, where a sequence’s distance to the boundary resulted 

in the SVM generating a value between 0 and 1. The activity achieving the highest 

SVM score was predicted as the activity that was performed within the sequence. 

A sliding window approach to activity recognition was implemented alongside the use 

of an SVM classifier [87]. The SVM was used for activity classification following 

testing of several classification algorithms. The dataset used in this study included 

annotations for the beginning and ending of activities so that the flow of sensor data 

was separated into segments. Each segment represented an activity from start to end. 

The SVM prediction model was trained using the segments of data. To test the sliding 

window approach, the SVM prediction probabilities of two continuous windows were 

compared and the probability trend was detected. Based on the data within the first 

window, the SVM generated a prediction for the activity occurring within the window 

where a prediction probability was also generated. Another prediction and probability 

were then generated from the following window, upon which the probabilities from 

both windows were compared. Provided the activity predictions were the same and the 

prediction probability trend did not decrease, the next window generated another 

prediction and respective probability. This process continued until the probability 

trend began to decrease due to the activity prediction for a window resulting in a 

probability lower than the previous window. In such a case, the previous window was 

defined as the ending of the predicted activity. Window by window, the predicted 

activity was compared with the ground truth to measure the performance. 
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2.6.4 Hidden Markov Model 

A model can be defined as a Markov process if the future states of the model are 

dependent only on the current state and not those that precede it. Probabilistic 

information is the primary target of a Markov Model (MM) as it aims to determine the 

most likely outcome in a manner that disregards the past. They are stochastic in nature 

and operate based on a sequence of events or states which change in a random manner 

[88]. In the context of the research presented later in this thesis, a model’s state can be 

represented with ADLs where the next ADL in a sequence depends exclusively on the 

current ADL. Previous ADLs have no influence on how the current ADL transitions 

to the next. 

If the states are not observable and are instead ‘hidden’ then the system is referred to 

as an HMM. A transition probability value is calculated for each possible state change 

from the current state, including remaining at the same state. The probabilities are 

calculated by analysing sequences of state changes and recording the number of times 

each state transitions to another state.  Each state within the model emits observable 

information called observations. The probability of detecting an observation from a 

given state is called the emission probability. Together, the transition and emission 

probabilities form the HMM. As the observations depend on the states, the states can 

be inferred by using the observations along with the transition and emission 

probabilities of the model. Previously, HMMs have been used for activity recognition 

where the activities have represented the states and the observations have been 

information which is observable only from the activities, for example, poses. 

The three algorithms which are widely used with HMMs are the Viterbi algorithm, the 

forward algorithm and the Baum-Welch algorithm. The Viterbi algorithm utilises the 

observable information emitted from a model’s states to estimate the most likely 

sequence of hidden states that occurred to produce the observations [89]. The forward 

algorithm is used to determine a state at any given time, based on the previous states 

from the sequence [90] The Baum-Welch algorithm utilises the Expectation-

Maximisation algorithm as it aims to calculate the maximum-likelihood estimate of 

the HMM’s current state. The probabilistic information is found with the help of the 

set of observations, resulting in the understanding of the model’s hidden state [91]. 

Activity recognition has previously been completed with the use of HMMs in order to 

detect abnormal behaviour [7]. An RGB-D video camera was positioned in the ceiling 
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to provide a top-down view of the environment. The camera was used to collect image 

and depth data and from the depth data, locate the person within the frame. The 

identification of the 3D positions of the head and hands was carried out to understand 

the sequences of 3D positions of the head and hands when completing various 

activities. This was done so that ultimately, an HMM could be trained with each 

sequence. This sequential knowledge was used to train three HMMs where the 

observations of each HMM were the head positions, hand positions and the head and 

hand positions together, respectively. The model was tested with a separate dataset 

where each HMM was provided with the relevant sequence of head and hands data. 

The activity that the sequence most represented was selected as the class prediction. 

An F-Score of 80% was achieved with the HMM that utilised only the sequence of 

head positions for its input. 

2.7 Deep Learning 

As previously highlighted, a smart environment can provide automated monitoring and 

analysis of behaviour and activities within the environment by employing the 

classification capabilities offered by machine learning. Conventional machine learning 

models, such as the RF, can be trained to classify activity within the home by first 

capturing relevant data and then extracting and selecting appropriate features from the 

data. Deep learning is another form of machine learning which can potentially improve 

classification performance. Deep learning aims to reflect the manner in which humans 

learn from experience through the development of an Artificial Neural Network 

(ANN) [92]. This approach to machine learning has been used for automating vehicle 

driving [93], early cancer diagnosis [94] and smart home monitoring services [95]. 

Deep learning models consist of a layered structure from which patterns are learned so 

that the models can independently make future decisions.  

An ANN typically consists of at least an input layer, an output layer and numerous 

hidden layers. An activation function produces the output, or the activation, of the 

layer it is connected to and it is commonly placed between the input of a neuron and 

the neuron’s output to the following layer. Whether or not a neuron within the network 

activates is determined by the activation function. The neuron’s output is normalised 

to a range between zero and one where zero indicates no activation of the output while 

one indicates the opposite. Ultimately, the decision to activate the neuron is dependent 

on how effective the input into the neuron would be for the network’s final prediction 
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output. The prediction for the input data is the output of the network and during the 

training of the ANN, the prediction output is compared with the ground truth. The 

success of the network training is determined from the output comparison where the 

resulting value is known as the error. The backpropagation method aims to use the 

error value to adjust the network during the training phase so that its output is more 

similar to the ground truth, subsequently improving the ANN’s predictive capabilities. 

Activation functions are either linear or non-linear, where it is preferable to implement 

non-linear functions such as the Rectified Linear Unit (ReLU). Linear activation 

functions produce outputs which are not relative to the input. Subsequently 

backpropagation cannot be implemented to derive more effective input weights to 

improve the final prediction output. As the activation functions handle each input into 

a layer and output from it, the layers are described as ‘hidden’. 

The ReLU function is one of the most widely used modern activation functions, as 

exemplified by its integration with the highly popular AlexNet architecture [96]. Its 

frequent use is a result of its significant improvement over previous non-linear 

functions such as the sigmoid function and the tangent function [92]. The ReLU is a 

simplistic function as it returns an unchanged input value, provided the input is greater 

than zero. In cases where the input is zero or less, zero is returned. The function is 

almost one of a linear nature as it is linear for half of its possible inputs but non-linear 

for the remaining possible input values. Consequently, the function retains the 

simplistic computation of linear activation functions [97] while still allowing for 

ANNs to be trained using backpropagation. 

There are multiple classes of ANNs where the network infrastructure and targeted area 

of application varies, however, each is used to improve upon more conventional 

machine learning algorithms. The sub-sections presented in this section highlight the 

Long Short-Term Memory (LSTM) and CNN architectures with respect to their 

functionality and applicability for human activity recognition. 

2.7.1 Convolutional Neural Network 

A CNN is a form of deep learning which has frequently been integrated for numerous 

application areas due to its ability to effectively handle time series and image data [98]. 

Along with an input and output layer, a CNN architecture consists of hidden layers 

where the hidden layers can include convolution layers, pooling layers and fully 

connected layers [92]. The convolution layer applies a filter of a specified size to the 
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image input where both are treated as matrices and multiplication between the matrices 

is conducted. The specified stride value dictates how much the filter shifts to the right 

over the image prior to performing the next multiplication. The number of filters 

indicate the number of ways in which features can be extracted from the image. The 

output of each operation is mapped to a separate matrix. With the initial convolution 

layer, the input image’s low-level features, such as edges, are extracted for the feature 

map output. The higher-level features are extracted with the inclusion of additional 

convolution layers later in the network. 

The feature map output by the convolution layer is used as the pooling layer’s input 

following the activation function. The pooling layer aims to limit the spatial size of the 

feature map so that processing the data is less computationally expensive [9]. The 

number of extracted features is not affected and features that are invariant to translation 

and rotation are able to be highlighted. Max-pooling and average-pooling are the two 

approaches to implementing this layer where max-pooling is the more widely used of 

the two. The pooling region is passed over the input feature map as determined by the 

stride parameter and if max-pooling is being used, the largest value within the region 

is returned [99]. The process is continued until the pooling region has covered the 

entire feature map, resulting in the reduced feature map. As well as the stride, the size 

of the pooling region is a parameter selected during the development of the network. 

In principle, the fully connected layer operates as an ANN as it aims to utilise the 

numerous features extracted by the network for classification of the input image. The 

fully connected layer’s output is dependent on the classification task for which the 

CNN is employed as the number of outputs correspond with the number of potential 

classes the input image can belong to. The softmax function is often used as the fully 

connected layer’s activation function [96], [100]–[102]. Output from the fully 

connected layer is a vector of values which is subsequently input into the softmax 

function where each value represents one of the classes. The softmax function is 

integrated to scale each value output from the fully connected layer to the range of 

zero to one. The values each represent the probability that the input image belongs to 

their corresponding class, and the sum of the values equals one. 

There have been numerous successful implementations of CNNs within a clinical 

context. ECG signals have been accurately classified and medical imagery has been 

processed by CNNs for the detection and diagnosis of diseases such as cancer and 

glaucoma [103], [104]. Network architectures have also been developed to provide 
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CNNs with the purpose of recognising activities performed by an environment’s 

inhabitants. Activity recognition with CNNs has been achieved both with time series 

and image data [105], [106]. While CNNs can produce high classification scores, the 

maintenance of one’s privacy within the home is regarded just as highly within this 

research. 

2.7.2 Long Short-Term Memory 

LSTM networks have been successfully implemented for a range of machine learning 

problems, such as language translation [107], video analysis [108] and handwriting 

recognition [109]. In the context of using classification methods within a smart 

environment, human activity recognition has been achieved with the aid of an LSTM 

network. For activity recognition, a CNN has been integrated to work in conjunction 

with an LSTM model to accurately classify activities from video data [110]. 

The LSTM RNN architecture was developed to address the short-term memory of 

Recurrent Neural Networks (RNNs) [111]. An RNN is a trainable deep learning 

architecture which operates with data in sequences. Prior outputs are stored within the 

network’s memory in order to provide context later in the data sequence. The 

contextual knowledge helps the network determine new prediction outputs [112]. The 

lack of extensive memory is a technical limitation of RNNs as it has been highlighted 

how the memory cannot retain information over a long period of time [113].  

The LSTM architecture can be used to retain longer sequences of data than an RNN 

and it was first proposed by Sepp Hochreiter and Jürgen Schmidhuber [114]. A typical 

model involves a cell vector and gates called input gate, output gate and forget gate. 

The LSTM’s memory is represented by the cell vector where the input gate moderates 

the data to be stored within it. The output gate determines the values to retain in the 

memory to help with processing the output later in the sequence. The forget gate is 

used to select the information that will not be beneficial for calculating future outputs 

and should instead be discarded. The process of ‘forgetting’ information is conducted 

by multiplying each value in the cell vector by zero and retaining the information only 

if the operation output is one. 

To provide a focus on the state of the art with respect to the use of traditional machine 

learning methods and deep learning approaches for ADL recognition, a comparison 

table is presented in Table 2.1. 
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Table 2.1 Comparison between traditional machine learning and deep learning. 

Comparison 

Criteria 

Traditional Machine 

Learning 
Deep Learning 

Selecting features 

for training 

To train models like the DT, 

RF and SVM, features must be 

manually selected and 

extracted from the input data 

for training and use of the 

model. 

During the training of a CNN, 

the features are automatically 

selected and extracted from 

the data. Features that are a 

good representation of the 

class labels are more likely to 

be selected by this automated 

process than by a human, 

particularly if the data is of 

low detail. 

Preparing new 

models for training 

Modifying the default settings 

of an algorithm is not 

necessary to attain good 

training performance. 

It is likely that a pre-existing 

model architecture requires 

modification to fit it to the 

user’s purpose. Performance 

of the model can, therefore, be 

dependent on how well the 

architecture is designed.  

Suitability for image 

data 

Limited number of features 

available to extract from low 

detail image data. 

A CNN is specifically used for 

the classification of image 

data, regardless of resolution. 

Suitability for 

thermal infrared 

data 

Conventional machine 

learning models have been 

successfully trained for 

activity recognition, however, 

not with the sole use of 

thermal data. 

CNNs have been previously 

used with infrared images to 

conduct activity recognition 

[9]. 

Processing power 

Algorithms have less 

complexity than deep learning 

algorithms and so they do not 

require a large amount of 

processing power. This 

facilitates higher efficiency for 

recognising ADLs in real-time 

if necessary. 

Algorithms have high 

complexity and so have a 

higher demand for computing 

power. 

Training time 
Training and operating times 

are relatively low. 

Training times are longer, 

which is detrimental to the 

efficiency with which 

modifications to the model can 

be tested.  

Training dataset 

size 

Can operate with a smaller 

training dataset, similar to the 

datasets created for the 

research presented in this 

thesis. 

Requires a large amount of 

training data, otherwise the 

model is more likely to 

perform poorly. Large datasets 

of ADLs captured with low 

resolution TISs are not 

available. 
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2.8 Literature Summary 

The literature has shown that sensing technology can be used alongside machine 

learning algorithms for the purpose of recognising ADLs from thermal imagery. A 

variety of approaches and sensory data sources have been implemented within a smart 

environment to achieve this. Wearable devices have shown to provide measurements 

which are effective for classifying activities. An inhabitant may not, however, 

consistently remember to wear the device, particularly if the device is being used to 

monitor Alzheimer’s patients. The literature has highlighted how architectural-based 

sensors such as motion, pressure and contact sensors can be less invasive than wearable 

sensors and do not require any specific set-up steps or regular configuration.  

Image capture devices have been found to outperform both wearable and architectural 

sensors within an activity recognition context. Image segmentation techniques can be 

used for extracting ROIs from an image. For classification of a person’s actions, state-

of-the-art machine learning techniques such as SVMs or DTs have been employed. 

More recently, deep learning networks have been developed for more accurate 

classification results. As CNNs have been found to best suit series and image data, this 

class of NNs could be more appropriate for continuous monitoring of the home. While 

networks can be developed and tailored to the problem at hand, often popular 

architectures such as AlexNet have instead been adapted for a classification task. Both 

traditional machine learning algorithms and deep learning algorithms have been 

compared and both exemplify rationale for their use for ADL recognition. As a result, 

both types of learning are presented and tested in the research to determine which is 

best suited for solving the proposed problem. 

Concerns regarding privacy within one’s own home have been highlighted from 

reviewing the literature, particularly with respect to the use of video and image capture 

devices within a home environment. Descriptive features and characteristics are 

recorded by devices operating on the visible spectrum and so they are regarded as too 

obtrusive for use within the home. There is a gap in knowledge here as privacy is 

seldom a priority for ADL recognition. Should privacy be offered as part of the 

approach, it is often done so with the use of post processing techniques, after 

discernible characteristics of a person have already been recorded. This could allow 

hackers to access the personal data prior to it being altered for privacy preservation. 

The reviewed literature highlighted how thermal imagery has also been utilised to offer 
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privacy. However, the thermal devices were either of a high resolution, or they could 

not be used to record images of the entire smart environment, subsequently limiting 

their use for privacy preserving ADL recognition. 

The use of low-resolution thermal imagery could be implemented as the sole sensory 

data source as discernible characteristics of the person would not be visible and details 

of the home environment would also be concealed. Due to the unobtrusive nature of 

such data, hacking the sensors to access the raw image data would not yield images 

that reveal the identity of the environment’s inhabitant. The literature has shown that 

unique features, that are descriptive of a person’s heat signature, can still be extracted 

from thermal imagery for classification purposes. This research will aim to fill the 

identified knowledge gap by answering four research questions: 

1. How can low-resolution thermal imagery be used for classifying human poses 

within a smart environment? 

2. How can individual thermal devices be used in conjunction with one another 

to provide a better understanding of the actions conducted by a person within 

a smart environment? 

3. How can descriptive features be automatically extracted from low-resolution 

thermal image data for training a deep learning model? 

4. Given the limited environmental detail offered by low-resolution thermal 

images, how can human pose predictions be used to detect and recognise 

ADLs? 

In the next chapter the initial approach to unobtrusive classification of poses with 

thermal imagery is presented. The features selected for pose classification are 

described along with the development of the datasets used to train and test the machine 

learning models. The experimental methodology and results are presented to indicate 

the extent to which unobtrusive thermal imagery can be a solution to the problem of 

being able to maintain privacy for a predictive model. 
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Chapter 3 

Gesture Recognition Within a Smart Environment 

This chapter presents and discusses the proposed approach for classifying poses from 

low-resolution thermal imagery. The pre-processing techniques applied to the thermal 

imagery prior to training and testing are explained along with the feature extraction 

required for the pose recognition methodology. The experimental design and 

classification results achieved using a single sensor are presented at the end of the 

chapter. Research presented in this chapter was based on research that has been 

published in [115]. 
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3.1 Introduction 

Research regarding the detection of ADLs within smart environments has been widely 

conducted to provide the means to better understand the behaviour of inhabitants in 

such environments [7], [37]. Various types of sensors can be installed within the 

environment to collect the data needed to classify ADLs, such as contact sensors, 

pressure sensors and image-oriented sensors. The rich data source of RGB cameras 

has been used to acquire images of a smart environment while ADLs are completed. 

Features that are descriptive of the ADLs are extracted from the images to facilitate 

the classification process. While there has been success with such methods of data 

capture, the invasive nature of RGB cameras can be detrimental to preserving the 

privacy of an environment’s inhabitant. Depending on the thermal camera, images may 

be captured at a much lower resolution than RGB cameras [16]. Such devices can 

acquire images of the environment which do not depict a person’s discernible 

characteristics. 

At a high level, ADLs tend to be relatively simple tasks with regards to the actions that 

are required for their completion. Automated classification of ADLs, however, can be 

complex and the data collected during their completion should help uniquely define an 

ADL. The TIS device was used in this research with the aim of developing a 

classification approach that provided both privacy and a high classification 

performance. The low resolution of the images ensured that the discernible 

characteristics of the inhabitant and the environment were hidden as ROIs in the 

images only represented heat emitting objects. Without knowledge of the 

environment’s layout and the inhabitant’s actions within it, the raw TIS image data 

would not have been sufficient for classifying ADLs. An approach for using the TIS 

image data to instead classify the full body poses that would be performed by the 

inhabitant while completing ADLs was first implemented. 

This chapter presents the methodology for predicting human poses within a smart 

environment using a low resolution TIS as the only source of data. The TIS was based 

in the ceiling of the environment and the list of poses involved poses likely to be 

conducted during the completion of ADLs. Three machine learning functions were 

trained and tested for the task and their performances were compared. It was believed 

that at least one of the three models would prove to be effective at using the features 

extracted from a TIS frame to correctly predict the pose being executed. This belief 
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was based on the understanding that the extracted shape describing features would be 

sufficient for differentiating between the different shapes of each human pose. 

The structure of the remainder of this Chapter is presented as follows: details of the 

ceiling-based TIS used to capture poses is discussed in Section 3.2; the approach to 

detecting the inhabitant with an automatic thresholding algorithm is highlighted in 

Section 3.3; in Section 3.4 the pose classes are introduced and their selection is 

rationalised; the decision regarding which features to extract from the thermal data is 

presented in Section 3.5; the potential machine learning approaches are investigated in 

Section 3.6; the experimental datasets and manner of performance measurement are 

presented in Section 3.7; in Section 3.8 the results of the experiments are discussed; 

and finally, the chapter is summarised in Section 3.9. 

3.2 Using the Ceiling-Based Thermopile Infrared Sensor 

Thermal imagery was used alongside machine learning so that, ultimately, the poses 

of the inhabitant in an environment could be unobtrusively recognised in an automated 

fashion. The environment used in this research was a mock-up kitchen with a size of 

3x4 metres. The only sensory data source utilised for the capture of poses in this 

research was the TIS, which was used to acquire greyscale thermal images where the 

pixel values ranged from 0 (black) to 255 (white). Sources of heat were represented by 

pixels closer to the upper limit and the pixels representing colder regions had values 

that were closer to the lower limit. The TIS device from Heimann [116] was used to 

record thermal images of size 32x31 and had a Field Of View (FOV) of 90. The 

thermal images were retrieved from SensorCentral [117], which acted as the 

middleware for the TIS and the proposed system. The thermal data were streamed from 

the TIS to the SensorCentral platform where the data captured by the TIS were 

packaged in JSON format. The JSON object consisted of the absolute temperature 

readings (stored in a 32x31 shape), the timestamp and the TIS identification number. 

The absolute temperatures from the JSON object were then converted to a greyscale 

image (Figure 3.1) for further processing. 
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(a) (b) 

Figure 3.1 (a) Greyscale image captured by a ceiling TIS depicting someone standing with their arms 

down. (b) RGB image of the same scene for comparison. 

While thermal imagery was advantageous due to its unobtrusive characteristics, these 

same characteristics provided challenges from a computational processing perspective. 

Due to varying ambient temperatures, image noise was prevalent within the images 

captured by the TIS and this noise increased the difficulty for human detection. These 

challenges were considered in the approach and so appropriate pre-processing of the 

thermal data was applied prior to the feature extraction and classification steps. 

3.3 Human Detection with Automatic Thresholding 

Each thermal image was binarised to help negate the image noise and subtract the 

background so that the ROIs could be identified and the inhabitant detected. A 

nonparametric thresholding approach, Otsu’s method [66], was used because non-

parametric thresholding techniques have been proven to be more accurate and robust 

than parametric thresholding techniques [67]. While bi-level thresholding is not 

considered ideal for complex images, this bi-level thresholding approach was applied 

as the TIS images did not represent the complexity of real-world objects and 

backgrounds. The TIS data only consisted of one ROI (the inhabitant), where the rest 

of the image was background. The algorithm aimed to output a threshold value, 

tailored to the individual image, and classify each pixel within the image as either 

foreground or background. The classification effectively converted the image to a 

binary image where the background pixels had a grey level of 0 and the foreground 

pixels had a grey level of 255. Otsu’s method calculated the threshold that minimised 

the intra-class variance, where the two classes (the pixels that represented the 

background and the pixels that represented the inhabitant) were identified using the 

threshold value. This threshold value was used to binarise the image, leaving the 

inhabitant in the environment as the largest region of white pixels. An example of the 
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output from Otsu’s method can be seen in Figure 3.2. Otsu’s method has been applied 

to the TIS frame in Figure 3.2 (a). 

  

(a) (b) 

Figure 3.2 (a) Image of the inhabitant captured from the ceiling TIS. (b) The result from applying 

Otsu’s automatic threshold algorithm to the ceiling TIS frame in (a). 

3.4 Pose Classes 

Feature extraction was necessary to provide unique descriptions for the pose classes 

which could be interpreted by machine learning models. As image data was used for 

this approach, several descriptive features were derived from the image pixels and 

others described the shape of the poses. The selected pose classes are presented in 

Table 3.1. 

The list of classes included poses that were likely to be performed during the 

completion of sub-activities and ADLs. Sub-activities were defined as actions that 

were necessary in order to complete an ADL. For example, to perform an ADL such 

as making a cup of coffee, the coffee would need to be retrieved from a cupboard and 

this interaction with the cupboard was categorised as a sub-activity. With respect to 

the performance of poses during the completion of sub-activities, Bend was likely to 

be executed whilst interacting with the fridge. The Sitting pose was expected to be 

executed whenever the inhabitant sat at either the kitchen table or the television. It was 

anticipated that the classes involving the outward extension of an arm were likely to 

occur whenever kitchen furniture and appliances such as the kettle, microwave or 

cupboard were interacted with. For conciseness, the kitchen furniture and appliances 

will be referred to as kitchen objects, or simply objects, throughout the remainder of 

this thesis. 

It was aimed to use the pose classifications for inferring sub-activities and, eventually, 

recognising ADLs. The Arms Down pose was not related to the completion of a 

particular sub-activity, although it was a pose that was expected to be observed during 
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each sub-activity. The pose was treated as the null state to also facilitate the 

classification of no activity. 

Table 3.1 Examples of each pose as captured by the ceiling TIS alongside corresponding RGB images 

of each pose captured from a similar top-down perspective. 

Pose Ceiling TIS Frame RGB Image 

Arms Down 

  

Bend 

  

Left Forward (left 

arm extended 

forward) 
  

Right Forward 

(right arm 

extended 

forward)   

Left Side (left 

arm extended 

sideward) 
  

Right Side (right 

arm extended 

sideward) 
  

Sitting 

  

 

3.5 Feature Extraction 

There were a number of challenges associated with extracting features from the TIS 

data for the classification of the poses. The challenges included the ever-fluctuating 

ambient temperature of the environment, the low image resolution and the possibility 

for the inhabitant’s ROI to differ through scaling or translation over any given 

sequence of frames. As the ambient temperature of the room may have fluctuated along 

with the temperature readings from the person, the grey levels of the region’s pixels 

could have potentially varied between different examples of the same pose class. For 

this reason, features that involved pixels’ grey levels were limited in number. 
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Extracting features that were derived from the shape of an ROI was dependent on the 

successful segmentation of the ROI from the background. The manner in which 

segmentation was accomplished with the thermal imagery in this approach to pose 

recognition was through the application of Otsu’s method of automatic thresholding 

(Section 3.3). Due to image noise and fluctuating ambient temperature, the inhabitant 

was not the only region of pixels that was segmented with the automatic thresholding 

algorithm, as shown in Figure 3.2. In any case, the largest region of white pixels was 

assumed to be the inhabitant. 

A scenario in which the entirety of the inhabitant was not detected was possible due to 

background noise influencing the thresholding algorithm, causing some of the 

inhabitant’s ROI to be categorised as background. It was also possible that the 

inhabitant stood in an area outside of the TIS’s FOV, resulting in their partial detection, 

as demonstrated in Figure 3.3. Such scenarios could have resulted in feature values 

that misrepresented the pose being performed. A sufficient number of features were 

extracted from each frame to help negate the negative impact an uncharacteristic 

feature value may have had on the final classification output. In total, thirteen features 

were selected for extraction from each TIS frame and are detailed in Table 3.2. 

 

Figure 3.3 Example of a pose being performed outside of the TIS's FOV. 

Twelve of the features were selected as they provided unique ways of describing the 

shape of the inhabitant’s heat signature. While the standard deviation feature was 

calculated with the grey levels of the ROI’s pixels, the feature was still influenced by 

the shape of the heat signature. The standard deviation decreases with an increase to 

the sample size which, in this context, referred to the number of pixels used to represent 

the inhabitant’s heat signature. Furthermore, as the shape fluctuated in size with each 

new pose performance, both the sample size and, subsequently, the standard deviation 

of the shape appropriately increased or decreased. 



51 

 

As the environment’s temperature was likely to change irrespective of the pose being 

performed, features that were invariant to temperature change were also selected. The 

eccentricity of the shape measured the changes in the shape’s elongation and helped 

indicate whether the person’s arms were being extended outward. In Table 3.1 the 

difference in elongation between Bend and Arms Down is evident and so the 

eccentricity feature was also selected to help differentiate between these two poses. 

The convex area, equivalent diameter, solidity and extent features were also selected 

as temperature invariant features which could aid in uniquely describing the shape of 

the pose. As the width and height of the ROI transformed, the bounding box 

surrounding the ROI also transformed and so the coordinates of the bounding box were 

expected to correspond with different pose classes. The ratio between the major and 

minor axis was selected as a feature to help separate the poses involving extending the 

arm forward from poses involving a sideward extension of the arm. The ratio between 

the values was used instead of the individual values to create a feature that would vary 

more between different poses. 

The orientation feature was vital to determine the difference between similarly shaped 

poses such as, for example, facing one direction and holding the left arm out to the 

side and then holding the right arm to the side but facing the opposite direction. The 

coordinates of the bounding box encapsulating the person’s shape also helps 

differentiate between similar actions, most notably, whether the right arm or left arm 

was extended. Independently, the features described specific attributes of the pose’s 

shape but it was their combination which helped achieve the highest possible 

classification rate. Whenever the features were extracted from a thermal frame, they 

were input into a machine learning algorithm to generate a pose prediction that 

indicated the most likely pose that was being performed within the frame. 
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Table 3.2 List of features extracted from the person's heat signature. 

Feature Description 

Eccentricity 
The ratio of the distance between the foci of 

the shape’s ellipse and its major axis length 

Major and minor axis ratio (Pixels) 

Ratio between the length of the major axis 

of the ellipse and the length of the minor 

axis of the ellipse 

Standard Deviation 
Standard Deviation of the pixel grey levels 

within the detected blob 

Bounding Box corner coordinates 

The coordinates of each of the four corners 

making up the bounding box of the BLOB 

i.e. the smallest rectangle that can contain 

the BLOB. 

Orientation (Degrees) 

Angle between the x-axis and the major 

axis of the ellipse. The value is in degrees, 

ranging from -90 degrees to 90 degrees 

Convex area 

Number of pixels in the convex hull. This is 

the smallest convex polygon that can 

contain the region 

Equivalent diameter (Pixels) 
Diameter of a circle with the same area as 

the region 

Solidity 
Proportion of the pixels in the convex hull 

that are also in the region 

Extent 

Ratio of pixels in the region to pixels in the 

total bounding box (smallest rectangle 

containing the region) 

Moment of the shape 
Returns the central sample moment of the 

pixel grey levels that make up the shape 

 

3.6 Using Machine Learning for Pose Classification 

Machine learning algorithms have been trained for a variety of application areas, such 

as human activity recognition [85], [87], [118], fall detection [17], [119], and pose 

recognition [120], [121]. With the use of the TIS devices, example frames of the 
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various poses could be recorded and appropriately labelled, therefore, facilitating a 

supervised learning approach to build a pose recognition model. 

Machine learning algorithms aim to accurately predict the mapping function (f) for the 

output variable (Y) given the input data (X). An algorithm attempts to map the input 

variables to the output variable where, in this research’s context, the input variables 

were the features extracted from the TIS data and the output variable was the pose 

class that the features represented.  

The features extracted from each thermal frame described the pose to the machine 

learning algorithm so that it could classify future instances of the same poses. Various 

machine learning approaches were evaluated with the TIS data, namely: SVM, DT and 

RF. These machine learning algorithms were selected due to their past use for 

classification tasks involving both poses and activities [6], [16], [40], [122]. The 

MATLAB Classification Learner application was used to train the selected models 

with the training dataset. Once trained, the models were exported into the MATLAB 

workspace for further experimentation. MATLAB was used for the development of 

each of the approaches and algorithms presented throughout this thesis. 

3.7 Experimental Design 

The chosen machine learning algorithms were trained using the original dataset 

captured with the ceiling TIS. The data was captured with the presumption that the 

inhabitant performed some of the poses in the centre of the room and some through 

interacting with kitchen objects to ensure the dataset consisted of clear examples of 

each pose, as well as realistic examples. The realistic examples of the dataset involved 

sequences of poses likely to be performed when completing sub-activities, such as 

using the fridge or opening a cupboard. 

3.7.1 Pose Training Dataset 

Due to the sequence of poses required to open and look inside the fridge, realistic 

examples of the Arms Down, Bend, Left Forward/Right Forward and Right Side poses 

were captured within the dataset. Further realistic examples of Left Forward/Right 

Forward and Left Side existed through capturing sequences of opening and closing a 

kitchen cupboard. The training dataset consisted of a total of 3538 pose instances and 

the distribution of frames among each pose class can be seen in Table 3.3. A number 

of the pose instances were captured while standing in the centre of the environment so 
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that the training data could be provided with images in which the pose classes were 

clearly depicted. It was the aim to include both realistic and clear examples of the pose 

instances to provide a balance between performances of the poses through interactions 

with the environments as well as clear examples of the poses. The TIS frames in Figure 

3.4 demonstrate the difference between realistic and clear examples of the Arm 

Forward pose. In Figure 3.4 (a) the pose was being conducted through an interaction 

with the cupboard and when compared with Figure 3.4 (b) the forward extension of 

the arm is not as clearly depicted. 

  

(a) (b) 

Figure 3.4. (a) ‘Realistic’ example of Arm Forward as pose was performed in order to interact with 

the environment. (b) ‘Clear’ example of Arm Forward where the pose was performed in the centre of 

the environment. 

To capture the realistic instances, sub activities including using the fridge and using 

the cupboard were performed. Not all poses, however, were performed the same 

number of times during sub activity sequences and so the distribution of pose instances 

within the training dataset was not equal. For example, Arms Down was common for 

each sub activity and so it was represented the most. The Bend pose was required for 

longer when using the fridge than either Left Forward or Right Forward were required 

when opening or closing the cupboard. As a result, there were more instances of Bend. 

The previously identified features were extracted from each of the frames in the 

training dataset, generating a feature vector for each frame. The frames, along with 

their respective feature vector and class label, were used with the machine learning 

algorithms for training. The machine learning algorithms were trained using 10-fold 

cross validation where the training data was split into ten partitions so that each 

partition contained a random 10% of the training poses. Nine of the partitions were 

used to train the algorithm, while one partition was used as the validation data so that 

the model’s performance could be evaluated before being subjected to test data. A 

prediction was made for each pose in the validation fold and the accuracy score was 

recorded. This was conducted a total of ten times where a different partition was 
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handled as the validation data each time. The average accuracy over the ten tests was 

recorded to represent the model’s training accuracy. 

Table 3.3 The frame distribution among the seven pose classes for the training dataset (n=3538). 

Pose 
Number of instances in 

Training Dataset 

Percentage Distribution 

(%) 

Arms Down 872 25 

Bend 677 19 

Left Forward (left arm 

extended forward) 
481 14 

Right Forward (right arm 

extended forward) 
472 13 

Left Side (left arm 

extended sideward) 
354 10 

Right Side (right arm 

extended sideward) 
339 9 

Sitting 343 10 

 

3.7.2 Pose Test Dataset 

As with the training dataset, the test dataset was captured using the ceiling TIS. The 

dataset involved the inhabitant performing sub-activities within the kitchen where 

there were a total of 586 pose instances. The distribution of the pose class instances 

within the test dataset is presented in Table 3.4 and like the training dataset, there were 

not an equal number of pose instances for each class. The dataset was created with the 

aim of capturing realistic examples of pose instances as they were conducted during 

the performance of sub-activities. The sub-activities were each performed five times 

within the dataset. The selected features were extracted from each pose for input into 

the machine learning algorithm. The model output a prediction for the pose performed 

within each TIS frame which was subsequently compared with the ground truth to 

measure performance. 
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Table 3.4 The frame distribution among the seven pose classes for the test dataset (n=586). 

Label 
Number of Instances in 

Test Dataset 

Percentage Distribution 

(%) 

Arms Down 151 26 

Right Forward 32 6 

Left Forward 55 9 

Right Side 10 2 

Left Side 8 1 

Bend 118 20 

Sitting 212 36 

 

3.7.3 Performance Metrics 

To evaluate the performance of the classification approach, several measurements 

were taken, namely: accuracy, sensitivity, precision, specificity and F-score. 

The accuracy was used to measure how close a pose prediction was to the true pose 

that was being executed. The metric, therefore, helped indicate how effective a model 

was trained. The accuracy was calculated using Equation 3.1: 

 
𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  

𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + TN + FP + 𝐹𝑁
 (3.1) 

where TP is the total number of true positives detected during the classification of the 

pose, TN is the number of true negatives, FP indicate the total number of false positives 

and FN is the false negative total resulting from the pose classification.  

Beyond the accuracy, other metrics were required to measure the classification 

performance of each individual pose class. Sensitivity measured the probability that a 

prediction was a given pose when the pose was being performed. This was the true 

positive rate. True positives indicated that a pose instance was predicted as the correct 

class, whereas true negatives indicated that a pose instance was correctly not predicted 

as a given class. The sensitivity score for each pose class was calculated using 

Equation 3.2: 

 
𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 =  

𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 (3.2) 

where TP is the total number of true positives and FN is the false negative total. 



57 

 

The precision score measured the probability that a pose was being performed 

whenever the classifier was predicting the same pose. This performance measure was 

important for evaluating the model as there may have been cases where, for example, 

the sensitivity score achieved for Left Side was very high as many of the frames 

depicting the class were correctly classified, however, numerous frames depicting a 

different class were also classified as Left Side. This would indicate a potential issue 

in that there was only a high Left Side sensitivity score because the model predicted so 

many pose instances as Left Side, irrespective of whether it was correct to do so. To 

evaluate whether a machine learning model could effectively detect unique patterns 

within the data for classification, it was vital to calculate scores for precision along 

with sensitivity. The precision equation used for each pose class is presented in 

Equation 3.3: 

 
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  

𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 (3.3) 

where TP is the total number of true positives and FP is the number of false positives 

detected during the classification of the pose. False positives in this context were pose 

instances that were wrongfully classified as the pose that was being performed. 

Specificity measured the probability that a classifier would not predict a given pose if 

the person was not performing the pose. This was the true negative rate. For each class, 

the specificity considered the number of times the class was correctly not predicted, 

and the true class was instead predicted. The equation used to determine the specificity 

score for each pose class is shown in Equation 3.4: 

 
𝑆𝑝𝑒𝑐𝑖𝑓𝑖𝑐𝑖𝑡𝑦 =  

𝑇𝑁

𝑇𝑁 + 𝐹𝑃
 (3.4) 

where TN is the number of calculated true negatives and FP is the resulting number of 

false positives. 

The F-score is a function of the sensitivity and the precision, subsequently expressing 

the balance between the two measurements. The equation for determining the F-score 

is shown in Equation 3.5: 

 
FScore =  2 ×

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑆𝑒𝑛𝑠𝑖𝑡𝑖𝑣𝑖𝑡𝑦
 (3.5) 
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3.8 Experimental Results and Discussion 

The proposed approach to pose recognition with thermal imagery was evaluated by 

comparing the predictions generated by the machine learning models with the ground 

truth. A comparison between each machine learning algorithm’s performance with the 

training and test data was conducted. Using the training dataset, the RF, SVM and DT 

machine learning models were trained to create three pose recognition models. In the 

MATLAB Classification Learner, the RF, SVM and DT algorithms are called Bagged 

Trees, Quadratic SVM and Fine Tree, respectively. For the training of each of the three 

models, 10-fold cross-validation was used and the training accuracy results for each 

are presented in Table 3.5. 

Table 3.5 Training results based on 10-fold cross-validation. 

Model Classification Accuracy (%) 

Random Forest 96.60 

Support Vector Machine 94.50 

Decision Tree 93.50 

Once the three models were successfully trained, the sequence of frames from the 

unseen test dataset were used to test the models’ pose recognition capabilities. The 

pose class predictions were compared with the ground truth to determine the accuracy. 

The pose recognition accuracies achieved for each model are presented in Table 3.6. 

Table 3.6 Pose classification results achieved by each model for the test dataset. 

Model Classification Accuracy (%) 

Random Forest 83.11 

Support Vector Machine 71.33 

Decision Tree 77.47 

The performances with the test dataset were more varied than the training 

performances. The RF model achieved the highest pose recognition accuracy, 

however, it was considerably less than the accuracy achieved by the RF model with 

the training dataset. This was likely caused by differences in some poses’ appearances 

between the two datasets as some pose classes within the test dataset may have 

appeared differently to how the same poses within the training dataset appeared, 

therefore, negatively impacting the accuracy of the model. The training dataset 

consisted of a mixture of pose instances that clearly depicted the pose as well as pose 

instances performed in a realistic scenario. The test dataset, however, consisted only 
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of realistic pose instances and so this lower accuracy highlighted the difficulties that 

the ceiling TIS faced as a result of poses not being performed under more ideal 

conditions. 

In order to test whether there was a statistically significant difference between the 

results attained by the two most accurate classifiers with the test dataset (Table 3.6), a 

variant of the Student’s t-test, which was based on r-times k-fold cross validation, was 

used [123]. Under the null hypothesis, the classification results attained by both 

classifiers did not have any statistically significant difference. Nevertheless, a 

significant difference between the performance of the two classifiers would have 

indicated the importance in utilising the RF model over the DT for further pose 

classification tasks. 

The proposed paired t-test method was followed by using 𝑟 = 10 and 𝑘 = 10 [123]. 

The t-test method was used only with the data from the test dataset and so the test 

dataset was split into 10 folds and both classifiers were used to classify the pose 

instances in order to produce classification results for each fold. This process was 

repeated 10 times, giving two data samples of size 100. The results were used to find 

the t statistic with Equation 3.6: 

𝑡 =

1
𝑘. 𝑟

∑ ∑ 𝑥𝑖𝑗
𝑟
𝑗=1

𝑘
𝑖=1

√(
1

𝑘. 𝑟
+

𝑛2

𝑛1
) �̂�2

 , 

 

(3.6) 

where r is the number of repeats, k is the number of partitions the data was split into, 

𝑥𝑖𝑗 is the absolute difference between the F-scores achieved by both classifiers on the 

data from fold i and run j, 𝑛1 is the number of instances in nine folds, 𝑛2 is the number 

of instances in a single fold and �̂�2 is the variance of the 100 absolute difference 

values. 

Under the null hypothesis, the results achieved by both models, with the folds 

calculated from the pose test dataset, had no statistically significant difference. It 

would not have been sufficient to select one model as the best performing based on the 

test dataset results alone. The alternative hypothesis was that there did exist a 

significant difference between the performance of the RF and DT models when 

classifying the folds from the test dataset. This would have subsequently indicated that 
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the classification accuracy attained by the RF model was sufficient in determining that 

it performed better than the DT model. 

A significance value of 0.05 and 99 degrees of freedom (df = k.r – 1) were used with 

the test and so the null hypothesis could be rejected if |𝑡| > 𝑡99,0.975 = 1.984. The t 

statistic was found to be 4.033 which, when compared with the critical value of 1.984, 

resulted in a rejection of the null hypothesis. This demonstrated that the there was a 

statistically significant difference between the two results samples. 

The RF model’s performance for each individual pose class within the test dataset was 

investigated further using the performance measures in Table 3.7. The Right Side pose 

attained the lowest F-score. Low F-scores were also attained by the Left Side and Right 

Forward classes. The training dataset contained both realistic instances of Right Side 

during sub-activity performances as well as instances where the pose was clearly 

depicted, in that the inhabitant’s arm was fully extended. The test dataset contained 

only realistic instances of Right Side and it was with this dataset that none of the Right 

Side performances were correctly classified. This highlighted that the model was able 

to classify Right Side when the arm was fully extended sideward but failed when the 

pose was performed during interactions with kitchen objects. 

The Right Forward pose was performed whenever either the fridge or the cupboard 

were interacted with. Due to the position of the cupboard within the room and the 

ceiling’s perspective of the inhabitant when using it, the outstretched arm was partially 

occluded by the rest of their body during the pose performance. As a result of the 

occlusion, the extracted features more closely represented the Arms Down class. This 

is highlighted in the confusion matrix (Table 3.8) generated by the test where each 

column represents a predicted class and the number of times it was predicted from the 

test dataset. The rows represent each ground truth class label. The values within the 

cells where the row and column for a class meet, indicate the number of correct 

predictions (out of 586) generated for the class. The remaining cells are used to 

highlight the pose instances that were incorrectly classified in addition to the pose that 

they were incorrectly predicted as. 
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Table 3.7 Pose classification results achieved using the RF model with the test dataset. 

Pose Sensitivity Precision Specificity F-score 

Arms down 0.9603 0.6621 0.8221 0.7838 

Bend 0.7458 0.9888 0.9975 0.8502 

Left Forward 0.9273 0.9623 0.9954 0.9444 

Left Side 1.0000 0.3077 0.9638 0.4706 

Right Forward 0.3225 0.7143 0.9917 0.4348 

Right Side 0.0000 0.0000 1.0000 0.0000 

Sitting 0.8726 1.0000 1.0000 0.9320 

The Left Side class did not achieve a high F-score, however, it was still classified with 

a 100% sensitivity as each of the eight frames depicting the pose were correctly 

classified. The low F-score was a result of the low precision achieved as several frames 

were wrongfully classified as Left Side (false positives). Half of the false positives for 

this pose were frames depicting the Right Side class. The model evidently did not 

differentiate between the two similar classes well, resulting in a detrimental impact on 

the recognition of both classes. 

While almost all frames depicting the Arms Down class were correctly classified, the 

class’ precision score was considerably lower than its other recognition scores. The 

classes Bend and Sitting were most commonly misclassified as Arms Down. The 

similarities shared between the poses’ shapes, as shown in Table 3.1, resulted in 

extracted feature values which were too common between the classes. 

Table 3.8 Confusion matrix generated from the RF model's pose predictions for the test dataset where 

Lfwd = Left Forward, Lside = Left Side, Rfwd = Right Forward and Rside = Right Side. 

True Class 
Predicted Class 

Arms Down Bend Lfwd Lside Rfwd Rside Sitting 

Arms Down  145 2 - 2 2 - - 

Bend 29 88 - 1 - - - 

Lfwd 1 - 51 3 - - - 

Lside - - - 8 - - - 

Rfwd 18 - 1 3 10 - - 

Rside - - - 9 1 0 - 

Sitting 26 - 1 - - - 185 
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3.9 Chapter Summary 

The ceiling TIS was demonstrated in this chapter to be an appropriate data capture tool 

for the detection of an inhabitant within a home environment. Thirteen features 

representing the shape and grey levels of the pixels belonging to the inhabitant’s ROI 

were successfully extracted to provide unique descriptions of the pose classes. With a 

feature vector extracted from each of the training frames, three machine learning 

models were trained for pose recognition. Of the three models, RF achieved the highest 

recognition scores with the test dataset as 83.11% of the frames were correctly 

classified. Using a variant of a paired t-test, the performances of the RF model and the 

DT model were compared to determine whether there was a statistically significant 

difference between both models. With the rejection of the null hypothesis, the 

significant difference was shown to exist, indicating that the RF model was the better 

choice for the pose recognition approach.  

From the features extracted from each TIS frame, a knowledge-driven approach was 

used to select which features were used to train the machine leaning models. This 

approach resulted in an accurate pose classification model, demonstrating that the low-

resolution thermal imagery was an appropriate form of data for analysing the 

behaviour of an environment’s inhabitant in an unobtrusive manner. Using more 

extensive feature optimisation processes, however, could improve upon the quality of 

features used for training, potentially resulting in more accurate pose classification 

models. 

Classification difficulties arose whenever the extracted features were unable to 

accurately represent the performed pose. TIS frames existed within both the training 

and test datasets in which the inhabitant was partially occluded due to their position in 

the environment. This occurred primarily whenever the inhabitant’s body occluded 

their own outstretched arm or whenever the ceiling TIS’s FOV limited the view of the 

inhabitant. Such TIS frames were included as it was intended to determine whether the 

unobtrusive TIS data was sufficient not only for classifying clear examples of poses 

conducted in the centre of an environment, but also for those performed under a more 

realistic context. The nature of this data collection process caused a class imbalance in 

the datasets. The imbalance in the training dataset possibly had a negative impact on 

the performance of the model with the test dataset. The impact was likely minor as 

Sitting was more accurately recognised than Right Side and Right Forward while 
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having a lower number of instances in the training dataset. Most likely, the imbalance 

made the model struggle to differentiate between the left and right arm. An increase in 

both size and balance of the dataset could potentially improve the model’s performance 

with the test dataset. It would, however, remain important to ensure an ample 

representation of poses that were executed in a realistic manner. The test dataset was 

created by recording the poses executed during the completion of sub-activities and so 

it also had class imbalance. Nevertheless, the imbalance in the test dataset did not 

prevent the trained model from performing well with respect to the task of pose 

prediction. This is evidenced by the results presented in this chapter. A potentially 

more significant detriment to the results was the inability to detect the entirety of the 

inhabitant in all frames due to the limited perspective of the TIS. 

Due to the top-down perspective provided by the ceiling TIS, the pose classes Arms 

Down, Bend and Sitting shared a likeness with regards to the shape of the pose’s ROI. 

While the F-score of the three classes was high, the scores for Bend and Sitting were 

negatively impacted by being misclassified as Arms Down. As this was also directly 

caused by the limited perspective of the environment, it was believed that the addition 

of a second TIS to provide a lateral perspective would allow for more diversity among 

the features that were extracted from the pose performances. 

  



64 

 

Chapter 4 

Fusing Thermopile Infrared Sensor Data for Pose 

Recognition and Sub-Activity Inference 

This chapter presents an extension to the pose recognition approach proposed in 

Chapter 3. An additional sensor was used with the aim of improving the classification 

of poses within a smart environment. The experimental design and classification 

results achieved using both one-sensor and two-sensor approaches are presented and 

compared. The method of defining whether the inhabitant was near a kitchen object is 

also presented. The manner in which this knowledge was used in conjunction with the 

pose prediction to infer the sub-activity that was being performed is described. The 

results for this approach are also presented and discussed. The research conducted in 

this chapter has been published in [124]. 
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4.1 Introduction 

Given the issues identified in Chapter 3 regarding the occlusion of pose performances 

and the limited perspective of a single-sensor approach, a second TIS was included to 

provide a different viewing angle. This additional perspective allowed for wider 

coverage of the environment as well as more variation between pose class appearances 

and so fusion of the sensor data was investigated. Sensor fusion has been defined as 

the amalgamation of data recorded from multiple sensory data sources in such a 

manner that the resulting information improves upon the results of using the sources 

individually [125]. 

A methodology presented in this chapter included the fusion of the thermal data 

recorded by the second TIS with the data captured by the ceiling TIS. The assumption 

was that the additional perspective of each pose would improve upon the number of 

poses recognised from the previous chapter. A methodology for using pose 

classification as a means to infer more complex actions is also proposed in this chapter. 

In this research sub-activities were regarded as necessary interactions with objects in 

an environment in order to complete ADLs. The proposed pose recognition approach 

involving two TISs was used to infer such sub-activities. This was to determine 

whether the unobtrusive low-resolution TISs were able to capture sufficient data to 

develop an understanding of a person’s activity. 

The remaining structure of the chapter is as follows: the revised pose recognition 

methodology following the addition of another TIS and its lateral perspective of the 

environment is presented in Section 4.2; details of a pose recognition experiment and 

its results are found in Section 4.3; The performances of the one-TIS and two-TIS 

approaches are compared in Section 4.4; the approach to inferring sub-activities using 

both TISs is investigated in Section 4.5; and a summary is finally provided in Section 

4.6. Experimentation and results for each methodology are presented in their 

respective sections highlighting how thermal data was successfully utilised to classify 

poses and the benefits of implementing multiple sensors for both pose recognition and 

sub-activity inference. 

4.2 Data Capture using a Corner-Based Thermopile 

Infrared Sensor 

The additional TIS was positioned in a corner of the smart kitchen to provide a lateral 

perspective of the environment. The positioning of the TIS was selected to help the 
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ceiling TIS differentiate between poses such as Arms Down, Bend and Sitting. The 

positioning of the TIS also allowed for the extraction of descriptive features of poses 

performed out of view of the ceiling TIS. An example of the lateral perspective 

provided by the corner TIS, along with an RGB image of the same scene, is displayed 

in Figure 4.1. There was a considerable increase in image noise in the corner TIS 

frames when compared with the ceiling TIS frames. For images captured from the 

ceiling the background was the environment’s floor. It was less likely for there to be 

variations in the ambient temperature within the image as the floor had a more uniform 

temperature. In the corner-TIS frames, the background encompassed various surfaces 

of varying temperatures. The pixel values representing the background within the 

ceiling TIS frames remained reasonably consistent, ensuring that the number of pixels 

that exceeded the automatically chosen threshold were kept to a minimum. For the 

laterally positioned TIS, however, there were pixels within the frame which were 

unintentionally included in the foreground. 

  

(a) (b) 

Figure 4.1 (a) Image captured by corner TIS of the inhabitant standing in the centre of the 

environment. (b) RGB of the same environment with the inhabitant performing the same pose for 

comparison. 

Due to the noise in the corner TIS frames, Otsu’s automatic thresholding algorithm 

was unable to consistently select a threshold which could segment the inhabitant from 

the image background. The background in the frames captured by the corner TIS 

included more surfaces of varying temperatures, such as the table, kitchen counter, 

walls and the window. The varying temperature meant that the disparity between the 

temperature of the inhabitant’s ROI and the rest of the environment was not as 

significant. An example of Otsu’s automatic thresholding algorithm failing to facilitate 

accurate detection of the inhabitant from a corner TIS frame is presented in Figure 4.2. 
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(a) (b) 

Figure 4.2 (a) Frame captured by the corner TIS. (b) Result of applying Otsu’s automatic threshold to 

the image in (a). 

The amount of noise in Figure 4.2 (b) was not present in all frames captured by the 

corner TIS. In such cases, the inhabitant’s ROI was able to be successfully detected 

with Otsu’s automatic thresholding algorithm. The issue was, however, too prevalent 

throughout the dataset for the corner TIS to significantly improve upon the results 

already achieved using only the ceiling TIS. The active contour algorithm [70] was 

instead used to detect the ROI from the corner TIS frames. While this algorithm was 

more computationally intensive, a more consistent segmentation of the inhabitant’s 

ROI was achieved. 

The corner TIS frames provided a second perspective of the training dataset’s poses 

used in Chapter 3. Both the ceiling and corner TISs retrieved their respective thermal 

frames from SensorCentral in pairs. For each pair of frames captured, their timestamps 

were compared to ensure both TISs’ data capture was synchronised. The additional 

viewing angle allowed for poses that had similar appearances from a top-down 

perspective to become more distinguishable. Examples of how the appearance of each 

pose class compared between both TISs are shown in Table 4.1. 
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Table 4.1 Pose classes captured by both the ceiling and corner TISs along with corresponding RGB 

images of the classes and examples of the output from active contour segmentation. 

Pose 

Ceiling TIS 

Frame and RGB 

Image 

Corner TIS 

Frame and RGB 

Image 

Example Active 

Contour Output 

from Ceiling and 

Corner TIS Input 

Arms Down 

   

Bend 

   

Left Forward (left 

arm forward) 
   

Right Forward 

(right arm 

forward)    

Left Side (left 

arm extended 

sideward)    

Right Side (right 

arm extended 

sideward)    

Sitting 

   

 

4.3 Experimental Design 

The RF, SVM and DT machine learning algorithms were trained using the revised 

version of the original dataset used for the training phase in Chapter 3. There were a 

total of 3538 pose instances in the dataset where there were both a ceiling TIS and a 

corner based TIS perspective of each pose instance. The test dataset used for 

performance evaluation in Chapter 3 was also revised with the inclusion of the corner 

TISs recorded frames of each of the 586 pose instances. 

There are several classes of sensor fusion: Competitive fusion, complementary fusion 

and cooperative fusion. Complementary fusion describes a sensor network in which 

the fusion of the sensor data would be beneficial for understanding what is being 
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observed but it is not imperative for the task [126]. The complementary fusion type 

was, therefore, selected as the features extracted for the proposed approach did not 

depend on fusion in order to provide a pose prediction, however, fusion could benefit 

the classification rate. It was also determined that the features extracted from each TIS 

image could be more seamlessly fused than the individual TIS images themselves. 

Complementary fusion was conducted at the feature level to combine the features once 

they were extracted from the thermal frames obtained by the ceiling and corner TISs. 

The extracted features were successfully used in classifying poses from the ceiling TIS 

data (Chapter 3, Section 3.5), and so the same features were also extracted from the 

corner TIS as the only difference between the two sensors was their perspective of the 

environment. Once the thirteen features were extracted from both TIS frames, they 

were fused to form a single vector consisting of twenty-six features. This process is 

depicted in Figure 4.3. 

In the cases where the inhabitant was not detected from one of the TIS frames, the 

concatenation stage was still completed. A feature vector with twenty-eight values was 

created, however, the thirteen values, which weren’t able to be extracted from the TIS 

that failed to detect the inhabitant, were set to zero. The pose was then attempted to be 

classified using half of the features. This improved upon the robustness of the single-

sensor method as a prediction could still be made even following sensor failure or 

misdetection of the inhabitant’s ROI. If neither TIS detected the inhabitant then the 

feature vector could not be created at all and so the pose prediction was defaulted to 

Arms Down, as in such cases this class was used as a null state. 

The machine learning models were trained with the fused feature vectors using 10-fold 

cross validation. Each pose instance of the test dataset was then processed by 

extracting and fusing the thirteen selected features from both TIS viewing angles. Each 

feature vector was input into the trained pose recognition model and the pose class 

prediction output was compared with the ground truth. 



70 

 

 

Figure 4.3. Overview of the pose classification process in which two TISs were used to capture two 

perspectives of the same pose. Features were extracted from both TIS images and complementary 

fusion was used as the two feature vectors were combined for input into the machine learning model. 
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4.3.1 Experimental Results and Discussion 

The revised approach to the utilisation of TISs for pose recognition was evaluated by 

providing the extracted features from the test dataset as input for the trained machine 

learning models. The pose class predictions were then compared with the ground truth 

to calculate the sensitivity, precision, specificity, and F-scores for each class. Each 

machine learning model’s pose recognition performance using the revised training and 

test dataset are presented and discussed in this section. 

4.3.2 Training Results with an Additional Thermopile Infrared 

Sensor 

Each of the three machine learning models were validated with 10-fold cross-

validation to determine their performances with the training dataset. The training 

results achieved by each model are presented in Table 4.2. 

Table 4.2 Training pose recognition accuracies based on 10-fold cross-validation. 

Model Classification Accuracy (%) 

Random Forest 97.30 

Support Vector Machine 95.30 

Decision Tree 92.50 

 

4.3.3 Test Results with an Additional Thermopile Infrared Sensor 

Upon completion of training, the models were used to produce a prediction for each of 

the pose instances from the test dataset. The classification accuracy achieved by each 

model is displayed in Table 4.3. The SVM was the least accurate model with the DT 

performing less accurately than the RF model. Nevertheless, each model’s individual 

scores improve with the introduction of the corner TIS. 

Table 4.3 Pose recognition accuracies achieved by each model on the test dataset. 

Model Classification Accuracy (%) 

Random Forest 90.10 

Support Vector Machine 72.36 

Decision Tree 86.69 

The t-test variant discussed in Chapter 3 was again utilised to compare the 

performances of the RF and DT machine learning models with the revised test dataset. 

As done in Chapter 3, the r times k-fold cross validation method was used where r = 

10 and k = 10. Each data sample again consisted of the F-scores attained from using 
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the RF and DT models to classify the poses from each of the 100 folds. The null 

hypothesis was that there was no statistically significant difference between the results 

achieved by the RF and DT models. In such a case, it would not be appropriate to 

select one model as better than another based on only the classification accuracy 

achieved with the test dataset. The alternative hypothesis was that there was a 

statistically significant difference between the performance of the RF and DT models 

with the test dataset folds. The alternative hypothesis indicated that the results from 

using the RF and DT models to classify poses from the test dataset were appropriate 

for selecting the superior model. 

With the significance value of 0.05 and 99 degrees of freedom, the t statistic was 4.077. 

As discussed in Chapter 3, if the t statistic exceeded the critical value of 1.984, the null 

hypothesis was rejected. With the t statistic of 4.077 the difference between the results 

attained with the RF and DT models could, therefore, be classified as statistically 

significant. This provided justification for selecting the RF as the most effective of the 

tested machine learning models for the proposed pose recognition approach. 

Using only the ceiling TIS, the RF model achieved an 83.11% accuracy (Chapter 3, 

Section 3.8) but with the addition of the corner TIS, the accuracy increased to 90.10%.  

The individual recognition results of each pose using the RF model are shown in Table 

4.4. 

Table 4.4 Individual recognition results for each pose class achieved with the RF model and test 

dataset. 

Pose Sensitivity Precision Specificity F-score 

Arms down 0.9670 0.8110 0.9183 0.8822 

Bend 0.9660 0.9910 0.9976 0.9785 

Left Forward 0.9090 0.8330 0.9795 0.8696 

Left Side 1.0000 0.4710 0.9830 0.6400 

Right Forward 0.5940 0.9050 0.9961 0.7170 

Right Side 0.0000 0.0000 1.0000 0.0000 

Sitting 0.9010 0.9900 0.9941 0.9432 

Of the seven poses, the Right Side pose was recognised the least. For the opposite pose, 

Left Side, every frame depicting the pose was correctly predicted, resulting in a 

sensitivity score of 1.0000. Both the Bend and Arms Down poses also achieved 

sensitivity scores close to 1.0000. This improvement in the recognition of Bend and 

Arms Down from the sole use of the ceiling TIS was due to the inclusion of the lateral 
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perspective provided by the corner based TIS. The additional perspective simplified 

the differentiation between the poses as it alleviated the responsibility of the ceiling 

TIS to detect subtler differences, thus reducing the likelihood of poses being 

misclassified. The poor performance of the model to recognise Right Side is 

demonstrated further using the confusion matrix generated from the test (Table 4.5). 

In the majority of cases Right Side was misclassified as either Left Forward or Left 

Side, indicating the difficulty to distinguish which arm was being extended. The low 

classification score of the pose is discussed further in the following section where the 

use of two TISs is compared with the single TIS approach. 

Table 4.5 Confusion matrix from the pose predictions made on the test dataset where Lfwd = Left 

Forward, Lside = Left Side, Rfwd = Right Forward and Rside = Right Side. 

True Class 
Predicted Class 

Arms Down Bend Lfwd Lside Rfwd Rside Sitting 

Arms Down  146 1 - 2 - - 2 

Bend 4 114 - - - - - 

Lfwd 2 - 50 3 - - - 

Lside - - - 8 - - - 

Rfwd 10 - 3 - 19 - - 

Rside 2 - 4 4 - 0 - 

Sitting 16 - 3 - 2 - 191 

 

4.4 Comparing the Performance of the Two-Thermopile 

Infrared Sensor Approach with the One-Thermopile 

Infrared Sensor Approach 

The classification scores achieved for each class using the single TIS approach and the 

two TISs approach are presented in Table 4.6 for comparative purposes. The inclusion 

of the corner TIS led to an improvement in the F-score for five pose classes. While the 

inclusion of the corner TIS resulted in five less instances of Right Side being 

misclassified as Left Side, misclassifications of Arms Down and Left Forward instead 

occurred. The Arms Down misclassifications were introduced with the inclusion of the 

corner TIS because the pose was only performed when either the fridge or cupboard 

were being opened. From the corner TIS’s perspective during these misclassifications, 

the right arm was occluded and so the pose instance resembled Arms Down. 
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Table 4.6 TIS approach comparison using the F-scores achieved for each class from the test dataset. 

Pose Ceiling F-score 

Ceiling and 

Corner TIS F-

score 

Percentage Variation 

from Single TIS 

Approach to the Two 

TIS Approach (%) 

Arms Down 0.7838 0.8822 12.55 

Bend 0.8502 0.9785 15.10 

Left Forward 0.9444 0.8696 7.92 

Left Side 0.4706 0.6400 36.00 

Right Forward 0.4348 0.7170 64.90 

Right Side 0.0000 0.0000 0 

Sitting 0.9320 0.9432 1.20 

The F-score of the Left Forward class decreased by 0.0748 (7.92%) with the inclusion 

of the corner TIS, irrespective of the fact that the number of Left Forward instances 

that were correctly classified decreased only by one. The cause of the F-score decrease 

was due to an increase in the number of pose instances that were misclassified as Left 

Forward. This resulted in a decrease to the precision and resultantly, the F-score. 

While the F-score for Left Forward decreased, the inclusion of the corner TIS was 

justified by the significant increase achieved for Arms Down, Bend, Left Side and Right 

Forward. 

The placement of the additional TIS was such that it could not improve upon the 

classification of the Right Side pose. As the Right Side pose was only performed within 

the test dataset whenever the inhabitant was interacting with the fridge or the cupboard, 

much of the arm was occluded by the body, as exemplified in Figure 4.4 where the 

Arm Side pose was being executed through the opening of the cupboard. The 

classification of the pose was left to the ceiling TIS which, as presented in Chapter 3, 

regularly resulted in the misclassification of Right Side. 
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(a) (b) 

Figure 4.4 (a) Corner TIS frame from the test dataset depicting Right Side (b) Ceiling TIS frame of the 

same instance of Right Side, demonstrating that the inhabitant's body occluded the right arm from the 

corner TIS. 

Similarly, both instances when Right Side was misclassified as Left Forward, the 

fridge and cupboard were opened with the right arm while it was partially occluded by 

the inhabitant’s body. With what was visible of the inhabitant’s arm from the 

perspective of the corner TIS, it resembled the inhabitant extending their arm forward, 

rather than sideward. This is demonstrated in Figure 4.5 where the inhabitant is 

depicted opening the fridge. From the perspective of the corner TIS (Figure 4.5 (a)), 

the performed pose appeared to be one in which an arm was extended forwards. This 

was contradicted by the perspective of the ceiling TIS (Figure 4.5 (b)) as the pose that 

was actually being performed (Right Side) was much more apparent. For this pose 

instance, the features extracted from both TISs for the feature vector were conflicting 

with respect to the class they most likely represented, resulting in a misclassification. 

There were other instances where a pose instance appeared differently to the two TIS 

perspectives. The model already struggled to differentiate Right Side from Left Side 

and so the impact to the classification of Right Side, in particular, was detrimental. It 

was possible that the imbalanced distribution of the classes in the training dataset 

negatively impacted the ability to distinguish Right Side from Left Side. 
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(a) (b) 

Figure 4.5 (a) Corner TIS frame from the test dataset where an instance of Right Side was more 

representative of an arm being extended forward. (b) Ceiling TIS frame of the same instance of Right 

Side where its perspective of the pose was not occluded by the inhabitant’s body and so the ROI more 

clearly represented Right Side. 

The two-tailed t-test which has been previously used in this chapter was again used to 

determine whether the difference between both TIS approaches was statistically 

significant. Following the same method, the test dataset was split into 10 folds for 10 

repeats. One data sample consisted of the F-scores calculated for each fold using only 

the ceiling TIS. The other data sample consisted of the F-scores calculated for each 

fold using the ceiling and corner TIS together. The null hypothesis was that there did 

not exist a statistically significant difference between the performance of the one-TIS 

approach and the two-TIS approach. Under this null hypothesis, the improvement in 

performance facilitated by the additional TIS was not sufficient to justify its inclusion 

for the approach. The alternative hypothesis was that there was a statistically 

significant difference between the performances of the two approaches and, as a result, 

the inclusion of the corner TIS would be warranted. 

The t statistic was calculated for the selected significance value of 0.05 and 99 degrees 

of freedom and the result was 3.833. As this value exceeded the critical value the null 

hypothesis was rejected. The difference in performance between the single-TIS and 

two-TIS approaches was deemed statistically significant. The results attained from the 

classification test were found to be sufficient for determining that the inclusion of the 

corner-TIS improved the pose classification approach. 

4.5 Approach to Sub-Activity Inference 

The highly accurate pose recognition capabilities of the TISs and the respective ML 

models were not sufficient on their own for recognising ADLs. Further understanding 

of the location of the inhabitant, whenever poses and interactions with objects 

occurred, was necessary for the eventual recognition of the ADLs being conducted. 
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4.5.1 Calculation of the Nearest Object to the Inhabitant 

The approach to inferring sub-activities involved the amalgamation of pose 

classification with knowledge of the inhabitant’s position within the environment. 

Upon determination of the pose class, the kitchen object that the inhabitant was closest 

to was identified. The process of calculating the ‘nearness’ of each object was achieved 

using a relatively simple approach (Algorithm 3.1). 

This calculation was performed using only the thermal frame captured by the ceiling 

TIS. The kitchen objects involved were the fridge, cupboard and table. Pixels were 

selected to represent the positions of the kitchen objects as they were perceived from 

the viewing angle provided by the ceiling TIS. It was assumed that the locations of the 

objects would not change and so the same selected pixels could be used in each ceiling 

TIS frame to determine which object the inhabitant was closest to. To map the position 

of the fixed objects to the thermal images, test frames were captured of a person 

standing next to or interacting with the objects in order to indicate the position and size 

of the objects on the TIS frames. An example frame showing the perspective from the 

ceiling TIS of the smart kitchen can be seen in Figure 4.6 where the locations of the 

corner TIS and kitchen objects are highlighted. 

Algorithm 3.1 Pseudo code for the process of calculating the nearest object 

1: SET nearestObjectDistance TO 10000 

2: SET nearestObject TO NONE 

3: SET x1 TO X coordinate of inhabitant centroid 

4: SET y1 TO Y coordinate of inhabitant centroid 

5: For Each ceiling frame 

6:  For Each object 

7:   For Each object proximity point 

8:    SET x2 TO X coordinate of object proximity point 

9:    SET y2 TO Y coordinate of object proximity point 

10:    SET euclideanDistance TO square root of (((x2-x1)2 + ((y2-y1)2)) 

11: 
                              IF euclideanDistance <= nearest object threshold AND…  

                              … euclideanDistance <= nearestObjectDistance 

12:     SET nearestObjectDistance TO euclideanDistance 

13:     SET nearestObject TO object 

14:                               ENDIF 

15:   ENDFOR 

16:  ENDFOR 

17: ENDFOR 
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Figure 4.6 Frame captured with the ceiling TIS of the smart kitchen. A graphic is included to signify 

the location of the corner TIS (top-left) and the direction of its perspective. The positions and scaled 

sizes of the fridge (blue), cupboard (red) and the table (cyan) are also depicted to provide positional 

context of the kitchen objects. 

Rather than using a single pixel to represent each objects’ centroid, multiple pixels 

were selected to represent ‘proximity points’. The proximity points indicated the 

positions on the kitchen objects from which the Euclidean distance of the ROI’s 

centroid was calculated. The proximity points were the points on each object the 

inhabitant would be closest to during an interaction with the object. The test frames 

that were captured for mapping the objects’ positions and sizes also involved the 

inhabitant interacting with the pre-defined proximity points of each object. For 

example, there were test frames that involved interactions with the corners of the 

fridge. The pixel coordinates of where the inhabitant made contact with each proximity 

point in the test frames were then noted. Finally, the pixel coordinates were used to 

determine the location of the proximity points on each TIS frame. The proximity points 

are plotted as yellow asterisks in Figure 4.7 where the inhabitant is sitting at the table 

and the table is represented as the cyan coloured rectangle. The fridge is represented 

by the blue rectangle and the red rectangle indicates the location of the cupboard. As 

locations of the objects and proximity points were pre-determined, appropriate 

calibration of the objects’ positional data would be necessary for each environment the 

proposed approach is implemented in. 

Both the fridge and cupboard had three proximity points located at their respective 

south corners as well as the centre of their south sides (a compass is included in Figure 

4.7 for reference). Six proximity points were utilised for the table as the inhabitant 

could stand anywhere around three of the four sides of the table. The table proximity 

points were located at the table’s four corners and the centre of its north and south 

sides. 

 



79 

 

 

Figure 4.7 The ceiling TIS's perspective of the inhabitant sitting at the table where each known 

location of the objects is depicted along with their respective proximity points. 

The known locations and proximity points of each of the objects were used to 

determine which object the inhabitant was closest to by measuring the Euclidean 

distance between their centroid and each object’s proximity points. A diagram 

depicting this process is presented in Figure 4.8 where the inhabitant is bending at the 

fridge. The dashed red line signifies the shortest distance between the inhabitant’s 

centroid and a proximity point. In this example, the closest proximity point belongs to 

the fridge and so the inhabitant would be deemed to be near the fridge. The nearest 

object thresholds were selected using sequences that involved the inhabitant 

interacting with each kitchen object three times. The Euclidean distance between the 

inhabitant’s centroid and the kitchen object being used was calculated for the frames 

captured during the three uses of each object. The maximum Euclidean distance 

calculated between the inhabitant’s centroid and a given object over the frame 

sequence was ultimately selected as the threshold for determining whether the 

inhabitant was near that object. 

 

Figure 4.8 Depiction of the distance measurement between the inhabitant’s centroid and the objects’ 

proximity points. 

4.5.2 Sub-Activity Inference Approach 

The knowledge of the object closest to the inhabitant was used alongside the RF 

model’s pose prediction so that the most likely sub-activity being executed could be 

N 
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inferred. An overview of the inference process is illustrated in Figure 4.9 where the 

combinations of poses and nearest objects that facilitated the inference of a sub-activity 

are visualised. 

 
Figure 4.9 Overview of the sub-activity inference process. 

This approach required assumptions that the inhabitant did not perform any of the 

selected poses whilst near the kitchen objects for any reason other than to interact with 

the objects. It was also assumed that the known locations of the kitchen objects 

remained the same. The sub-activities that were inferred from the accumulated 

information are presented in Table 4.7 where the perspectives from both the ceiling 

TIS and the corner TIS are provided.  
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Table 4.7 Sub-Activity performances as perceived by both TISs alongside RGB images for context. 

Sub-Activity 
Ceiling TIS Frame and RGB 

Image  

Corner TIS Frame and RGB 

Image 

Using Fridge 

  

Opening/Closing 

Fridge 
  

Using Cupboard 

  

Sitting at Table 

  

 

4.5.3 Experimental Design  

The use of the two TIS perspectives was maintained for the evaluation of the sub-

activity inference approach. The trained RF model presented in Section 4.3 was used 

for the pose recognition aspect of the approach. The test dataset used to evaluate the 

RF model in Section 4.3.3 was also used again for an evaluation of the sub-activity 

inference capabilities of the approach. The test dataset involved 586 pose instances 

where 435 frames involved a sub-activity instance and in 543 frames, the inhabitant 

was near a kitchen object. The test dataset included five performances of each sub-

activity in no particular order. The inference capabilities were not dependent on any 

assumptions regarding the order in which the sub-activities were to be inferred. 

The ground truth for poses, nearest objects and sub-activities were manually labelled 

for each frame prior to the performance evaluation. This evaluation was then 

completed by comparing the label predictions for poses, nearest objects and sub-

activities with their respective ground truths. As there was no objective measurement 

for manually labelling the nearest object ground truth for each frame, the process was 

conducted by individually analysing every frame within the dataset. Prior to any data 

collection, the order of pose and sub-activity executions was noted so that it could be 

cross-referenced with the recorded TIS images during the labelling process. 

Knowledge of the environment and the perspectives of each TIS also assisted with the 

accuracy of the labelling process. The label None was used to represent a null state for 
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the nearest object calculations and inferred sub-activities. The distribution of the 

ground truth labels for sub-activities and nearest objects are displayed in Table 4.8 and 

Table 4.9, respectively. 

Table 4.8 Distribution of sub-activity labels for the testing dataset ground truth. 

Label Number of Instances 
Percentage Distribution 

(%) 

Opening/Closing Fridge 27 5 

Using Fridge 118 20 

Using Cupboard 78 13 

Sitting at Table 212 36 

None (sub-activity) 151 26 

 
Table 4.9 Distribution of nearest object labels for the testing dataset ground truth. 

Label Number of Instances 
Percentage Distribution 

(%) 

Near Fridge 184 31 

Near Cupboard 119 20 

Near Table 240 41 

None (object) 43 8 

 

4.5.4 Experimental Results and Discussion 

In this section, the accuracy scores of the nearest object calculation and the sub-activity 

inference approach using two TISs are presented and discussed. The results include 

the performances achieved with three machine learning models: RF, SVM and DT. 

The prediction accuracies achieved by each tested machine learning model are 

displayed in Table 4.10. 

Table 4.10 Accuracy results achieved with each machine learning model. 

Model 

Pose 

Classification 

Accuracy 

(%) 

Nearest Object  

Accuracy (%) 

Sub-Activity 

Accuracy(%) 

Random Forest 90.10 92.32 91.13 

Support Vector Machine 72.36 92.32 74.57 

Decision Tree 86.69 92.32 90.10 

As the calculation of the nearest object was dependent solely upon the empirically 

chosen threshold, it did not fluctuate between different machine learning methods and 
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so the nearest object calculation accuracy was maintained at 92.32%. The comparison 

in Table 4.10 shows that the RF model marginally achieved the highest sub-activity 

inference rate. This was a result of the model producing a slightly higher classification 

rate for the poses. The performance of the approach for each kitchen object is presented 

in Table 4.11. 

The inhabitant’s ‘nearness’ with the table was the most accurately calculated with high 

scores for the fridge and cupboard also achieved. A null state was required due to the 

use of ‘nearness’ thresholds, as it was possible for the inhabitant’s distance to not be 

within the threshold of any kitchen object. The None label was incorporated within the 

ground truth for both the nearest objects and the sub-activities. If the inhabitant was 

not near any kitchen object in a frame, the None label was used for the nearest object 

ground truth. Likewise, if no sub-activity was being performed in the frame, the None 

label was used for the sub-activity ground truth. The sensitivity score for this label was 

high, however, the result for precision was not. This was primarily due to the inhabitant 

being deemed not near any object when the ground truth stated that they were, instead, 

near either the cupboard or the table. 

Table 4.11 Results from the calculations of the kitchen object proximity detection. 

Object Sensitivity Precision Specificity F-score 

Near 

Cupboard 
0.8740 0.9630 0.9909 0.9163 

Near Fridge 0.9290 0.9770 0.9893 0.9526 

Near Table 0.9380 0.9660 0.9753 0.9514 

None 0.9530 0.5860 0.9452 0.7257 

The confusion matrix generated for the nearest object calculations is presented in Table 

4.12 and it demonstrates that the selected thresholds for each kitchen object were 

effective for determining the nearest object in the majority of cases. The inhabitant 

was deemed not near any object when the ground truth stated they were near the fridge 

in only three frames, whereas for the table and cupboard, misclassification as None 

occurred in 14 and 12 frames, respectively. 
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Table 4.12 Confusion matrix generated from the nearest object evaluation. 

True Class 
Predicted Class 

Near Cupboard Near Fridge Near Table None 

Near Cupboard 104 1 2 12 

Near Fridge 4 171 6 3 

Near Table - 1 225 14 

None - 2 - 41 

Once the nearest object was calculated, it was combined with the predicted pose to 

infer the most likely sub-activity occurring in the instance. The accuracy scores of the 

sub-activity inference are presented in Table 4.13. The None label highlights how well 

the approach prevented false positives and recognised true negatives. The high 

sensitivity result of 0.9868 for None demonstrates that in most cases whenever the 

inhabitant did not perform a sub-activity, a sub-activity was not inferred. 

Misclassifications of a sub-activity performance as None or vice versa indicated that 

at least one of the pose or nearest object were incorrectly estimated. 

Table 4.13 Results achieved from testing the sub-activity inference approach with the test dataset. 

Sub- 

Activity 
Sensitivity Precision Specificity F-score 

Opening/ 

Closing 

Fridge 

0.7037 1.000 1.0000 0.8261 

Sitting at 

Table 
0.8632 0.9946 0.9972 0.9242 

Using 

Cupboard 
0.9103 0.9861 0.9978 0.9467 

Using 

Fridge 
0.9492 1.0000 1.0000 0.9739 

None 0.9868 0.7487 0.8851 0.8514 

The confusion matrix generated from the sub-activity inference test is presented in 

Table 4.14. The nearest object calculation and sub-activity inference approaches 

proved to be highly effective and this is reflected by the inference rate achieved for the 

sub-activities: Using Fridge, Using Cupboard, and Sitting at Table. The 

Opening/Closing Fridge sub-activity was not, however, inferred at as high a rate. More 

importantly, the rate of false positives for each sub-activity was below 1%, providing 

confidence that the inhabitant was not being predicted as performing a sub-activity 

when they were not performing any sub-activity. The sub-activity instances that were 
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incorrectly classified were primarily inferred as None. To prevent misclassifications 

as None in this approach, both the pose and nearest object must be predicted correctly 

and so it was evident that successful sub-activity inference was dependent upon the 

machine learning model and method of calculating the nearest object. 

Table 4.14 Confusion matrix generated from the sub-activity inference. 

True Class 

Predicted Class 

Opening/ 

Closing 

Fridge 

Sitting 

at 

Table 

Using 

Cupboard 

Using 

Fridge 
None 

Opening/Closing 

Fridge 
19 - - - 

8 

Sitting at Table - 183 - - 29 

Using Cupboard - - 71 - 7 

Using Fridge - - - 112 6 

None - 1 1 - 149 

 

4.6 Chapter Summary 

The research presented in this chapter aimed to investigate the use of two TISs and the 

thermal data they captured as the primary component towards achieving unobtrusive 

monitoring of a smart environment. The addition of another TIS was investigated and 

the pose classification results achieved in Chapter 3 were subsequently improved with 

the inclusion of a lateral perspective of the environment. The pose classification 

approach was combined with calculations for determining the nearest kitchen object 

to the inhabitant in any given frame. It was assumed that the location of each kitchen 

object would not change during the experiment and so pixels were selected on the 

ceiling TIS frames to represent the positions of the objects. For the proposed approach, 

calibration of the ceiling TIS would, therefore, be necessary for each new environment 

it is deployed in. The most likely sub-activity occurring within each captured thermal 

frame was finally inferred. While high accuracies were achieved in each area of the 

research, subsequently increasing confidence in the TIS’s benefits, limitations still 

existed within the work. 

The sub-activity inference results highlighted the relatively low performance of the 

Opening/Closing Fridge sub-activity. While the F-score was adequate at 0.8261, the 

number of instances of the sub-activity were considerably lower than the other classes. 

This indicates that the F-score may have not been maintained with a higher number of 

instances. The low performance was not cause for concern due to the established 

assumption that if the inhabitant bent at the fridge, then the fridge was being used. 
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There was no necessity for inferring the Opening/Closing Fridge sub-activity to 

ultimately recognise relevant ADLs. 

The goal of accurately inferring sub-activities was achieved within this chapter. The 

sub-activities that were selected as integral for eventual ADL recognition were Using 

Fridge, Using Cupboard and Sitting at Table and F-scores of 0.9739, 0.9467 and 

0.9242 were achieved for these sub-activities, respectively. These results were 

achieved alongside a pose classification accuracy of 90.10% and a ‘nearness’ accuracy 

of 92.32%. Nevertheless, there was a lack of consistency with regards to the 

recognition rate of the individual pose classes. Consequently, another approach to pose 

classification was investigated and is presented in the following chapter. A form of 

deep learning was implemented in place of the RF model to determine whether a deep 

learning model could improve upon the conventional machine learning approach. 

Additional TISs were also integrated within the smart environment to provide further 

perspectives of the environment with the aim of negating occlusions of pose 

performances caused by the inhabitant. 
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Chapter 5 

Comparing Deep Learning and Ensemble Learning 

Methods for Pose Classification with Multiple Thermopile 

Infrared Sensors 

This chapter investigates further approaches to pose recognition using deep learning 

and considers the number of TISs to be used. An original NN architecture is presented 

for training and testing with a revised TIS dataset. The model was evaluated along 

with the more conventional RF model to determine whether the integration of deep 

learning would improve upon the pose classification approach proposed in Chapter 3. 

Additional TISs were integrated within the smart environment and various 

permutations were evaluated. The full experimental design along with the pose 

recognition results are discussed. The research presented in this chapter that involves 

the use of deep learning has been published in [127]. 
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5.1 Introduction 

A subset of machine learning, called deep learning, is representative of the human 

brain as it can learn from experience. This negates the necessity for human intervention 

for feature extraction and selection algorithms to choose the features required for an 

algorithm to learn patterns within the data [92]. A CNN is a type of NN which is used 

for processing data such as time-series and image data. For conventional NNs with 𝑚 

inputs and 𝑛 outputs, 𝑚 𝑥 𝑛 parameters would be necessary to process the data. 

Convolution operations are used in CNNs and so descriptive features of the image 

data, which populate only a fraction of the pixels in the image, could be detected. A 

smaller number of parameters would require storage, subsequently improving the 

efficiency when compared with other NNs. As a CNN can automatically identify 

unique features from the input data, manual identification of descriptive features was, 

therefore, not required [9]. CNNs have been previously successful for  image 

classification tasks where it has been demonstrated that a deep network, with respect 

to the number of layers, can achieve high classification accuracy with image data [96]. 

CNNs have also been implemented for activity recognition from infrared images, 

concluding that the use of infrared image data is promising for the development of 

assisted living systems [9]. 

Pose recognition within a smart environment has been successfully achieved using 

conventional machine learning algorithms like the RF model used in Chapter 3 and 

Chapter 4. Due to the importance of accurate pose recognition for the inference of sub-

activities, it was necessary to investigate other methods for predicting poses. The 

methodology presented in this chapter varies from the previous approaches to pose 

recognition as the number of TISs responsible for data collection was increased and a 

separate CNN corresponded with each TIS for classification. The data captured from 

each TIS was used to train its respective CNN. This design choice allowed each CNN 

to be specifically trained for classifying the selected poses as perceived from its 

corresponding TIS’s viewing angle. As each CNN produced a prediction based on the 

image captured by their corresponding TIS, there were multiple of predictions for a 

given pose instance. The final decision for the pose prediction was made using one of 

three prediction selection approaches: Majority Voting, Most Confident CNN and Soft 

Voting. Further details of each approach are presented in this chapter, as well a 

comparison between the results attained with each method. 
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Following the work conducted in the previous chapter, it was assumed that increasing 

the number of TISs would again improve the upon the pose recognition performance. 

It was also assumed that the use of deep learning would further improve the 

classification of poses due to its ability to automatically detect descriptive features 

within data. 

The remainder of this chapter is structured as follows: the introduction of additional 

TISs and respective CNNs is discussed in Section 5.2; the evaluation methodology 

employed for the trained CNNs is discussed in Section 5.3; the proposed CNN 

architecture and framework for performance evaluation is presented in Section 5.4 

along with the results obtained from various pose recognition experiments; in Section 

5.5, the pose recognition methodology is again revised to utilise RF models in place 

of CNNs for the classification of the pose dataset for comparison with the CNN 

performances; and finally a summary of the chapter is presented in Section 5.6. The 

details and differences between each pose recognition experiment are discussed in 

their respective sub-sections and performance comparisons are made to investigate the 

trade-off between the number of TISs, sensor cost and classification performance. 

5.2 Thermal Imagery for Performance Evaluation of the 

Convolutional Neural Networks 

The two-sensor approach to data collection previously used in Chapter 4 was extended 

with a further three TISs. Each TIS had an FOV of 90 and so from a corner of the 

room, with the TIS oriented towards the centre of the room, the recorded images 

encompassed a wide view of the environment.  With the inclusion of TIS viewing 

angles from every corner of the room, a more complete coverage of the smart 

environment could be provided, as illustrated in Figure 5.1. Additional TISs also 

improved the robustness of the approach. In cases where a TIS’s view of a person was 

occluded or the TIS malfunctioned, the other TISs were still capable of capturing 

sufficient data and fulfilling the classification. With the more complete view of the 

environment, it was intended to improve upon the pose classification performance 

achieved in Chapter 4. 

Four TISs were installed in the four corners of the smart kitchen and one TIS was 

embedded in the kitchen ceiling. The four corner TISs (C1, C2, C3 and C4) were 

stabilised using tripods and each maintained at the same height of one metre from the 

floor. For the recognition of ADLs within the environment it was anticipated that, in 
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some cases, poses involving bending down as well as standing upright would have to 

be performed close to the TISs. For this reason, C1 was installed near the fridge and 

C2 was positioned near the cupboard. The height of one metre aided the detection of 

the inhabitant and the classification of their pose regardless of their position within the 

environment. The corner TISs were the same TIS model as the ceiling TIS. Whilst the 

five TISs captured thermal images of the environment, the timestamps of each frame 

were compared to ensure they were recorded within 500 milliseconds of each other. If 

synchronisation between the five TISs was not achieved, the next five frames were 

instead considered.  

 

Figure 5.1 Top-down visualisation of  the smart kitchen environment highlighting the location of each 

corner TIS and kitchen object. 

A new training dataset was created to include TIS data from C1, C2, C3 and C4. The 

pose classes considered with the dataset were revised along with the class distribution 

throughout the dataset. The poses Right Forward and Left Forward were combined to 

establish the Arm Forward pose as from an application perspective, it was not deemed 

necessary to know which arm was being used. The same revision was made for the 

Right Side and Left Side poses as they were combined to establish the Arm Side class. 

Example frames of each of the five pose classes, as they were perceived by each TIS, 

are presented in Table 5.1 along with exemplar RGB images of the same poses within 

the smart environment. 

Table 

Fridge 
Kettle Microwave 

Cupboard 

Television 

Corner1 TIS 

Corner2 TIS 

Corner3 TIS Corner4 TIS 

Ceiling 

TIS 

TISssss

s 

Inhabitant 
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The training dataset consisted of 500 unique instances for each pose so that there was 

an even distribution of class instances throughout the dataset. Unlike the dataset used 

in Chapter 3 and Chapter 4, the dataset did not contain instances of poses being 

performed through the completion of activities. It was instead assumed that the 

inhabitant remained in the centre of the smart kitchen while rotating so that various 

orientations of each pose class could be captured by each TIS. These assumptions were 

made in place of performing the poses within a realistic context so that there was 

consistency throughout different performances of the same pose class. It was intended 

to produce an evaluation of the CNNs’ capabilities for pose recognition, prior to 

investigating their performance under more realistic scenarios. 

The frames within the dataset were captured over several days to account for varying 

ambient temperatures within the smart kitchen that could significantly alter image 

noise. A large amount of image noise would make detection of the inhabitant and 

classification of their pose more difficult. There were no considerable changes between 

the data captured on different days. Each TIS image was manually reviewed and 

annotated with the correct pose class depicted within the image. The manually 

recorded annotations provided the ground truth against which the pose predictions 

generated during the experiments with the test dataset were compared. 
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Table 5.1 Each TIS's perspective of the five pose classes are shown with the thermal image. The RGB 

image does not capture the exact pose instance presented in the thermal image but has been included 

for context. 

Pose 
Ceiling 

TIS 

C1 

TIS 

C2 

TIS 

C3 

TIS 

C4 

TIS 

Arms Down  
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5.3 Evaluation Methodology 

As previously stated, each of the five TISs had a corresponding CNN where the CNNs 

were trained only with the frames captured by their respective TISs. The thermal data 

delegated to training each CNN was stratified and 10-fold Cross Validation was used. 

The model that achieved the highest accuracy score with its respective validation 

partition was selected as the CNN for the particular TIS viewing angle to later apply 
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to the test dataset for the test results. The test dataset was used to evaluate the 

performances of the trained CNNs. A total of 250 unique pose performances were 

captured for the test dataset where 50 frames of each pose class were included. Just as 

for the training dataset, the test dataset was captured from the five TIS viewing angles 

so that each CNN could be evaluated using only the data captured by its corresponding 

TIS. 

5.4 Integration of Convolutional Neural Networks with 

Thermopile Infrared Sensors 

The ability of CNNs to automatically extract low to high level features from raw image 

data for classification purposes was the primary rationale for investigating their 

integration with the unobtrusive thermal imagery. The widely used AlexNet [96] was 

the motivation for the implementation of the CNN architecture used for this research 

as the network has been considerably influential in the research area of computer 

vision. AlexNet was one of the first deep CNNs to achieve a significant accuracy in 

the 2012 ImageNet Large Scale Visual Recognition Challenge where the proposed 

CNN won the award [128]. 

The AlexNet architecture consisted of five convolutional layers and three fully-

connected layers where the number of filters for each of the five convolutional layers 

were 96, 256, 384, 384 and 256, respectively. Overlapping max-pooling layers 

followed the first, second and fifth convolutional layers. Dropout was used on the first 

and second fully-connected layers where the inclusion of dropout layers prevented 

considerable overfitting of the network. The last fully-connected layer output into a 

softmax layer which subsequently output the distribution for the 1000 classes. For each 

convolutional and fully-connected layer output, a ReLU activation function was 

applied.  

5.4.1 Architectural Design of the Convolutional Neural Network 

Following initial training of an AlexNet model with the TIS data, it was found that 

modifications to the AlexNet architecture improved the pose classification accuracy 

with the low-resolution thermal data. The CNN architecture is depicted in Figure 5.2 

and consists of thirty layers in which eight were learnable: five convolutional and three 

fully-connected. Unlike AlexNet, the output from the third fully-connected layer was 

input into a five-way softmax layer as there were only five class labels rather than 

1000. Five instances of the batch normalisation layer [129] were also added to the 
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network. The batch normalisation layer was included to stabilise learning by 

standardising a layer’s activations or more specifically, the mean and variance. As the 

activations of one layer was the following layer’s input, standardising the layer’s 

activations could achieve fixed distributions of the input into the following layer [92]. 

Achieving this could significantly reduce the number of epochs required for training, 

where an epoch represented a single forward and backward passing of the dataset 

through the CNN. The reduction in the number of epochs subsequently facilitated 

higher learning rates and faster network training, consequently allowing for more 

efficient experimentation of the network. A batch normalisation layer was added after 

each of the five convolutional layers and before the activation functions as such 

functions may have resulted in non-Gaussian distributions [129]. 

 

Figure 5.2 The proposed CNN architecture. Step one represents the image input layer, steps two to six 

represent the convolutional layers and their intervening pooled and normalisation layers and steps 

seven to nine show the fully connected layers. The batch normalisation layers directly follow Steps 2-

6, the ReLU layers directly follow each batch normalisation layer as well as the fully connected layers 

in Steps 7 and 8. The dropout layers directly follow the ReLU layers in Steps 7 and 8 and the cross-

channel normalisation layers directly follow the ReLU layers in Steps 2 and 3. 

With the addition of the batch normalisation layer, the dropout layers could have 

potentially been removed. This may have improved training times without the risk of 

overfitting [129]. Following experimentation with the omission of the dropout layers, 

it was found that this resulted in a worse training performance than whenever the layers 

were included. It was decided to retain both the dropout and batch normalisation layers 

within the network. A range of the hyper parameters for each convolutional layer were 

altered where the stride of the first convolutional layer was changed from four to one 

as irrespective of the detrimental impact that a smaller stride could have towards 

training speed, it ultimately favoured accuracy in contrast to a larger stride [101].  

Due to the low-resolution images used in the approach, it was estimated that the 

number of patterns that could be detected from the data would be much lower than 

from the RGB images used to train AlexNet. As the filters were used to detect features 
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within the data, it was subsequently hypothesised that a lower number of filters would 

better suit the thermal images that were less complex than the inputs used to train 

AlexNet. The number of filters for each of the five convolutional layers were reduced 

from 96, 256, 384, 384 and 256 in AlexNet to lower values for the revised architecture. 

Following multiple repetitions of the training process, 8, 16, 32, 64 and 128 filters 

were finally selected for the five convolutional layers, respectively. The selection of 

these filter numbers was arbitrary and resulted in the best training performance. The 

number of filters increased with each new convolutional layer to account for the 

increasingly higher detail features output by each convolutional layer, similar to the 

architecture created in [101]. This allowed the deeper layers to effectively analyse the 

enhanced detail. Similar to AlexNet, response-normalisation and max-pooling layers 

followed the first and second convolutional layers and a third max-pooling layer 

followed the fifth convolutional layer. The ReLU activation function was also 

maintained from AlexNet, however, the placement of the ReLU layers within the 

architecture was changed. Instead of following each convolutional layer, the ReLU 

layers followed each batch normalisation layer. 

The image input layer was provided with images of size 32x31x1 where the first 

convolutional layer applied 8 sliding convolutional filters of size 11x11x1 with a one-

pixel stride. Due to this single pixel stride, the ‘same’ padding hyper parameter for this 

layer in AlexNet was used so that the spatial output size remained the same as the input 

size for the layer. The second convolutional layer applied 16 sliding convolutional 

filters of size 5x5x8 to the output of the first convolutional layer once it had passed 

through its respective pooling and normalisation layers. The third convolutional layer 

then applied 32 sliding filters of size 3x3x16 to the pooled and response-normalised 

output of the second convolutional layer. The fourth convolutional layer made use of 

64 sliding filters of size 3x3x32 where the fifth utilised 128 sliding filters of size 

3x3x64. 

5.4.2 Experimental Design 

The experiments investigated the use of deep learning to recognise poses executed in 

the smart kitchen. The use of a single CNN was first considered, in which each TIS 

image was fused prior to classification. The approach involved the creation of a 

160x31 resolution image as each TIS image that was recorded for a pose was 

concatenated to each other. It was intended that the image would give context to the 

pose, just as the five perspectives of the pose did, which would improve the 
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classification capabilities of the CNN. The approach, however, did not perform 

satisfactorily and so multiple CNNs were instead used. The assumption was made that 

the poses were performed in the centre of the environment so that the pose recognition 

capabilities of the CNN could be evaluated with minimal occlusions. With a separate 

CNN trained for each TIS viewing angle, a total of five CNNs were trained for the 

experiment. The architecture of the five CNNs remained consistent. 

Training and Testing Five TISs and CNNs 

As each CNN was trained only with data captured by its respective TIS, it was 

important to ensure that the pose instances were clearly depicted in each thermal frame. 

For instances of Arm Forward and Arm Side, it was possible that if the pose was 

performed with the arm extended towards the TIS, the pose may have appeared to be 

Arms Down. The example frames in Table 5.1 show evidence of this. Upon capturing 

the training data, each pose performance was checked to determine whether the pose 

was clearly depicted. In cases where the pose class was not clear, the image was 

replaced with one in which the pose class was clear. As this process had to be 

conducted subjectively, it was vital to ensure not only that the image being replaced 

did not clearly depict the pose, but that the image it was being replaced with did clearly 

depict the pose. Otherwise, the replacement process would have been redundant. There 

was, therefore, a risk involved by conducting replacements but the improvements 

made to the performance of the model outweighed this risk and so was deemed a 

necessary component of the approach. 

Using the trained CNNs in conjunction with one another, it was investigated how 

accurately the test data could be classified with regards to sensitivity, specificity, 

precision and F-score. An examination was conducted to find a permutation of the 

TISs that would be in favour of cost and practicality, while still maintaining a high 

recognition rate. A TIS permutation which could achieve a high pose classification 

rate, while limiting the total sensor cost and offering practicality in the form of sensor 

deployment within different environments, would have been regarded as favourable. 

For the test dataset, the five frames that were captured during an instance of a pose 

performance were to be processed together to produce a prediction of the pose, 

regardless of how clear the pose performance was. Each TIS frame was input into its 

respective CNN and each CNN produced its own pose prediction. Prior to the output, 

however, the softmax layer converted a vector of real values into a vector of values 

where each value represented one of the pose classes. These values summed to 1 so 
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that they could be interpreted as probabilities. With each class accompanied by a 

probability value, the class with the highest probability was selected as the CNN’s 

pose prediction output. A method of selecting the final pose prediction was required 

as each CNN output a prediction. There could only be one prediction per pose 

execution. A voting scheme was subsequently used to select a final prediction. 

Testing Permutations of Corner TISs 

Practical limitations of deploying sensors throughout a smart environment are 

primarily caused by the variability of dimensions in environments and the capabilities 

to unobtrusively install and maintain the sensors. It would not be realistic to assume 

that the ceiling TIS would be suitable for all environments as the layout above the 

ceiling and the material of the ceiling may not be fit to embed the device. In an 

environment which is fit for the installation of a ceiling TIS, regular maintenance may 

not be possible due to difficulty involved with accessing the sensor. The height of a 

ceiling from the ground is also a variable factor and so the TISs’ FOVs are not 

guaranteed to be sufficient for full coverage of all environments. In cases where the 

ceiling height exceeds 4 metres, detection of the inhabitant with the TIS would be 

unreliable. It is also at the detriment of cost and post installation maintenance to over-

sensorise the environment, particularly if similar pose classification performances can 

be achieved with fewer TISs. With respect to laterally positioned TISs it is also 

possible for an environment to have large enough dimensions that the same distance-

based issues are encountered. The laterally positioned TISs, however, are not limited 

to a fixed distance from the inhabitant like the ceiling TIS, and so the exact positioning 

of the TISs can be modified to ensure data is captured wherever the inhabitant is most 

active. It can be claimed that the task of installing and positioning lateral TISs is a 

more practical one. 

Tests were conducted using two, three and four corner sensors where each possible 

permutation of sensors, as presented in Table 5.2, was investigated. The ceiling TIS 

was only omitted because of the impracticality involved with its installation and 

maintenance. Nevertheless, it achieved the highest recognition rate by an individual 

TIS from the TIS test and so its results were used as a benchmark against which the 

corner TIS scores were compared. 

Three final prediction selection methods were applied to determine which yielded the 

highest performance scores: Majority Voting, Most Confident CNN and Soft Voting. 
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The Majority Voting technique was used as it has been previously shown to be 

beneficial for ensemble learning methods [130], [131]. Under the context of this 

research, the combination of TISs and their respective data represented an ensemble. 

Table 5.2 Permutations of TISs used for each pose classification experiment where C = Corner. 

Permutations for Two TIS 

Test 

Permutations for Three 

TIS Test 

Permutation for Four TIS 

Test 

C1, C2 C1, C2, C3 C1, C2, C3, C4 

C1, C3 C1, C2, C4 

N/A 

C1, C4 C1, C3, C4 

C2, C3 C2, C3, C4 

C2, C4 

N/A 

C3, C4 

As previously stated, it was possible that for a given pose performance, the majority 

of TISs did not have a clear view of the pose, resulting in an incorrect pose prediction. 

This was the case whenever the person’s body blocked TISs from detecting, for 

example, an extended arm during Arm Forward. Such a scenario would have resulted 

in a pose such as Arms Down being voted for instead. For this reason, the Most 

Confident CNN method was chosen as an alternative method to Majority Voting. For 

the Most Confident CNN method, the pose label probability distributions, generated by 

each CNN, were examined. The CNN whose pose prediction had the highest 

accompanying probability among all five of the CNNs’ prediction outputs was 

regarded as the CNN that was most confident in its prediction. This prediction was 

selected as the final prediction for the pose instance. It was intended that the 

predictions made by the CNNs whose TISs may not have been able to detect the entire 

pose, would not have as high a prediction probability and, therefore, not be considered 

for the final prediction. 

The Soft Voting method of final prediction selection was applied with the rationale that 

each CNN represented a unique viewing angle of the environment and inhabitant 

during the performance of poses. Appropriately weighting the outputs from the CNNs 

had potential for improving the classification results. The calculation for the Soft 

Voting approach to determine the highest weighted sum value is presented in Equation 

5.1 [132]: 
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�̂� = arg max
𝑖

∑ 𝑤𝑗

𝑚

𝑗=1

𝑝𝑖𝑗 
(5.1) 

where 𝑚 is the number of CNNs, 𝑤𝑗 is the weight applied to the probability distribution 

that was generated by the 𝑗th CNN, 𝑝𝑖𝑗 is the probability that class 𝑖 is the correct class 

prediction according to CNN 𝑗 and �̂� is the class representing the largest weighted 

sum. 

The weights were not assigned using the training accuracies achieved when training 

the CNNs as pose instances from the training dataset had been replaced with instances 

that more clearly depicted the pose being performed (see Training and Testing Five 

TISs and CNNs). The validation data that were used to produce the training results for 

each CNN consisted only of clear depictions of each pose and were not synchronised 

across all TISs. The results from training the CNNs were an indication of successful 

training. They were not truly representative of how the CNNs would perform under 

realistic conditions as the pose repetitions were not synchronised across all TISs. The 

CNN weights, therefore, could not be determined using these results. A naïve brute-

force method was instead utilised to determine the weight values assigned to the CNNs 

[133]. The number of classifiers involved dictated the range of weight values to test 

with the CNNs; for example, when testing the four corner TISs the prospective weight 

values could have ranged from one to four. Each possible permutation of weight values 

was tested to find the permutation that performed best.  

5.4.3 Experimental Results and Discussion 

This section presents both the training and experimental results achieved from the 

implementation of CNNs with the unobtrusive TIS data. The recognition rate when 

using all five TISs together is presented and discussed alongside the performance 

metrics for each individual CNN. The results obtained from each permutation of the 

corner TISs are also presented with the ceiling TIS’s scores used as the benchmark. 

The three prediction selection methods are implemented for each test to investigate 

and establish the highest scoring technique. 

Training Results 

The pose class distribution for the training dataset was kept balanced with 500 pose 

instances for each of the five classes. Each CNN was validated using 10-fold cross 
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validation and the training results presented in Table 5.3 show the maximum accuracy 

achieved from the ten folds for each CNN. 

Table 5.3 Maximum training accuracies achieved for each CNN over ten folds along with the average 

result for all five CNNs together where C = Corner. 

Classifier 
Maximum Accuracy Achieved 

over Ten Folds (%) 

Ceiling 99.80 

C1 99.92 

C2 99.92 

C3 99.92 

C4 99.96 

The maximum accuracies indicated that any one of the CNNs were capable, on their 

own, to effectively classify pose performances. It is important to again note, however, 

that the training dataset was altered to remove instances of poses that did not clearly 

depict the class. While this was conducted to benefit the training of each CNN, in a 

realistic scenario, the inhabitant would be more likely to perform poses more subtly 

and not necessarily in clear view of every TIS. The training results were not, therefore, 

completely indicative of how capable the CNNs were to be with the test dataset. The 

results were instead used only as an indicator of successful training and which of the 

folds to apply to the test dataset for each classifier. 

Pose Recognition Test with Five Thermopile Infrared Sensors and CNNs 

The benefits of utilising five TISs for pose recognition were first investigated by 

integrating a separate CNN to correspond with each TIS. For each pose instance, the 

five CNNs were provided with the thermal image, captured by their respective TIS, as 

their input. Five unique perspectives were used to interpret the pose with the aim of 

increasing the probability of correctly predicting the pose class. The results from the 

five-TIS pose classification test with each prediction selection method are presented 

in Table 5.4. Both the Majority Vote and Soft Voting prediction selection methods 

allowed for the highest classification scores to be achieved where both performed 

equally with respect to the pose instances that were correctly classified. 
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Table 5.4 The results from using each prediction selection method for classifying the test dataset with 

five CNNs. 

Selection Method Sensitivity Precision Specificity F-score 

Majority Vote 0.9920 0.9921 0.9980 0.9920 

Most confident CNN 0.8960 0.9114 0.9727 0.9036 

Soft voting 0.9920 0.9921 0.9980 0.9920 

The F-score was used as the primary metric to measure the pose classification 

performances of the CNNs and prediction selection methods. The variation in the 

results attained with each approach was primarily caused by the differing perspectives 

of the poses offered by the TISs. The F-score results presented in Table 5.5 present the 

results attained with the individual use of each TIS and respective CNN for the test 

dataset. The results produced when all five TISs and CNNs were used together are also 

presented. Please refer to Appendix A for the sensitivity, precision and specificity 

scores achieved with the Majority Vote and Soft Voting prediction selection methods 

on the test dataset. 

The individual results in Table 5.5 demonstrated that where some CNNs performed 

poorly, others performed well, further exemplifying how the corner TISs could 

complement one another’s pose recognition capabilities. This complementary nature 

was highlighted as C1 obtained a significantly higher F-score for Arm Side when 

compared with C2, whereas C2 achieved a better score for Sitting when compared with 

C1. Once each of the TISs and CNNs were used together, the F-score of each pose 

improved. The confusion matrix generated from testing the classification capabilities 

of all five CNNs together is presented in Table 5.6.  

Table 5.5 F-score results produced by using each TIS and respective CNN individually as well as in 

conjunction with one another (All Views column) where the results for all TISs were attained using 

either the Majority Vote or Soft Voting prediction selection methods for all 250 pose instances in the 

unseen test data C = Corner. 

Pose 
Only 

Ceiling 

Only 

C1 

Only 

C2 

Only 

C3 

Only 

C4 

All Five 

TISs 

Arm Forward 0.9130 0.6316 0.5814 0.6486 0.4685 1.0000 

Arm Side 0.9245 0.7500 0.4737 0.5082 0.4000 0.9899 

Arms Down 0.9515 0.6475 0.6140 0.6200 0.4242 0.9800 

Bend 0.9800 0.7840 0.8547 0.8772 0.8130 1.0000 

Sitting 0.9697 0.7000 0.9159 0.8000 0.6500 0.9901 

All Poses 

(Average) 
0.9478 0.7026 0.6879 0.6908 0.5511 0.9920 
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Table 5.6 Confusion matrix generated from testing all five CNNs together and using either the 

Majority Vote or Soft Voting prediction selection methods for all 250 pose instances in the unseen test 

data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 50 - - - - 

Arm Side - 49 1 - - 

Arms Down - - 49 - 1 

Bend - - - 50 - 

Sitting - - - - 50 

With regards to the individual pose recognition performances of each TIS’s CNN, the 

ceiling produced the best performance as its F-score was only 0.0442 (4.46%) less than 

the score achieved when all five CNNs were used together. As previously highlighted, 

relying on the classification power provided by the ceiling CNN was potentially 

problematic. The height of the ceiling in the environment that the CNN training takes 

place was not representative of all ceiling heights. If the ceiling TIS was deployed as 

a solution in an environment with a considerably different ceiling height from the 

training environment, there would also be a possibility that the poses would appear 

quite different from the poses used to train the classifier. In such a scenario, the ceiling 

CNN would be under-trained. Due to its limitations, it was decided to exclude the 

predictions generated by the ceiling TIS and respective CNN from further tests. The 

classification capabilities of only the corner TISs were evaluated to determine whether 

similarly high accuracies could be achieved, should the use of a ceiling TIS not be 

possible. 

As shown by the low corner TIS classification scores, no corner CNN could accurately 

classify the poses on their own. Individual corner CNNs struggled to highlight the 

subtle variation between some of the pose class performances as they were each 

limited to one TIS viewing angle. Permutations of the corner TISs and CNNs were 

instead investigated. The results achieved with the permutations were compared to find 

the best performing and most cost-effective TIS permutation. 

Pose Recognition Test with Four Thermopile Infrared Sensors and CNNs 

The same test dataset was used for this permutation evaluation where the data captured 

by the four corner TISs were used as the inputs into their respective CNNs to generate 

the pose predictions. The selection methods Majority Vote, Most Confident CNN and 

Soft Voting were implemented to choose the final prediction for each pose instance. 

The classification scores achieved using each selection technique are displayed in 

Table 5.7. 
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Table 5.7 Pose classification scores achieved using four corner TISs and CNNs with three prediction 

selection approaches for all 250 pose instances in the unseen test data. 

Selection Method Sensitivity Precision Specificity F-score 

Majority Vote 0.8560 0.8699 0.9595 0.8524 

Most confident CNN 0.8480 0.8658 0.9590 0.8492 

Soft voting 0.9280 0.9354 0.9813 0.9266 

The Majority Vote and Most Confident CNN approaches achieved similar F-scores of 

0.8524 and 0.8492, respectively. The Soft Voting method of prediction selection, 

however, performed notably better with an F-score of 0.9266. The naïve manner of 

selecting values for weights in Soft Voting allowed for the weights approach to be more 

effectively tested. The confusion matrix generated from using four TISs and CNNs 

along with the Soft Voting technique is presented in Table 5.8. The misclassifications 

were primarily a result of Arm Side being mistaken for Arms Down. Such a 

misclassification was likely to happen if a heavily weighted TIS’s perspective of the 

extended arm was occluded by the inhabitant’s body. 

Table 5.8 Confusion matrix generated from implementing four corner TISs and CNNs with the Soft 

Voting prediction selection approach for all 250 pose instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 48 - 2 - - 

Arm Side 4 37 9 - - 

Arms Down - - 47 - 3 

Bend - - - 50 - 

Sitting - - - - 50 

 

Pose Recognition Test with Three Thermopile Infrared Sensors and CNNs 

Following the test with all four corner TISs, each permutation of three corner TISs and 

their respective CNNs were tested. All three prediction selection techniques were 

tested with each permutation of three corner TISs. Please refer to Appendix A for these 

results. The TIS permutations that achieved the highest sensitivity, precision, 

specificity and F-score with each prediction selection technique, are presented in Table 

5.9.  

The highest classification scores were, once more, achieved through the application of 

Soft Voting which improved upon the Majority Vote and Most Confident CNN 

approaches. Whenever C1, C2 and C3 were used along with the Soft Voting technique, 

an F-score was obtained that was only 0.0117 (1.26%) less than what was achieved 

when using four corner TISs. This was due to C4 performing poorly in the four-TIS 
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permutation where the majority of the correct predictions made by C4 were already 

made by C1, C2 and C3. The omission of C4 from this test did not cause a detrimental 

decrease in the classification rate. 

The resulting confusion matrix from the test with the permutation of C1, C2 and C3 

with Soft Voting is presented in Table 5.10. The decrease in the F-score from the four 

corner TIS test to this TIS test was a result of further misclassifications of Arm Side. 

The Soft Voting approach resulted in an F-score of 0.8095 for Arm Side, however, the 

Majority Vote and Most Confident CNN methods only obtained F-scores of 0.4600 and 

0.7200, respectively. 

Table 5.9 Pose classification scores achieved using three corner TISs and CNNs with three prediction 

selection approaches for all 250 pose instances in the unseen test data. 

Selection Method 
TIS 

Permutation 
Sensitivity Precision Specificity F-score 

Majority Vote C1, C2, C3 0.8520 0.8626 0.9593 0.8484 

Most confident 

CNN 
C1, C2, C4 0.8480 0.8686 0.9588 0.8488 

Soft voting C1, C2, C3 0.9160 0.9308 0.9786 0.9149 

Table 5.10 Confusion matrix generated from implementing three corner TISs and CNNs with the Soft 

Voting prediction selection approach for all 250 pose instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 49 - 1 - - 

Arm Side - 34 16 - - 

Arms Down - - 46 1 3 

Bend - - - 50 - 

Sitting - - - - 50 

 

Pose Recognition Test with Two Thermopile Infrared Sensors and CNNs 

The pose recognition capabilities of permutations of two corner TISs and CNNs were 

lastly investigated along with two prediction selection approaches. As only two TISs 

were tested at any given time, the Majority Vote prediction selection technique was 

not implemented. The highest scores achieved with both prediction selection 

approaches are compared in Table 5.11. Please refer to Appendix A for further details 

regarding the results attained with each two-TIS permutation. 

The classification scores achieved upon applying both approaches were very similar. 

Further detail on the performances of the two approaches can be viewed with the 

confusion matrices where Table 5.12 displays the confusion matrix from the Most 
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Confident CNN method and Table 5.13 presents the confusion matrix from the Soft 

Voting method. 

Table 5.11 Pose classification scores achieved using two corner TISs and CNNs with  two prediction 

selection approaches  for all 250 pose instances in the unseen test data. 

Selection 

Method 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

Most 

confident 

CNN 

C1, C2 0.8400 0.8910 0.9578 0.8648 

Soft voting C1, C2 0.8440 0.8953 0.9590 0.8689 

Table 5.12 Confusion matrix generated from implementing two corner TISs and CNNs with the Most 

Confident CNN prediction selection approach for all 250 pose instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 32 - 18 - - 

Arm Side 1 34 15 - - 

Arms Down - - 48 2 - 

Bend - - - 50 - 

Sitting - - - 4 46 

It was to be expected that the highest scoring two-TIS permutation consisted of TISs 

that were positioned adjacent to each other. Adjacent TISs provided a wider coverage 

of the environment and the poses performed within it. If only oppositely positioned 

TISs were used, it would be significantly more difficult to detect Arm Forward and 

Arm Side if the inhabitant performed the poses by extending their arm towards either 

TIS as the pose would look like Arms Down. 

Table 5.13 Confusion matrix generated from implementing two corner TISs and CNNs with the Soft 

Voting prediction selection approach  for all 250 pose instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 32 - 18 - - 

Arm Side 1 34 15 - - 

Arms Down - - 49 1 - 

Bend - - - 50 - 

Sitting - - - 4 46 

 

Permutation Comparison 

The highest F-scores obtained by each TIS permutation were promising, as the four-

TIS, three-TIS and two-TIS permutations achieved F-scores of 0.9266, 0.9149 and 

0.8468, respectively. The utilisation of all four corner TISs resulted in an F-score that 

was closest to the 0.9478 benchmark. The lower sensor count offered by the three-TIS 

permutation, however, produced a similarly high F-score. The full comparisons 
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between the achieved scores for each TIS test are detailed in Table 5.14 where the 

benchmark’s scores are also included for reference. 

The results from the permutation tests demonstrate that the corner TISs can be 

effectively utilised for pose recognition, without the support of a ceiling TIS. This is 

highly desirable for deploying the TISs in a realistic scenario due to the preservation 

of performance, increased practicality and cost-effectiveness that is offered by the 

alternative approaches. 

Table 5.14 Comparison between the best classification scores produced from each TIS permutation 

test and the benchmark. 

TIS 

Positions 

and 

Quantities 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

Ceiling 

Benchmark 
Ceiling 0.9480 0.9518 0.9865 0.9478 

One Corner 

TIS 
C1 0.7040 0.8031 0.9105 0.7026 

Two Corner 

TISs 
C1, C2 0.8440 0.8953 0.9590 0.8468 

Three 

Corner TISs 
C1, C2, C3 0.9160 0.9308 0.9786 0.9149 

Four Corner 

TISs 

C1, C2, C3, 

C4 
0.9280 0.9354 0.9813 0.9266 

 

Comparison between TIS Quantity, TIS Cost and Pose Classification Performance 

using Results Attained with Convolutional Neural Networks 

The chart presented in Figure 5.3 highlights the trade-off between three components: 

number of TISs, performance and cost of necessary TISs. The benchmark F-score was 

not surpassed nor matched, however, the permutations involving four and three TISs 

both achieved F-scores that were only 0.0212 (2.24%) and 0.0329 (3.47%) less than 

the benchmark, respectively. If the number of available TISs were limited to only two, 

the respective CNNs could still achieve an adequate F-score to further favour cost and 

practicality, where the F-score would be sacrificed by 0.1010 (10.66%). For each of 

the best scoring permutations, the Soft Voting prediction selection approach was used. 

The best individual performance from the corner TISs was achieved using C1 and its 

corresponding CNN. The use of a single corner TIS, however, requires the same cost 
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as the ceiling TIS while avoiding the practical limitations involved with its installation, 

making the sole use of C1 the least expensive and most practical implementation. The 

F-score attained by C1 and its corresponding CNN was 0.2452 (25.87%) lower than 

the benchmark and 0.1442 (15.21%) lower than the two-TIS permutation. An increase 

in cost could, therefore, be justified to produce a better performance and obtain results 

significantly closer to the benchmark. 

 

Figure 5.3 Trade-off between number of TISs, performance and cost of obtaining the TISs. 

5.5 Investigating Thermopile Infrared Sensor Permutations 

with a Random Forest Model 

The utilisation of additional TISs with corresponding CNNs for pose recognition has 

improved upon the scores previously achieved by the methodology presented in 

Chapter 4, where two TISs were used with a more conventional machine learning 

approach (RF). Following the implementation of a deep learning approach, the Chapter 

4 methodology was revised with the inclusion of the additional TISs used in this 

chapter. The pose training dataset presented in Section 5.4.2 was used for training the 

RF machine learning models. The pose classification scores achieved using the 

proposed approach are presented and compared with the results achieved from using 

deep learning with the same datasets. 

0

50

100

150

200

250

300

350

400

450

500

550

600

650

0.7

0.75

0.8

0.85

0.9

0.95

1

One Corner TIS Two Corner TISs Three Corner TISs Four Corner TISs

TIS Permutations

T
IS

 C
o

st

F
-s

co
re

F1-Score

TIS Cost (£)



108 

 

5.5.1 Experimental Design 

The training and test datasets presented in Section 5.4.2 were used again so that the 

RF models could be trained and evaluated. 

Training the Random Forest models 

The approach to training the RF model differed from training the CNN as the TIS 

frames were binarised using active contours to detect the inhabitant’s ROI. Features 

were then extracted from the ROI in each of the recorded TIS frames (Chapter 3, 

Section 3.5). The extracted features were then used to create a feature vector that 

represented the pose instance. Each RF model was trained only with the features 

extracted from the thermal data recorded by its respective TIS. 

Testing the Random Forest Models 

All five TISs were utilised for the initial testing of their respective RF models where 

the approach to evaluate the RF models with the test dataset remained largely 

consistent with the approach to testing the CNNs. Features were extracted from each 

TIS frame recorded for a pose instance where the feature vectors were then input into 

the corresponding RF model. Each RF output a prediction based on its feature vector 

input. The limitations of the ceiling TIS were still considered and so permutations of 

corner TISs with respective RF models were also tested. 

5.5.2 Experimental Results and Discussion 

This section presents the results obtained from training the RF models with the training 

dataset, in addition to the results that were produced from the evaluation conducted 

with the test dataset. Each permutation of corner TISs and their respective RFs was 

evaluated. 

Training Results 

Each RF model was trained individually using only the thermal data captured by their 

corresponding TIS. The training of the models was validated using 10-fold Cross 

Validation. For each TIS, the RF model that achieved the highest accuracy out of the 

10 folds was selected for evaluation with the test dataset. The training results are 

presented in Table 5.15. Much like the training of the CNNs, the RF models achieved 

very high training results due to the removal of training frames that did not clearly 

depict the pose class. 
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Table 5.15 Averages of the training results achieved for each RF over ten folds along with the average 

result for all five of the RFs together where C = Corner 

Classifier 

Maximum Accuracy 

Achieved over Ten 

Folds (%) 

Ceiling 99.30 

C1 97.00 

C2 98.70 

C3 98.80 

C4 98.30 

 

Pose Recognition Test with Five RF Models 

To evaluate the RF models with the test dataset, five predictions were provided for 

each pose instance as features were extracted from each TIS frame and input into the 

relevant RF models. All three methods of prediction selection were tested and are 

presented in Table 5.16. 

Table 5.16 Results from using each prediction selection method for the five-RF test. 

Selection Method Sensitivity Precision Specificity F-score 

Majority Vote 0.8690 0.9118 0.9663 0.8543 

Most confident RF 0.9720 0.9730 0.9923 0.9720 

Soft voting 0.8600 0.9039 0.9638 0.8444 

The Most Confident RF method produced the highest scores by a considerable margin 

and the F-scores achieved for each class are presented in Table 5.17. Please refer to 

Appendix B for the sensitivity, precision and specificity scores achieved with the Most 

Confident RF prediction selection method on the test dataset. The highest F-scores 

were obtained by the ceiling RF where C4 obtained low scores for each of the five 

classes. The results reflected that the corner RFs could more clearly detect the 

differences in the shape of the inhabitant’s body when performing Arms Down and 

Bend than the ceiling TIS could. The use of the corner RFs in conjunction with one 

another improved upon the ceiling RF scores for these poses. The utilisation of all five 

TISs and respective RFs did not, however, improve upon the average score of the 

individual use of the ceiling RF as it was likely that the low recognition rate of C4 

negatively impacted the classification capabilities of the approach.  
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Table 5.17 Five-RFs test F-score results for all 250 pose instances in the unseen test data where C = 

Corner. 

The confusion matrix generated from using all five TISs together demonstrated how 

the majority of pose instances were correctly classified. The majority of 

misclassifications were primarily between Arm Forward and Arm Side, mostly likely 

caused by the inability of the corner RFs to differentiate between an arm extended 

sideward and forward within several pose instances. The confusion matrix is presented 

in Table 5.18. 

Table 5.18 Confusion matrix generated from testing all five TISs and RFs together for all 250 pose 

instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 49 - 1 - - 

Arm Side 4 46 - - - 

Arms Down - - 50 - - 

Bend - - - 49 1 

Sitting - - - 1 49 

 

Pose Recognition Test with Four Thermopile Infrared Sensors 

The ceiling TIS and corresponding RF were omitted for this test to evaluate how well 

the four corner TISs and respective RFs could classify the test dataset. The results from 

implementing each prediction selection technique with four corner TISs are presented 

in Table 5.19. 

Table 5.19 Four corner TISs and respective RFs pose prediction results using three methods of 

prediction selection for all 250 pose instances in the unseen test data. 

Prediction Selection 

Technique 
Sensitivity Precision Specificity F-score 

Majority Vote 0.7880 0.8789 0.9440 0.7347 

Most confident RF 0.8200 0.8730 0.9510 0.7947 

Soft voting 0.8240 0.8824 0.9539 0.7980 

Pose Ceiling C1 C2 C3 C4 All TISs 

Arm Forward 1.0000 0.5455 0.4034 0.5106 0.5455 0.9515 

Arm Side 0.9899 0.5714 0.1132 0.6842 0.3548 0.9583 

Arms Down 0.9608 0.6713 0.7344 0.7692 0.5412 0.9901 

Bend 0.9495 0.9423 0.8850 0.9009 0.5294 0.9800 

Sitting 0.9800 0.9263 0.8506 0.8764 0.7023 0.9800 

All Poses 

(Average) 
0.9760 0.7337 0.5973 0.7483 0.5346 0.9720 
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Using only the four corner TISs was relatively consistent regardless of the form of 

prediction selection used, however, there was a lack of consistency amongst the 

classification of the individual classes, as highlighted in Table 5.20. While a sensitivity 

of 1.0000 was achieved with three poses, only 0.2400 was obtained for Arm Side. 

Table 5.20 Sensitivity scores for each class from the four corner TISs and RFs test with the Soft 

Voting prediction selection technique for all 250 pose instances in the unseen test data. 

Pose Sensitivity 

Arm Forward 0.8800 

Arm Side 0.2400 

Arms Down 1.0000 

Bend 1.0000 

Sitting 1.0000 

All Poses 

(Average) 
0.8240 

The difficulty to differentiate Arm Side from Arm Forward was further investigated 

with the precision results from the four-TIS test in Table 5.21. The Arm Forward class 

had the lowest precision while Arm Side was among the highest performing classes. 

As shown by the confusion matrix generated from the test in Table 5.22, there were a 

total of 38 misclassifications for Arm Side, where 36 instances were classified as Arm 

Forward. This was the result of the low precision for Arm Forward. The confusion 

matrix also shows that there were no pose instances that were misclassified as Arm 

Side, therefore, resulting in a 1.0000 precision score. 

Table 5.21 Precision scores for each class from the four corner TISs and RFs test with the Soft Voting 

prediction selection technique for all 250 pose instances in the unseen test data. 

Pose Precision 

Arm Forward 0.5500 

Arm Side 1.0000 

Arms Down 0.8620 

Bend 1.0000 

Sitting 1.0000 

All Poses 

(Average) 
0.8824 
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Table 5.22 Confusion matrix generated from the four corner TISs and RFs test with the Soft Voting 

prediction selection technique for all 250 pose instances in the unseen test data. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 44 - 6 - - 

Arm Side 36 12 2 - - 

Arms Down - - 50 - - 

Bend - - - 50 - 

Sitting - - - - 50 

The corner TISs were not effective at differentiating between Arm Side and Arm 

Forward, highlighting the ceiling TIS as the primary component for accurately 

classifying both poses in the five TIS test. The other misclassifications that occurred 

during the test involved both Arm Side and Arm Forward being mistaken for Arms 

Down. With the removal of the top down perspective of the environment, the extended 

arm during either of these poses was not visible from every TIS’s viewing angle. For 

TISs without clear visibility of the pose, the features input into the corresponding RF 

models were more indicative of Arms Down, resulting in a misclassification. The 

results show that in several cases, a sufficient number of the TISs had an occluded 

view of the pose instance, causing the incorrect class to be selected by the prediction 

selection method. 

The weighted average between the sensitivity and precision can be more representative 

of the prediction capabilities of a classification approach and so the F-score results for 

each class are presented in Table 5.23. The low precision score for Arm Forward is 

reflected in this measurement. While the true positive instances of the class were 

classified well, it was necessary to consider the false positives so that capabilities of 

differentiating between Arm Forward and Arm Side could be identified. Likewise, Arm 

Side achieved a precision score of 1.0000, however, this is misleading as the sensitivity 

was only 0.2400. This combination of results highlights the difficulty for the models 

to identify Arm Side from the extracted features. 
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Table 5.23 F-score results for each class from the four corner TISs and RFs test with the Soft Voting 

prediction selection technique for all 250 pose instances in the unseen test data. 

Pose F-score 

Arm Forward 0.6769 

Arm Side 0.3871 

Arms Down 0.9259 

Bend 1.0000 

Sitting 1.0000 

All Poses 

(Average) 
0.7980 

The four corner TIS test ultimately demonstrated that the ceiling TIS and respective 

RF model were not necessary for pose classification as several poses attained a high 

F-score. Not all classes were, however, recognised at a high rate. 

Pose Recognition Test with Three Thermopile Infrared Sensors 

Each permutation of three corner TISs was tested using their corresponding data and 

RF models. The permutations of three corner TISs that achieved the highest results 

with each final prediction selection technique are presented in Table 5.24, along with 

their respective results. For the results achieved with every three-TIS permutation, see 

Appendix B. 

Table 5.24 Three corner TISs and respective RFs pose prediction results using three methods of 

prediction selection for all 250 pose instances in the unseen test data. 

Prediction 

Selection 

Technique 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

Majority Vote C1, C3, C4 0.7520 0.8107 0.9313 0.7380 

Most confident 

RF 
C1, C3, C4 0.8600 0.8868 0.9619 0.8523 

Soft voting C1, C3, C4 0.8080 0.8531 0.9479 0.7946 

The combination of C1, C3, C4 and the respective RF models, alongside the Most 

Confident RF approach, achieved the highest scores for each performance 

measurement. Even though C4 produced a worse average individual F-score than C2, 

the classification of Arm Side was considerably higher with C4. This improvement 

over C2 resulted in permutations involving C4 achieving better results than those 

involving C2. 

The confusion matrix generated from the test is presented in Table 5.25 and it can be 

seen how the low Arm Forward precision was the result of the majority of Arm Side 
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instances being mistaken for Arm Forward. This was ultimately caused by their similar 

appearance and, subsequently, their similar feature values. The Arms Down precision 

score was due to misclassifications of Arm Forward and Arm Side with five instances 

of each being mistaken for Arms Down. In the misclassified instances of these poses, 

it was again the case that there were TIS perspectives of the pose in which the extended 

arm was not visible, subsequently leading to the corresponding RF classifying the 

instances as Arms Down. As the form of prediction selection that generated these 

results was Most Confident RF, in such cases, the RFs that classified the pose as Arms 

Down were more confident in their prediction than the RFs that output the correct 

prediction. 

Table 5.25 Confusion matrix generated from the three corner TISs and RFs test with the Most 

Confident RF prediction selection technique for all 250 pose instances in the unseen test data . 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 45 - 5 - - 

Arm Side 20 25 5 - - 

Arms Down 1 - 49 - - 

Bend - - - 47 3 

Sitting - - - 1 49 

The F-score results for this test are presented in Table 5.26 where the effect of the low 

precision result can be seen for Arm Forward as its F-score was significantly lower 

than the other classes that achieved high sensitivity results. The discussed confusion 

between Arm Forward and Arm Side existed also with the three corner TIS test. It was 

an issue that was detrimental to the F-score of both classes, however, it was evident 

that the inclusion of C2 and its corresponding RF in the four-TIS approach had a more 

negative impact. Omitting C2 for the three corner TIS test resulted in increases to the 

F-scores of Arm Forward and Arm Side by 0.0990 (14.63%) and 0.2796 (72.23%), 

respectively. 

The results from this test have shown the benefits of less TISs and RF models where 

cost can be saved and practicality can be increased while achieving a high 

performance. The next section investigates the removal of another TIS to determine 

the highest scoring permutation of two corner TISs. 
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Table 5.26 F-score results for each class from the three corner TISs and RFs test with the Most 

Confident RF prediction selection technique for all 250 pose instances in the unseen test data . 

Pose F-score 

Arm Forward 0.7759 

Arm Side 0.6667 

Arms Down 0.8991 

Bend 0.9592 

Sitting 0.9608 

All Poses 

(Average) 
0.8523 

 

Pose Recognition Test with Two Thermopile Infrared Sensors 

The same permutation of corner TISs achieved the highest results with both the Most 

Confident RF and Soft Voting approaches to prediction selection. The results achieved 

using the C3 and C4 TIS with corresponding RFs are presented in Table 5.27. Please 

see Appendix B for the results achieved with every permutation of two TISs. 

Table 5.27 Two corner TISs and respective RFs pose prediction results using two methods of 

prediction selection for all 250 pose instances in the unseen test data.. 

Prediction 

Selection 

Technique 

TISs Sensitivity Precision Specificity F-score 

Most confident 

RF 
C3, C4 0.8480 0.8888 0.9594 0.8379 

Soft voting C3, C4 0.8360 0.8831 0.9558 0.8192 

The implementation of two corner TISs with the RF models had the same limitations 

as the prior corner TIS tests. The sensitivity results with the Most Confident RF 

approach for each pose class were consistently high except for Arm Side. The 

limitation of the RF approach to pose classification is further illustrated in Table 5.28 

where the confusion matrix shows that Arm Side continued to be predominately 

misclassified as Arm Forward. The F-score results are presented in Table 5.29 and the 

scores for Arm Forward and Arm Side were both less than what was produced from 

the three corner TIS test. The F-score for Arms Down increased from the three corner 

TIS test. 
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Table 5.28 Confusion matrix generated from the two corner TISs and RFs test when using Most 

Confident RF prediction selection. 

True Class 
Predicted Class 

Arm Forward Arm Side Arms Down Bend Sitting 

Arm Forward 47 - 3 - - 

Arm Side 27 21 2 - - 

Arms Down 2 - 48 - - 

Bend - - - 48 2 

Sitting - - - 2 48 

The increase in F-score for Arms Down was due to a total of five less misclassifications 

of Arm Forward and Arm Side as Arms Down. This subsequently increased the 

precision along with the F-score. While there was a decrease in the F-score 

experienced by Arm Forward and Arm Side, the improvement in Arms Down, as well 

as the maintenance of the F-scores for Bend and Sitting, prevented a significant 

decrease to the F-score when averaged across all five classes. 

Table 5.29 F-score results for each class from the two corner TISs and RFs test when using Most 

Confident RF prediction selection. 

Pose F-score 

Arm Forward 0.7460 

Arm Side 0.5915 

Arms Down 0.9320 

Bend 0.9600 

Sitting 0.9600 

All Poses 

(Average) 
0.8379 

 

Permutation Comparison 

Each permutation of TISs and corresponding RF models performed well with F-scores 

of 0.8379, 0.8523 and 0.7980 achieved using two, three and four TISs, respectively. 

None of the RF models, however, achieved a score higher than the benchmark with 

the closest score being achieved by the three TIS permutation, obtaining an F-score 

that was 0.1237 (12.67%) less than the ceiling benchmark. Comparisons between the 

highest scoring corner TIS permutations and the ceiling benchmark are presented in 

Table 5.30. 
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Table 5.30 A comparison of achieved recognition scores between the best scoring approaches for each 

TIS and RF permutation and the benchmark. 

TIS 

Positions 

and 

Quantities 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

Ceiling 

Benchmark 
Ceiling 0.9760 0.9763 0.9939 0.9760 

One Corner 

TIS 
C3 0.7560 0.7980 0.9282 0.7483 

Two Corner 

TISs 
C3, C4 0.8480 0.8888 0.9594 0.8379 

Three 

Corner TISs 
C1, C3, C4 0.8600 0.8868 0.9619 0.8523 

Four Corner 

TISs 
C1, C2, C3, C4 0.8240 0.8824 0.9539 0.7980 

The benchmark scores demonstrated that the use of the ceiling TIS and corresponding 

RF model on their own established the highest overall recognition rate of the poses. 

The recognition of each of the pose classes was well balanced as the lowest pose F-

score achieved was still as high as 0.9495 (Table 5.17). The use of various 

permutations of corner TISs resulted in moderately high recognition rates, however, a 

balance within the individual class results did not exist. Irrespective of the consistently 

high predictive results achieved for Bend and Sitting by each TIS permutation, the 

predictive results obtained for Arm Side were just as consistently low. The precision 

score for the class was 1.0000 for each permutation; however, this was only due to no 

other pose performance being wrongfully predicted as Arm Side. This highlighted 

success in the training of the other classes rather than with Arm Side. 

Comparison between TIS Quantity, TIS Cost and Pose Classification Performance 

using Results Attained with Random Forest Models 

A trade-off between the number of TISs, pose classification performance and TIS cost 

is visualised in Figure 5.4. This visualisation allowed for an investigation into whether 

a more cost-effective and practical solution justified the significant performance loss 

experienced with the corner TISs and respective RF models. The steady increase in the 
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permutation cost was not reflected with a similarly steady increase in pose recognition 

performance. Whenever the cost was at its highest with four corner TISs, the 

performance of the RF models resulted in one of the lowest F-scores, second only to 

the F-score obtained by one corner TIS. As well as the four corner TIS permutation, 

the cost of the three corner TIS permutation was not justified by the corresponding RF 

models’ performances. Whilst the three corner TIS permutation performed better than 

both the four and two corner TIS permutations, it only improved upon the F-score of 

the two corner TIS permutation by 0.0144 (1.72%). The two corner TIS permutation 

justified its higher cost over the use of a single corner TIS as its F-score was 0.0896 

(11.97%) higher. The two corner TIS permutation was the most cost-effective 

permutation of corner TISs when corresponding RF models were implemented. 

 

Figure 5.4 Trade-off between number of TISs, performance and cost of obtaining the TISs for TISs 

using corresponding RF models. 

5.6 Chapter Summary 

This chapter has presented research with the aim of investigating various approaches 

to predicting pose performances from unobtrusive thermal imagery to determine a 

preferred manner of producing pose predictions to aid with the classification of ADLs. 

The number of TISs responsible for capturing thermal data and predicting pose 

instances was increased from the two TISs used in Chapter 4 to five TISs, where the 

additional TISs were positioned in the remaining three corners of the environment. 
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Initially deep learning was investigated and five CNNs were trained with the thermal 

imagery captured by their corresponding TISs. While there were multiple deep 

learning networks, they each shared the same architecture. The design decisions for 

the architecture were motivated by AlexNet. During the training phase for each CNN, 

10-fold cross validation was used to validate the model. The CNN that achieved the 

highest accuracy from the 10 folds was selected as the model to represent the particular 

TIS. 

A separate dataset was used for testing the trained models where five predictions were 

made for each pose instance as each TIS input its recorded frame into its respective 

CNN, subsequently producing a pose prediction output. A final prediction was selected 

using a prediction selection method and through the use of five TISs and CNNs, an F-

score of 0.9920 was obtained. With the successful implementation of deep learning 

with thermal imagery, the initial aim was extended to find a permutation of TISs that 

omitted the ceiling TIS in favour of a more practical sensor deployment. Involvement 

of the ceiling TIS was deemed a practical limitation due to the difficulty of achieving 

an unobtrusive deployment in a home environment, for example, ensuring cables are 

not visible. The height of a ceiling would likely vary between different environments 

and if the distance between the TIS and the inhabitant exceeds 4 metres, detection of 

the inhabitant would become difficult. The 4 metre limit was defined by testing 

whether a TIS could detect a person from a range of distances (0.5 metres to 4 metres 

at 0.5 metre increments). While a person is visible from 0.5 metres, a ceiling that is 

too low may not provide ample coverage of the environment, limiting the detection of 

the inhabitant as they move throughout the room. 

This limitation still exists for the corner TISs, however, laterally positioned sensors 

are not limited to a fixed distance from the inhabitant. If necessary, it would be possible 

to position the TISs closer to where it is expected the inhabitant will be most active. 

The ceiling’s individual performance with the test dataset was the best of each of the 

five TISs, therefore, it was used as the benchmark with which to compare permutations 

of the corner TISs. Both practicality and performance were shown to be possible with 

the use of only corner TISs as scores very similar to the benchmark were achieved. 

For a performance comparison with the implementation of deep learning, the RF 

machine learning algorithm utilised in Chapter 4 was trained with the same dataset 

used for training the CNNs. The additional TISs and the approach to their integration 

within this chapter remained the same to allow for a direct comparison with the CNN 
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approach. Five RF models were trained where the thermal imagery captured by each 

TIS was used as the training data for their corresponding RFs. 

For the five TIS test, the CNN approach produced an average F-score that was 0.0200 

(2.06%) higher than the RF approach. The individual F-score of the ceiling RF was, 

however, higher than the ceiling CNN’s F-score. In the test with four corner TISs, the 

RFs obtained an average F-score that was 0.1286 (13.88%) less than what was 

achieved with the CNNs. A significant loss also existed for the three corner TIS test. 

The use of two corner TISs, however, resulted in similar F-scores for both machine 

learning approaches. The two TIS test with RF models obtained high F-scores for most 

classes, however, the lowest F-score was 0.5915 for Arm Side while the two TIS test 

with CNNs achieved 0.8095 for the Arm Side class.  

This chapter has demonstrated the positive effect of introducing additional TISs and 

how, in the majority of cases, deploying a greater number of TISs with corresponding 

classification models resulted in an increased number of accurate pose predictions. The 

data used for both training and testing purposes assumed that the inhabitant remained 

in the centre of the environment and did not interact with any kitchen objects. If the 

inhabitant had been able to stand anywhere in the environment, the TISs’ perspectives 

of the pose performances could have been obscured by the table and the inhabitant 

may not have been detectable from all TISs. The assumption allowed for an evaluation 

of only the CNNs’ and RFs’ pose prediction capabilities, prior to integrating a solution 

for ADL recognition. This assumption is removed in the next chapter where the deep 

learning methodology proposed in this chapter was used to recognise poses as the 

inhabitant moved throughout the environment executing ADLs. 
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Chapter 6 

A Deep Learning and Probabilistic Approach to 

Recognising Activities of Daily Living 

This chapter of the thesis presents an unobtrusive approach to the recognition of ADLs 

performed within a smart environment, in which both privacy preservation and 

classification performance were achieved. The pose recognition and sub-activity 

inference methodologies presented in the previous chapters have been utilised for the 

proposed approach. A probabilistic model was created to analyse the sub-activities 

executed over time in order to determine the ADL occurring within that time period. 

The output of the model was used to make ADL predictions along with estimations of 

when the ADLs began and ended. The experiments conducted with this approach, 

along with the results, are presented in the chapter. 
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6.1 Introduction 

This chapter proposes an approach to the automatic recognition of three ADLs: Making 

a Tea/Coffee, Preparing a Microwavable Meal and Watching Television. The 

implemented methodology encapsulates the methodologies of pose recognition and 

sub-activity inference that were presented in Chapters 3-5. The novel CNN 

architecture was retained for the classification of poses from multiple TIS viewing 

angles. Calculations for the nearest kitchen object were conducted and combined with 

the pose predictions so that sub-activity sequences from an original thermal image 

dataset could be inferred. An additional laterally positioned TIS was deployed along 

the centre of one of the environment’s walls to help calculate the kitchen object the 

inhabitant was closest to. 

The probabilistic model used for the approach was an HMM. The model was trained 

to indicate the probability of performing a given ADL, based on the previous ADL 

conducted. The hidden states of the HMM were represented by the ADLs and the 

observations from each state represented the sub-activities that were necessary for 

completing the respective ADLs. By inferring sub-activities from sequences of TIS 

frames, sub-activity sequences were developed for use with the Viterbi algorithm. The 

output of the algorithm provided the ADLs which were most likely to have been 

executed in order to produce the sequence of inferred sub-activities.  

Seminal research has presented the concept that three fundamental problems should 

be used to describe HMMs: the Likelihood problem, the Decoding problem and the 

Learning problem [91]. Given the descriptions of the three problems, the approach 

presented in this chapter corresponds with problem two: The Decoding problem. The 

Viterbi algorithm was presented as the means for solving this problem. This problem 

has been described as: 

“Given the observation sequence 𝑂 = 𝑂1𝑂2 … 𝑂𝑇, and the model 𝜆, how do we choose a 

corresponding state sequence 𝑄 = 𝑞1𝑞2 … 𝑞𝑇 which is optimal in some meaningful sense 

(i.e., best explains the observations)?” [91] 

It was believed that the integration of the previous methodologies to understand the 

pose and location of the inhabitant would be sufficient for using only the low-

resolution data of the TIS to accurately detect and recognise ADLs. It was, however, 

assumed that the performance of the pose recognition classifiers would not be as high 

as previously demonstrated. This was believed due to the subtlety of some poses 
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whenever they were executed during the completion of a number of the sub-activities. 

For example, it was expected to be difficult to recognise Arm Forward as a full 

extension of the arm would not have been necessary to use the kettle, microwave or 

television. A diagram outlining the ADL recognition methodology is presented in 

Figure 6.1. 

The remainder of the chapter is structured as follows: the deployment of the TIS 

configuration is presented in Section 6.2 along with details of the TIS orientations; the 

image processing techniques employed for application on the thermal imagery are 

discussed in Section 6.3; the methods to determine the nearest object and sub-activity 

are presented in Sections 6.4 and 6.5, respectively; the approach to developing and 

training the HMM is discussed in Section 6.6; the experimental design, with respect to 

validating and testing the proposed approach, is presented in Section 6.7; the 

classification results achieved from the various experiments are presented in Section 

6.8 where the ADL detection results are visualised; and finally, a chapter summary is 

provided in Section 6.9. 
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Figure 6.1 Outline of the ADL recognition methodology. 
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6.2 Deployment of Thermopile Infrared Sensors within the 

Smart Environment 

This section discusses the TISs integrated within the smart kitchen with respect to their 

location and orientation. The role of each TIS with respect to their contribution towards 

the detection of ADLs is also discussed. The TIS was used as the only sensory data 

source for this approach where unobtrusive thermal data was captured for both training 

and testing algorithms. The lack of discernible characteristics of the inhabitant within 

the TIS data allowed for privacy to be maintained whilst still monitoring the smart 

environment. 

6.2.1 Smart Environment Layout 

A total of five TISs were deployed throughout the smart kitchen where each provided 

a unique lateral perspective of the environment. A TIS was placed in each corner of 

the room and the fifth TIS was installed in a shelving unit which was on the opposite 

side of the room from the kitchen counter. The TIS arrangement is depicted in Figure 

6.2 where the positions of the kitchen objects are also presented for context. 

 

Figure 6.2 Illustration of smart kitchen including labelled positions of each kitchen object and TIS. 

The TISs labelled Corner 1 TIS, Corner 2 TIS, Corner 3 TIS and Corner 4 TIS are C1, 

C2, C3 and C4, respectively, and will continue to be referred to as such. The fifth TIS 

that is depicted has not been previously used and will be referred to as NO-TIS 
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(Nearest Object – Thermopile Infrared Sensor). Each TIS was installed in a location 

that allowed for detection and behavioural understanding of the inhabitant when they 

were in the same vicinity as the TIS. The NO-TIS was positioned to have a lateral 

perspective of the kitchen counter and table so that the object the inhabitant was closest 

to could be calculated at any given time. C1 was also used in this process as it helped 

determine whether the inhabitant was near the kitchen counter, prior to consulting the 

NO-TIS for which specific object was closest. 

6.2.2 Orientation of the Thermopile Infrared Sensors 

Unlike in previous experiments and approaches to pose recognition in this thesis, the 

ADL classification method did not require any of the corner TISs to be orientated 

towards the centre of the environment. This decision was made as C3 and C4 

performed poorly when attempting to classify poses that were performed at the kitchen 

counter due to the inhabitant’s body occluding the extension of their own arm. Without 

detecting the extended arm, the corresponding CNNs were more likely to classify the 

pose as Arms Down. This same issue existed for C1 and C2 when poses were 

performed near the table. In such cases, the obstructed TISs were more likely to cause 

an incorrect prediction of the pose. 

To prevent the TISs that did not have a clear view of the pose from providing a 

prediction, poses were classified using only the TIS(s) the inhabitant was closest to at 

the time of performing the pose.  As it was assumed that each object’s location would 

remain consistent, the nearest object to the inhabitant could be used to indicate the 

nearest TIS. Objects were assigned to each TIS and so the calculation of the nearest 

object to the inhabitant was also used to determine the TIS the inhabitant was closest 

to. For instance, C1 was responsible only for classifying poses that were performed 

near the fridge and kettle and C2 was only used for classifying poses that were 

performed near the microwave and cupboard. The only pose classification related 

responsibility of C3 and C4 was to classify poses that were performed whenever the 

inhabitant was near the table or television. 

With the changes made to the positions of the TISs and the contexts in which they 

could be used for prediction generation, the TIS configuration became more bespoke 

to the environment. Creating the bespoke configuration was not complex as the only 

necessary modifications included the repositioning of the TIS angles and the 

assignment of specific objects for each TIS to monitor. The necessary configuration 
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updates could easily be completed regardless of the environment. This is provided that 

the calibration phase involved knowledge of which objects each TIS was assigned for 

monitoring. Ultimately, while a bespoke configuration would prevent the approach 

from being duplicated for another environment, the transferability of the approach was 

not significantly affected due to the simplicity of the modifications required. 

6.3 Collection and Processing of Pose Data 

Two original datasets were captured for the training phase of the proposed ADL 

classification approach. The dataset used for training the CNNs for classifying poses 

was largely similar to the training dataset used in Chapter 5. The second dataset was 

used for ADL recognition training and consisted of sequences of ADL performances. 

6.3.1 Dataset for Pose Classification Training  

The Arm Side class was removed from the pose training dataset used for this approach. 

The class was found to be detrimental to the recognition of Arm Forward, which was 

an important class for detecting whenever the inhabitant was interacting with objects 

within the environment. The pose was also not regarded as essential for the completion 

of any of the ADLs that were selected for classification. Improving the classification 

abilities of the machine learning models for Arm Side would, therefore, not have been 

beneficial for the ADL recognition approach. 

A total of 500 pose instances captured from four TIS perspectives remained for each 

of the four pose classes: Arms Down, Arm Forward, Bend and Sitting. The assumption 

from the datasets used in Chapters 3-5 that the inhabitant only performed the poses in 

the centre of the environment was not retained for the pose training dataset used in this 

approach. This was due to the necessary movement throughout the environment in 

order to perform the ADLs, therefore, considerations for how Arm Forward could vary 

depending on whether the inhabitant was using the kettle, microwave, cupboard or the 

television were made through revisions to the pose training dataset. 

The CNN architecture used in Chapter 5 was also used for this approach and no 

additional modifications were made to its infrastructure. For full details regarding the 

network’s layers and the rationale for each modification made to AlexNet, please refer 

to Chapter 5 Section 5.4.1. 
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6.3.2 Thermopile Infrared Sensor Image processing  

Prior to inputting any of the TIS frames into the CNN for classification, image 

processing algorithms were utilised to segment the inhabitant from the TIS images to 

allow for more effective detection of the inhabitant. The order in which the TIS images 

were passed through the image processing algorithms was not specified by any review 

of the literature. Experimentation of the processing methods with example TIS images 

was necessary. The example images included one of each of the previously highlighted 

human poses and the images did not belong to the training or test datasets. 

Initial analysis found that the noise had to first be reduced in the TIS images. The 

bilateral filter was used to achieve this initial objective. As a bi-product of the filter, a 

blur effect was added to the image and so unsharp masking was the technique used to 

remove the image blur and sharpen the image. As a result of this, however, there was 

a minor amount of noise added back to the image and so the Wiener filter was used to 

once more reduce the noise. Finally, active contours segmented the inhabitant’s ROI 

from the processed image. 

In the initial experimentation, the Wiener filter was not involved and, resultantly, the 

inhabitant was not as effectively segmented from the image background once active 

contours were used. The Wiener filter was experimented at different steps in the pre-

processing phase and was found to improve the active contours’ effectiveness most 

when it was applied directly after unsharp masking. Further details of each of image 

processing techniques are given in this section. Images of before and after each 

application of one of the processing algorithms are also presented. 

Bilateral Filter 

The bilateral filter was first proposed by Carolo Tomasi and Roberto Manduchi [134] 

and it has become a standard tool for denoising images [135]. With respect to the TIS 

image data, the filter was applied to smooth the images and help remove image noise. 

The strong edges in the image were preserved with this filter and so the edges of the 

inhabitant’s ROI were retained. The grey level of each pixel within the image was 

replaced using neighbouring pixels, where a weighted average of the neighbouring 

pixels’ grey levels was calculated for the grey level replacement. The bilateral filter 

formula is defined in Equation 6.1: 

𝐵(𝐼, 𝑥) = ∑ 𝐼(𝑥𝑖)𝑓𝑟(||𝐼(𝑥𝑖) − 𝐼(𝑥)||)𝑔𝑠(||𝑥𝑖 − 𝑥||)

𝑥𝑖∈

 (6.1) 
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where 𝐼 is the input image, 𝑥 is the coordinates of the current pixel being filtered,   

is the set of pixels, 𝑥𝑖 is a pixel within the pixel set, 𝑓𝑟 and 𝑔𝑠 are the range and spatial 

kernels, respectively [136]. 

The range and spatial kernels are weight functions so that the weight can be assigned 

using the spatial closeness and pixel intensity difference. The range smoothing 

parameter was determined by analysing a region of noise on the image and calculating 

the variance of the pixel grey levels within the region. The variance was then halved 

to give the range smoothing parameter. A value of two was selected for the spatial 

smoothing parameter following tests with TIS images to determine the value that 

ultimately aided in the detection of the inhabitant. The result from applying the 

bilateral filter is visualised in Figure 6.3 where a TIS image depicting the inhabitant 

performing Arm Forward is presented along with the result of applying the bilateral 

filter to the image. An RGB image is presented in Figure 6.3 (c) for context where the 

same pose is being performed from a similar angle. 

   

(a) (b) (c) 

Figure 6.3 (a) TIS frame captured by C1 depicting the inhabitant performing the Arm Forward pose. 

(b) The TIS image after applying the bilateral filter. (c) Photograph of the Arm Forward pose being 

performed. 

Unsharp Masking 

The unsharp masking was used to reduce the blur of the image following the 

application of the bilateral filter. The aim of using the algorithm was to enhance the 

sharpness of the inhabitant’s ROI’s edges, while avoiding enhancement of the smooth 

areas of the images i.e. the background. The algorithm has been used previously to 

improve the image quality of low-resolution medical images [137]. The image 

sharpening technique created a mask of the input image by using a negative, or 

‘unsharp’, version of the image [138]. The mask enhanced the difference in the 

brightness experienced along the edges of the inhabitant’s ROI. The two parameters 

that were adjusted for the application of the mask were the Radius and Amount.  
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The Radius was used to determine the size of the edges that were affected. Smaller 

values for Radius enhanced smaller image detail while larger values created a halo 

effect around object edges. For blurry images, such as the TIS images, values greater 

than 1 would be necessary but it would not be common to require values higher than 

2 [139]. Following experimentation with radius values between 1 and 2, a value of 2 

was chosen. The Amount parameter controlled the extent to which the image 

experienced a sharpening effect. The value was defined as a percentage and following 

a suggestion made for the parameter in [139], a value of 100% was selected. 

Once the mask was applied to the smoothed TIS image, the edges of the inhabitant’s 

heat signature became more pronounced. While there was an increase to the amount 

of image noise from the smoothed image, there was still considerably less image noise 

when compared with the initial TIS image. The result of applying the mask to the 

smoothed image is presented in Figure 6.4 (c). To provide a comparison between the 

stages of the segmentation process, the initial TIS image is also displayed (Figure 6.4 

(a)) along with the output of applying the bilateral filter to the initial image (Figure 6.4 

(b)). 

   

(a) (b) (c) 

Figure 6.4 (a) TIS frame captured by C1 depicting the inhabitant performing the Arm Forward pose. 

(b) the result from applying the bilateral filter to image (a). (c) The result from applying the ‘unsharp’ 

mask to image (b). 

Wiener Filter 

Following the successful application of a sharpening effect to the TIS image, the image 

noise increased. The noise was still less than that of the input image and the benefit of 

the unsharp mask making the edges of the inhabitant’s ROI clearer, justified its use. 

Nevertheless, the image underwent further image noise reduction with the application 

of another filter so that the effectiveness of the eventual detection of the inhabitant’s 

ROI could be improved. 
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The Wiener filter is an adaptive filter that can be used with the aim of reducing the 

noise found throughout an image. The filter considered only a pixel’s neighbours to 

determine the local variance. While the application of the filter was more 

computationally intensive than linear smoothing filters such as the Gaussian filter, the 

use of an adaptive filter allowed for the edges within the image to be better maintained. 

The images presented in Figure 6.5 highlight the difference between the initial TIS 

frame (Figure 6.5 (a)), the same frame following the application of the bilateral filter 

and unsharp mask (Figure 6.5 (b)) and, finally, the output from applying the wiener 

filter (Figure 6.5 (c)). 

   

(a) (b) (c) 

Figure 6.5 (a) The recorded C1 frame depicting the Arm Forward pose. (b) The TIS frame prior to the 

application of the Wiener filter and directly following the application of the bilateral filter and the 

unsharp mask. (c) The TIS frame in image (b) following the application of the wiener filter. 

Active Contours 

The active contours algorithm aimed to form a parametric curve that surrounded the 

ROI within the TIS image. A mask of the input image was initially created and 

represented a binary image. The edges of any ROIs within the image dictated the 

position of the contour. The algorithm is one of energy minimisation and as the contour 

was evolved, it gradually reduced in size to better represent the inhabitant’s ROI’s 

edges. The effect of applying the active contour algorithm on the image following the 

use of each image processing technique is shown in Figure 6.6. 
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(a) (b) (c) 

Figure 6.6 (a) The C1 frame depicting the Arm Forward pose prior to the utilisation of any image 

processing techniques. (b) The result from applying the bilateral filter, unsharp mask and Wiener filter 

to the initial TIS frame shown in image (a). (c) The result from using active contours with the TIS 

frame in image (b). 

While the Wiener filter appeared to degrade the TIS image produced after using the 

unsharp mask, the filter was necessary for improving the binarisation of the image. 

The less effective binarisation of the TIS image is exemplified in Figure 6.7 where the 

active contour algorithm was implemented with the image following the application 

of the unsharp mask, rather than the Wiener filter. The inhabitant’s arm in Figure 6.7 

was not as well segmented as in Figure 6.6 (c). While the unsharp mask achieved edge 

preservation, it introduced further image noise. Without the additional smoothing of 

the Wiener filter, the additional image noise resulted in the abnormal representation of 

the inhabitant’s foot and back, as shown in Figure 6.7. The poor segmentation of the 

inhabitant’s arm provided sufficient rationale for maintaining the use of the Wiener 

filter. It is later highlighted how the consistent detection of the inhabitant’s arm was 

necessary for detecting the performance of many sub-activities and, consequently, 

ADLs. 

 

Figure 6.7 The TIS image that was produced from applying the active contours algorithm directly 

after the unsharp mask, rather than the wiener filter. 

The final processing conducted with the TIS frames involved the translation of the 

inhabitant’s ROI. To further the invariance to translation offered through the use of 

CNNs, the detected ROI in each TIS frame was translated to the centre of its respective 
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image. As the location of the inhabitant was not relevant for the classification of the 

pose performance, the translation improved the consistency of each CNN to classify 

the poses irrespective of where they were performed within the environment. 

6.4 Calculating the Nearest Object 

With a prediction for the inhabitant’s pose provided by the CNNs, the nearest kitchen 

object, if there was one, was determined in order to infer the most likely occurring sub-

activity. In Chapter 4, the nearest object was calculated using the Euclidean distance 

and an empirically chosen threshold. The calculations were made using the perspective 

provided by the ceiling TIS. Due to the removal of the ceiling TIS because of the 

practical limitations highlighted in Chapter 5, a combination of the NO-TIS and C1 

was used to find the nearest object.  

As there was no depth information captured by the TISs, the NO-TIS could not be used 

to determine the nearest object alone. The example presented in Figure 6.8 

demonstrates how the inhabitant could have been using the cupboard, yet from the 

perspective of NO-TIS their centroid was closer to the table. The blue asterisk in 

Figure 6.8 indicates the approximate position of the cupboard and the green asterisk 

represents the approximate position of the edge of the table. The red asterisk represents 

the inhabitant’s centroid (the position from which the Euclidean distance was 

measured). RGB images taken from similar viewing angles are presented in Figure 6.9 

for context.  

As a solution to this issue, the perspective of C1 was initially considered where the 

Euclidean distance between the inhabitant’s centroid and the pre-determined position 

of the kitchen counter was calculated. From an implementation standpoint, any of the 

corner TISs could have been selected to be used along with the NO-TIS. It was due to 

its clearer perspective of the kitchen counter that C1 was selected in this research. In a 

different kitchen environment, where the furniture arrangement is different, a more 

appropriate TIS other than C1 could be selected. This selection would be the 

responsibility of the person tasked with calibrating the sensor configuration. The 

counter was represented on the C1 frames by using a line to join each of the interactive 

objects’ known positions along the counter i.e. the kettle, microwave, fridge and 

cupboard. The Euclidean distance between the inhabitant and the counter line was 

compared with a threshold value and if the inhabitant was deemed near the kitchen 

counter, NO-TIS was used to determine the Euclidean distances between the inhabitant 
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and objects on the counter. Otherwise, NO-TIS was used to only calculate distances 

between the inhabitant and the table or television. If there was no object that the 

inhabitant was considered near, a null value was used instead. 

  

Figure 6.8 (a) The perspective provided by C1 of the inhabitant using the cupboard. (b) The 

perspective offered by NO-TIS of the same instance of the inhabitant using the cupboard. The blue 

asterisk represents the approximate location of the cupboard and the green asterisk represents the 

approximate location of the edge of the table which was closest to the inhabitant. The red asterisk 

represents the centroid of the inhabitant. 

  

Figure 6.9. (a) Photograph of the cupboard being used captured from a similar viewing angle to C1 (b) 

Photograph of the cupboard being used captured from a similar viewing angle to NO-TIS. 

The threshold for ‘nearness’ to the counter was chosen by analysing thermal frames 

from the training sequences that depicted interactions with each of the counter objects. 

For each counter object, five frames depicting the person interacting with the object 

were analysed. The Euclidean distance between the person and the object in each of 

these frames was calculated. The average Euclidean distance for each object 

interaction was then calculated. The highest average Euclidean distance provided 

sufficient information for how far the person could possibly be from the kitchen 

counter while still interacting with an object and so this value was used as the 

threshold. 

It was presumed that the person would not perform poses when they were not 

interacting with an object. Following the determination of whether the inhabitant was 

near the counter, the closest object was then calculated by ascertaining which object 

had the smallest Euclidean distance to the person’s centroid, rather than using a 

‘nearness’ threshold for each object. With the classification of a pose, along with 

* * 
* * 

* 

* 
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determining the nearest kitchen object at the time of the pose performance, the likely 

sub-activity being performed was able to be inferred from each TIS frame. 

The use of Euclidean distance for this approach allowed for the nearest object to be 

consistently and accurately determined, provided the inhabitant was successfully 

detected. The limitation, however, was that a priori knowledge of the environment and 

its objects’ positions was required. A calibration phase would, therefore, be necessary 

for each new environment the TISs are deployed in. The calibration phase would 

involve the same steps presented in Section 4.5.1. The TISs would need to be used to 

capture images of someone highlighting the proximity points of each object so that the 

coordinates of each proximity point could be stored. It was a constraint of the  

experiments that the objects were not moved during the execution of each of the ADLs. 

6.5 Sub-Activity Inference 

In Chapter 4, the pose and nearest object were used in conjunction with one another to 

infer the likely sub-activity being performed by the inhabitant in any given frame. The 

same approach was taken in this chapter, however, there were more potential sub-

activities and as already stated, the number of pose classes was altered. The revised 

inference process is presented Figure 6.10. The diagram highlights how the majority 

of sub-activities were only possible with the Arm Forward pose and so the ability to 

accurately classify this pose was important. This was exemplified with the decision to 

position C1 and C2 to monitor only the kitchen counter because of the need to detect 

whenever the inhabitant interacted with the objects on the counter. 
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Figure 6.10 Visualisation of the sub-activity inference process where the superscript indicates the 

ADL(s) each sub-activity was linked with where a = Making Tea/Coffee, b = Preparing a 

Microwavable Meal and c = Watching Television. 

Each of the TISs’ perspectives of the sub-activities are presented in Table 6.1. These 

example TIS frames demonstrate how the chosen orientation of each TIS did not allow 

for full coverage of the smart kitchen but rather, coverage and classification of 

activities performed within the immediate vicinity of a given TIS. The example TIS 

frames where the inhabitant was occluded or non-existent within the frame, such as 

C3’s view of Using Cupboard, are presented in Table 6.1 to provide an understanding 

of the perspective offered by all TISs for each sub-activity.  The output TIS frames 

following the image processing steps are also included in the table. In a select number 

of the TIS images, the kitchen light is visible as a second region of white pixels. Such 

regions were regarded as noise and so were removed from the TIS images following 

the image processing steps presented in Section 6.3.2, prior to input into any predictive 

models. Each TIS was responsible only for classifying poses that were performed 

whenever the inhabitant was deemed ‘near’ the kitchen objects that a given TIS was 

assigned to. 

  

c 

b 

c 

a,b 

b 

a 

a,b 
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Table 6.1 Thermal, RGB and processed image examples of the sub-activities as perceived by each 

corner TIS. 

Sub-Activity 

C1 Frame, RGB 

Image and 

Processed Frame 

C2 Frame, RGB 

Image and 

Processed Frame 

C3 Frame, RGB 

Image and 

Processed Frame 

C4 Frame, RGB 

Image and 

Processed Frame 

Using Fridgea 

    

Using Kettlea 

    

Using 

Microwaveb 

    

Using Cupboardb 

    

Sitting at Tablec 

    

Sitting at 

Televisionc 

    

Turning On/Off 

Televisionc 
 

 

 

   
a Classification was conducted with the CNN corresponding with C1. 
b Classification was conducted with the CNN corresponding with C2. 
c Classification was conducted with the CNNs corresponding with C3 and C4. 
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6.6 Using a Hidden Markov Model to Represent Activities 

of Daily Living 

For the proposed approach to activity detection and recognition, three ADLs were 

selected: Making a Tea/Coffee, Preparing a Microwavable Meal and Watching 

Television. The ADLs were selected due to their classification in other ADL 

recognition studies [7], [44], [87], [140], [141]. The aim of the proposed solution was 

to investigate whether the unobtrusive TIS data could be used for the classification of 

ADLs within a smart environment while preserving privacy for an inhabitant. The 

Making a Tea/Coffee and Preparing a Microwavable Meal ADLs were selected as 

they are common daily activities. Being able to recognise such ADLs would indicate 

whether there was potential for the approach to be used in the future for providing 

objective measurements of how well the ADLs were performed. Necessary evidence 

of an inhabitant’s capabilities for living independently could subsequently be 

provided. 

Recognising whenever the inhabitant was performing an ADL such as Watching 

Television was deemed important as it was found in 2020 that people in the United 

Kingdom watched television for an average of at least 192 minutes per day [142]. The 

ability to detect whenever the ADL is occurring can be beneficial for determining 

whether the sedentary activity has been performed for too long without any breaks, 

subsequently allowing the necessity for movement to be promoted. Alerts could also 

be used to notify the inhabitant that the television has been left on while they are in a 

different room. 

The ADLs that were selected for classification were defined, in this research, as 

sequences of known sub-activity performances, where sub-activities were defined as 

pairings of pose performances and object interactions. Once a pose was classified with 

the use of the appropriate CNNs and the nearest object was calculated using C1 and 

the NO-TIS, the pair of labels were compared against the known pose and nearest 

object pairings to infer each sub-activity. A matching pairing allowed for a sub-activity 

to be inferred for the frame. The approach to ADL detection and recognition entailed 

the development of a stochastic model known as an HMM. One of the components of 

an HMM is the discrete-time process first order Markov Chain (MC), which consists 

of a state sequence. For an HMM the states are hidden, however, each state produces 

observable information. 
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The sequence of states was represented by 𝑆 where there were 𝑀 potential states. The 

probability of transitioning from state 𝑖 to state 𝑗 was quantified as 𝑎𝑖𝑗. As any state 

could transition to or from any other state, there were a potential 𝑀 𝑥 𝑀 state 

transitions, which were represented with transition matrix 𝐴. The equation used to 

determine the probability of transitioning from state 𝑖 to state 𝑗 is presented in Equation 

6.2: 

𝑎𝑖𝑗 = 𝑃(𝑆𝑘 = 𝑗 | 𝑆𝑘−1 = 𝑖) (6.2) 

where 𝑎𝑖𝑗 is the probability of state 𝑖 transitioning to state 𝑗 and 𝑆𝑘 represents the 

HMM’s state at time 𝑘. 

An HMM assumes that the observation sequence 𝑂 occurs concurrently with the 

sequence of states and that 𝑂 is dependent on 𝑆. The states of the HMM were hidden, 

however, the observations emitted from each state were not and so the probability of 

an observation 𝑗 being emitted from state 𝑖 could be calculated. The observable data 

from each state were assumed to be one of 𝐾 values and so the emission probability 

matrix 𝐵 had a size of 𝑀 × 𝐾. The equation for calculating the probability of a state 

producing a given observation is shown in Equation 6.3: 

𝑏𝑖𝑗 = 𝑃(𝑂𝑘 = 𝑗 | 𝑆𝑘 = 𝑖) (6.3) 

where 𝑏𝑖𝑗 is the probability of observation 𝑗 being generated from state 𝑖 and 𝑂𝑘 

represents the observation detected at time 𝑘. 

The HMM used in this methodology is presented in Figure 6.11. The model considered 

the ADLs as the three hidden states due to the ADLs not being directly observable 

from a recorded TIS frame. The inhabitant’s pose and the nearest object were 

observable from the TIS data and so the sub-activities inferred using this information 

represented each hidden state’s observations. To define the transition and observation 

probabilities, ten instances of each of the three ADLs were first executed and recorded 

with the TISs. Each thermal frame was manually labelled with the pose, sub-activity 

and ADL being conducted. For the frames that had both a sub-activity and ADL label, 

the particular sub-activity and ADL indicated the observation and the state of the 

frame, respectively. With this information, both an observation and state sequence 

were created for the thirty ADL executions. The state sequence was iterated over and 

using Equation 6.2, the state transition probabilities presented in Figure 6.11 were 
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calculated. Similarly, the observation probabilities in Figure 6.11 were calculated by 

iterating over the observation sequence and using Equation 6.3. 

 

Figure 6.11 Diagram of the HMM used for the approach to ADL recognition where the three states are 

Making Tea/Coffee, Preparing a Microwavable Meal and Watching Television. The values alongside 

the arrows which connect the three states indicate the likelihood of transitioning from each state to 

another. Connected downwards from each state are each state’s observations where the values 

alongside the downward arrows indicate the likelihood of the observations being generated from their 

respective states. 

6.6.1 Training the Hidden Markov Model 

To train the HMM, the dataset described in the previous section was used, in which 

three ADLs were initially performed ten times each and recorded with the TISs. The 

sub-activities (observations) performed throughout the thirty ADL performances were 

manually labelled along with the specific ADL (hidden state) being performed 

whenever a frame was recorded. The order of the sequence of ADLs is presented in 

Table 6.2. 

  

0.0248 

0.9932 

0.9565 0.9941 
0.0186 

0.0038 

0.0030 

0.0044 

0.0015 

0.2901 0.3457 0.3642 0.0393 0.0333 0.0371 0.8903 0.0244 0.975
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Table 6.2 Sequence of ADLs used to train the HMM parameters. 

Sequence ADL Sequence ADL 

1 Making Tea/Coffee 16 Making Tea/Coffee 

2 Making Tea/Coffee 17 Watching Television 

3 Watching Television 18 Watching Television 

4 
Preparing a 

Microwavable Meal 
19 

Preparing a 

Microwavable Meal 

5 Making Tea/Coffee 20 Watching Television 

6 Watching Television 21 
Preparing a 

Microwavable Meal 

7 Watching Television 22 Watching Television 

8 
Preparing a 

Microwavable Meal 
23 

Preparing a 

Microwavable Meal 

9 Making Tea/Coffee 24 Making Tea/Coffee 

10 
Preparing a 

Microwavable Meal 
25 Making Tea/Coffee 

11 Making Tea/Coffee 26 
Preparing a 

Microwavable Meal 

12 
Preparing a 

Microwavable Meal 
27 

Preparing a 

Microwavable Meal 

13 Watching Television 28 Watching Television 

14 Making Tea/Coffee 29 
Preparing a 

Microwavable Meal 

15 Watching Television 30 Making Tea/Coffee 

In order to train the HMM, the sequence of ADLs (states) was used along with the 

sequence of observations emitted from the states in order to calculate the maximum 

likelihood estimates of both the transition and emission probabilities. This process is 

demonstrated with pseudo code in Algorithm 6.1. 

This research was conducted to determine whether the low-resolution TIS data was 

able to record sufficient data about a human’s poses and movement in order to 

ultimately estimate the specific ADLs being performed. For this reason, the 
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experiments presented in this chapter involved only simulated performances of each 

ADL and so electrical appliances were not switched on. For example, the kettle was 

not, in reality, filled with water to be boiled and the microwave was not used to actually 

cook a meal. It was only the successful analysis of the poses and human movement 

conducted during such tasks that was necessary for the approach. 

Algorithm 6.1 Pseudo code for the process of training the HMM by establishing the transition and 

emission probability matrices 

1: SET groundTruthTable TO groundTruth.CSV 

2: SET stateSequence TO array(empty) 

3: SET observationSequence TO array(empty) 

4: FOR Each row IN groundTruthTable: 

5: IF row contains an ADL AND row contains a sub-activity: 

6: SET stateSequence(currentState) TO row(ADL) 

7: SET observationSequence(currentObservation) TO row(sub-activity) 

8: ENDIF 

9: ENDFOR 

10: SET transitionMatrix TO matrix(3x3) 

11: SET observationMatrix TO matrix(3x7) 

12: FOR Each state IN stateSequence 

13: INCREMENT transitionMatrix(state, state+1) BY 1 

14: INCREMENT observationMatrix(state, state+1) BY 1 

15: ENDFOR 

16: FOR Each row IN transitionMatrix 

17: SET transitionMatrixRowSum(row) TO sum of row’s values 

18: FOR Each col IN transitionMatrix 

19: 
SET transitionMatrix(row,col) TO transitionMatrix(row,col) / 

transitionMatrixRowSum(row) 

20: ENDFOR 

21: ENDFOR 

22: FOR Each row IN observationMatrix 

23: SET observationMatrixRowSum(row) TO sum of row’s values 

24: FOR Each col IN observationMatrix 

25: 
SET observationMatrix(row,col) TO observationMatrix(row,col) / 

observationMatrixRowSum(row) 

26: ENDFOR 

27: ENDFOR 

For the completion of Making a Tea/Coffee, each sub-activity was expected to be 

completed a minimum of two times, therefore, each state was expected to be 

transitioned to on at least two occasions. It was assumed that, in reality, the fridge and 

the cupboard would need to be used twice each. With respect to the kettle, it would be 

expected to be used once to begin boiling the water and at least once more to pour the 

water into the mug. 

For both the Preparing a Microwavable Meal and Making Tea/Coffee states, the sub-

activities Using Fridge and Using Cupboard represented two of their observations. 

The state Preparing a Microwavable Meal differed from Making Tea/Coffee with the 
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inclusion of the Using Microwave and Sitting at Table observations. For a single 

performance of Preparing a Microwavable Meal, it was assumed that Using 

Microwave would be performed twice. The other sub-activities were only expected to 

be completed once, however, it was possible for Sitting at Table to be performed once 

whenever the inhabitant was simulating waiting for the microwave to cook the meal 

and again when sitting down with the meal. 

For the Watching Television hidden state, the observations were Turning On/Off 

Television and Sitting at Television. For a performance of the ADL, the Turning On/Off 

Television sub-activity was assumed to be performed twice as the sub-activity was 

required to begin and end the ADL. The assumption for Sitting at Television was that 

the sub-activity would only be performed once and this would occur between the first 

and second instance of Turning On/Off Television. 

6.6.2 Using the Viterbi Algorithm 

The decoding problem for HMMs has been described as finding the most probable 

state sequence 𝑆 = 𝑠1, 𝑠2, 𝑠3 … 𝑠𝑘, given an HMM 𝜆 = (𝐴, 𝐵) and an observation 

sequence 𝑂 = 𝑜1, 𝑜2, 𝑜3 … 𝑜𝑘. The Viterbi algorithm has been used for such a problem. 

When using the proposed HMM with sequences of unseen TIS data, the state of the 

model and, therefore, the current ADL being performed, was unknown for any given 

frame. As the pose and nearest object could both be estimated, subsequently inferring 

the sub-activity, this information was observable. The observed sub-activities were 

used along with the trained transition and emission probability matrices for the Viterbi 

algorithm. The output of the algorithm was the most likely sequence of states which 

the HMM would have had to go through in order to generate the observation sequence. 

The pseudo code in Algorithm 6.2 demonstrates how the Viterbi algorithm utilises the 

HMM’s parameters along with the observation sequence. 
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Algorithm 6.2 Pseudo code for Viterbi algorithm 

1: SET viterbiMatrix TO matrix(Number Of States x Length Of Observation Sequence) 

2: FOR Each state IN states 

3: SET viterbiMatrix[state,0] TO state with highest initial probability 

4: SET backPointer[state,0] TO 0 

5: ENDFOR 

6: FOR Each observation IN observationSequence 

7: FOR Each state IN states 

8: SET viterbiMatrix[state, observation] TO state with highest probability 

9: SET backPointer[state, observation] TO probability values of each state 

10: ENDFOR 

11: ENDFOR 

12: SET bestPathProb TO max from viterbiMatrix 

13: SET mostLikelyStateSequence TO states corresponding with bestPathProb 

 

6.7 Experimental Design 

The methods for classifying the pose, calculating the nearest object and inferring the 

sub-activity for a given frame involved a combination of techniques from Chapters 3, 

4 and 5. These methods were further tested with the experimentation of the approach 

for recognising ADLs. 

6.7.1 Validating the Observation Sequence Threshold 

The proposed approach to ADL recognition involved detecting a predetermined 

number of observations from the TIS frames which were then used for the Viterbi 

algorithm. Prior to testing the proposed methodology, a validation process was 

conducted to select an observation sequence threshold which would facilitate the most 

accurate ADL predictions. The validation data sequence consisted of two 

performances of each ADL captured from each of the TISs. The process of predicting 

the ADLs from the validation data sequence was repeated with five observation 

sequence thresholds (factors of five from 5-25).  

The observation sequence threshold indicated the number of observations which were 

to be detected prior to using the observation sequence with the Viterbi algorithm. 

Thresholds were used as each ADL involved the performance of multiple sub-

activities and, in some cases, it was necessary to perform certain sub-activities more 

than once. For example, Turning On/Off Television was performed whenever the 

television was switched on and again whenever it was switched off. The use of an 

observation sequence threshold allowed for control over the number of sub-activities 

that were necessary to infer before attempting to predict the ADL. In doing so, more 

of the ADL’s sub-activities were likely to be included in the observation sequence that 
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was to be used for the Viterbi algorithm. Subsequently, this increased the likelihood 

that the correct ADL was predicted. 

To help evaluate the chosen observation sequence threshold, the estimated ADL 

names, beginnings and endings attained with each threshold value were compared with 

the ground truth. For each predicted ADL, the absolute errors for the estimated 

beginning and ending frames were calculated by determining the absolute difference 

between the estimations and the ground truths. The absolute error indicated by how 

much time the estimations were incorrect, where a low absolute error meant that the 

estimation was closer to the actual moment the ADL began or ended. The absolute 

errors for each ADL beginning and ending estimation were summed to provide an 

absolute error total in order to better represent the overall accuracy of the beginning 

and ending estimations. The results from using observation sequence thresholds of 10, 

15, 20 and 25 are presented in Table 6.3. 

In the validation dataset, the first sub-activity was not performed until the 10th frame 

and so in the preceding frames, no ADL was being performed. The thresholds of 15 

and 25 facilitated the correct prediction of each ADL from the validation dataset, 

however, the absolute error was higher with the threshold of 25. An absolute error total 

of 153 was produced with the threshold of 15 and with a threshold of 25, an absolute 

error total of 211 was produced. The threshold of 15 was subsequently selected as the 

best performing observation sequence threshold. The observation sequence threshold 

of 5 did not enable the model to predict any ADLs. The results demonstrated the 

positive and negative effects on ADL predictions possible with different threshold 

values. 
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Table 6.3. Frame range estimation and ADL label results from testing several observation sequence 

lengths with the validation dataset where AET = Absolute Error Total, Drink = Making a Tea/Coffee, 

Meal = Preparing a Microwavable Meal and TV = Watching Television.  

 

Ground Truth - 

ADL Labels 

and Ranges 

Observation 

Sequence 

Length of 10 - 

ADL Labels 

and Ranges 

Observation 

Sequence 

Length of 15 - 

ADL Labels 

and Ranges 

Observation 

Sequence 

Length of 20 - 

ADL Labels 

and Ranges 

Observation 

Sequence 

Length of 25 - 

ADL Labels 

and Ranges 

Frame 

Range 
ADL  

Frame 

Range 
ADL 

Frame 

Range 
ADL 

Frame 

Range 
ADL 

Frame 

Range 
ADL 

10 – 

126 
Meal 

10 – 

59 
Drink 

10 – 

126  
Meal 

10 – 

126 
Meal 

10 – 

114 
Meal 

142 – 

237 
Drink 

60 – 

123 
Meal 

127 – 

261 
Drink 

127 – 

231 
Drink 

115 – 

206 
Drink 

255 – 

306 
TV 

124 – 

257 
Drink 

262 – 

321 
TV 

232 – 

486 
TV 

207 – 

296 
TV 

314 – 

440 
Drink 

258 – 

325 
TV 

322 – 

439 
Drink 

487 – 

622 
Meal 

297 – 

454 
Drink 

450 – 

493 
TV 

326 – 

459 
Drink 

440 – 

539 
TV N/A 

455 – 

479 
TV 

513 – 

622 
Meal 

460 – 

489 
TV 

540 - 

622 
Meal N/A 

480 - 

622 
Meal 

N/A 
490 - 

622 
Meal N/A N/A N/A 

A

E

T 

0 958 153 579 211 

 

6.7.2 Testing the Activity of Daily Living Recognition Approach 

The test dataset consisted of three performances of each ADL where the order of the 

ADL performances alternated throughout the dataset. Consecutive performances of the 

same ADL were also included in the dataset to investigate how such a scenario would 

be handled by the proposed approach. 

For each group of TIS frames from the test dataset that were captured by C1, C2, C3, 

C4 and NO-TIS, the pose was classified and the nearest object to the inhabitant was 

calculated using the approaches discussed in Section 6.3 and Section 6.4, respectively. 
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Depending on the pose and nearest object pair that was determined, inference of a sub-

activity was attempted using the method described in Section 6.5. Successful inference 

of a sub-activity from the TIS frame indicated the detection of an observation for the 

HMM and so the observation was appended to an observation sequence. The same 

process was repeated for each frame until the length of the observation sequence was 

equal to the observation threshold. 

The observation sequence was used alongside the known transition and emission 

probability matrices for use with the Viterbi algorithm, where the output was the 

sequence of states that the model would have most likely transitioned through in order 

to generate the accumulated observation sequence. The sequence of predicted states 

was the same length as the sequence of observations. The ADL corresponding to the 

state that was predicted the most for generating the observations was selected as the 

most likely ADL to have been performed over the duration of the sequence of TIS 

frames. 

Partial ADL performances were not included in the dataset. Instead, each ADL was 

completed by performing all of the necessary sub-activities. The approach was, 

however, still able demonstrate its capability to accurately predict partial ADLs. As a 

threshold was selected for indicating whenever observation sequences were 

completed, prior to inputting them into the Viterbi algorithm, often the necessary 

number of observations were recorded without inferring all sub-activities related to an 

ADL. In such cases, the correct ADL predictions were still produced, signifying that 

partially completed ADLs would also have been able to be recognised with the 

proposed approach. 

The beginning of the predicted ADL was estimated as the frame containing the first 

observation of the sequence. If an ADL prediction was different from the prediction 

made for the previous observation sequence, it was assumed that the end of the 

previous ADL came with the end of its respective observation sequence. In such cases 

the appropriate frame was selected as the estimation for the ADL ending. 

6.8 Experimental Results and Discussion 

This section presents the results achieved from applying the ADL recognition 

approach to a test dataset, with respect to the classification of the ADLs, the estimation 

of the ADL beginnings and endings, the pose classification rate and the sub-activity 

inference rate. 
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6.8.1 Classification Results 

The three primary components which were necessary for the approach were pose 

classification, nearest object calculation and the inference of sub-activities. Four 

CNNs were used to classify the pose in each thermal frame where each CNN 

corresponded with one TIS. For any given frame, the position of the inhabitant in 

relation to the kitchen objects dictated the CNNs which were used to provide a pose 

prediction. In cases where multiple CNNs were required to predict the pose, the Most 

Confident CNN prediction selection technique used in Chapter 5 indicated the CNN 

whose prediction would be chosen as final. 

The pose prediction produced for each frame from the test dataset was compared with 

the ground truth to calculate four performance measurements: sensitivity, precision, 

specificity and F-score.  The classification results for each pose class are presented in 

Table 6.4. 

Table 6.4 Classification results achieved from using the trainied CNNs to classify each pose from the 

test dataset. 

Pose Sensitivity Precision Specificity F-score 

Arm Forward 0.4949 0.8750 0.9910 0.6323 

Arms Down 0.9415 0.9121 0.8858 0.9266 

Bend 0.6800 0.7727 0.9938 0.7234 

Sitting 0.9861 0.8927 0.9400 0.9371 

All Poses (Average) 0.7756 0.8632 0.9526 0.8171 

The Arm Forward pose was classified at the lowest rate where approximately only half 

of the pose instances were correctly predicted. The rate of sub-activity inference is 

presented in Table 6.6 where the negative impact of the difficulty experienced by the 

CNNs with the detection of subtle extensions of the arm is exemplified. The 

classification of Arm Forward was significantly better whenever the arm was fully 

extended forward during the use of the cupboard and the television. When interacting 

with the other kitchen objects, however, the extension of the arm was not as apparent 

and so the CNNs did not efficiently predict the pose correctly. Whenever the pose was 

misclassified, the sub-activity being performed was unable to be inferred. The majority 

of Arm Forward misclassifications were predicted as Arms Down due to the 

misdetection of the extended arm, as highlighted by the confusion matrix in Table 6.5. 
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Only Arms Down and Sitting were classified considerably well as a sensitivity score 

of 0.6800 was attained for Bend. 

Table 6.5 Confusion matrix generated from the test dataset by the trained CNNs. 

True Class 
Predicted Class 

Arm Forward Arms Down Bend Sitting 

Arm Forward 49 39 2 9 

Arms Down 6 467 2 21 

Bend - 4 17 4 

Sitting 1 2 1 283 

As a result of the low classification scores for Arm Forward and Bend, multiple sub-

activity instances were not accurately inferred, namely Using Fridge, Using 

Microwave and Turning On/Off Television. These results are presented, along with the 

inference results for the other sub-activities, in Table 6.6. There was a high accuracy 

attained for Using Cupboard despite requiring the Arm Forward pose to infer the sub-

activity. Performances of the pose within this context were significantly clearer than 

when interacting with other objects as the cupboard’s location was at a similar height 

from the ground to the inhabitant’s head height and so a more prevalent extension of 

the arm was required. The Turning On/Off Television sub-activity was only inferred 

once from its eight instances, however, this was due to the inhabitant not being deemed 

‘near’ the television at a number of instances where C3 and C4 had correctly predicted 

the pose. The NO-TIS used in the experiment was positioned in a similar location to 

the television to provide a clear perspective of each of the kitchen object locations. 

The location of the NO-TIS, however, caused the algorithm to perform poorly when 

attempting to determine whenever the inhabitant was close to the television. 

The misclassifications for both Arm Forward and Bend were not, however, detrimental 

to achieving accurate ADL classification due to the nature of the approach. Only two 

instances of a sub-activity involving Arm Forward or Bend needed to be inferred in 

order to consider the sub-activity as evidence for determining the most likely ADL. As 

each sub-activity involving Arm Forward was performed twice during an ADL 

performance and multiple frames were captured during each sub-activity performance, 

the necessary poses were able to be classified the minimum number of required times. 

While the CNNs did not accurately classify every instance of Arm Forward and Bend, 

the models were appropriately trained to classify a sufficient number of instances for 
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both poses. The training datasets were sufficient in achieving accurate ADL 

recognition, however, increasing the size of the training datasets for the CNNs would 

subsequently improve their pose recognition capabilities. Such an improvement would 

result in more sub-activity instances being correctly inferred.  

Table 6.6 Sub-Activity Inference accuracies achieved from the test dataset sequence. 

Sub-Activity 
Total 

Instances 

Percentage 

Distribution (%) 

Total 

Correct 

Predictions 

Accuracy 

(%) 

Using Fridge 26 3 13 50.00 

Using Kettle 17 2 11 64.71 

Using Microwave 24 3 8 33.33 

Using Cupboard 35 4 28 80.00 

Sitting at Table 154 17 133 86.36 

Turning On/Off 

Television 
8 1 1 12.50 

Sitting at 

Television 
133 14 131 98.50 

None 511 56 499 97.65 

 

6.8.2 Activities of Daily Living Recognition Results 

The ADL test dataset sequence consisted of three performances of each of the three 

ADLs. The ground truth with respect to the order in which the ADLs were performed, 

their names and their beginnings and endings is visualised in the chart presented in 

Figure 6.12. Each ADL class is represented with a different colour to highlight the 

ADL that was performed within the range of frames on the X axis of the chart. 

 

Figure 6.12. Chart presenting the ground truth for the ADL detection and classification test in which 

the ADL labels are highlighted along with the beginning and ending of each ADL instance. 
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The results chart is presented in Figure 6.13 where the predictions for the ADL 

performances with respect to the ADL classes, beginnings and endings are shown. The 

X axis again indicates the sequence of frames captured during the ADL performances 

while each coloured partition represents an ADL prediction. 

 

Figure 6.13. Chart presenting the results for the ADL detection and classification test in which the 

ADL labels are highlighted along with the beginning and ending of each ADL instance. 

Comparing both charts with one another indicates that while the correct number of 

ADLs was not predicted, each ADL that was predicted, was done so with 100% 

accuracy. On both occasions whenever the same ADL was performed consecutively, 

the second instance of the ADL was not differentiated from the first. The first instance 

of the ADL was instead predicted to have lasted for a duration similar to both instances 

combined. The estimates for the ADL beginnings and endings were considerably 

similar to the ground truth as shown in Table 6.7 where the low absolute errors for the 

estimated ADL beginnings and endings are presented. In the two cases where the same 

ADL was performed consecutively, the absolute error for the ADL beginning 

estimation was calculated by comparing the estimated beginning with the ground truth 

beginning of the first ADL instance. The absolute error for the ADL ending estimation 

was then calculated by comparing the estimation with the ground truth ending of the 

second instance of the consecutively performed ADLs. 

The largest absolute error was produced with the estimation for the ending of the last 

performance of Preparing a Microwavable Meal where the absolute error was only 60 

frames. As the TISs operated at approximately eight frames per second, in an online 

scenario, this estimate would have been incorrect by approximately eight seconds. The 

total absolute error was 237, which equated to circa 30 seconds. 

The combination of consecutive ADL performances into single instances of the ADLs 

has not been considered a limitation of the proposed approach. The aim to accurately 

detect the ADL being performed at any given time and for how long it was performed, 

was accomplished. In a more realistic context, it would be more likely that if the 

inhabitant was making two cups of tea/coffee, both drinks would be made in a 

0 50 100 150 200 250 300 350 400 450 500 550 600 650 700 750 800 850 900 950

Time (Frames)

Making a Tea/Coffee Watching Televison Preparing a Microwavable Meal
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concurrent manner, rather than a consecutive one. As the approach relied on detection 

of a minimum number of sub-activities, or observations, this would only further ensure 

high predictive performance. If such a scenario did occur in which the same ADL was 

performed multiple times one after another, the approach has proven to be capable at 

accurately predicting an ADL for as long as it is being performed. 

Table 6.7 Comparison between the ground truth and the results from testing the ADL recognition 

approach with the test dataset where Drink = Making a Tea/Coffee, Meal = Preparing a Microwavable 

Meal and TV = Watching Television. 

Ground Truth - ADL 

Labels and Ranges 

Observation Sequence 

Length of 15 - ADL Labels 

and Ranges 

ADL 

Beginning 

Estimate 

Absolute 

Error 

ADL 

Ending 

Estimate 

Absolute 

Error 

Frame 

Range 
ADL  

Frame 

Range 
ADL 

1 – 75 Drink 1 – 74 Drink 0 1 

92 – 156 TV 75 – 181 TV 17 25 

181 – 304 Meal 182 – 296 Meal 1 8 

319 – 366 TV 287 – 357 TV 32 9 

373 – 475 Drink 

358 – 531 Drink 15 40 

495 – 571 Drink 

592 – 705 Meal 

532 – 854 Meal 60 20 

711 – 834 Meal 

849 – 884 TV 855 – 887 TV 6 3 

Total Absolute Error 237 
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6.9 Chapter Summary 

The research presented in this chapter has demonstrated an unobtrusive approach to 

recognising ADLs performed in a smart environment, with respect to the name of the 

ADL as well as the duration for which it was conducted. The TISs used for the 

approach were presented both in their manner of deployment and how they were used 

to collect the sequences of ADLs within the smart environment. A revision was made 

to the pose training dataset utilised in Chapter 5 with the inclusion of TIS frames 

captured of the inhabitant performing poses to interact with objects, such as Arm 

Forward to interact with the kettle. The approach to sub-activity inference proposed 

in Chapter 4 was used once more with the objective of accumulating sufficient 

evidence over a sequence of TIS frames to accurately predict the ADL being 

performed. 

To further improve upon the pose classification scores achieved with CNNs in the 

previous chapter, image processing techniques were implemented to segment the 

inhabitant’s ROI from the rest of the image. In previous chapters Otsu’s thresholding 

algorithm and active contours were sufficient for detecting the inhabitant within the 

ceiling and C1 TIS frames, respectively. The inhabitant could be detected within the 

TIS frames captured by C2, C3 and C4 in Chapter 5 as the inhabitant remained 

stationary within the centre of the room. The poses were also not as nuanced as they 

were whenever they were executed during an interaction with an object during an 

ADL. The image processing techniques were subsequently introduced to ensure a more 

consistent detection of the inhabitant as they were recorded by multiple TISs while 

moving throughout and interacting with the environment. 

A bilateral filter was first applied to the image to create a smoothing effect, resulting 

in less background noise. The unsharp mask followed, sharpening the edges of the ROI 

which eventually aided the active contours algorithm. Prior to applying the active 

contours, the Wiener filter was implemented to further reduce the image noise. After 

processing a TIS frame with each technique, the inhabitant’s ROI was centred so that 

the approach would be invariant to the translation of the inhabitant while performing 

ADLs throughout the sequence of captured frames. 

A separate TIS was installed for calculating the object the inhabitant was nearest to in 

any given frame. The perspectives of NO-TIS and C1 were used together to determine 

whether the inhabitant was near the kitchen counter. The result then indicated which 
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objects the Euclidean distance was to be measured from. Sub-activities were inferred 

from the pairing of pose and nearest object information. The sub-activities required for 

each ADL were assumed to remain consistent across every performance of an ADL so 

that the use of an HMM with the TIS data could be effectively tested. 

A single HMM was used where the ADLs represented the hidden states and the sub-

activities required to complete each ADL, represented the states’ observations. A 

transition matrix 𝐴 was created to represent the probability of transitioning from state 

𝑖 to state 𝑗. The emission matrix 𝐵 represented the probability of state 𝑖 generating 

observation 𝑗. Together, the two matrices represented the HMM.  

Following the validation process, an observation sequence length threshold of 15 was 

selected, which indicated the number of observations to detect from the ADL test 

sequence prior to attempting a prediction. Each TIS frame from the test sequence was 

processed to infer the sub-activity, if any, being performed. Once a sub-activity was 

inferred, it was appended to the observation sequence. This continued until 15 sub-

activity observations had been appended to the observation sequence, regardless of 

how many frames had to be processed in order to do so. 

The observation sequence was used along with the HMM’s transition and emission 

matrices for the Viterbi algorithm. The output was the most likely path of states the 

model would have had to step through in order to generate the observation sequence. 

The path of states did not, however, always consist of only one state, even if the 

observation sequence was detected from a single ADL performance. Pose and nearest 

object misclassifications were likely and it would have also been possible that the 

window of frames, which were necessary to process in order to detect 15 observations, 

could have extended across another ADL performance. Whichever state was predicted 

the most by the Viterbi algorithm was selected as the ADL prediction for the window 

of frames. The beginning of an ADL was estimated as the frame in which the first 

observation was detected. The ending was estimated as the last frame in the window 

of frames. 

The CNNs achieved an average pose classification sensitivity of 0.7756. The low 

recognition rate of Arm Forward significantly hindered the inference rate of the sub-

activities that involved Arm Forward. Due to the low results for Arm Forward, 

accuracies of 50.00%, 64.71% and 33.33% were attained for Using Fridge, Using 

Kettle and Using Microwave, respectively. There were, however, two occurrences of 
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each sub-activity during an ADL performance where multiple frames were recorded 

of each and only a minimum of two instances were necessary to be detected in order 

to contribute towards the evidence. The results for Arm Forward, therefore, proved to 

be sufficient for the approach as all ADL performances from the test dataset were 

accurately recognised with respect to their class. An improvement to this aspect of the 

approach would be expected with additional pose training data. 

There were two cases in which the same ADL was performed twice consecutively and 

so the two performances were regarded as a single performance of the ADL. The 

correct ADL class was, however, consistently predicted throughout the test dataset, 

along with a high accuracy for the estimations of each of the ADLs’ beginnings and 

endings. The preservation of privacy was successfully achieved with the utilisation of 

the low-resolution TISs as the only means of monitoring the environment and 

collecting relevant data. The approach can still be improved with future work and 

further additions to both the training and test datasets. Details of the potential future 

work, along with conclusions for the research presented in this thesis, are discussed in 

the following and final chapter. 
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Chapter 7 

Conclusions and Future Work 

The conclusions related to the findings from the research presented in this thesis are 

discussed in this chapter. The contributions to knowledge made by the research are 

also discussed. Limitations of the developed solutions are highlighted alongside the 

potential for future work. 
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7.1 Introduction 

The motivation for the research conducted in this thesis have arisen from the 

continuous increase to the size of the world’s elderly population and the desire of many 

to remain living at home rather than moving into a form of institutionalised care. To 

maximise the time available for living at home, the environment must be equipped to 

facilitate ageing in place so that the inhabitant can continue to live independently and 

safely. Understanding the actions and behaviour of an inhabitant can facilitate the 

analysis of one’s capability to complete tasks in their own self autonomy in a safe 

manner. This thesis has proposed a novel unobtrusive approach to ADL recognition in 

which privacy preservation was prioritised as much as classification capability. The 

selected sensors were maintained as the only sensory data source due to their 

unobtrusive nature and so improvements to ADL classification were made without the 

inclusion of other sensor types. 

As investigated in Chapter 2, the task of developing systems that offer automated 

monitoring of the home environment has been fulfilled with a number of approaches, 

differing in the sensors installed, methods of learning utilised and type of data 

captured. Understanding the behaviour of an environment’s inhabitant allows for the 

detection of abnormalities with respect to the manner in which the activities are 

performed. Preservation of privacy and collection of unobtrusive data are commonly 

omitted from image-based activity recognition systems in favour of predictive 

accuracy. Chapter 2 identified the challenge to offer a sufficient degree of privacy to 

an inhabitant while maintaining a sufficient level of recognition of their ADLs.  

Thermal imagery has been found to possess privacy preservation qualities in addition 

to other useful characteristics. Thermal images can be recorded without consideration 

for the brightness of the environment and segmentation of heat sources from the mostly 

uniform background is a less computationally intensive process than with RGB image 

data. Thermal image capture devices with considerably higher resolutions than the 

TISs, however, would not necessarily offer privacy as discernible characteristics could 

be recorded of both the inhabitant and the environment in which they reside.  

The use of low-resolution thermal sensors for monitoring an environment was 

investigated in this research due to the sensor’s unobtrusive nature. More specifically, 

the lower resolution of the images prevented the need to take further steps to secure 

the data from hackers or to apply computationally intensive segmentation techniques 
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to hide the inhabitant’s identity. Thermal imagery with a low amount of detail would 

mean that at no stage of a system incorporating such data would discernible 

characteristics of the inhabitant or their home be recorded. 

The contributions made in this thesis are discussed in this chapter by highlighting the 

separate components of the novel approach to ADL recognition and how effective the 

low-resolution thermal data was for achieving a sufficient balance between machine 

learning performance and privacy. The limitations of the current approach along with 

the potential for further research are also discussed in this chapter. 

7.2 Contributions 

Thermal imagery that has been used in previous studies has been captured at 

resolutions such as 640x480 and 60x80. With such resolutions, details of the 

environment were visible and while human identities were largely hidden, there was 

sufficient detail to differentiate between multiple people within an image. The research 

conducted in this thesis aimed to determine whether the unobtrusive qualities offered 

by thermal imagery could be improved by using images of lower resolutions while still 

offering the capability to perform classification tasks. The research conducted 

throughout this thesis fulfilled the proposed research aim and objectives. Through the 

completion of the research objectives, the various components that contributed to the 

ADL recognition system were developed and they are presented in this section as the 

contributions made to knowledge. 

7.2.1 Unobtrusive Pose Recognition 

Chapter 3 presented this contribution, which involved the use of machine learning and 

a single low-resolution thermal sensor as the only sensory data source. The ceiling-

based TIS collected the original dataset of poses, from which features were extracted 

to train three machine learning models: DT, RF and SVM. The TISs did not capture 

any significant detail regarding the inhabitant’s discernible features nor the 

environment in which the poses were executed. The RF machine learning model 

performed well when classifying the poses executed in TIS frames. The results of this 

chapter contributed the knowledge that the manner of data collection, with only the 

low-resolution TIS, can preserve the privacy of an environment’s inhabitant while 

correctly predicting human poses at a high rate. 
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7.2.2 Sub-activity Inference with Single Frame Analysis 

The research presented in Chapter 4 demonstrated that pose recognition can be 

improved with multiple low-resolution TISs while still maintaining privacy. The 

machine learning model fused the features extracted from both TISs to provide more 

accurate pose predictions. The known positions of the objects within a given TIS frame 

facilitated the calculation of the closest object to the inhabitant at any time. The pose 

predictions and nearest objects combined to provide sufficient evidence for inferring 

the most likely sub-activity being executed. The chapter’s experimental results 

contributed the knowledge that an additional TIS can improve upon the pose 

recognition capabilities of a single TIS. In addition to this, the results also contributed 

a novel approach for analysing and inferring human action, which was a significant 

component for the ADL recognition methodology proposed in Chapter 6. 

7.2.3 Training Deep learning classification models using low-

resolution thermal imagery 

Chapter 4 investigated the effects of further increasing the number of TISs for 

recognising poses, replacing the RF model with a CNN and the implications of 

removing the non-practical ceiling TIS. Five TISs recorded poses within the smart 

environment and five CNNs received an image input from their corresponding TISs. 

The CNNs output their own pose predictions and a voting scheme selected the final 

prediction for the pose instance. The testing of various permutations of corner TISs 

highlighted that poses could be accurately predicted without the ceiling TIS, 

subsequently improving practicality while maintaining predictive performance. 

The findings from this chapter contributed the knowledge that the deployment of the 

TISs in a home environment is not limited by the ceiling’s height nor the viability of 

embedding a TIS within the ceiling as corner TISs are sufficient for recognising human 

poses. In addition, the accurate pose predictions with the various permutations of TISs 

contributed the knowledge of the low-resolution data’s capacity for use with a complex 

CNN architecture. 

7.2.4 A Privacy Preserving Approach to the Detection and 

Recognition of Activities of Daily Living 

Chapter 6 presents a novel approach to the recognition and detection of ADLs where 

the approach utilised the contributions to knowledge made by the previous chapters. 

An HMM represented the ADLs and the sub-activities required for the completion of 
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each ADL. The ADLs represented the HMM’s hidden states and the sub-activities 

represented the observable information. The experiment involved the Viterbi 

algorithm which used the HMM model and the sub-activity sequence generated from 

the sequence of TIS frames in order to output the most probable ADLs being executed 

over windows of TIS frames. 

The research in Chapter 6 contributed a novel approach to the recognition of ADLs, 

which also involved accurate detection of the beginning and ending of each ADL. The 

image processing techniques ensured the detection of the inhabitant within the TIS 

frames, whilst the use of low-resolution TISs as the only sensory data sources again 

prevented any discernible human characteristics from being recorded. The novel 

approach contributed the knowledge that it is possible to offer privacy to an inhabitant 

of an environment, which is under continuous automated monitoring, while accurately 

tracking the inhabitant’s ADLs. 

7.3 Limitations 

The work outlined in this thesis has achieved results indicative of the successful 

implementation of an unobtrusive approach to ADL recognition. The components of 

the approach which are presented throughout the thesis do, however, have some 

limitations. 

The pose dataset used in Chapters 3 and 4 was sufficient for training the machine 

learning models to classify poses from the test dataset, however, the class distribution 

was unbalanced. This was rectified with the revised pose dataset in Chapter 5 which 

consisted of an equal number of TIS frames for each pose class. The version of the 

pose dataset used in Chapter 5 followed the assumption that the poses would only be 

performed in the centre of the environment. While the assumption limited this 

particular dataset from being used for activity recognition, the dataset was effective 

for achieving the research objective of determining whether the low-resolution image 

could be used to train a CNN. This limitation was corrected by creating a dataset 

consisting of realistic pose performances, which was used in Chapter 6 for the novel 

ADL recognition approach. 

The original dataset presented in Chapter 5 was used for training both an RF model 

and a CNN. The dataset was limited in comparison to the training datasets that have 

been used for CNNs in previous studies. Nevertheless, the dataset proved to be 

sufficient for training the CNNs as positive pose classification performances were 
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achieved. A larger training dataset would be necessary for deploying the system into 

an environment that is occupied by a person who is not involved in the training data. 

The limited dataset size was also a factor for the novel approach to ADL recognition. 

The pose training dataset was further revised to include examples of the poses as the 

inhabitant interacted with objects within the environment. The size of the dataset, 

however, remained at 500 instances of each class. Once more, the CNNs were trained 

adequately to demonstrate the proposed approach. It would be expected that a larger 

training dataset would produce more accurate results, both with respect to the poses 

and sub-activities. 

In its current state, the ADL recognition approach operates in an offline manner. The 

image processing techniques that were applied to the TIS imagery were 

computationally intensive and would cause the frame rate to reduce from eight frames 

per second to approximately four frames per second if used in an online solution. The 

current approach would likely only be able to be used to analyse data after an inhabitant 

has already performed the ADLs and not in real-time. Arguably, it is not as imperative 

to produce ADL analysis as immediately as it would be for the likes of a fall detection 

system and so predictive performance was favoured over real-time processing speeds. 

While the limitations in this research do not have a significant detrimental impact on 

the implementation of the low-resolution data or the experimental results, there is still 

scope for improvement. 

7.4 Future Research 

This research has made a number of novel contributions to the field of privacy 

preservation for activity recognition systems. Nevertheless, it is necessary for research 

in this area to continue so that unobtrusive monitoring of a smart environment can be 

advanced. A major aspect of the approach to ADL recognition was the high rate of 

pose classification. Advances in this area would result in improved recognition of 

ADLs. Pose classification has been accomplished both with CNN and RF machine 

learning models. Both models have been tested separately and so in the future it is 

intended to investigate whether a heterogeneous approach, in which both the CNN and 

RF are considered in the same ensemble, would improve upon the pose classification 

rate. 

One of the major limitations of the research was the size of the datasets. The dataset 

used for training the CNNs consisted of 500 instances for each pose class. The datasets 
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will be expanded with additional pose instances through further data capture and data 

augmentation. The augmentation will involve the rotation and translation of the 

already existing TIS imagery to simulate new data, resulting in a significant increase 

to the size of the current dataset. With a larger dataset, a more accurate classification 

model will be able to be developed with the aim of improving the approach to pose 

classification and ADL recognition. The realism of the unobtrusive datasets will also 

improve with future work as the TISs will be used to capture instances of ADLs as 

people behave normally either within their own homes or an environment designed to 

emulate a home. 

It is also intended to expand the original datasets with respect to the number of home 

environments the data is captured in. The inclusion of different environments in the 

dataset will allow the proposed approach to ADL recognition to be evaluated with 

different poses, objects and ADLs. Different environments may also require the 

positions of the TISs to be revised, subsequently introducing further research problems 

such as finding the optimal positions of TISs in different rooms of the home. 

Further experimentation for the approach to ADL recognition will be conducted in 

which the image processing techniques used to aid segmentation of the inhabitant’s 

ROI will be revised. Real-time processing of the TIS data to conduct ADL recognition 

in real-time will be prioritised. The effect of additional heat sources on the proposed 

approaches will also be investigated in future research. Such scenarios may arise 

whenever the kettle is boiling, the central heating is switched on or sunlight increases 

the temperature of a window or surfaces within the environment for a continuous 

period of time. It is important to ensure that the inhabitant can continue to be accurately 

tracked and monitored when the thermal data is impacted by such heat sources. 

The ADL recognition approach can be used in conjunction with the Katz index of 

independence in ADLs in order to make objective measurements of a person’s 

capabilities for performing ADLs. Objective measurements of ADLs could be used to 

determine whether it would be safe and comfortable for a person to live independently. 

The automated aspect of such a system could allow for objective measurements to be 

made on a regular basis, rather than only when a clinician is free to conduct an 

assessment. 

The research has provided several novel contributions to knowledge where the 

proposed methodologies maintain an emphasis on the necessity for privacy 
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preservation within the home. It cannot be avoided that the use of sensors is the most 

effective manner of providing consistent monitoring of an inhabitant at home, so that 

they can continue to live independently in their own home. What can be controlled, is 

the nature of the sensor data captured. The unobtrusive TIS data used throughout this 

research has shown to be effective for the classification tasks required to detect and 

recognise ADLs performed within a smart environment. For further research 

conducted with the approaches presented in this thesis, unobtrusive sensors will 

continue to be retained as the only means of data capture. 

Research has helped establish that ageing in place should be offered to facilitate the 

desire to remain living independently at home for as long as possible, as doing so is 

vital for both mental and physical health. Nevertheless, it should not be forgotten that 

security and comfort can be equally as important to many. The necessary 

considerations should always be made to ensure that the provision of independent 

living also includes the preservation of one’s privacy within one’s own private home.  
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Appendix A 

This section presents the results achieved with each TIS permutation and prediction 

selection method for CNNs as discussed in Chapter 5 Section 5.4.3. 

A.1 Further Results from Pose Recognition Test with Five 

Thermopile Infrared Sensors and CNNs 

The sensitivity results achieved with either of the Majority Vote or Soft Voting methods 

are presented in Table A.1, displaying the individual pose results as well as the results 

achieved whenever all five TISs were used together. While the ceiling TIS achieved 

the highest overall sensitivity score, C2 achieved a marginally higher score for Sitting. 

The C2 TIS had a better perspective of the Sitting pose due to its lateral viewing angle 

and was less likely than the ceiling TIS to confuse the pose with Bend. Other than 

Sitting, however, C2 did not outperform the other corner TISs where Arms Down was 

best classified by C1 and Arm Side was classified by C3 with the highest rate. With 

respect to Arm Forward, C4 produced the highest score while also obtaining the lowest 

sensitivity for Arms Down.  

Table A.1 Five-CNN test sensitivity results where the results for all TISs were attained using either 

the Majority Vote or Soft Voting prediction selection methods for all 250 pose instances in the unseen 

test data where C = Corner. 

Pose Ceiling C1 C2 C3 C4 All TISs 

Arm 

Forward 
0.8400 0.4800 0.5000 0.4800 0.5200 1.0000 

Arm Side 0.9800 0.6000 0.3600 0.6200 0.3200 0.9800 

Arms Down 0.9800 0.9000 0.7000 0.6200 0.2800 0.9800 

Bend 0.9800 0.9800 1.0000 1.0000 1.0000 1.0000 

Sitting 0.9600 0.5600 0.9800 0.7200 0.7800 1.0000 

All Poses 

(Average) 
0.9480 0.7040 0.7080 0.6880 0.5800 0.9920 

The precision scores achieved by each individual CNN on the test data, in addition to 

the score when all five CNNs were used, are displayed in Table A.2 The ceiling CNN 

produced the highest average precision score. The sensitivity results allude to the 

Ceiling CNN being able to accurately classify true positives of Arm Side, however, the 

precision results indicated that the CNN also incorrectly classified several other pose 

instances as Arm Side. Such measurements highlighted that the classifiers did not 

operate as accurately individually as they did when used together. This was 
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exemplified by the 0.1250 increase in the precision score for Arm Side whenever the 

CNNs were used in conjunction with one another. The precision score obtained by C1 

for Arm Side was significantly higher than for the ceiling which perhaps, alongside the 

low sensitivity score for Arm Side by C1, demonstrated a limitation of the TIS’s 

perspective to produce Arm Side predictions. 

Table A.2 Five-CNN test precision results where the results for all TISs were attained using either the 

Majority Vote or Soft Voting prediction selection methods for all 250 pose instances in the unseen test 

data where C = Corner. 

Pose Ceiling C1 C2 C3 C4 
All 

Views 

Arm 

Forward 
1.0000 0.9231 0.6944 1.0000 0.4262 1.0000 

Arm Side 0.8750 1.0000 0.6923 0.4306 0.5333 1.0000 

Arms Down 0.9250 0.5056 0.5469 0.6200 0.8750 0.9800 

Bend 0.9800 0.6533 0.7463 0.7813 0.6849 1.0000 

Sitting 0.9800 0.9333 0.8596 0.9000 0.5571 0.9804 

All Poses 

(Average) 
0.9518 0.8031 0.7079 0.7464 0.6153 0.9921 

The lowest average precision score for all poses was obtained by C4. In particular, C4 

achieved a considerably lower result for Sitting, which was caused by the respective 

CNN misclassifying Arms Down as Sitting where only a score of 0.2800 was obtained 

for the Arms Down class. Misclassifications of Arms Down as Arm Forward were also 

commonly made by the C4 CNN, contributing to the low Arm Forward precision 

score, however, this was primarily caused by misclassifications of Arm Side. Both Arm 

Forward and Arm Side had similar appearances from the perspective of C4, causing 

the corresponding CNN to frequently confuse one for the other. Such 

misclassifications were also common for the CNNs associated with C2 and C3, 

signifying again the difficulty in accurately predicting pose performances from just 

one laterally based TIS. 

The specificity scores are presented in Table A.3. In terms of individual CNNs, the 

ceiling CNN achieved the highest overall specificity score. While the scores for the 

CNNs corresponding to C1, C2 and C3 were not as high as the ceiling CNN, high 

scores were still obtained. The C4 CNN’s overall specificity was the lowest that was 

obtained by any of the CNNs. This was again caused by the low rate of classification 

for Arms Down. As the C4 CNN was not effective at classifying Arms Down, the need 
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for multiple TISs to work in conjunction with one another to produce pose predictions 

was reiterated. 

Table A.3 Five-CNN test specificity results where the results for all TISs were attained using either 

the Majority Vote or Soft Voting prediction selection methods for all 250 pose instances in the unseen 

test data where C = Corner. 

Pose Ceiling C1 C2 C3 C4 
All 

Views 

Arm 

Forward 
1.0000 0.9870 0.9325 1.0000 0.7727 1.0000 

Arm Side 0.9641 1.0000 0.9521 0.7747 0.9021 1.0000 

Arms Down 0.9792 0.7486 0.8304 0.8813 0.9850 0.9950 

Bend 0.9947 0.8301 0.8819 0.8971 0.8051 1.0000 

Sitting 0.9947 0.9867 0.9412 0.9714 0.7737 0.9950 

All Poses 

(Average) 
0.9865 0.9105 0.9076 0.9049 0.8477 0.9980 

 

A.2 Further Results from Pose Recognition Test with Three 

Thermopile Infrared Sensors and CNNs 

The results from using the Majority Vote technique are presented in Table A.4. 

Table A.4 The results attained with each permutation of three corner TISs using the Majority Vote 

prediction selection method for all 250 pose instances in the unseen test data where C = Corner. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.8520 0.8626 0.9593 0.8484 

C1, C2, C4 0.8400 0.8702 0.9565 0.8548 

C1, C3, C4 0.8080 0.8124 0.9447 0.8102 

C2, C3, C4 0.8000 0.8233 0.9437 0.8115 

The permutation of C1, C2 and C3 achieved the best classification scores for the 

Majority Vote prediction selection method. The results from using the Most Confident 

CNN method with the test dataset are shown in Table A.5. 
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Table A.5 The results attained with each permutation of three corner TISs using the Most Confident 

CNN prediction selection method for all 250 pose instances in the unseen test data where C = Corner. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.8160 0.8542 0.9505 0.8346 

C1, C2, C4 0.8480 0.8686 0.9588 0.8488 

C1, C3, C4 0.8120 0.8399 0.9474 0.8257 

C2, C3, C4 0.8520 0.8460 0.9591 0.8490 

With this manner of prediction selection, the performance was similar to the use of 

Majority Vote. For Soft Voting, however, the results were notably greater. The results 

in Table A.6 present the performances of each TIS permutation with Soft Voting. 

Table A.6 The results attained with each permutation of three corner TISs using the Soft Voting 

prediction selection method for all 250 pose instances in the unseen test data where C = Corner. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.9160 0.9308 0.9786 0.9149 

C1, C2, C4 0.8240 0.8459 0.9504 0.8184 

C1, C3, C4 0.7360 0.8160 0.9233 0.7367 

C2, C3, C4 0.7280 0.7300 0.9147 0.7079 

 

A.3 Further Results from Pose Recognition Test with Two 

Thermopile Infrared Sensors and CNNs 

The results attained with the Most Confident CNN method are shown in Table A.7. 
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Table A.7 The results attained with each permutation of two corner TISs using the Most Confident 

CNN prediction selection method for all 250 pose instances in the unseen test data where C = Corner. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2 0.8400 0.8910 0.9578 0.8648 

C1, C3 0.7280 0.8014 0.9199 0.7629 

C1, C4 0.8040 0.8357 0.9444 0.8200 

C2, C3 0.8360 0.8427 0.9562 0.8393 

C2, C4 0.6920 0.6962 0.9007 0.6941 

C3, C4 0.7840 0.7784 0.9368 0.7812 

For the Soft Voting technique, the same permutation of C1 and C2 again achieved the 

highest classification scores, as shown in Table A.8. 

Table A.8 The results attained with each permutation of two corner TISs using the Soft Voting 

prediction selection method for all 250 pose instances in the unseen test data where C = Corner. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2 0.8440 0.8953 0.9590 0.8689 

C1, C3 0.7320 0.8068 0.9213 0.7315 

C1, C4 0.8000 0.8321 0.9430 0.8000 

C2, C3 0.8400 0.8454 0.9573 0.8408 

C2, C4 0.6800 0.6938 0.8958 0.6635 

C3, C4 0.7840 0.7784 0.9368 0.7745 
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Appendix B 

This section presents the results achieved with each TIS permutation and prediction 

selection method for RFs as discussed in Chapter 5 Section 5.5.2. 

B.1 Further Results from Pose Recognition Test with Five 

Thermopile Infrared Sensors and RFs 

The sensitivity results achieved upon classifying each of the 250 pose instances from 

the test dataset are presented in Table B.1. The individual RF model scores are shown 

along with the results from using all five TIS and RF models together. 

Table B.1 Five-RF test sensitivity results where the results for all TISs were attained using the Most 

Confident RF prediction selection method for all 250 pose instances in the unseen test data C = 

Corner. 

Pose 
Only 

Ceiling 

Only 

C1 

Only 

C2 

Only 

C3 

Only 

C4 

All Five 

TISs 

Arm 

Forward 
1.0000 0.4800 0.4800 0.4800 0.8400 0.9800 

Arm Side 0.9800 0.4000 0.0600 0.5200 0.2200 0.9200 

Arms Down 0.9800 0.9600 0.9400 1.0000 0.4600 1.0000 

Bend 0.9400 0.9800 1.0000 1.0000 0.3600 0.9800 

Sitting 0.9800 0.8800 0.7400 0.7800 0.9200 0.9800 

All Poses 

(Average) 
0.9760 0.7400 0.6440 0.7560 0.5600 0.9720 

The ceiling TIS and RF produced the highest sensitivity scores among each of the 

individual performances. The results achieved with the ceiling RF also marginally 

improved upon the results when all five TISs and corresponding RFs were used 

together, demonstrating that the inclusion of the four corner TISs had a detrimental 

effect on the performance. The Arm Side class was the least recognised pose and there 

were also low recognition rates by C1, C2 and C3 for Arm Forward. Instances of Arm 

Side and Arm Forward were confused with one another by the classifier and in cases 

where TISs could not detect the inhabitant’s extended arm during such pose 

performances, the pose was classified as Arms Down. 

The precision scores that resulted from this test are presented in Table B.2. The highest 

scoring TIS was the ceiling TIS where each class was recognised with high precision. 

With respect to the corner TISs, Arm Side was the highest scoring class. This was not, 
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however, a result of a high classification rate but instead because of how infrequently 

any other class was misclassified as Arm Side. This further demonstrated the RF’s 

difficulty with classifying any pose instance as Arm Side. Whenever the RF models 

were provided with the extracted features from a pose instance that involved the 

extension of the inhabitant’s arm, they were often more confident that the class was 

Arm Forward rather than Arm Side. This is shown by the low precision scores for Arm 

Forward that are a result of Arm Side pose instances being misclassified as Arm 

Forward. 

Table B.2 Five-RF test precision results where the results for all TISs were attained using the Most 

Confident RF prediction selection method for all 250 pose instances in the unseen test data C = 

Corner. 

Pose 
Only 

Ceiling 

Only 

C1 

Only 

C2 

Only 

C3 

Only 

C4 

All Five 

TISs 

Arm 

Forward 
1.0000 0.6320 0.3480 0.5450 0.4040 0.9250 

Arm Side 1.0000 1.0000 1.0000 1.0000 0.9170 1.0000 

Arms Down 0.9420 0.5160 0.6030 0.6250 0.6570 0.9800 

Bend 0.9590 0.9070 0.7940 0.8200 1.0000 0.9800 

Sitting 0.9800 0.9780 1.0000 1.0000 0.5680 0.9800 

All Poses 

(Average) 
0.9763 0.8066 0.7488 0.7980 0.7091 0.9730 

The precision scores for the Arms Down class were also low for each of the corner 

TISs. As previously highlighted, if an extended arm was not visible from several TIS 

viewing angles, it was highly likely that the pose instance was misclassified as Arms 

Down, subsequently causing Arms Down to have a low precision value. 

The specificity scores are displayed in Table B.3. Much like the prior performance 

measurement, the C4 RF had the lowest average score and the ceiling TIS achieved 

the average highest score. For the classes the C4 RF did perform well with, it achieving 

the highest scores of the four corner RFs. Likewise, if a low specificity score was 

obtained by any of the corner RFs, at least one other corner RF was able to achieve a 

high score, demonstrating the complementary nature of utilising multiple TISs. Should 

the installation of the ceiling TIS be unrealistic, the varying high scoring advantages 

provided by each of the corner RFs can be combined. 

The specificity scores for Arm Side were significantly greater than the sensitivity 

scores. Much like the precision scores for Arm Side, this was not due to a high 
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classification rate but rather a result of pose instances not being incorrectly predicted 

as Arm Side, resulting in zero false positives relative to the class. 

Table B.3 Five-RF test specificity results where the results for all TISs were attained using the Most 

Confident RF prediction selection method for all 250 pose instances in the unseen test data C = 

Corner. 

Pose 
Only 

Ceiling 

Only 

C1 

Only 

C2 

Only 

C3 

Only 

C4 

All Five 

TISs 

Arm 

Forward 
1.0000 0.9200 0.7527 0.8919 0.6125 0.9798 

Arm Side 1.0000 1.0000 1.0000 1.0000 0.9923 1.0000 

Arms Down 0.9848 0.7527 0.7862 0.8225 0.9070 0.9948 

Bend 0.9899 0.9645 0.8952 0.9267 1.0000 0.9949 

Sitting 0.9949 0.9930 1.0000 1.0000 0.7287 0.9949 

All Poses 

(Average) 
0.9939 0.9261 0.8868 0.9282 0.8481 0.9923 

 

B.2 Performance Measures for the Three-TIS Test 

The results from using the Majority Vote technique are presented in Table B.4. 

Table B.4 The results attained with each permutation of three corner TISs using the Majority Vote 

prediction selection method for all 250 pose instances in the unseen test data. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.7560 0.8099 0.9324 0.7394 

C1, C2, C4 0.7640 0.8500 0.9354 00.7120 

C1, C3, C4 0.7520 0.8107 0.9313 0.7380 

C2, C3, C4 0.7600 0.8562 0.9356 0.7116 

The results from using the Most Confident RF method with the test dataset are shown 

in Table B.5. 
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Table B.5 The results attained with each permutation of three corner TISs using the Most Confident 

CNN prediction selection method for all 250 pose instances in the unseen test data. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.7840 0.8393 0.9394 0.7608 

C1, C2, C4 0.7640 0.8273 0.9306 0.7253 

C1, C3, C4 0.8600 0.8868 0.9619 0.8523 

C2, C3, C4 0.7760 0.8547 0.9382 0.7384 

The results in Table B.6 present the performances of each TIS permutation with Soft 

Voting. 

Table B.6 The results attained with each permutation of three corner TISs using the Soft Voting 

prediction selection method for all 250 pose instances in the unseen test data. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2, C3 0.7920 0.8264 0.9430 0.7848 

C1, C2, C4 0.6920 0.8011 0.9044 0.6553 

C1, C3, C4 80.80 85.31 94.79 79.46 

C2, C3, C4 0.8080 0.8906 0.9512 0.7674 

 

B.3 Performance Measures for the Two-TIS Test 

The results attained with the Most Confident RF method are shown in Table B.7. 
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Table B.7 The results attained with each permutation of two corner TISs using the Most Confident 

CNN prediction selection method for all 250 pose instances in the unseen test data. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2 0.7320 0.8033 0.9208 0.6969 

C1, C3 0.7880 0.8212 0.9407 0.7817 

C1, C4 0.7560 0.8154 0.9253 0.7328 

C2, C3 0.7520 0.8292 0.9294 0.7149 

C2, C4 0.6360 0.7317 0.8844 0.6076 

C3, C4 0.8480 0.8888 0.9594 0.8379 

For the Soft Voting technique, the same permutation of C1 and C2 again achieved the 

highest classification scores, as shown in Table B.8. 

Table B.8 The results attained with each permutation of two corner TISs using the Soft Voting 

prediction selection method for all 250 pose instances in the unseen test data. 

TIS 

Permutation 
Sensitivity Precision Specificity F-score 

C1, C2 0.7480 0.8231 0.9267 0.7008 

C1, C3 0.7880 0.8167 0.9412 0.7827 

C1, C4 0.7560 0.8211 0.9253 0.7279 

C2, C3 0.7640 0.8438 0.9338 0.7227 

C2, C4 0.660 0.7528 0.8938 0.6248 

C3, C4 0.8360 0.8831 0.9558 0.8192 

 

 

 


